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Welcome from the Organizing Committee 
 
On behalf of the NYCEMS Steering Committee, it is our great pleasure to welcome you to the 2019 joint 
International Computer Music Conference and New York City Electroacoustic Music Festival. We have an 
exciting program of 27 concerts, paper sessions, sound installations, panel discussions, workshops, 
“immersion” concerts, and late-night concerts taking place in and around New York University in New 
York City. We hope that you will enjoy all of them. The conference would not have been possible without 
the help of many, and in particular, we would like to express our sincere appreciation to the following 
people and organizations who have contributed to us this year:  
 
 
 

New York University 
 

Genelec Corporation 
 

The Fulton J. Sheen Center for Thought and Culture 
 

Harvestworks 
 

Fractured Atlas/Rocket Hub 
 

Queens College and Brooklyn College, C.U.N.Y., 
 

State University of New York at Stony Brook 
 

University of Central Missouri 
 

Parts Express 
 

Svensk Musik and the Swedish Society of Composers 
 

The Adam Mickiewicz Institute 
 

The Daegu Foundation for Culture 
 

Our keynote speaker, Brad Garton 
 
 
 
 
 
Hubert Howe and Tae Hong Park 
Conference Co-Chairs 
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Welcome from NYU Dept. of Music and Performing Arts Professions 
 
Welcome to the 2019 NYC International Computer Music Conference! It is great pleasure that 
New York University’s (NYU) Department of Music and Performing Arts Professions (MPAP) is 
partnering with NYCEMF in bringing the ICMC conference to New York City this year. The ICMC-
NYCEMF team and NYU team have worked tirelessly to bring you 27 concerts, daily parallel paper 
sessions, installations around the city (including Governor’s Island), seven panel discussions, 14 
workshops, and Bard Garton as our keynote speaker. What is very exciting — is not only the sheer 
number of submissions the event received this year: nearly 1000! — but also the extended seven 
days of ICMC events we have in store for you, to celebrate the depth and breadth of the world 
of computer music today. I am particularly proud of the partnership with the International 
Computer Music Association (ICMA), NYU Libraries, and MPAP launched last year – the Electro-
Acoustic Music Mine (EAMM) archives, where all works presented at ICMCs, starting with last 
year, will be preserved and archived here in the Big Apple! Congratulations to all in being selected 
to this highly prestigious conference — and once again, welcome to The Melting Pot and the City 
That Never Sleeps!  
 
Ron Sadoff 
Director, NYU MPAP 
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Welcome from the President of the ICMA 
 
On behalf of the International Computer Music Association (ICMA) board it is with great pleasure 
to welcome you to the 2019 ICMC Edition in The Big Apple!  
 
I remember going to my first ICMC in 1998 when I was a graduate student, feeling overwhelmed 
and exited at the same time. Ever since that visit to Michigan, I have tried to go to every ICMC – 
when fortunate enough to get my work accepted – and developed a close relationship with the 
conference and … hurricanes: I came to New York City in 2012 when Hurricane Sandy made 
landfall bringing havoc and rendering silent the southern part of Manhattan (an amazing sonic 
experience). Sandy also vividly reminds me of Katrina, the Cat 5 hurricane that brought 
devastation to New Orleans in August 2005. A year later in 2006, as many may remember, we 
triumphantly held the 2006 ICMC despite the destruction: much of the effort in producing the 
ICMC was as much an effort to help bring the city back as it was avoiding skipping an ICMC. An 
amazing event it was indeed with over 50 volunteers from around the country came to volunteer 
and help make the Big Easy ICMC a reality – quite literally, we were fixing homes before, during, 
and after the conference including building a shed at my home on the eve of the conference 
(thanks Yuri!). And while time has flown by since organizing an ICMC some 13 years ago, perhaps 
this year, we will be able to prolong the decay of time a little bit longer in the City that Never 
Sleeps with a full week of concerts, papers, panels, workshops, and installation works throughout 
the city. The weeklong conference model is the result of Hubert Howe’s NYCEMF festival vision. 
And this year, we are partnering with local computer music organizations – NYCEMF – as we have 
done in 2006 with SEAMUS and 2018 with KEAMS. We are also continuing our partnership with 
the NYU Libraries to formally launching the Electro-Acoustic Music Mine (EAMM) project where 
we have begun to archive compositions and installation works presented at last year’s 
conference.  
 
This year also marks our second year that is also part of the larger Computer Music Heritage 
program we initiated in Daegu; and we hope that we will soon be able to share and provide access 
to the archives in the near future. Additionally, we are similarly continuing with the Soundscape 
Heritage Program launched in 2018 with focus on the multidimensional aspects of soundscape 
exploration, preservation, research, public engagement, and musical possibilities. For more 
information, please visit citygram.mpap.ed.nyu.edu. 
 
Once again, welcome, and thank you to all in making the 2019 ICMC conference possible!  
 
Tae Hong Park 
President, International Computer Music Association  
www.computermusic.org 
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A Note from Paper Chairs 
This year’s ICMC we had a total of 107 submitted papers where 93 papers were accepted with an 
86.9% acceptance rate. The top possible score was 5.0 points. Of the total 107 submitted papers, 
25 had ratings greater or equal to 4.0, 44 papers had ratings between 3.0 and 4.0, and 24 papers 
had ratings > 2.0. Each paper received a minimum of three reviews. The topical spread of papers 
ranged from Acoustics of Music; Acoustics, Space, and Sound Distribution; Algorithmic 
Composition; Composition Systems and Techniques; Analysis of Electro-Acoustic Music; 
Archiving and Preservation of Electro-Acoustic Music; Studio Reports; Perception and Cognition; 
Acoustic Ecology; Music Information Retrieval; History of Electro-Acoustic Music; Sonification; 
Improvisation and Technology; New Instruments for Musical Expression; Software and Hardware 
Systems; 3D Audio; Distributed, Telematic, Mobile Music; Languages for Computer Music; Music 
Education; Sound Synthesis; Piece and Paper; and Artificial Intelligence and Music. 
 
Tae Hong Park and Michael Gogins 
Paper Co-Chairs 
 
A Note from Installation Chairs 
The artistic and musical field that is computer music is a vast one that defies boundaries, 
conventions, and norms. Much of the music and art created in our community is inappropriate 
for the concert hall, as it exceeds the confines of such a presentational space. Acknowledging this, 
the installation track of the International Computer Music Conference provides a place for these 
works – which otherwise defy the parameters of the concert hall – an opportunity for inclusion, 
presentation, and appreciation by our community. It is both invigorating and challenging to assist 
in the presentation of an ICMC back in New York City. However, the regrettable reality of this 
track is that the space restrictions of this city allowed for only a small number of the overall 
impressive set of submissions. The installations at this year’s conference represent just some of 
the compelling, interactive, and dynamic works occurring in computer music outside the concert 
hall. Installations are a labor of love for both the artists and presenters. By virtue of being both 
decoupled from fixed time constraints, and expected to run continuously throughout the 
duration of the conference, they can often prove more complex that concert hall pieces. Unlike 
concert pieces, installation artists must be willing to bring more equipment in order to present 
these pieces, set their works up individually, and turn on and maintain them every day. Taking 
into account the spaces and resources available to us, we determined that we could accept 
between 8 and 12 works this year. We had 46 installation submissions for possible inclusion at 
the conference. Each submission was reviewed blindly by at least 2, if not 3, of the 16 adjudicators, 
who ranked the works according to both their “appropriateness to the conference” and “value 
as an art/music work”. For each of these criteria, the work could receive a score between 5 and 
1 (with 5 equating to the strongest score, representing “very appropriate” or “must accept”). 
These scores were then used to rank the works into groups of “must accept”, “accept”, “weak 
accept”, “weak reject”, and “reject.” We then worked to program as many of the pieces as we 
could according to these rankings. In total, we were able to extend acceptance invitations to 11 
pieces and as of this writing expect to have 9 works presented. We are incredibly excited for this 
year’s conference and the opportunity to present these installation works. We hope everyone 
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will take the time to experience these works, wander around the city to find them, and 
congratulate the artists who composed them. 
 
Andrew Phillips and Michael Musick 
Installation Co-Chairs 
 

Internet Radio Interview Program 
The (Internet) Radio Program was launched at the 2006 ICMC by Tae Hong Park when he 
organized the ICMC at Tulane University in New Orleans. This ICMC radio interview program was 
repeated at the 2018 ICMC in Daegu, South Korea, and this year we are partnering with Wave 
Farm and Harvestworks to do the NYC iteration. Live audio streams from the ICMC are made 
possible by Wave Farm's Transmit Partner Program at www.wavefArm.org/listen and on the 
Wave Farm Radio App (iOS). Selected conference events will be broadcast live, or recorded for 
future broadcast, on Wave Farm's WGXC 90.7-FM Radio for Open Ears in New York's upper 
Hudson valley. Wave Farm is a non-profit arts organization driven by experimentation with 
broadcast media and the airwaves. A pioneer of the Transmission Arts genre, Wave Farm 
programs provide access to transmission technologies and support artists and organizations that 
engage with media as an art form. Radio broadcast/streaming studio is provided by Harvestworks, 
located at 596 Broadway, Suite 602, New York, NY 10012. Founded by artists in 1977, 
Harvestworks is a non-profit arts center that provides a creative environment for 
experimentation with technologies, instructors, and innovative practitioners in the electronic 
arts, www.harvestworks.org. Please refer to www.nycemf.org for our daily schedule details. 
 
Tae Hong Park, Co-Chair and Founder 
Leo Chang, Co-Chair  
 
Soundscape Heritage and Computer Music Heritage Program 
Soundscape Heritage: Launched at the 2018 ICMC, a campaign to engage the community in 
Soundmapping our World to preserve our soundscape heritage and advance technologies to 
sense and help mitigate the global urban noise pollution phenomenon. This includes capture, 
archive, and preserve soundscapes through a 3D lens: data-Driven, community-Driven, and art-
Driven. Computer Music Heritage: A program launched via the ICMA and VP for Preservation 
position to capture, archive, and preserve annual ICMC works beginning with ICMC 2018. This 
program currently being run under the Electro-Acoustic Music Mine (EAMM) project aims to take 
an initial step to stop the leak so that the annually curated works are not lost after each 
conference ends. Subsequent steps will involve archive access and the what, how, and who to 
advance content-based music exploration for meaningful user engagement. For more 
information, please visit citygram.mpap.ed.nyu.edu. 
 
Tae Hong Park 
Chair and Founder 
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Seeing Music | Hearing Images Program 
Seeing Music | Hearing Images is a two-day educational computer music program for our youth 
as part of the 2019 ICMC conference. This educational program focuses on participatory and 
collaborative ways to create art, utilizing sound, music, images, and videos. In its second iteration 
after its launch last year in Daegu, South Korea in collaboration with Youngmi Ha and Sookmyung 
Women’s University, the focus will be on Governors Island as a source for sono-visual inspiration. 
This year, we are partnering with Soundcool (Prof. Jorge Sastre and Prof. Nuria Lloret, Universitat 
Politècnica de València, Spain), Harvestworks’ NYEAF, IMPACT, and noisegate where we will 
continue to focus on urban landscapes and soundscapes as part of the ICMC Soundscape Heritage 
program.  
 
Tae Hong Park 
Chair and Founder 
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KEYNOTE SPEAKER: BRAD GARTON  
Brad Garton (b. 1957) is currently on the Music Faculty of Columbia University, where he serves 
as Director of the Computer Music Center (formerly the Columbia-Princeton Electronic Music 
Center). He originally studied engineering/biology at Purdue University, ultimately receiving a BS 
in Pharmacology. At the same time, he co-founded (with Richard K. Thomas) Zounds Productions, 
a multi-track recording facility specializing in sound design work for live theater. He entered the 
graduate program in Speech and Hearing Science at Purdue, doing psychoacoustic research 
under the supervision of Edward Burns and Larry Feth. Soon his professional sound activities 
became time-consuming (and lucrative!) enough that he left graduate school, picking up a grant 
from the Indiana Association of Cities and Towns to work with local governments in developing 
noise control programs. After several years, Garton decided to "get serious" about his music 
again and entered the graduate program in music composition at Princeton University. He 
received his Ph.D. from Princeton in 1989, studying primarily with Paul Lansky and Jim Randall. 
His dissertation was the development of a natural language/learning system for doing loosely-
described signal processing tasks, along with a series of compositions realized using the system. 
He has assisted in the establishment and development of more than fifty computer music studios 
throughout the world. He is an active contributor to the greater community of computer 
musicians/researchers, formerly serving on the Board of Directors of the International Computer 
Music Association as editor (with Robert Rowe) of the ICMA newsletter. Garton has been the 
artistic director or co-organizer of several high-profile festivals and conferences of new computer 
music. His past work encompassed research on the modeling and enhancement of acoustic 
spaces as well as the modeling of human musical performance on various virtual "instruments". 
He is also the primary developer (with Dave Topper) of RTcmix, a real-time music 
synthesis/signal-processing language. His recent work has focused upon the use of these tools in 
musical settings, especially in collaboration with Terry Pender and Gregory Taylor in the 
internationally-known improvisatory group "PGT". He has written a number of 'language objects' 
for the Max/MSP authoring environment, melding the capabilities of diverse music and general-
purpose programming languages with the extensive music and graphics processing of the Max 
platform. He has also embedded the RTcmix language inside the Unity Development 
Environment, making it the first fully-featured generative/algorithmic music package available 
for VR and AR work. The point of all this work is to continue to make fun new pieces of music, 
which he does every day. For information please visit: sites.music.columbia.edu/brad 
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ABSTRACT 
The paper describes how the entire spatial conception of 

a single acousmatic piece, (my composition ‘Spatial 

Grains – Soundscape No 1’) has been adapted to be dif-

fused in different venues worldwide featuring arrays with 

a large number of loudspeakers, also known as High-

Density Loudspeaker Arrays (HDLAs). The paper offers 

information about the type of strategies required not only 

for the production of pieces specially composed for an 

specific HDLA, but also for adapting the diffusion tech-

niques of the same acousmatic composition to the charac-

teristics of different spaces and HDLAs. ‘Spatial Grains – 

Soundscape No 1’, has been performed since its world 

premiere in 2015 in venues with diverse HDLAs featuring 

settings starting from 16.2 and up to 134.4 speakers. 

Amongst techniques commonly used such as Ambisonics, 

the paper introduces a system specially developed by the 

author for spatial audio projection in HDLAs. 
 

INTRODUCTION 
One of the main purposes related to my working with 
multi-channel environments for the diffusion of electroa-
coustic music is based on the creation of Multiple Spatial 

Settings, a concept coined by Dennis Smalley as ‘when 

the listener is aware throughout the entire composition of 

different types of spaces which cannot be resolved into a 

single setting’ [1]. Arrays with a large number of loud-
speakers, also known as High-Density Loudspeaker Ar-
rays (HDLAs) constitute a formidable manner to achieve 
such spatial settings in a concert situation. The next sec-
tions explain how this can be achieved for one single 
acousmatic composition in diverse venues featuring 
HDLAs by firstly defining the concept of HDLA, to 
thereafter describe different types of HDLAs worldwide, 
their particular characteristics. Finally, strategies and 
techniques to project my composition Spatial Grains – 

Soundscape No 1 using some of those arrays are ex-
plained. The acousmatic piece was created and world 
premiered in August 2015 during a short residency using 
an HDLA of 134x speakers and 4x LFEs at the Cube 

concert hall, Moss Arts Center, Virginia Tech (US. 

SPATIAL AUDIO AND HDLAS: DEFIN-
ING HDLAs - DIFFERENT TYPES 

According to Carpentier et al. [2], there are three basic 
approaches to reproduction of spatial sound: perceptual, 

binaural and holophonic. They define as perceptual the 
approach that synthesises phantom sources whilst emulat-
ing main auditory cues, relying on psychoacoustic attrib-
utes, including stereo and vector base amplitude panning, 
which all feature a limited sweet spot. They continue de-
scribing binaural as the approach that recreates auditory 
cues through sampling the space without any reliance on 
perceptual or physical models. Finally, the holophonic 
approach is defined as a technique that aims ‘to synthe-

size physically correct acoustic wave fields, independent 

on any hearing-related model’ [2]. They further signalise, 
that it is this latter approach that has generated lately 
‘significant interest in the HDLA community’ [2]. 

HDLAs are inserted in what Corteel et al. at IRCAM 
call ‘3–D Sound and Sound-field reproduction’, a concept 
that contrasts with multichannel surround settings such as 
5.1 or 7.1: whilst the latter are fixed in the environment, 
with a sweet spot and a single user, the former present a 
sweet area (hence, not a single sweet spot) are dynamic, 
interactive, adaptable to versatile formats, plus they allow 
for multiuser operation [3].  

One of the first examples of HDLA was installed in 
1958 inside the Philips Pavilion during the Brussels 
World Fair, where Varèse and Xenakis projected their 
respective pieces Poème électronique and Concret PH. 
According to Chadabe (quoting directly from lectures by 
Varèse in 1959 at Princeton University and Sarah Law-
rence College), the production of the original three-track 
magnetic tape for Poème électronique used for its diffu-
sion a total of 425 speakers mounted in sound routes with 
20 amplifier combinations inside the Pavilion, allowing 
for effects such as sound either traveling through the pa-
vilion or coming from different directions. Varèse stated 
in these lectures, that this was the first time in which he 
was able to listen to his own music literally projected into 
space [4]. What must be clear in the case of this array 
inside the Philips Pavilion in 1958, is that non-
withstanding the large number of speakers in the array 
installed for the World Fair, there was still no possibility 
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to address each on of them individually, something that 
became achievable only decades later. 

In an article I wrote for Vol. 40:4 of the Computer Mu-
sic Journal, I define an HDLA as: ‘a configuration featur-

ing at least 40 loudspeakers (with or without an array of 

subwoofers), which may or may not allow for the individ-

ual addressing of each speaker of the array during spati-

alization’ [5]. I further state thereby that there is however 
no agreed lower and upper limit to determine how many 
speakers may constitute an HDLA. Through my gathered 
experience working with this type of spatialisation, I have 
found that the advantages for spatialising sound in order 
to, for example create Multiple Spatial Settings, start with 
ideally a minimum of 40 speakers, whereby the array 
should additionally allow for the independent and indi-
vidual addressing of each speaker. Following this, those 
arrays below 40 speakers are therefore called ‘system’ 
and not HDLA in section 5 later in this paper. 

Having said that, the total number and individual ad-
dressing of speakers are not the only issues to consider. 
Thus, further aspects in regard to how to spatialise 
acousmatic music with HDLAs are also explained in the 
next subsections. 

 

1.1 Uniform vs. Hybrid HDLAs 

There are two basic types of HDLA: uniform and hybrid. 
Both offer different options for the spatialisation of 
sound.  

Uniform HDLAs are those typically using the same 
type and model (i.e. made by the same manufacturer) of 
loudspeaker for the entire array (naturally, with the ex-
ception of the LFEs, which may or may not be those 
normally designed to fit the main speaker model). These 
arrays (including those using slightly different speakers, 
for example different models of the same manufacturer) 
produce normally a flat response in regard to the timbre 
of the diffused sound. Uniform arrays are commonly con-
ceived for the diffusion of Wave Field Synthesis (WFS), 
a technique based on the Huygens-Fresnel principle 
(1678) and Kirchhoff-Helmholtz integral equations [2] 
for spatial audio rendering, which creates virtual acoustic 
environments by producing artificial wave-fronts synthe-
sised by a large and linear array of individually addressed 
loudspeakers, although they can be used of any other spa-
tialisation purpose and techniques as well. The most 
common of these other techniques is perhaps Ambisonics, 

especially High-order Ambisonics (HOA), which are de-
fined by Carpentier et al. as expanding ‘the 3-D sound 

field into a set of basic functions, the spherical harmon-

ics’ [2]. They continue describing that the expansion co-
efficients ‘represent the sound pressure on a sphere, and 

can be either synthesized or derived from spherical mi-

crophone-array recordings. These coefficients are used 

to encode signals in the Ambisonics domain, and are in-

dependent of the reproduction system utilised’ [2].  
 Typical examples of uniform HDLAs are: Klangdom at 

ZKM, Karlsruhe, Germany, made of 43x speakers and 4x 
LFEs, described in detail later in this paper (section 5), 
and The Game of Life in Utrecht, Netherlands with 192x 
speakers. In spite of this, their default dispositions are 

rather opposite: whilst the latter is a typical linear WFS 
array, the Klangdom has a semi-spherical form (shown in 
figure 2 in section 5 below). Such differences can result 
in two very different approaches to spatialisation. Anoth-
er rather special example is the Espace de Projection 

(Espro) at IRCAM, France with 350x passive Amadeus 
PMX-5 speakers and 8x LFEs. The HDLA surrounds the 
hall via 4x horizontal linear arrays (280x distributed in 
88/64/64/64) for mainly WFS and 2-D HOA, added to a 
semi-sphere of 75x speakers for HOA, which include 16 
of the afore-mentioned WFS linear arrays [2].  

Hybrid HDLA on the other hand are made of many dif-
ferent types and models, commonly produced by diverse 
manufacturers. Typical hybrid arrays systems offer both 
advantages and disadvantages by producing different 
timbres in different areas of the venue where the HDLA 
is installed. For example, it may be of advantage to dif-
fuse in such HDLAs when the main aim of the spatialisa-
tion focuses on changes of the recorded sounds and their 
inherent spectromorphologies not only in time –as indi-
cated by Smalley [1]– but also occurring in different and 
precise areas of the space and/or venue. However, if such 
effect is not desired, hybrid arrays may pose problems in 
how to diffuse the sound to avoid such timbrical changes, 
for which substantial time is needed for trials and re-
hearsals to obtain an appropriate diffusion. Perhaps the 
most notable hybrid HDLA is the BEAST (Birmingham 
ElectroAcoustic Sound Theatre) at the University of Bir-
mingham, UK, counting ca. 100x independent addressa-
ble speakers and 6x LFEs. It was mainly designed and 
founded by Jonty Harrison in 1982. The BEAST is rather 
unique for two main reasons: 

i) it was conceived mainly for the projection of stereo 
music in more than two channels, although in its de-
velopment it included also various octophonic for-
mats and can nowadays also be used for multiple 
spatial stems that can be deployed on specified sub-
sets of the full array [6] 

ii) It presents different types of loudspeakers in very 
specific dispositions, many which go back directly 
to the original stereo conception, doubling the Left 
and Right positions with speakers in diverse posi-
tions to produce diverse effects, such as distance, re-
flection, etc. It also possesses a full array of tweeters 
for high frequency diffusion in the central area of 
the space, hanging from the roof in the form of in-
verted umbrellas [6]. 

Another example of hybrid HDLA can be found at the 
Sonic Lab at SARC in Belfast, UK, with 48x speakers (a 
mix of different Meyer and Genelec models in a 39.7 
configuration, including 7x different LFEs in the mid-
height, ground and basement) with the lowest ring (base-
ment) situated below the audience.  

On the other hand, the Cube (Moss Arts Center, Virgin-
ia Tech, USA) with 134x plus 4x LFEs in 4 levels (in-
cluding the grid and the ground-floor), features also 9x 
Holosonic AS-24 speakers in the third floor/catwalk, 
making this a rather uniform HDLA, sharing nevertheless 
some characteristics of hybrid arrays, depending on 
which speakers are used in each case. 
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1.2 Permanent and Movable HDLAs 

Although, as described in section 5 of this paper, 
HDLAs are all permeable to changes, some arrays are 
fixed in a venue, whilst others are transportable and can 
be installed in diverse spaces. Considering those HDLAs 
mentioned in the former sections, the Cube at Virginia 
Tech represents a rather clear example of permanent ar-
ray in regard to its fixed 124x speakers and 4x LFEs, as 
the hall has been conceived for this type of complex 
sound spatialisation (although the 10x stage speakers on 
the ground are not fixed and therefore, are set for each 
performance if required). The BEAST, on the other hand 
is not installed permanently anywhere and has been 
transported to diverse venues since it was first created 
(for example, I had the opportunity to play one of my 
pieces with this HDLA in 2003 during the SEA 03 hosted 
by the University of Hull, Scarborough Campus, UK). 
Additionally, some HDLAs can be considered semi-
permanent, as although they are conceived to be used in a 
particular venue, they are not permanently mounted in 
that space (The Game of Life is a good example). 

1.3 Disposition only in High Rings vs. using Addi-
tional Lower Rings (e.g. Close to the Floor) 

HDLAs for WFS diffusion present commonly one uni-

form ring at a certain height in the space, something that 
is mainly dictated by the physics ruling how WFS works. 
Many HDLAs however consist of several rings at differ-
ent heights, which vary depending mainly on the size of 
the space or venue. Having rings (normally 2 to 4) in 
heights starting by 2 meters suits very well spatial audio 
techniques such as Ambisonics, but the disadvantage 
hereby is that they often seem to project sound only 
above the audience, regardless of the order of Ambisonics 
used. In order to avoid this, some venues adopt an extra 
ring either on the floor of the space or close to it, sur-
rounding the audience. Whilst this solution works nor-
mally well for such purpose (with some examples in sec-
tion 5), it must be separated from any Ambisonics system, 
as it becomes difficult to manage the height attribute in 
Ambisonics with rings at such low positions.  

To finish this section, it is worth mentioning again the 
special case of HDLA at the Sonic Lab at SARC in Bel-
fast, UK, (48x speakers), with the lowest ring situated 
below the audience (8.2, hence including 2x LFEs) 

HOW TO PROJECT SOUND WITH 
HDLAS? 

Strategies to spatialise sound with HDLAs in different 
venues comprise commonly the following: 
i) To select the best suited software package: software 

such as Max and/or Supercollider usually allow for a 
flexibility that audio sequencers such as ProTools 

and similar do not provide 
ii) Selection of techniques to be used: this may include 

not only special developments, such as Granular 

Spatialisation, explained later in the paper, but also 
more common spatial audio techniques such as Am-

bisonics or WFS 

iii) Software available in the venue: some ven-
ues/systems provide their own software, for example: 

- Zirkonium (ZKM) with its 2- and 3-D controls of 
sound movement 

- BEASTmulch system (BEAST), featuring real-
time reconfigurable routing, channel processing, 
automation & standard/nonstandard techniques, 
e.g. Vector Base Amplitude Panning (VBAP) and 
Ambisonics. 

It is worth noting, that the above-mentioned list is not 
exhaustive, and that the following sections focus only on 
the first two.  

GENERAL VIEW OF TECHNIQUES AND 
STRATEGIES FOR THE SPATIALI-

SATION OF ‘SPATIAL GRAINS – 
SOUNDSCAPE No 1’ 

Spatial Grains – Soundscape No 1 has been performed 
since 2015 in several venues featuring different HDLAs. 
This section summarises the general approach for its spa-
tialisation, namely the type of techniques and strategies 
required for performing the piece in any HDLA setting. 
The specific strategies and approaches in each case as 
well as the principal characteristics of each particular 
HDLA and venue are described separately in section 5.  

 

1.4 Techniques 

The composition uses two main techniques for its spatial-
isation in HDLA settings: Granular Spatialisation and 
Ambisonics.  

Granular Spatialisation is an on-going development 
programmed by the author of this paper in Max for multi-
channel sound spatialisation in real time for HDLAs set-
tings. Based on the general concepts of Granular Synthe-

sis by Truax [7] and Roads [8], Granular Spatialisation 
transfers the common parameters of granular synthesis 
such as grain time, window/envelope type, grain overlap-
ping and grain density and propagation to the movement 
among speakers in real-time within a multi-channel envi-
ronment. Granular Spatialisation has been described in a 
paper for the ICMC 2016 [9] and on an article in the 
Computer Music Journal [5]. 

In regard to Ambisonics, different implementations for 
different types of HDLA systems have been used so far, 
as it is described in the following sections, including dif-
ferent orders, usually 3rd and 4th. 

 

1.5 Strategies 

The main strategy to spatialise this acousmatic piece with 
any HDLA consists of the creation of Multiple Spatial 

Settings by dividing the entire array in different sub-
arrays sets, for example 4.0, 8.0, 10.0, 24.0, etc., whereby 
each sub-array is assigned to an individual spatial granu-
lator programmed in Max for a particular localisation 
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within the space. Additionally, some chosen moments of 
the piece were spatialised with Ambisonics. 
 

 TECHNIQUES AND STRATEGIES IN 
EACH VENUE WHERE THE COM-
POSITION HAS BEEN PRESENTED 

The composition has been performed since its creation in 
August 2015 in the following venues featuring diverse 
types of HDLAs: 
i) Cube - Moss Arts Center - Virginia Tech (USA) - 

134.4 HDLA / Spatial Audio Workshop Residency / 
August 2015 

ii) Abrons Arts Center: Experimental Theater / New 
York City (USA) - 16.2 System / New York City 
Electroacoustic Music Festival (NYCEMF 2016) / 
June 2016 

iii) Tivoli-Vredenburg: Pandora Hall / Utrecht (Nether-
lands) - 16.4 System / ICMC 2016 - 42nd International 
Computer Music Conference / September 2016 / 

iv) ZKM - Kubus - Karlsruhe (Germany) - 43.4 HDLA / 
inSonic2017: Immersive Future / December 2017 / 

v) WRF (Wolfgang Rihm Forum) at IMWI, Hochschule 
für Musik Karlsruhe (Germany) - 70.4 HDLA / MU-
SA 2018: 9th International Conference On Mu-
sic/Sonic Art: Practices & Theories / June 2018 / 

One vital issue whilst performing the same piece with 
different HDLAs relies on the fact that, although the gen-
eral conception for its spatialisation in a live performance 
may be kept for all of them, each venue/HDLA demands 
however a full reprogramming of the software. Specifi-
cally referring to these 5 performances, although the 
composition’s main dramaturgy and narrative aspects 
were left untouched, an entirely new Max patcher needed 
nevertheless to be programmed in each single case. Add-
ed to that, in all these performances (with the exception in 
the Cube), the software was programmed afore-hand due 
to lack of time during rehearsals, which only allowed for 
minimal changes, but not for a full review on-site. 

The following subsections provide details of how the 
techniques and the strategies were adapted for each of 
these very different HDLAs. 
 

1.6 Cube - 134.4 HDLA / Moss Arts Center / Virginia 
Tech (USA) / August 2015 

The Cube's HDLA is rather uniform, consisting of a total 
of 147 loudspeakers in three floors (Catwalks) using Au-
dio over Ethernet (AoE) via the software Dante for digital 
transmission of sound at a sampling rate of 48 kHz. Each 
speaker can be addressed individually. From bottom to 
top, the disposition of the 147 speakers looks as follows:  
i) 10x JBL LSR6328P for the stage (on the ground-

floor, surrounding the aim point, at about 1 m height) 
ii) 124x JBL SCS 8 with the following distribution: 

a) 64x in Catwalk 1 
b) 20x in Catwalk 2 
c) 20x Catwalk 3  
d) 20x in the grid facing downwards 

iii) 4x Meyer UMS-1P subwoofers placed on each side of 
Catwalk 1, above the 64x  

iv) 9x directional Holosonic AS-24 placed high in the 
hall, which can move remotely to change their orien-
tation (note that although installed, these directional 
speakers were not available during the residency 
when the piece was composed and performed, and 
were therefore not used). 

 

 
 
Figure 1. The Cube - Moss Arts Center, Virginia Tech, USA. 
Photo: Javier Garavaglia, 2015. 
 

1.6.1 Techniques and Strategies Used in the Cube: 

The two techniques used in the Cube were Granular Spa-

tialisation and Ambisonics (3rd order), the latter in Eric 
Lyon’s special version for the Cube, called Cubisonics, 
comprising only the 124 speakers in the 3 Catwalks and 
the Grid. 

The main strategy aimed to create Multiple Spatial Set-

tings dividing the entire Cube’s array in diverse sub-
arrays using Granular Spatialisation, whereby some 
moments of the composition were spatialised using 
Cubisonics from already spatially granulated sounds. 

Dividing the entire array in smaller sub-arrays did not 
only avoid a constant usage of the entire large array in-
side the Cube, but also avoided using constantly the typi-
cal linear settings of the Catwalks. Such strategies al-
lowed for the spatialisation of the Spectromorphologies 
of the soundscape's sounds and for the creation of a rich 
spatial cloud through the simultaneous conglomeration of 
different streams of Multiple Spatial Settings in diverse 
areas of the three Cube’s floors. The Cube’s entire HDLA 
was divided into the following sub-arrays: 1x 124.0, 2x 
24.0, 1x 10.0, 8x 8.0, and 1x 4.0 for the 4x LFEs, an ap-
proach that allowed for using the entire array of 138 
available speakers via the implementation of different 
sub-arrays, each featuring their own spatially granulated 
sound stream characteristics. In spite of the high number 
of speakers of this HDLA, some of the speakers were 
shared in different sub-arrays, an approach that allowed 
for either clockwise or anti-clockwise rotation of sound 
amongst different rings (e.g. in elliptical trajectories).  

The combination of a constant ‘dry’ spatialisation via 
Max spatial granulators, favouring a clear localisation of 
the different sound streams and their spatial characteris-
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tics were contrasted by the usage of Ambisonics for par-
ticular sounds in the higher rings for occasional ‘warmer’ 
movements thorough large areas of the HDLA.  
 

1.7 Experimental Theatre - 16.2 Setting / NYCEMF 
2016 / Abrons Center / NYC (USA) / June 2016 

This setting consists of 2 rings of 8x Genelec 8040 
speakers, with the first ring at the height of the listeners’ 
ears (ca. 1 meter from the floor) and the upper ring at 
about 2.5 meters height, added to 2x LFEs on the floor. 
As this is a considerable reduction in the number of loud-
speakers compared to the original version, presenting the 
piece at the NYCEMF 2016 required full rethinking in 
order to maintain the main aims and techniques. 

1.7.1 Techniques and Strategies Used in the Experi-

mental Theatre 

Again, the two techniques used in this case were Granu-

lar Spatialisation and Ambisonics, the latter implement-
ing the Ambipan~ object in Max by R. Mignot and B. 
Courribet (CICM Universite Paris Nord). 

In order to create Multiple Spatial Settings, the entire 
array was divided in the following sub-arrays: 2.0 (for the 
2x LFEs), 8.0, 10.0, and 16.0, whereby (as in the origi-
nal), each sub-array was assigned to a separate spatial 
granulator. Due to the limitation of only 16 speakers 
though, such sub-arrays share many speakers, although 
the granulation is programmed for different directions 
including elliptical rotations between the lower and upper 
rings. Further – and as in the former version – the same 
moments of already spatially granulated sound were spa-
tialised with Ambisonics. 

Comparing with the original version with a 134.4 
HDLA, this substantial reduction does not allow for a 
clear identification of the composed Multiple Spatial Set-

tings due to both the inevitable sharing of speakers for 
different sub-arrays as well as to the close distance of the 
two rings. It offers however many more possibilities ra-
ther than a plain quadrophonic or octophonic setting. 
 

1.8 Pandora Hall - 16.4 Setting / ICMC 2016 / Tivoli - 
Vredenburg / Utrecht, Holland / September 2016 

The setting at the Pandora Hall consists of 2x rings of 
Audiotechnik M6 monitors NL4, with the first ring at 2 
meters height, and the upper ring at 5.5 meters height 
with 4x LFEs located in each corner at 3.5 meters height.  
 

1.8.1 Techniques and Strategies Used in the Pandora 

Hall 

The techniques and strategies are the same as for the for-
mer version in NYC. In spite of 4x LFEs instead of only 
2x, this reduction still does not allow for a clear identifi-
cation of the composed spatial settings. However, the 
higher position of both rings and the bigger size of the 
Pandora Hall allowed for a clearer sense of localisation. 
 

1.9 Klangdom - 43.4 HDLA / InSonic 2017/ ZKM - 
Kubus / Karlsruhe, Germany / December 2017 

The Klangdom’s HDLA consists of 4x rings of Meyer 
Sound loudspeakers each, with the following heights for 
the rings: first ring at 2.5 m, second ring at 4 m, third ring 
at 5.7 m and the fourth ring at 7 m, with speaker No 43 at 
4.3 m. The 4x LFEs are situated on the floor. 
 

 
 
Figure 2. Graphic representation of the Klangdom inside the 
ZKM’s Kubus hall. Picture from the official website of the 
Zentrum für Kunst und Medientechnologie Karlsruhe, 2018. 
 

1.9.1 Techniques and Strategies Used with the Klang-

dom, Kubus, ZKM 

Although I would have liked to try ZKM’s own system 
(Zirkonium) in order to research combinations with 
Granular Spatialisation, there was unfortunately no time 
available during the festival to achieve such goal. Instead, 
Granular Spatialisation and Ambisonics were used. 
There were however fundamental changes in the manner 
Ambisonics were implemented this time: on the one hand, 
the entire Max patcher was reprogrammed to work with 
ICST’s Ambisonics Max objects created by Jan Schacher 
at the Institute for Computer Music and Sound Technolo-
gy - Zurich University of the Arts, Switzerland; on the 
other hand, and for the first time, non-granulated mono 
sources were sent for diffusion using Ambisonics of the 
4th order instead of already spatially granulated sound. 

Considering the Cube’s 134.4 setting and its three 
floors, both the 43.4 setting of the Klangdom as well as 
the lower height of the Kubus space represent still a con-
siderable reduction in comparison, although both the 
acoustics of the space as well as the high quality of its 
speakers compensate such limitations. In spite of the 
smaller number of speakers, the Klangdom is indeed an 
HDLA, and hence, it allowed for dividing the entire array 
in diverse sub-arrays for the creation of the intended Mul-

tiple Spatial Settings. For this performance, the entire 
HDLA was divided into the following sub-arrays: 8x 8.0, 
1x 10.0, 1x 4.0 (4x LFEs), 2x 24.0 and 1x 43.0, which 
allowed for the usage of the entire setting of 47 available 
speakers, albeit with more sub-arrays sharing speakers as 
in the case of the Cube’s HDLA. It must be noted though, 
that the Klangdom does not feature speakers on (or close 
to) the floor, whereby the spatialisation occurs only above 
the audience as a natural consequence. 
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1.10 Wolfgang Rihm Forum (WRF) / IMWI, 
Hochschule für Musik Karlsruhe / 70.4 HDLA / MU-
SA 2018, Karlsruhe, Germany / June 2018 

The normal configuration of HDLA at the WRF consists 
of 3 rings with a total of 58x loudspeakers and 4x LFEs: 
the first ring at 3.54 m height (35 speakers), the second 
ring at 6.06 m (14 speakers) and the third ring at 7.82 m 
(9 speakers), whereby the LFEs are located close to the 
floor in the four corners of the hall. For the MUSA 2018, 
an additional 8.0 set close to the floor and surrounding 
the audience was added, making this a 70.4 HDLA. 
 

 
 
Figure 3. A partial view from the stage of the WRF’s HDLA, 
Karlsruhe, Germany. Photo: Javier A. Garavaglia, 2018. 
 

1.10.1 Techniques and Strategies Used in the WRF 

Techniques used for the concert in the WRF were the 
same as for the Klangdom at ZKM: Granular Spatialisa-

tion and ICST’s Ambisonics (4th order), with no granulat-
ed mono sources sent for diffusion using Ambisonics. 
However, the additional lower 8.0 ring close to the floor 
(and not connected to Ambisonics) offered the opportuni-
ty to diffuse sound everywhere in the space and not only 
above the audience (similar to the 10.0 sub-arrays in the 
Cube). The entire HDLA of the WRF was divided into 
the following sub-arrays: 1x 58.0, 2x 24.0, 8x 8.0, 1x 
14.0, and 1x 4.0 (for the 4x LFEs), allowing for the usage 
of the entire setting of 70.4 available, whereby some sub-
arrays share speakers, but in less degree than with the 
Klangdom. 

Compared to the Cube’s 134.4 arrays, this 70.4 HDLA 
represents a moderate reduction for the intended Multiple 

Spatial Settings and is so far the closest to the world-
premiere. 
 

CONCLUSIONS 
Several factors contribute to the adaptation of the spatial-
isation of the same acousmatic piece, namely: 
i) Types of software suitable for an optimal program-

ming of the spatialisation of pieces conceived for 
HDLAs  

ii) Venue size: the bigger the hall, the more complex the 
spatialisation can become, as bigger spaces tend to 
provide more speakers and areas to localise spatial 
settings 

iii) Array size (normally in direct relationship with the 
size of the venue) 

iv) Array composition (uniform or hybrid). The disparity 
of speaker types in hybrid HDLAs offer not only mul-
tiple spatialisation possibilities, but also spatial set-
tings with particular timbres, which are not quite pos-
sible with uniform HDLAs. 

v) Type of spatialisation techniques to be used, which 
normally change for each venue/HDLA. 
All of these factors contribute to constant rethinking 

and re-programming of the spatialisation of a particular 
piece, a process clearly evidenced in the 5 different ap-
proaches diffusing this single acousmatic composition. 
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Abstract 
 

In recent years, the composition of electronic music for 
three-dimensional audio has largely depended upon the 
spatialisation of channel-based audio. This paper argues 
that the studio paradigm embodied by this method 
relegates spatial aspects of such music to a subordinate 
role with respect to temporal and spectral parameters. 

Using ideas from object-oriented programming and 
object-based audio, this paper proposes an alternative 
approach to composition, based upon a hierarchy of 
spherical loci (Bubbles), in which space can exist on an 
equal footing with time and timbre. 

In this approach, the top-level bubble acts as a 
container for all the sound events heard within a piece, 
distributed among a number of lower-level loci. At the 
lowest level, tasks generate sound events, each with a 
specific location relative to its parent. Bubbles can 
undergo spatial transformations with respect to their 
parents allowing their loci to move, rescale or rotate 
individually or as “groups” within the compositional 
design.  

Although initially developed for spatial information, 
bubbles also store data regarding time, frequency shift or 
other parameters. Thus, tasks can inherit tempo, event 
density and pitch shift information from their parent 
bubbles without altering events on other branches of the 
hierarchy.  

1. Introduction 

1.1 Spatial music and the track-channel paradigm 
For some years the dominant software paradigm for the 
composition and editing of electronic music has been 
channel-based audio. This approach emulates the multi-
track studio in which recorded tracks or live sounds are 
fed into a channels on a mixing desk, so that the gain, 
equalisation and spatial position of each can be adjusted 
to create a mix, typically for two loudspeakers. This 
model is faithfully replicated in most Digital Audio 
Workstations (DAWs).  

While adequate for many stereo applications, this 
approach places limitations on the expressive use of 
space when extended into surround sound. The need to 
adjust numerous spatialisation devices each time a mix is 
changed, and the inseparable nature of events on a track 
that causes artefacts from earlier events (for example, 

reverberation tails) to be dragged around the sound space 
whenever a pan control is adjusted can both act as 
powerful disincentives to experimentation with spatial 
complexity. Furthermore, producing multiple channel-
based representations of a given piece for a wide variety 
of systems ranging from headphones to High Density 
Loudspeaker Arrays (essentially, creating a different mix 
for each) can be unacceptably time-consuming. 

 

It is the contention of this paper that this studio 
paradigm, by placing spatialisation at the end of the audio 
chain, encourages us to think of space as an effect. We 
record a track, we apply effects and then we decide where 
to put it. Space is often described as a “weak signifier” 
[1] compared to other musical qualities but this may be, 
in part at least, because the technologies we employ 
relegate space to the end of the compositional process 
(Figure 1). 

This paper describes an alternative approach that 
combines ideas from object-based audio and object-
oriented programming to put spatial elements of 
composition on a more equal footing with temporal and 
spectral parameters, closer to the start of the process. 

1.2 Object-based audio 
Object-based audio is a way of representing an audio 
scene, each of whose component elements is comprised 
of a sound augmented by metadata. This means that each 
track, note or sound-event created within a piece, carries 
with it details regarding spatial position, gain and other 
semantic information. Once a scene has been built from 
many such elements, it can be reproduced using a 
rendering engine that recreates the composer’s intention 
for a particular playback environment (Figure 2). 

Copyright: ©2019 Richard Garrett. This is an open-access article 
distributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and 
source are credited.  

Effects

Spatialisation

Loudspeakers

Figure 1. Spatialisation as a post-production effect 
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Because the choice of rendering techniques (which 
might include VBAP, Ambisonics or Wave Field 
Synthesis [3, 4, 5]) and the number of loudspeakers 
employed varies between reproduction systems, object-
based audio is often referred to as “format agnostic”. 

1.3 Object-oriented programming 
Object-oriented programming (OOP) is a programming 
paradigm based around the concept of objects. Objects 
act as containers both for data, known as properties; and 
for code functions, known as methods. A method can act 
upon and modify the properties of the object that contains 
it [6]. For the purposes of this paper, properties might 
include spatial co-ordinates or gain and methods might 
change those values to produce motion, fades and so on.  

OOP is too large a subject to cover in any detail here 
but the key features of interest to this project are: that 
objects can contain other objects within their instance 
variables, allowing for the production of nested 
hierarchies of objects (like Russian dolls); and that child 
objects can inherit information from their parents.  

2. Bubbles 

2.1 The bubble 
A bubble is a programming object that describes a three-
dimensional spherical locus within an imagined sound 
space centred upon the listener, in which radial distance 
maps to output amplitude. Its properties include the 
position of the locus, as defined with respect to the centre 

of its parent by a spherical vector (ρ, θ, ϕ) and its extent, 
as defined by a radius (r). 

Bubbles can be organised hierarchically. Figure 3a 
shows the bubble at the top of the hierarchy. This zero 
bubble describes the space in which a composition takes 
place. Its locus is coincident with the central listening 
position and extends away for 2 km. This, in air, would 
mean that a sound occurring at the edge of the bubble 
would be 120dB quieter than the same sound occurring at 
the centre.  

Figure 3b shows some first-generation child bubbles 
whose locations are defined with respect to the centre of 
zero bubble. Then, inside one of these, we see a second-
generation bubble (Figure 3c) whose position is defined 
with respect to its parent. 

The descent into this hierarchy of bubbles within 
bubbles continues until, at the lowest level (Figure 3d), 
tasks are used to generate object-based sound events. 
Each event occurs in its own “point-sized” bubble that 
defines its location and other properties with respect to its 
nth-generation parent.  

2.2 Scale and Offset 
Bubble properties also define scale and offset factors for 
each dimension of the locus. Figure 4 shows a two-
dimensional bubble as represented in the SuperCollider 
visualisation (Figure 8). Here, a pointer is used to show 
the orientation of the locus about its centre, and a 
concentric arc segment shows its azimuth scale.  

Editor

Binaural Stereo Multichannel

Renderer

Audio Metadata

Metadata
Position, 
Gain, Other 
Information

Audio + Metadata

Audio + Metadata

Object-based Audio Scene

Control

Figure 2. Object-based Audio [2] 

Listener (0, 0, 0)

radius: 2 km

Event (ρ, θ, φ, 
instrument, duration, 
gain...)

(a) (b)

(c) (d)

Figure 3. (a) the zero bubble, (b) first generation 
bubbles, (c) a second generation bubble, (d) sound-
events in the lowest level bubble. 
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Radial scale changes cause the bubble locus to expand 
or contract, altering the spatial distribution of events and 
therefore the dynamic range of the rendered audio. 
Changes to angular scale properties (in the range 0.0 – 
0.1) constrain events to larger or smaller angles within 
the final sound field.  

Changing offset values for the azimuth and elevation of 
a parent changes the spatial orientation of all its child 
bubbles and their associated sound events. 

2.3 Other Properties 
Other properties held by bubble objects and inherited by 
their children include scale factors for gain, inter-offset 
interval (IOI)/ delta time, resampling rate and pitch. 
Other data passed between bubbles might include speed 
of sound delay or effects parameters. 

2.4 Tasks 
Any bubble in a composition can have a task associated 
with it. The common factors uniting all tasks are that 
each should know the identity of its parent and be able to 
access its properties. For the most part, tasks generate 
sound-events by means of synthesis, sample playback, 
sequencing or other algorithmic processes. Tasks may 
also be used to render groups of sounds from metadata 
produced by other applications like Audio Spray Gun [7]. 
Alternatively, they could use properties of their parent 
bubbles to control external applications or devices via 
protocols such as MIDI or Open Sound Control (OSC). 

2.5 Absolute Values 
Before a sound-event is rendered to audio, it is necessary 
to calculate the absolute values of its various properties 
with respect to the centre of the virtual space.  

Spatial Location: by process of vector addition, we can 
calculate the absolute position of the event, summing its 
position relative to its parent with that relative to its 
parent and so on, taking into account any scale and offset 
values along the way.  

Gain: by multiplying individual gain values up the 
hierarchy (analogous to subgroups on a mixing desk).  

Tempo: as bubbles inherit IOI scale factors from their 
parents, collections of sequential or algorithmic event 
generation processes can be slowed down or speeded up 
en masse. This may also affect event density. 

Frequency/ Pitch: scale values can be passed from 
parent to child bubbles to alter resampling rate or MIDI 
pitch.  

2.6 Rendering 
Once the absolute values of events have been calculated 
relative to the centre of the virtual space, they may be 
rendered to the speaker system by whatever method is 
required. At present, all the events in a given pieces are 
rendered to audio in real time. 

Another option, yet to be implemented, would be to 
store the entire piece as metadata. That is to say, to create 
a file containing absolute descriptions of all events in a 
piece which when could be stored along with dependant 
files (software instruments, devices, audio files and so 
on) to create a package from which the piece could be 
rendered at a later date.  

It might also be possible to save this data to a scene 
description formats like SPATDIF [8]. 

3. Location and Transformation 

3.1 Location 

The position of a bubble within the virtual space can have 
a significant effect on its perceived output. The further 
away a bubble is from the centre, the quieter its contents 
will sound and the smaller the angle it will subtend in the 
listening space. In Figure 5, for example, a two-
dimensional bubble contains a task that generates a 
sequence of events whose locations rotate through eight 
positions around a circle. When the bubble is located at 
the centre of the virtual space (shown on the left-hand 
side of Figure 5a) and its output is rendered to eight 

location (ρ, θ)

scale (ρ)

scale (θ)

offset (θ)

θ

(a)

(b)

Figure 4. Scale and Offset in a two-dimensional locus 

Figure 5. A bubble produces (a) a circular sequence of 
sound events located concentrically with the listening 
space and (b) a narrow left-right motion when some 
distance away. 
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loudspeakers (shown on the right), the sounds rotate 
around the listener. However, if the bubble is located at 
some distance from the centre, as in Figure 5b, it 
subtends a smaller angle and the rendered sound is heard 
as a back-and-forward movement between two speakers. 
Only the position of the bubble need be changed to 
achieve this effect. No alteration to the task is required. 

3.2 Spatial Transformations 
Bubbles do not act solely as containers for audio event 
generation but can, themselves, be modified over time. In 
the spatial domain, this allows for a wide variety of 
transformations including translation, expansion, 
contraction and rotation in three dimensions. Different 
effects can be achieved by altering the location, scale and 
offset properties of a bubble as follows. 

Location: altering the radial component of the bubble’s 
location causes it to move towards/ away from the centre 
of its parent. Changing the azimuth and elevation 
components produces orbital motion. Used in 
combination, these can produce spirals other complex 
forms. The bubble definition also contains a Cartesian 
method for straight-line translation between any two 
points in the parent. 

Scale: altering the radial scale component of a bubble 
causes it to expand or contract around its centre. 
Changing the angular scale components to values less 
than 1.0 compresses the audio events into a narrower arc 
around the centre of the current bubble. 

Offset: changing the angular offset components causes 
the bubble to rotate around its own axis. Radial offset can 
probably be used to create eccentric motion within 
bubbles but this has yet to be explored. 

 

Figure 6 shows a two-dimensional example of a 
complex spatial transformation in which three 
transformations are taking place simultaneously. The 
location is being transformed along a straight line; the 
radial scale component is increasing; and the azimuth 
offset is changing from 0 to pi/2 radians about the 
bubble’s own axis. In this non-centric trajectory, some 

elements of the rendered sound will become louder and 
others quieter than they were at the start of the 
transformation.  To achieve such an asymmetric effect in 
a DAW would take some work.  

Another example (Figure 7) demonstrates the effect of 
changing scale in an angular dimension. Here, inside a 
locus concentric with that of the zero bubble, a process is 
creating a number of sound events with random distance 
and azimuth co-ordinates. In Figure 7a, the azimuth scale 
has been so reduced that sounds are constrained to a 
narrow angle at the front of the sound field. When a 
method is applied to the bubble so that this scale 
increases over time, subsequent events spread around the 
listener and eventually envelop them (Figure 7b). This 
effect differs from simply translating the bubble from the 
edge to the centre of the space (that is, a transition 
between Figures 4b and 4a) as there will be no change in 
the average amplitude of the contained events. 

By combining these methods, it is relatively simple to 
design a wide variety of complex transformations. You 
can even transform the zero bubble, expanding, 
contracting or rotating the entire sound field at will. 

3.3 Other Transformations 
Because bubble properties are not limited to spatial 
information, a number of other scale transformations are 
possible. These may include gain changes, tempo 
changes (produced by altering IOI over time), frequency 
shifts and so on. As all these changes are passed from a 
parent to any child bubbles and on to individual events, 
whole sections of a composition can be transformed 
while others remain unchanged. 

location: ρ1,θ1,φ1
scale(ρ): r1
offset(θ): 0

location: ρ2, θ2, φ2
scale(ρ): r2
offset(θ): pi/2

(a) (b)

Figure 6. A complex spatial transformation. 

Figure 7. Envelopment by expansion of azimuth 
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4. Implementation 

4.1 Work(s) written in SuperCollider 
So far, the bubble object exists exclusively as an object 
model in the SuperCollider programming language. This 
environment has been used to write a number of test 
pieces as code sequences, rendered to multichannel audio 
using VBAP and displayed on a simple Quick Time 
visualiser (Figure 8). All the tasks used in these pieces 
function at quite slow rates and the sound events they 
generate are all static. There are currently no audio rate 
operations and sensations of movement produced arise 
from the successive generation of stationary objects along 
a particular trajectory over time (somewhat analogous to 
animation in film) rather than the panning of individual 
sources. 

A longer work is in progress. 

4.2 Possibilities 
One can envision a number of possible developments 
around the Bubbles concept, for example: 

A Bubble Sequencer: a two- or three-dimensional 
software representation of the bubbles in a piece moving 
over time. In such a system, a user might click on a 
bubble to reveal graphical or slider controls for trajectory, 
gain, tempo and so on, or select event bubbles to edit 
audio or change effects. The system could still implement 
timelines, graphical parameter control or code 
development interfaces but these would local to the 
bubble in focus at the time. 

Non-centric Arrays: although the Bubbles interface 
lends itself to concentric loudspeaker arrays, it might be 
possible to accommodate more irregular setups. This 
could be achieved by mapping loudspeaker positions and 
orientations in the physical concert hall to the 
corresponding locations in the virtual space using 
methods similar to those described by Leudar [9]. 

Interactive Compositions: the approach has potential 
applications to interactive compositions and installations, 
particularly for games and virtual reality. Consider a zero 
bubble whose edge represents the listener’s perceptual 
limits in a larger virtual space populated by a variety of 
sound-producing processes. If the listener were to “move 
about” in such an environment, different sounds would be 
revealed in a manner similar to Tarik Barri’s Versum 
project [10]. 

4.3 Issues 
Two of the biggest obstacles to more accessible object-
based systems for musical composition are processing 
load and industry inertia. 

In a system like Bubbles, each object-based event is, in 
effect, an instance of the software instrument used to 
create it, along with any applied effects and mixing 
controls. This being the case, complex mixes can produce 
processor loads equivalent to very high channel counts in 
a conventional DAW. Any software package seeking to 
implement this approach will need to instantiate and 
delete such ‘channel strips’ on demand. To mitigate this 
demand, a mature system might have the capacity to host 
audio effects within parent bubbles, mimicking the 
functionality of auxiliary channels on a conventional 
mixer. Even allowing for this, potentially high processing 
requirements could point towards the need for offline 
rendering in some cases. 

The other challenge is the need for a modified DAW 
capable of handling object-based data. Such an 
application would have options to detach many of its 
functions (gain, spatialisation, equalisation, and so on) 
from their traditional locations in the audio chain and 
relocate them, on demand, to task- or event-level 
interfaces. While the major re-design of music software 
that this implies is likely to be met with some resistance 
by the audio industry, it is not inconceivable that the 
drive towards immersive audio for games, virtual reality 

Figure 8. Bubbles Visualiser in SuperCollider 
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and cinema and the establishment of standards such as 
MPEG-H [11] will necessitate the required break with the 
recording studio paradigm.  

5. Conclusion 
The purpose of the object-oriented approach outlined in 
this paper is that it should allow us to manipulate sound 
in both space and time from the outset of the 
compositional process. Combinations of simple methods 
applied to bubble objects can return complex spatial 
mesostructures that include many of the transformations 
discussed in the works of Wishart and Roads [12, 13]. 

Although prompted by spatial considerations, the 
Bubbles approach is not restricted to these and 
encourages the composer to think not only beyond the 
proscenium stage, but also outside of a single timeline. 
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ABSTRACT 
This paper discusses the audience’s role in the soundscape 
compositional process through the lens of audio installa-
tions. First, the audience’s proximity to an audio artwork 
is characterized as an inherently destabilizing force; their 
indeterminable agency a disruptive influence. Further, a 
series of modern aesthetic approaches to incorporating 
audience agency into compositional work is examined. De-
veloped by the first author, A Tree Falls - a multichannel 
interactive audio installation - is then presented as a 
means to acoustically signify the audience’s proximity to 
an artwork. The installation uses spectral, spatial, and 
temporal glitches to disrupt the virtual sound fields of a 
series of fixed quadraphonic soundscape compositions.  

 

1. INTRODUCTION 
An audience’s proximity to a soundscape work is inher-
ently destabilizing; an external force with an indetermina-
ble agency. It is this agency that disrupts the bygone, fixed 
nature of phonography, driving it into the present. 

We might begin by defining soundscape composition 
as producing a phonograph of a meta-document type, 
insofar as there are three aspects to attend to: that of 
the original event (the past), that of the composer in 
the studio (an intermediate past), and that of the acous-
matic listening experience (the present) [1]. 

- Thomas Voyce 

The temporal dimensions of a phonograph - and, by exten-
sion, soundscape composition - are often compared to that 
of a photograph. As Pierre Boulez notes, ‘a recording, you 
know, is a picture… you take a picture of a work at a cer-
tain time [2].’ Yitzchak Dumiel continues this point: ‘the 
majority of early photographs were intended to be docu-
mentary or forensic, and many field-recordings serve these 
same purposes [3].’ This model recognizes that phono-
graphic material, even if digitally processed or generated, 
has distinct temporal boundaries, defined by the composer. 
We might recognize this ‘snapshot’ quality as a separation 

between the original event and the compositional and lis-
tening stages of a work’s development.  

Ashby implies that the recording is a moment frozen in 
time, unchanging [2]. Yet, this creates no meaningful sep-
aration between Voyce’s post-recording stages of interme-
diate past and present. Nor does the model identify or dis-
cuss the role of the audience in a soundscape’s composi-
tional process.  

This paper presents how A Tree Falls – a multichannel 
interactive audio installation developed by the first author 
- aims to acoustically signify an audience’s role in the 
soundscape compositional process, foregrounding their in-
teraction with a series of soundscape compositions. The 
next section discusses audience agency as a conceptual in-
fluence, followed by a brief survey of soundscape compo-
sition and interactive sound art. A description of A Tree 
Falls follows, including a discussion of the work’s aes-
thetic and technical concerns. Finally, this paper concludes 
with a discussion of the installation’s compositional and 
technological implications within the context of modern 
soundscape creative practice. 

2. AUDIENCE AGENCY 
Samuel Feinberg notes that ‘underestimation of the per-
sonal participation of the listener in music perception is a 
grave error on the part of an artist-performer [4].’  

As the acousmatic listening experience is an element of 
soundscape composition [1], the audience’s physical expe-
rience of the work plays an important phenomenological 
role in the compositional process. In developing sound-
scape media, therefore, a composer must account for the 
challenges of accurately reproducing the work for audi-
ences.  

Consider Natasha Barrett’s Volvelle 1 (2015), a long-
form work developed for fifth-order ambisonics. Available 
on her Soundcloud account in binaural format, Volvelle 1 
is explicitly labeled as ‘binaural, for headphones only [5].’ 
Unfortunately, the audience has no obligation to obey Bar-
rett’s wishes. This introduces the risk of inaccurate repro-
duction, likely to destabilize and weaken the work’s spatial 
imaging. We might deem this potential scenario a filter 
through which the audience alters Barrett’s piece.  

This issue arises in a live context, too. For any given live 
performance or presentation, it is difficult to guarantee that 
audience members will experience the same material. The 
simple act of positioning oneself in the performance space 
is enough to alter the piece’s spectral and spatial 

Copyright: © 2019 Jack Woodbury et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and source 
are credited. 
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characteristics, creating a unique iteration of the same 
work for each listener. As Feinberg discusses, ‘the appear-
ance of sound depends on its force as well as on the phys-
ical properties of hearing, its acuity and sensitivity. Musi-
cal sounds are perceived by people placed at different dis-
tances from their source [4].’ Many factors - including 
each individual’s head-related transfer function - all im-
pact a work’s reception in a similar manner.  

We might extrapolate this principle to soundscape 
works, characterizing each presentation of a composition 
to an individual as a separate interpretation of its material. 
Thus, the soundscape compositional process is akin to that 
of traditional instrumental composition; a body of fixed 
material to be interpreted at the time of listening. Within 
this context, the listener is not necessarily a performer but 
does influence new iterations of a work in a similar fash-
ion. The listener’s influence here is inescapable. A com-
poser can but surrender to their minor - but meaningful - 
agency.  

The next section briefly reviews audience agency and in-
teractivity in the context of soundscape compositions. 

3. BACKGROUND AND RELATED WORK 
The field of soundscape composition is inherently con-
cerned with the environment as musical material. Broadly 
speaking, soundscape works refer to listeners’ environ-
mental experiences to create recognizable virtual sound 
fields. Works often feature field recordings or utilize ma-
terial that invokes a sense of environmental immersion.  

Luc Ferrari’s Presque Rien N° 1 - Dawn by the sea 
(1967-1970) is perhaps one of the more significant mile-
stones of historical soundscape composition, solely em-
bracing an environmental context as compositional mate-
rial. Traces of Ferrari’s intentions may also be found in Jon 
Appleton’s Times Square Times Ten (1969). Both works 
evoke a sense of an existing space to be explored or recog-
nized by the listener. 

In the soundscape composition . . . the listener’s past 
experience, associations, and patterns of soundscape 
perception are called upon by the composer and 
thereby integrated within the compositional strategy 
[6]. 

- Barry Truax  

Truax here notes soundscape composition’s reliance on 
listener experience, linking the field to the issue of audi-
ence subjectivity. This subjectivity creates the potential for 
soundscape composers to explore various interpretations 
of the same material with different audiences. In this, there 
is further potential for soundscape composition to also ex-
plore audience agency and proximity. 

These notions have been investigated by the Electrica 
Collective through their work Transformator (2004) and 
Gerhard Eckel in his Zeitraum (2015). Contemporary ex-
amples also include Myriam Bleau’s Stories of Mechani-
cal Music [7] and Blake Johnston’s Your Hearing Them. 
Both are notable recent works, each utilizing the listener at 
various stages of the compositional process to inform the 
final work. 

The former is a 2017 audiovisual installation comprised 
of a series of laser-cut CDs and a fixed media composition. 

Mirroring the mechanical motion of a music box, the lis-
tener is required to turn a handle to initiate the audio. Vis-
ually, the handle physically turns the CDs, creating an im-
age akin to that of a waveform, as shown in Figure 1. Upon 
turning the handle, audio is output – the playback speed 
determined by the turn’s direction and velocity. The instal-
lation here foregrounds the relationship between the lis-
tener’s motion and the work’s musical form. Crucially, this 
identifies audience agency as a key component of the com-
positional process. 

 
Figure 1. Stories of Mechanical Music © Myriam Bleau  

Johnston’s work, similarly, foregrounds the subjectivity of 
audience experience. Johnston’s Your Hearing Them is a 
wearable technology artwork that allows ‘an audience 
member to experience someone else’s voice in the way that 
they do… and in doing so, draws their attention to their 
own subjective perception [8].’ He refers to this practice 
as metaperceptual composition [8]. Your Hearing Them is 
comprised of a series of recordings of participants speak-
ing. This material is then processed by the individuals to 
mimic how they perceive their own voices and presented 
to audiences through a custom headset. In this, Johnston’s 
work is an attempt to bridge Voyce’s ‘intermediate past 
[1]’ and present, utilizing the audience’s indeterminable 
experience as the work itself. 

Both Stories of Mechanical Music and Your Hearing 
Them share a connection with the first author’s composi-
tional work. A Tree Falls’ signification of audience prox-
imity is akin to Bleau’s mechanical control for playback 
speed; each seeks to link audience movement to a simple 
gesture that does not require musical ability. Further, John-
ston’s use of audience subjectivity as a musical parameter 
for a bespoke installation work is similar to the metaper-
ceptual intentions of A Tree Falls. The following section 
introduces the work, including a review of its system and 
a discussion of its conceptual and aesthetic intentions. 

4. A TREE FALLS 
A Tree Falls is a musing on the physical and perceptual 
role of audience proximity in the soundscape composi-
tional process. It aims to integrate a sonic representation of 
the listening experience into the work itself. The work 
speaks to the phenomenological properties of sonic expe-
rience, questioning the past-focused nature of phono-
graphic capture. In this, it responds to the less-explored in-
fluence of audience proximity on the soundscape compo-
sitional process. 
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Figure 2. A Tree Falls’ interactive interface © Jack 
Woodbury 

4.1 System Overview 

A Tree Falls is a multichannel interactive installation con-
sisting of an inward-facing quadraphonic loudspeaker ar-
ray, a custom-built Max patch, and a bespoke interactive 
interface. The latter is comprised of an Arduino MEGA 
2560 microcontroller, eight HC-SR04 ultrasonic sensors, 
and a clear acrylic vessel, as shown in Figure 2. The inter-
face is attached to a microphone stand and placed in the 
center of the loudspeaker array at approximately chest 
height. 

Once installed, a series of fixed media soundscape com-
positions are presented through the quadraphonic loud-
speaker array. These are the installation’s primary musical 
material. The Arduino board controls the ultrasonic sen-
sors, which pass distance data readings to the Max patch. 
The Max patch then translates these readings into digital 
signal processing. A high-level system overview is shown 
in Figure 3.  

 
Figure 3. A Tree Falls high-level system overview 

The digital signal processing is determined by audience 
members or objects entering the speaker array. Should an 
ultrasonic sensor deliver a distance reading beneath one of 
two specified thresholds, the Max patch adds spectral, spa-
tial, and temporal glitches to the audio playback. These 
glitches increase in intensity as an audience member 
moves closer to the interface. The intensity is also in-
creased if multiple sensors are triggered. This allows the 
installation to respond to the presence of multiple audience 
members. The various distance thresholds may be 
changed, depending on the width of the speaker array. Fig-
ure 4 models this threshold system. 

4.2 Compositional and Aesthetic Approaches 

These distance thresholds act as a boundary for the work’s 
two possible compositional states: dormant and activated. 
The former may be thought of as an undisturbed virtual 
sound field, free from any external agent. The latter a 

volatile environment, its spectral, spatial, and temporal di-
mensions destabilized by the audience’s proximity. To en-
ter the array is the enter the phonograph. 

 
Figure 4. A Tree Falls’ threshold system. The black 
squares are the inward-facing loudspeakers and the circle 
is the interface. 

4.2.1 Visual Approach 

Visually, the interface is intended to be non-invasive, 
drawing inspiration from minimal audio installations such 
as Mo Zareei’s Brutalist Noise Ensemble (2015-2017). 
This strategy employs transparent materials to foreground 
the hardware technology used. This aims to demystify the 
interface, focusing the audience’s attention on the work’s 
sonic variation. The installation’s design is not intended to 
be entirely ignorable, however. The use of a quadraphonic 
array forms a distinct rectangular border, visually suggest-
ing the installation’s spatial boundaries. Figure 5 demon-
strates this. 

 
Figure 5. A Tree Falls © Jack Woodbury 

Additionally, by positioning the interface at chest height in 
the center of the array there is a clear indication of its func-
tional relevance. As with Bleau’s Stories of Mechanical 
Music, by foregrounding the work’s machine-driven func-
tion and processes, the installation’s intent is rendered 
more accessible and appreciable. 

4.2.2 Primary Soundscape Material 

The primary soundscape compositions predominantly uti-
lize phonographic material captured in New Zealand’s 
Fiordland National Park. These recordings are character-
ized by sound objects typical of forest environments 
throughout New Zealand: bird calls, trees creaking, the 
trickle of water. These environments are captured in b-for-
mat and reproduced in a multichannel array, to preserve 
their immersive quality. The compositions’ additional ma-
terials are focused on providing an ambient musical base 
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for the audience to explore. Thus, A Tree Falls forms a 
recognizable immersive environment that the audience 
may choose to enter as they explore the installation space. 

4.2.3 Glitch Material 

If the soundscape compositions are virtual sound environ-
ments - analogous to their physical recording locations - 
then the purely digital character of generative glitches pro-
vides an antithetical sonic signifier for an external agent: 
the audience. These glitches are random, disruptive and 
unpredictable, representative of the audience’s partially in-
determinable intent and experience.  

Spectral glitch disruptions are focused on different 
modes of noise, distorting both the existing fixed media 
compositions and adding sharp noise to the output signal. 
Spatially, the glitches distort the immersive quadraphonic 
image, both switching and removing channels. These 
glitches weaken the virtual sound field’s reality and cohe-
sion, destabilizing the phonograph’s accuracy. Temporal 
glitches are focused on changing the fixed media playback 
speed and looping random sections. In this, the phono-
graph’s temporal boundaries - the snapshot’s beginning 
and end - are subverted. The glitches do not act to wholly 
destroy the original fixed media’s cohesion; rather, they 
provide a clear signifier of audience interaction. The use 
of glitch material is critical, however, in suggesting the po-
tentially destructive or constructive force of audience 
proximity.  

4.2.4 Conceptual Approach 

Many would be familiar with the philosophical thought ex-
periment, ‘if a tree falls in a forest and no one is around to 
hear it, does it make a sound?’. It’s here that A Tree Falls 
finds its core argument and namesake. The connection is 
foremost supported by the inclusion of ambisonic forest 
materials in the primary soundscape compositions. In at-
tending the installation, therefore, the audience is primed 
to experience a forest environment’s potential sound 
events; perhaps even that of a tree’s collapse. Further, the 
glitch materials sonically signify audience proximity to 
these events. In this, their attendance becomes part of the 
composition itself. The composition physically changes its 
sound if someone is ‘around to hear it.’  

Much like the aforementioned thought experiment, A 
Tree Falls is concerned with the phenomenological prop-
erties of sonic experience, rather than the physical proper-
ties of sound waves. Thus, A Tree Falls argues that even 
as an environment is captured and accurately reproduced, 
it cannot help but phenomenologically evolve when an au-
dience experiences it1.  

Wood crunches as the tree buckles. Its trunk tumbles to 
the forest floor. Impact. 

5. CONCLUSIONS 
In discussing phonography, Voyce identifies three stages 
of the soundscape compositional process. It is the third 
stage - Voyce’s acousmatic listening experience [1] - that 
is addressed in this paper. By characterizing an audience’s 

 
1 A Tree Falls video documentation: 
https://vimeo.com/311026155. 

proximity to a work during listening as inherently destabi-
lizing, we recognize that the audience is involved - perhaps 
even complicit - in the soundscape compositional process. 
This challenges modern electroacoustic composers to ex-
plore audience agency and subjectivity in their work. 

A Tree Falls sits within this aesthetic practice, using an 
interactive interface to mark audience proximity to sound-
scape works with spectral, spatial, and temporal glitch ma-
terial. A Tree Falls’ sonic and formal characteristics speak 
to the metaperceptual elements of soundscape composi-
tion, guiding the audience in identifying their role in the 
work’s sound and process. Further, the work’s use of glitch 
material guides the audience in questioning whether their 
proximity to a work is inherently destructive or construc-
tive. A Tree Falls does not seek to provide an answer to 
this question; rather, it pursues further dialogue on the sub-
ject. 

Future work will seek to use the audience to disrupt the 
cohesion of soundscape works in a live performative con-
text. This involves experimentation with interactive per-
sonal software applications and large-scale variations of 
the interface used in A Tree Falls.  
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ABSTRACT 

Creating engaging spatial experiences for listeners of 
electroacoustic music can come in a variety of forms. 
While much of the work carried out in the field builds 
upon utilization of a greater number of loudspeakers and 
diffusion networks, this paper presents an ‘extended ste-
reo speaker configuration’ comprised of simultaneous 
use of headphones and speakers. Through discrete devel-
opment, treatment, and control of proximate (head-
phones) and distal (speakers) sonic material, this config-
uration allows for, and encourages the manipulation of 
the listener’s perception of space. In this way, the work 
presented in this paper transforms a utilitarian aspect of 
electroacoustic music production into an aesthetic and 
compositional one.   

1. BACKGROUND 

The advent of multichannel configurations has provided 
sound artists and researchers with new abilities to devel-
op various spatial aesthetics and to replicate real world 
spatial dynamics. The introduction of stereophonic sound 
by Alan Blumlein allowed for the coupling of the move-
ment on the screen to movement of sound in film produc-
tion [1]. As the stereo format became popular, other mul-
tichannel configurations were also devised, with quadra-
phonic and octophonic arrangements appearing in the 
1950s, used primarily in compositional contexts, in works 
such as Stockhausen’s Kontakte (1958-60), or Cage’s 
Williams Mix (1953). 

In addition to the new multichannel systems that were 
developed for audio in film (e.g. 5.1, 7.1, and Dolby At-
mos), many other approaches to multichannel spatialized 
sound exist within the culture of acousmatic and electroa-
coustic music. In the case of conventional octophonic or 
quadraphonic arrays, multiple speakers are placed equi-
distant from the optimum listening position, or ‘the sweet 
spot’. The focus on the sweet spot also exists within cir-
cular/spherical 3-dimensional arrays such as John Coul-
ter’s Sound Dome [2]. In fact, being positioned at the 
sweet spot within multichannel configurations is key to 
the reception of many works. Certain composers such as 
John Cousins would allow their works to be experienced 
only at the sweet spot, or within the confines of their per-
sonal setup [3]. 

 Configurations such as University of Birmingham’s 
BEAST [4] or the Sonic Laboratory at Queen’s Universi-
ty Belfast allow for multichannel diffusion across a very 
large number of loudspeakers, intended for use in live 
performance situations. Other approaches include multi-
channel output systems such as wavefield synthesis, 
which, through a large array of speakers, create a virtual 
acoustic environment. More contemporary novel ap-
proaches to sound spatialization include Bridget John-
son’s speaker.motion [5], which  bypasses the need for a 
sweet spot through the use of rotating speakers, or Bern-
hard Leitner’s work Gallery of Mirrors [6] which is 
comprised of a non-centralized multi-speaker array of 
parabolic dishes projecting sound towards mirrors.  

Experiencing such multichannel works in an intimate 
and individualized setting would be unlikely for general 
audiences. Even in shared or group scenarios such as live 
performance, the likelihood of being situated at the sweet 
spot to fully receive the work as intended by the compos-
er is low1. Additional to that issue, spatial audio systems 
are often expensive and inaccessible to those outside of 
academic institutions. While projects such as Klangdom 
[7] have made efforts to address these problems through 
developing new apparatuses, the ‘extended stereo speaker 
configuration’ presented in this paper is an effort to tackle 
the issue at a more accessible level, and from an experi-
mental and creative angle.  

The following sections discuss the specifications of the 
configuration, as well as the acousmatic compositions 
developed for this system, and the unique ways in which 
they explore the concept of spatial sound. This paper will 
also discuss how this simple but novel approach can lead 
to more widely accessible modes of spatial audio experi-
ence.  

2. EXTENDED STEREO SPEAKER CON-

FIGURATION 

Developed by the first author, the ‘extended stereo speak-
er configuration’ is a four channel system where the lis-
tener wears a pair of headphones, and is situated between 
a pair of speakers (one on each side of the listener, at ear 
level, 1-1.2 metres apart from the ear2 - see Figure 1). 

                                                        
1 It is important to acknowledge that, while it is common to do so, not 
all composers necessarily adhere to the notion of a sweet spot. 
2 At 1-1.2 metres, the delay between material coming out of the head-
phones and material coming out of the speakers is 2.9-3.5 ms. At this 
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The input signals for the headphones and speakers are 
sourced with a stereo signal, and can be manipulated in-
dividually in terms of amplitude. The speakers are set at 
180 degrees apart in order to prevent phantom imaging3 
[9]. In this way, the speaker outputs are perceived as in-
dividual mono signals that act as extensions of the corre-
sponding headphone signal, creating an augmented spa-
tial experience. The setup was initially realized using a 
pair of Genelec 8040B speakers, and a pair of Audio 
Technica M50x headphones4.  

 

Figure 1. Diagram of the extended stereo speaker con-
figuration. © 2018 Jesse Austin-Stewart 

The proximity of the headphones’ signal allows the com-
poser (or listener) to explore space within the binaural 
field. The outer, more distant speakers then extend this 
sound field. As the listener puts the headphones on, the 
contextual setting suggests a focus on the headphones’ 
signal and the attenuation of the sonic activity occurring 
in the room [10]. However, through careful configuration 
of the relationship between the headphones and speaker 
signals in terms of compositional and sonic material, it is 
possible to create a variety of interesting perceptual ef-
fects. Therefore, while the extended stereo speaker con-
figuration creates an isolated experience of multichannel 
sonic material, the augmented auditory field allows for 
the manipulation of the listener’s understanding of space 
and spatial sound. In this way, the work is, to some re-
spect, a sonic equivalent for experiencing VR imagery. 

The next section introduces some of the compositional 
strategies employed by the first author in the develop-
ment of a series of acousmatic works that utilize this con-
figuration.  

3. WORKS FOR THE CONFIGURATION 

The works realized using the extended stereo speaker 
configuration explore the listener’s perception of space 
through manipulation of the relationship between proxi-
mate and distal sound sources (the headphones and 
speakers). Exploiting various spatio-compositonal strate-
gies, a total of four acousmatic works were developed 
and presented as a sound installation at play_station gal-
lery5 (Wellington, New Zealand) in May/June 2018. 
These strategies are briefly outlined below in the descrip-
tions of the four works.  
                                                                                          
speed, the delay between the two outputs (headphones and speakers), 
due to the minimal distance, is unnoticeable [8]. 
3 Phantom imaging is where two or more loudspeakers suggest that a 
sound is physically in between the loudspeakers by varying the ampli-
tude of a sound. 
4 The relative amplitude levels of the headphones and speakers are set 
by the composer upon setting the configuration up,  in an empirical 
manner.  
5 Video documentation available at <https://vimeo.com/300611352> 

 

Figure 2. Photo taken at play_station gallery, Welling-
ton, New Zealand. © 2018 Jesse Austin-Stewart 

5.1 Modulating Space 

According to Natasha Barrett, “a primitive reverberation 
effect can provide the illusion of a spatial enclosure, par-
ticularly if other spatial factors such as filtering and am-
plitude relationships between source and reverberant field 
confirm our perceptual decision” [11]. She argues that 
even though “we know the illusion does not exactly re-
semble a real-world image, [we] nevertheless accept the 
information as a good enough approximation” [11].  

With this in mind, Modulating Space uses the spatial 
separation of the headphones and speakers as a way to 
vary the perceived size of the room in which the listener 
is located. The work uses identical material in the head-
phones and speakers, with the headphones’ signal being 
dry (non-reverberated) and the speakers’ signal fully wet 
(reverberated). The perceived size of the space then de-
pends on the length of the reverb which varies over the 
course of the composition.  

5.2 Perception of Ambience 

This piece aims to use the contextual experience of head-
phone listening to subvert the listener’s expectations. It 
operates on the premise that a headphone listening con-
text suggests to the listener to attenuate the sonic activity 
taking place outside of the headphones [10]. However, 
the sonic material running through the loudspeakers is 
comprised of ambient environmental noise. This envi-
ronmental noise emanates from the speakers, while more 
conventionally composed ‘musical’ material is fed to the 
headphones. The amplitude relationship of the two sig-
nals varies over time, changing from subliminal to limi-
nal, altering the listener’s sense of space and surround-
ings. 

5.3 Localising Sound: Sustain/Transients 

The third work in the series explores inherent localization 
characteristics of different sonic material. In a study Rak-
erd and Hartmann note that “impulsive tones were local-
ized quite accurately… while the slow-onset tones were 
localized poorly as to reach the upper limit of our ability 
to measure the localization error” [12]. They claim that “a 
steady-state sound field of a sine tone does not provide 
useful localization in a room… [unless] it has an onset 
transient.” [12]. This extends some of Hartmann’s previ-
ous research where he claimed that “it is impossible to 
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localize a steady low frequency sine tone in a room… 
[and] the localization of steady noise can be significantly 
degraded by increasing reverberation” [13].  

Building upon these findings, this work uses the ex-
tended stereo speaker configuration to examine the rela-
tionship between sustained and transient material and the 
abilities of sound localization of the audience. This is 
accomplished through using a combination of short bursts 
and sustained samples of sine tones and filtered noise. 

5.4 Localising Sound: Low/High 

Similarly, Localising Sound: Low/High, focuses on a 
specific type of sonic material. Here, instead of using 
sounds with differing amplitude envelopes and onsets, 
variations in the frequency domain is the employed tech-
nique. 

As Barrett points out, “our aural perception can locate 
higher frequencies and texturally varying material more 
easily than lower frequencies and static material, the in-
trinsic nature of sound will play an important part in the 
composer’s choice of material” [11]. Accordingly, this 
piece revolves around spatial relationship between low 
and high frequency material. 

4. ALBUM 

Eric Lyon argues that, due to lack of access to satisfacto-
ry spaces and equipment, spatial audio experiences are 
often inaccessible [14]. Listeners are often required to 
travel to spaces such as galleries, concert halls, or studios 
to experience works. 

 
Figure 3. beyond nearsightedness [album] cover         
© 2018 Jesse Austin-Stewart 

In tandem with the creation of the extended stereo 
speaker configuration, an album (beyond nearsightedness 
[album]) has been created that addresses the issue of in-
accessibility of spatial audio6, primarily with regards to 
the logistics of multi-channel audio playback. While a 

                                                        
6 Album available at https://jesseaustinstewart.bandcamp.com/releases. 

collection of new works, the album explores the same 
spatial ideas and compositional strategies employed in the 
pieces described above.  

Every piece within the album is developed in pairs, for 
simultaneous playback on a pair of headphones and a pair 
of loudspeakers. To listen to the work, the listener must 
play two tracks at the same time: one through their head-
phones using one device, and one using another device 
through a speaker pair. This process provides the listener 
with a degree of compositional agency, as the listener 
would be in charge of determining the relative gain be-
tween the two signals, as well as their temporal relation-
ship and synchronicity.     

While the distribution and reception of this series re-
quires two playback devices, a pair of headphones, and a 
pair of loudspeakers, these requirements – although still 
more complicated than regular stereo playback – are 
more easily attainable than a multichannel setup, and 
more widely accessible to the broader audience and non-
practitioners. Therefore, through an alternative approach 
to spatial composition, this project is an effort to bypass 
the logistical barriers associated with multi-channel au-
dio. 

5. CONCLUSION 

The extended stereo speaker configuration is a new and 
alternative approach for creating an individualized sonic 
experience with a focus on the spatial qualities of sound. 
The use of proximate and distal sound sources enables the 
composer/artist with new creative opportunities.  

The collection of works discussed in this paper demon-
strate vast creative potentials provided by the extended 
stereo speaker configuration. While these compositions 
explore spatio-compositional strategies in a very direct 
way, there is much room for further development in the 
application of these strategies.  

There is also room for integration of this spatial speaker 
system, or other similarly designed systems, with other 
technologies. Use of a system that combines headphones 
and speakers within VR would allow for more audiovisu-
al spatial opportunities to be explored. Such an approach 
comes with its own set of complications – particularly 
when using multiple speakers – and warrants further re-
search. 

Lastly, there is much work to be done towards enhanc-
ing the accessibility of individualized spatial composition 
reception and distribution. While taking a step in this 
direction, the work presented in this article is an early 
experiment; a working proof of concept which can cer-
tainly be built upon.  
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Composing Images in Space: 
Schaeffer's Allure projected in Higher-Order Ambisonics 

 
 

ABSTRACT 
In post-Schaefferian acousmatic music space has taken 
centre stage. Many composers would now regard space 
and spatialisation to be the unique quality that sets acous-
matic music apart from other contemporary music genres. 
Yet as the popularity of ambisonics and other spatialisa-
tion techniques has increased, many of the tools available 
encourage a ‘point in space’ rather than ‘image in space’ 
way of working; an approach that inhibits the development 
of the sound object as a spatial element in the composi-
tional process. This paper investigates the acousmatic ob-
ject as a spatial musical phenomenon, drawing on 
Schaeffer’s idea of ‘allure’ as a way to contextualise tan-
gible images that occupy the same real space as the lis-
tener. The work focuses on applying higher-order ambi-
sonics spatialisation in the quest for both compositional 
and technical solutions. The work addresses the integra-
tion of technology, musical theory and creative methods, 
and is underpinned by examples from my recent composi-
tion. 

1.  INTRODUCTION 
This paper describes a method for composing images in 
space, developing Schaeffer’s concept of ‘allure’ as a spa-
tial phenomenon, and applying technical solutions in 
higher-order ambisonics (HOA). Allure is the unique char-
acter of the sound defined by the material and the way it 
behaves. It is about revealing the energetic agent’s way of 
being and, very broadly, whether this agent is living or not 
[1]. The acousmatic object as a spatial image can therefore 
be characterised by the manner in which it moves and be-
haves. By projecting this information in HOA, I aim to cre-
ate images that appear to occupy the same real space as the 
listener, or in other words address tangible sound. To ex-
plain these ideas, it is first necessary to present the connec-
tion between acousmatic abstraction and the real-world, 
which is an interesting paradox discussed in section 2. Sec-
tion 3 considers important differences between space in re-
ality and space in acousmatic composition. One obstacle 
to composing spatial images concerns ambisonics tools 
which encourage a ‘point in space’ approach, the results of 
which are here deemed too far from how we hear real-

world images and in contradiction to the musical aims of 
this paper. Section 4.1 summarises the recent develop-
ments in HOA processing that are designed to spread the 
perceived width of a point source, or to create immersive 
environments. The results they offer have become popular 
amongst composers, yet do not, and indeed are not in-
tended to, address details akin to real-world images. The 
final section describes an alternative that integrates HOA 
and allure as a compositional method. 

2.  BACKGROUND, TERMINOLOGY, 
AND A POINT OF DEPARTURE 

‘Acousmatic’, ‘tangible’, ‘allure’ and higher-order ambi-
sonics (HOA) are some of the terms used in this paper that 
warrant discussion, and an explanation as to how they con-
nect to the spatial image. 

Simply put, ‘acousmatic’ describes the process of lis-
tening and composing with sounds removed from their vis-
ual causation. This commonly used explanation is however 
insufficient for the needs of this paper in which acousmatic 
abstraction is positioned in the context of the real-world. 
To elaborate on the acousmatic discussion we can add the 
subtleties of Schaeffer’s original explanation: in the pro-
cess of listening and composing, “by deliberately ignoring 
any references to instrumental causes or pre-existing mu-
sical meanings, we seek to give ourselves over entirely to 
listening...” and, “The acousmatic situation first discon-
nects the audio-visual context, but above all it makes pos-
sible, but not compulsory, to explore the sound in itself… 
this type of interest does not follow automatically from 
simply being disconnected from the audio-visual complex 
but from a specific intention on the part of the listener.” 
[2]. The choice of words - ‘deliberately’ and ‘not compul-
sory’ - denote that acousmatic listening is not an effortless 
experience. However, composers may make it easier for 
the listener by the way materials are framed. Here the spa-
tial discourse can serve as both a frame and the subject, 
allowing listeners to explore connections to the real-world 
and characteristics with which they may be familiar, de-
spite a high degree of abstraction in the sound. Further-
more, in doing so, we may empower listeners to dynami-
cally drift through the different modes of listening [2] as 
the salient features of materials are spatially revealed. 

In this paper the term ‘tangible’ is applied to acous-
matic sound. We cannot touch sound, but we can experi-
ence the sensation of an invisible entity occupying our own 
space, maybe within physical reach, apprehended through 
tokens of spatial reality. The popular field of embodied 
cognition supports the experience of tangible acousmatic 
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sound: sound connects to our motor skills, and we inter-
nalise a concrete image through our listening imagination 
[3]. The clearer the location, size, and dimension of the 
sound, the stronger is the sense of spatial tangibility [4]. 

HOA has been chosen as the spatialisation technology 
for the compositional approach described in this paper. 
HOA captures the 360-degree sound field as a set the 
spherical harmonics representing the sound pressure on a 
sphere [5]. Ambisonics is either synthesized or derived 
from spherical microphone-array recordings, and then de-
coded to loudspeakers. The technology is widely docu-
mented, and as tools become integrated into common soft-
ware packages and virtual reality engines, it is amassing 
users. HOA was chosen instead of Wave Field Synthesis 
(WFS) due to both practical and technical matters, includ-
ing considerations concerning the necessary numbers of 
loudspeakers, the projection of height information, the na-
ture of the audience listening area, and the role of ambi-
sonics blur, (which will become clear later). HOA offers a 
number of advantages over other panning methods such as 
VBAP. These include practical features, such as enabling 
composers to think about space independently from loud-
speakers, and technical features, such as the spatial results 
appearing to be more ‘in space’ than hugging the loud-
speakers, advantageous use of ambisonics blur, and more 
features which will become evident in the course of this 
paper. Relevant considerations, and the implications of 
specific HOA choices are discussed in section 4.1. 

Clear source and causation identities serve to compli-
cate, for better or worse, spatialisation; they tend to dictate 
where we think the sound should be based on how recog-
nisable the sound is as they are often more immediate and 
salient than distance and movement cues. A conflict of 
cues can create interesting paradoxes [6], but also break 
the tangible spatial scene. If we avoid the clearest of anec-
dotes or extra-musical connections, we avoid this potential 
conflict of information. Yet how then can an abstract 
sound have a ‘character’, which by definition needs a real-
world connection? Answers can be found in Schaeffer's 
‘allure’. For Schaeffer, allure was broadly about the behav-
iour of a sound’s spectrum and typology, and lacking our 
spatialisation technologies, it would have been impossible 
for him to have investigated the spatial potential of allure.1 
Here we arrive at our point of departure: energy is move-
ment in space. 

3.  IMAGES IN SPACE 

3.1 A moment of reality 
First let us consider the real-world: a source may propagate 
sound waves from a point (yet this is less likely), or prop-
agate frequencies in different directions from surfaces, 
volumes and through cavities. For any object sounding 
outside anechoic conditions, the propagating sound waves 
will interact with the environment and with the listener (in 

                                                             
1 In Schaeffer’s description of 'Symphonie pour un homme seul', space is 
highlighted as a performance, rather than compositional concern, "...what 
if the conductor... where in charge of the three-dimensionality, if his ges-
tures sketched out in space the trajectory that the sounds would make in 
the hall?” [26] 

distance and in orientation). In essence, most objects create 
complex directivity patterns. Noisternig et al. [7] investi-
gated the role of directionality in the perception of the il-
lusion of realism. In their work, they measured the direc-
tionality of some acoustic instruments in anechoic condi-
tions, and then auralised the measured radiation patterns, 
calculated the interaction of the direct wave fronts within 
a simulated acoustic environment, and projected the infor-
mation in HOA and WFS for perceptual investigation. 
Their work demonstrates a method as well as the im-
portance of source directivity in image formation. 

3.2 The reality of acousmatic composition 
Now let us consider the acousmatic context, which for the 
purposes of our discussion can be divided in two: our per-
ception of the music and our aesthetical intent. In terms of 
perception, how much of the real-world context are we in 
fact sensitive to? Our sensitivity to spatial difference can 
vary significantly depending on the angle and elevation of 
the sound in relation to our listening position [8]. Our un-
derstanding of distance is even less precise, determined by 
a complex connection between sound identity and acousti-
cal cues. Without doubt, our sensitivity to spectral and 
temporal variations is far more refined. Rather than con-
sider the precise values of these parameters, it is more in-
teresting to draw attention to two observations: the first is 
that in the acousmatic context, when sufficient compara-
tive references are absent, some subtleties of the real-world 
spatial scene are redundant to our perception, especially 
very small angular and distance changes. The second is 
that as our sensitivity to spectral and temporal information 
is more precise than that of spatial information, a correla-
tion in the changing states of all aspects will serve to en-
hance our perception of spatial change. 

Elaborating on Schaeffer’s typology and morphology 
of allures, which is a classification derived from the sound-
ing ‘agent’ and its mode of ‘sustainment’ (and for practical 
purposes is here equivalent to variations in energy through 
time), Schaeffer places three landmarks: variations in the 
sound may be mechanical, living, or unpredictable and 
more akin to other sounds from nature. He proceeds to pro-
pose that we first perceive the general profile of the sound, 
then the nature of the allure, and then afterwards become 
aware of the presence of a microstructure termed ‘grain’2. 
Yet Schaeffer’s spatial discussion is ambiguous and some-
what different from modern understanding. For example, 
when discussing time and duration, Schaeffer states that, 
“sound objects, unlike visual objects, exist in duration, not 
space” [9], and again later insists on a separation of spati-
alisation and spatial music, where spatialisation is for 
achieving clarity, rather than to project or embody the 
sound’s character [10]. If we refer to Schaeffer’s own 
summary diagram of the theory of musical objects [11], 

2 From here on, the term ‘grain’ will be used to describe the microstruc-
ture of the sound. 
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allure is placed in the context of all other parameters 
investigated in his thesis – parameters that also relate to 
how we now address sound images and their behaviour in 
space – yet in Schaeffer’s summary the spatial aspect is 
missing. 

 Chion further proposes, in his reading of Schaeffer, 
that allure and grain together affect subtle details in the 
sustainment of sound, linking form and matter in time [12]. 
We can summarise that Schaeffer’s types of allure, and the 
nesting of profile, allure and grain, can guide us in the de-
velopment of spatial allure regardless of how abstract the 
material is in terms of anecdote. 

4.  APPLICATION IN COMPOSITION 
Figure 1 illustrates some of the connections between com-
positional goals, the real-world, the acousmatic context, 
and technological opportunities. The top section simplifies 
the aesthetical investigation. The middle section considers 
spatialisation and the acousmatic context. The bottom sec-
tion concerns practical application. 

4.1 Spatial images in general 

In sound diffusion performance over a loudspeaker orches-
tra [13], images are normally created with mono or stereo 
sources. The image is created live as a real-time perfor-
mance, where the performer adjusts the spatial results for 
each unique concert context, interacting with the mixed 
speakers and layouts of the acousmonium. The acousmo-
nium, stimulating the room acoustics, adds a rich melt of 
delays, spectral colourations and dynamics to the result. 

Ambisonics technology instead synthesises the sound field 
by the user specifying the position of mono sources, 
whether static, fleeting, moving or spread in some way. 

The work presented in this paper targets the use of very 
high order ambisonics (V-HOA), such as 7th order in 3D 
or 12th order in 2D. The reasons for working with V-HOA 
rather than lower orders are two-fold: to achieve greater 
spatial accuracy (higher orders result in less angular blur), 
and to provide a large audience listening area suitable for 
public concerts. However, the advantages of less blur like-
wise enhance the point-in-space rather than image-in-
space experience. Solutions for creating images in V-HOA 
fall into two areas: technical solutions, where we apply 
new methods (which are becoming embedded in commer-
cial tools and, for better or worse, determining how we 
work), and artistic solutions, where composers informed 
by technologies may explore how to realise musical goals. 
Technical solutions for creating a sound image from a 
mono source, or in other words manipulating the apparent 
source extent, so far gravitate towards spreading or blur-
ring. A selection of options that operate in the ambisonics 
domain include: phantom source widening [14], which dis-
perses the direction of arrival of the sound with frequency; 
ambisonic spatial blur  [15], that takes advantage of lower 
order blur, where at the extreme, a 0th order correlated sig-
nal is sent to all speakers (with the problem of reducing the 
size of the sweet spot, as would be the result of encoding 
in low-order at the outset); reprocessing 1st order record-
ings with a new spatial encoding [16]; controlling the ap-
parent source size by combing a number of methods, in-
cluding ambisonic order reduction, rotating de-correlated 
copies of the original stream, and focusing on minimising 
the inter-aural cross-correlation coefficient [17]; W-pan-
ning [18] and other weighting functions to change source 
extent, and ad-hoc breaking of encoding-decoding guide-
lines, such as mismatches between encoder and decoder or 
combining lower and higher-order sources in the same 
composition. Granular techniques have also been applied 
to source distribution and then encoded in the ambisonics 
domain [19]. 

Although these methods control of the apparent source 
extent in V-HOA, we can argue that they less adequately 
address the features of the spatial image laid out in section 
3.1. In particular, for the methods referenced above, the 
spectral-temporal details are relatively constant as the 
source changes in width, and there is little consideration of 
the change in spectral-temporal information with distance. 
In the context of our musical discussion, changes that re-
veal the allure, as well as the associated changes in the 
grain of the sound are lacking. Instead we can reserve these 
source-spreading methods for broader cases such as envel-
opment, and turn our attention to the artistic path where 
images are constructed from multiple mono sources ar-
ranged in space. Each source reflects one aspect or angle 
of the final image, preferably interacting correctly with en-
vironmental cues. The behaviour of directivity patterns of 
acoustic instruments is well known, and as [7] has demon-
strated, it is possible to auralise this information in HOA. 

 
 

Figure 1. Connections between composition goals, the 
real-world, the acousmatic context, and technological op-
portunities. 
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The procedure is however less practical in composition, as 
it requires special measurement for each source, and that 
non-instrumental sources create chaotic or less predictable 
radiation patterns that change with the energy and nature 
of the excitation (which is also why they are fascinating 
sources for composers). Furthermore, a method that can be 
used for composing fictional sounds is needed. 

In designing the image a number of questions are to be 
raised: how many component sources, how are the sources 
to be correlation, and how to build a practical method with 
existing tools? These questions are addressed in the fol-
lowing sections. 

4.2 Image distance 
Ambisonics encoders provide composers with a means to 
easily control the angle and elevation of as many sources 
as the computer CPU allows, but we soon encounter a 
problem: the encoding does not in itself address distance. 
Some encoders allow the user to modify the relative gains 
of the spherical harmonics, which may alter the impression 
of distance due to spreading effects, (assuming a reference 
sound is present for comparison), and indeed W-panning 
is commonly used for this purpose. If the sound is moving 
at the correct speed to trick our perception into believing it 
is approaching or departing, we may perceive a change in 
proximity3. This method proves less successful for slow 
moving or stationary sounds as well as resulting in a re-
duction in the size of the acceptable audience listening area 
when the W-channel is at a high gain ratio. Another solu-
tion is to pre-process the source with the most salient dis-
tance cues prior to encoding. These cues include the atten-
uation of amplitude and higher frequencies (mimicking air 
absorption) as the sound moves further away, and a change 
in the levels of the direct and reverberant fields, (where 
reverberation may also be part of a post-ambisonics pro-
cessing routine using convolution). This type of processing 
is embedded in some spatialisation software but can also 
be easily added. 

Equally important is the change in image width and 
depth, how spectral-temporal details and motion internal 
to the sound may be revealed or reduced, and how the di-
rectionality of the image interacts with the environment. 
Figure 2 visually represents a compound sound object 
placed at two different distances from the listener. A sim-
ple Cartesian translation serves to correctly change the per-
ceived image width and depth with distance. We can also 
see that when the compound image is further away, ambi-
sonics angular blur creates a spatial-spectral overlap ob-
scuring detail and depth, while when the image is closer, 
the separation between the mono sources increases, reveal-
ing greater spectral-temporal variation and depth of geom-
etry. Sound example4 1 [20], prepared from the develop-
ment materials for the composition ‘Dusk’s Gait’ [21], il-
lustrates this procedure. In this example reverberation as a 
distance cue is reduced, so that changes in distance are 

                                                             
3 Near-field compensated HOA can in theory recreate the curved wave 
fronts of near-field sounds, but to date no perceptual studies in a compo-
sitional context, nor adequate real-time implementations, have been 
made. 

more clearly derived from changes in spectral variation 
and image dimension. The image is made from 12 mono 
sources arranged similarly to the image in figure 2. The 
image starts at a distance from the listener and angled to 
the right. At 0'03 the image moves towards the centre line, 
and from 0'03 to 0'16 approaches, at a varying speed, to 
settle close up directly in front. At 0'21 we move inside the 
image, and at 0'28 we emerge on the other side, with the 
image now behind and slightly towards the left. At 0'35 the 
image moves to the side left and stays in place to 0'45. 
From here we pass once more through the image, it then 
emerging on the right and retreating into the distant right. 
A more complex compositional example combining a 
number of images as well as environmental cues and can 
be heard at 4’11 in ‘Dusk’s Gait’. 

With this method, the number of sources the image 
should consist of will be a factor combing ambisonics or-
der (value of the angular blur) and how close we intend to 
allow the image to approach the listener. When close-up, 
with too few sources and the image will disassociate into 
mono points (which of course can itself be part of a com-
positional scheme, and in example 1, the use of 12 sources 
prevents this occurrence). It is also necessary to ‘hand-
craft’ each of the sources; ensuring some spectral-temporal 
coherence, but not so much as to lead to artefacts such as 
phase cancellation. This is the topic of the next section. 

4.3 Allure 
Having assessed the technical and practical considerations 
of image creation and control in spatial composition, we 

4 Sound examples are originally in 7th order SN3D ambisonics. Exam-
ples accompanying this paper are rendered in binaural from the 1st order 
stream using the Harpex decoder [25] and the KU100 HRTF set. The 
compromise in spatial precision and choice of HRTF set is for illustration 
only. Examples should be listen to over a high-quality pair of headphones. 

 

Figure 2. Compound sound object at different distances. 
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can now return to the topic of allure as a spatial manifesta-
tion. Using the English translation of allure as gait5, we can 
apply a spatial version of embodied cognition (discussed 
in section 2). When viewing a moving object from afar, we 
may embody or feel a distinctive movement with which we 
are familiar, without actually ourselves moving, and long 
before we experience closer details to clarify the subject’s 
actual identity. To spatially explore the sounding image in 
this way, the component sources discussed in the previous 
section and the nature of their behaviour as energy in 
space, need somethings, but not all things, in common. 
Possible approaches to create this variation include spec-
tral decorrelation prior to encoding, variations in texture 
(grain), or moreover a thorough consideration of the spec-
tral-temporal aspects. The resulting combinations as com-
pound images are somewhat limitless, making this pre-en-
coding approach a winner in terms of compositional 
method. 

Another important aspect of the component sources 
concerns how they together create motion behaviour inter-
nal to the image. One way to compose this kind of motion 
behaviour would be to add micro-movements, where the 
character and amplitude of the movement of each individ-
ual source is controlled by their spectral-temporal dynam-
ics (top of figure 3). A partial correlation in spectral change 
will result in a partial correlation in motion. The complete 
image is then moved globally in the listener-space. In ex-
ample 2a, an image consisting of four relatively similar 
sources approaches and then recedes. The image appears 
to increase in size as it approaches, yet the result is more 
akin to a simple spreading with minor changes in spectral 
information. In example 2b we hear the same image and 
global motion, with the difference that each source is wig-
gled a little in space (the global motion is 15 meters and 
the wiggle is between 0 - 0.5 meters). The speed and dis-
tance moved of the wiggle is controlled by the spectral 
centroid of each source. The difference between example 
2a and 2b, is that in example 2b, the image appears subtly 
clearer in space. We can however also hear that when the 
image is at its closest, it begins to disassociate and we hear 
hints of individual source movement. This result is ex-
pected when compared to the image in example 1 consist-
ing of 12 sources. 

Simpler solutions can be equally successful. We can 
for example develop an approach that originates in source 
recording. Referring to section 3.1, as acoustic sources 
propagate sound in all directions, recording the image with 
multiple microphones captures an array of partly corre-
lated sounds to feed into our ambisonics image. Acous-
matic composers have for decades recorded sound objects 
using multiple microphones as a way to capture more than 
a stereo phantom image. I first transferred this approach to 
the ambisonics domain in the work Trade Winds (2004) 
[22]. A similar approach has been used in live electronics 
since the late 70’s, serving as automatic natural spatialisa-
tion or timbral immersion [23]. For the purposes of imag-
ing in ambisonics, not only will spectral variation be cap-
tured in a more effortless way than by modelling or syn-
thesis, if we record with close microphone techniques in 
                                                             
5 Translators of Schaeffer’s work point out that the translation to ‘gait’ is 
not entirely accurate. 

the acousmatic tradition, then spectral and dynamic varia-
tions will be highly magnified, creating a sensation of 
movement inside the compound image. Although care 
must be taken to avoid a constant phase difference (which 
may result from microphones placed at difference dis-
tances and directions), naturally modulating phase varia-
tions are constructive in image movement. Microphone ar-
rays can be placed either around or inside the sound object. 
In practical work, an A-format microphone can be useful, 
where the channels capture four directions (skipping the 
conversion to B-format). Next, instead of spatialisating 
each channel with a unique movement, we can track the 
running averages of the spectral-temporal group dynamics 
and use these values to influence movement of the com-
plete image (bottom of figure 3), or simply control prox-
imity. The source materials used in sound example 1 orig-
inate from this recording method. Sound example 3 plays 
four of these recorded channels spatialised across a 90-de-
gree angle in front of the listener. No ambisonics spatial 
movement is applied. 

These approaches connect sounds with musical struc-
tures, and in composition theory remind us of Emmerson’s 
proposition concerning the relation of language to materi-
als [24]: the materials offer an abstracted syntax (i.e. a 
method of organisation derived from the rules that con-
struct the sounds) in all aspects including space. Ab-
stracted syntax injects character to both the spatial image 
and its meaning within the composition. The discourse is 
aural (rather than mimetic or anecdotal). Abstracted syntax 
and aural discourse is where Emmerson positions 
Schaeffer’s work. 

5.  CONCLUSIONS 
Ambisonics as a spatialisation method for both contempo-
rary electroacoustic music and commercial media is ubiq-
uitous, and the intersection between composition and tech-
nology is an exciting area of investigation. Here, the acous-
matic spatial-object can be reflected on with both technical 
and musical considerations. 

In focusing on the musical, I have developed 
Schaeffer’s idea of ‘allure’ into the spatial domain. Alt-
hough Schaeffer formalised his ideas in the 1960's, which 
in some respects can be considered part of history rather 
than part of the present, we find interesting clues for our 

 

 

 

Figure 3. Motion behaviour inside the image. 

If the spectral dynamic difference between compo-
nent sources is low, micro-movements are con-
trolled by variations in individual features such as 
peak RMS or spectral centroid. 
 

For naturally high spectral differences between 
component source (e.g. resulting from source re-
cording), then the image can be globally spatialised. 
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work. Sources that only remotely connect to real-world im-
ages need to find place and space in the experiential reality 
of tangible sound in composition, and in the concert or pri-
vate space. By considering the perceptual and composi-
tional implications of acousmatic images projected into 
HOA, we can then contextualise composition goals, tech-
nological opportunities, and how to create spatial images. 

In focusing on the technical, we see that the increased 
use of ambisonics in VR and sound design has called for 
software solutions that automatically address some of the 
topics of this paper, and a few of the available options have 
been outlined. Such solutions are most useful when the 
eyes are leading how we hear. I hope to have illustrated 
that by taking compositional control over the available 
technology, rather than allowing the technology to dictate 
how we work, we are able to compose tangible 3D images 
for the ear alone. Abstract materials come alive, character-
ised by the projection of allure as a unique way of moving 
and behaving in space. 
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ABSTRACT

This paper describes a software tool that metaphorically
uses the concept of vector field in order to generate fluid,
lifelike, motions of autonomous agents. The “steering be-
haviors” of such agents is potentially useful in a number
of compositional contexts, where one wants to navigate
through a parameter space in a physically-inspired and im-
provisational manner. The present article focuses mainly on
spatial sound authoring, wherein the tool is used to create
constantly evolving trajectories of sonic objects in a virtual
space.

1. INTRODUCTION

1.1 Spatial trajectories as a compositional paradigm

Music in space and spatialized sounds have been a pre-
occupation of electroacoustic composers since the early
experiments of musique concrète in the 1950s. From that
point onwards, artists have explored a wide range of spa-
tial composition techniques, and a number of spatial audio
technologies have been developed in order to allow com-
posers and performers to control spatio-musical attributes.
Amongst the used techniques, movements of sounds have
been reported one of the most popular (contemporary) com-
positional practices by several surveys [1–4]. Moving sound
sources are typically used to introduce a choreography of
sonic objects, to provoke a contrast between static and dy-
namic layers, and to help with the segregation of streams.
In many compositional works, motions of sound sources
in real or virtual spaces are apprehended as spatial trajec-
tories: paths, curves, geometrical patterns, etc. constitue a
key paradigm for the control of the spatiotemporal sound
organization.

1.2 Techniques for spatial authoring

Within the framework of spatial trajectories, a great variety
of tools have been proposed for the creation and manipula-
tion of spatial data. Garcia et al. (section 2.3 in [4]) offers
a review of spatial authoring frameworks, and also empha-
sizes the explicit separation of the authoring environment
(in which composers edit or generate trajectories) from the
rendering engine (that actually performs the audio process-
ing). Broadly speaking, the approaches taken by trajectory
authoring tools can be classified in three main categories:

Copyright: c�2018 Thibaut Carpentier et al. This is an open-access
article distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

• “low-level” trajectory editors that essentially treat spa-
tial data as automation tracks (as found in Digital Au-
dio Workstations). Typically, these tools allow for the
“accurate” manipulation of trajectories through the use
of breakpoint functions, spline or Bézier curves, free-
hand drawing, quantized time-coordinate tuples, etc.,
optionally with transformative functionalities (rotation,
translation, scaling). This category includes – but is
not limited to: Zirkonium [5], Holo-Edit [6], Ambicon-
trol [7], SpaceJam [8], Trajectoires [9], etc., as well as
DAW plugins such as Spatium [10] or ToscA [11].

• algorithmic-based techniques: this is a broad category
that encompasses parametric or predefined trajectories
(ellipse, spiral, etc.) [12], generative tools (Lissajou,
Brownian, stochastic process, etc.), simulation of flock-
ing and swarming movements [13, 14], physical mod-
els [10, 15], scattering sound particles [16], constraints
engines [17], scripting or algorithmic compositional
toolboxes [18], etc.

• symbolic editors offering a somewhat “higher-level” de-
scription of the spatial features represented as graphical
symbols, spatial metaphors, or scores, in order to pro-
duce patterns, figures, or autonomous spatial scenarios.
This notably includes the Spatialization Symbolic Mu-
sic Notation framework [19], IanniX [20], i-score [21],
and other attempts at symbolic notation for composing
sound spatialization [22].

It must be noted that most authoring environments are not
limited to one category or another, as they often provide
mixed approaches. Similarly, composers are used to combin-
ing multiple perspectives, in order to alleviate the complex-
ity and expressivity constraints of each tool, and to build
their own idiosyncratic representation of spatial movements.

2. VECTOR FIELD AND STEERING BEHAVIORS

The work herein presented deals with a novel trajectory-
based tool that shares similarities with the aforementioned
editors, and borrows from both the algorithmically-driven
and symbolic approaches. At its core is the notion of vector
field, a physically-inspired representation, but approached
from a somewhat metaphoric angle.

A vector field consists of a collection of points in space,
called the domain, and a function that maps each point of
the domain to one (and only one) vector. Vector fields are
typically visualized in the 2D plane or in the 3D space, as a
collection of arrows with a given length and direction, each
attached to a point of the domain. They look like a “needle
diagram”. Vector fields are intensively used in physics as
a way to model and depict the magnitude and orientation
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of vectors, such as forces, velocities, etc. Typical examples
include electric fields, magnetic or gravitational fields, fluid
flows, or wind speed in weather charts. Vector fields offer
a rather intuitive representation, e.g. of the velocity of a
moving flow in space. When associated with a differential
equation, vector fields often exhibit certain common shapes,
such as a “source” (vectors emanating out of one point), a
“sink” (vectors disappearing into a hole), or a “saddle point”
(which looks like a horse’s saddle).
simone is a software tool (further detailed in section 3)

that builds on these paradigms. Its principle is very sim-
ple: the tool allows to generate and display a 2D vector
field, thought as a velocity field; when objects or “particles”
are “thrown” into this field, they become animated, and
they navigate through the domain, as autonomous agents.
This provides a quick and intuitive means to define and ex-
plore a space, e.g. a space of musical parameters, in a way
that is partly predictable (a vector field is easily grasped
at first glance), and partly “improvised” (singularities in
the field can make the particles deviate from their expected
trajectory). However, our claim is to make simone a cre-
ative tool for composers, and not a strictly accurate physical
model. Therefore a number of metaphorical operators have
been introduced, that can alter the behavior of the particles
moving through the vector field, leaving room for further
erratic and complex patterns.

Such an approach also closely relates to the notion of
“steering behaviors”. Steering behaviors is a term mostly
used in game development, after the seminal work of
Reynolds [23]: steering behaviors refers to the ability of
autonomous characters to move in a realistic manner in
their environment. These motion behaviors are described
by simple forces and interactions that are combined to pro-
duce lifelike, improvisational navigation around the charac-
ters’ domain. They do not rely on a global formulation of
the characters’ action (ultimate goal or long-term planning),
but rather use local information, updating the agents’ tra-
jectory by incremental adjustment step by step. This makes
them simple to understand and implement, but still able
to produce rather complex movement patterns. Reynolds
formalizes and gives many examples of steering behaviors,
such as: seek (pursuit of a target), flee (inverse of seek),
wander (random steering), collision avoidance (dodging
around obstacles), path following (steer along a predeter-
mined path), flow field following (aligning its motion with
the local tangent, a behavior that clearly corresponds to
the vector field situation), flocking (as implemented in the
well-known boids algorithm [24]), leader following, etc.

3. PROPOSED TOOL

The graphical user interface of simone is presented in
Figure 1. The window displays a 2D vector field, made of
N rows and M columns, forming a domain of N ⇥M cells
(in this example N = M = 17). Each cell contains a
vector (i.e. an arrow) characterized by its direction and
velocity. Unlike traditional representations of vector fields,
the velocity parameter is not depicted by the length of the
arrow. Here, all arrows are drawn with the same (arbitrary)
length, while the velocity factor is visualized by the light
red circle (the value being proportional to the radius of
the circle). This choice was made to improve readability

and ease edition of the cells. The background color of the
cells – here grey colors in a checkerboard pattern – has no
meaning; this design was chosen only for readability and
fast discrimination of the cells.

The vector (orientation and velocity) in each cell can be
specified via message, or controlled with the mouse and
a set of keyboard modifiers. In the current example, the
vector field has a vortex-like shape (with randomized ve-
locities) that was generated by a set of simple parametric
equations implemented in javascript. The topology of the
vortex can be distorted by the ↵ and � parameters (dial
buttons in Figure 1). Other sets of equations can be easily
implemented.

Figure 1: Graphical user interface of simone.

Given this vector field, one can “throw” particles (simply
referred to as “points”) in the field, by setting their initial
position. The example in Figure 1 contains three points,
represented in red, black, and blue respectively. At each
computation tick the trajectory of the points is updated
according to the cell they are currently over: the steering
direction and the speed of the trajectory is altered by the
vector of the cell.

The computation tick is triggered by sending the /move
message, typically from a metronome. Changing the rate
of the metronome allows to alter the speed of the trajectory.
The /move command can be sent globally – applied to
all particles – or independently for each point, so that each
trajectory can operate at its own rate. At each computation
step, the simone object delivers output messages with
the current position and current cell for each point (see
bottom of Figure 1). Cartesian coordinates are arbitrarily
expressed in the [�1; 1] range, and can later be scaled to a
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more convenient or meaningful domain.
The “history” of each point (i.e. its previous locations) is

depicted by a tail of dots (the older the history, the smaller
the dots). History serves as a visual cue, and can further
be used to alter the computation step: user can specified
an “inertia” parameter (expressed in 0–100% range) that
takes history into account in the update formulae. Higher
inertia makes the trajectory smoother, while points with
low value of inertia might suddenly change direction if
the vector field exhibits singularities. The capacity of the
history buffer (how many previous locations are retained)
can be modify, which would in turn alter the impact of
history in the inertia law.

The proposed vector field approach therefore offers
a powerful and intuitive way to generate spatial motifs.
Furthermore, trajectories can be flexibly modulated, by
changing their rate, or via transformations of the underlying
vector field. Indeed, the characteristics of the field can be
updated in real-time, by several means:

• properties of the parametric equations (↵ and � variables
in the present example) can be varied,

• external data (e.g. real-time weather charts) could be
used to derive a new vector field,

• the mouse cursor can be turned into a “magnet” (either
attractive or repulsive) so as to alter the directions of
the field arrows; such magnetic manipulation can be
applied on the whole domain, or only in user-defined
sub-regions,

• other algorithmic strategies can be easily implemented.
For instance, a point could modify the direction and/or
velocity of each of the cells it has already visited, turning
the field into a constantly evolving environment, etc.

As previously mentioned, simone is not intended to be
a physical-model simulator; it is rather thought as an open
environment that intuitively offers a wide range of patterns
and behaviors. In order to further extend possibilities, a
number of metaphorical operators have been introduced,
digressing from the classical vector field paradigm.

3.1 Cell operators

Each cell in the domain can be assigned an operator, used
in the computation iteration. In the example of Figure 1,
every cell of the domain was assigned the same operator, a
vector arrow representing a direction and a velocity value.
Other types of operators are proposed, and depicted with
graphical symbols (see Figure 2).

Figure 2: Various cell operators.

a) void cell: a void cell has no effect; it does not modify
the nominal direction or the speed of a point reaching
this cell.

b) simple vector, as previously described, imposes the new
direction and velocity of a point, optionally affected by
inertia.

c) ranged vector: similar to the simple vector, except that,
for each computation tick, a new direction is randomly
steered within the angular range.

d) radial cell: similar to the ranged vector, except that the
new direction is randomly chosen within a discrete set
of allowed paths.

e) paddle: provokes a reflection, depending on the incident
angle of the trajectory.

f) random cell: steers a new direction randomly; similar to
a ranged vector, with a 360� range.

g) repeller: provokes a perpendicular reflection of the inci-
dent trajectory.

h) attractor: produces an orbital path around the cell.
i) teleport: instantly transport to another (user-defined) cell

or Cartesian position.
j) speed: changes the trajectory’s velocity, without affect-

ing its incident direction.
k) deviation: deviates the incident direction by a given

amount (i.e. offset in steering direction).

Combining these operators in the domain allows to pro-
duce a wide range of improvised motions, similar to some
of Reynold’s steering behaviors. For example, “wander” or
random walk can be implemented by means of ranged and
radial cells.

Finally, one needs to deal with points leaving the domain
(i.e. getting out of bounds of the N ⇥M field). Available
options include: let the trajectory disappear, “wrap” the
point to the origin, to a given Cartesian position, to a given
cell, or to a random location.

3.2 Software implementation

simone is a Max external object, written in C++, and built
with the Juce framework. It is freely distributed with the
Ircam spat⇠ package [25]. Benefiting from the latest
improvements in the spat⇠ software architecture [26],
simone features import/export of presets, snapshot com-
patibility, and OSC communication. In the context of vector
field, the use of OSC pattern matching appears very handy
and efficient as it allows to concisely address a subset of the
domain (e.g. /row/[2-5]/col/*/type repeller
will assign the ‘repeller’ type to all cells in the rows 2 to 5).

4. CONCLUSION AND PERSPECTIVES

We have presented a novel software tool that relies on the
concept of vector field to generate spatial trajectories. With
the inclusion of metaphorical operators, the trajectories act
as autonomous agents, navigating through a domain in a
lifelike and improvisational manner. The underlying vector
field itself can be generated with various techniques, e.g.
mathematical equations, hand-drawing, or data mapping,
etc. The tool is intuitive to use, and is generic enough to
be applied in a variety of contexts. Spatial sound authoring
constitues a primary field of application, as trajectory-based
technique is a most popular compositional practice. Another
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obvious application of the proposed technique is corpus-
based concatenative synthesis [27], wherein snippets of
sounds are (re-)composed by navigating through a space
of (musically meaningful) descriptors. Future work will
investigate the usefulness of the tool in other generative
compositional processes. New developments are also con-
sidered to further extend the expressivity of the tool, e.g.
by adding new kinds of symbolic operators, or constraints
between multiples trajectories so that several points can
produce collective steering behaviors.
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ABSTRACT 
This article presents new ways to listen to the music using 
the parameter of sound spatialization. The sound distri-
bution over the space was joined to this art over its entire 
history. 
There are two classic methods to do this distribution: 
a) The division of instrumental devices and the localiza-
tion of performers over the concert hall, with examples by 
Ives, Brandt, etc. 
b) The use of electroacoustic and computer technology to 
simulate the spatialization and localization of the sound, 
with examples by Xenakis, Stockhausen, Boulez, etc. 
This paper presents two examples from Madrid (Spain) 
where sound distribution was specially studied: Auditorio 
400 and Octogon. 
In this article, the author presents comments about 
measures realized in Auditorio400 at the National Muse-
um and Center of Art Reina Sofia in Madrid and intro-
duces a new project to control space and sound distribu-
tion, Octogon. 

1. INTRODUCTION 
The avant-garde and contemporary music of the twentieth 
and twenty-first centuries has some special characteristics 
and needs of specific spaces for listening and production, 
however, most of the time is presented in spaces designed 
as  theaters and auditoriums in an  Italian style, intended 
as concert halls for classical and romantic music. 
A new type of music has appeared in recent years and it 
has been a significant change in the central European 
musical traditions, which has led to the creation of new 
structures, sounds and ways of listening. [1] 
The twentieth century has also brought the development 
of a new branch of acoustics, known as psychoacoustics 
that enable identification of problems associated with 
human brain responses to different sound impulses. This 
discipline can provide guidelines for understanding 
acoustic phenomena:  masking properties of the physical 
characteristics and change the acoustic characteristics of 
sound propagating in a certain space with defined archi-
tectural properties. 
This paper will present the characteristics of significant 
musical styles framed in contemporary and avant-garde 
music, most notably electronic music and computer mu-
sic. 
 

2. ACOUSTIC STUDY 
The optimization of the acoustic of a concert hall came 
with the control of some parameters important to charac-

terize the sonority of the hall: SPL, Reverberation, C50 
C80, STI, etc. 
In addition there are other types of musical characteristics 
that have their physical equivalent: 
• Resonance, both of the instrument and the room. 
• Texture and lines of listening, with a clear definition of 
records. 
• Harmony and harmonic clarity, as a mixture of sonori-
ties, registers and absence of band-pass filters that pre-
vents the perfect definition of the spectrum. 
• Spatiality, as source of origins and location of sound. 
• Musical clarity, speech clarity, with a good contrast of 
dynamics, etc. 
• Timbre clarity, which assumes that there is adequate 
attenuation and amplification of frequencies. 

2.1 SPL 

The sound pressure level is an objective measure. It parts 
of a clearly defined physical quantity, making it one of 
the parameters that may reflect more closely what hap-
pens from the standpoint of sound. Studies carried out by 
Ando, Y. [2] and Fujii, K. [3] confirm this opinion. The 
mentioned authors have made the acoustic study of pres-
tigious concert halls focusing their analysis on the spatial 
distribution of pressure levels on the wards. 

2.2 Overlapping sound 

The distribution of loudspeakers in a concert hall can 
originates the overlapping of sound sources in the same 
area. This produces a bad resolution for spatial distribu-
tion of sources.  
The overlap of loudspeakers increases, as is logical, be-
cause there are a greater number of activated sound 
sources, creating a conflicting zone. This originates also a 
suggested Area of Best Listening. 

2.3 Reverberation Time  

The reverberation is one of the most important parame-
ters. The most commonly perceived quality of room 
acoustics is how sound energy decays in a space, referred 
to as the room’s reverberation. 
Optimum reverberation times for concert halls depend on 
the type of music for which the hall is being designed. 
Generally, good concert halls have a reverberation time 
between 1.8 and 2.2 seconds at mid-frequencies. 
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2.4 C50 & C80 indexes & Speech STI 

Beside reverberation time and sound pressure level as a 
function of frequency, other parameters are often very 
useful when evaluating the sound quality of an Auditori-
um. The parameters considered more decisive when de-
fining the room acoustics, are: the clarity of the speech 
C50, the clarity of music, C80, the speech intelligibility 
index STI, and the overlapping speaker’s situation. 

3. PSICOACOUSTIC STUDY 
Psychoacoustics is a branch of psychophysics that studies 
the relationship between the stimulus of a physical nature 
and the psychological response that it provokes. Study 
the relationship between the physical properties of sound 
and the interpretation that makes them in the brain. Until 
recently, studies had concentrated primarily on the behav-
ior of the peripheral auditory system. 
Psychoacoustics studies the perception of sound, which 
implies knowing how we hear, our psychological re-
sponses and the psychological impact of sound on the 
human nervous system 

3.1 Psychoacoustic objectives 

Psychoacoustics is a branch of traditional acoustic that 
introduces how the brain processes the sonority of a 
source. 
The general objectives of psychoacoustics can be summa-
rized in determining: 
1. The response characteristic of our auditory system, that 
is, how the magnitude of the sensation produced by the 
stimulus is related to the physical magnitude of the stimu-
lus. 
2. The (absolute) threshold of sensation. 
3. The differential threshold of a certain parameter of the 
stimulus (minimum variation and minimum perceivable 
difference). 
4. The resolution or resolution capacity of the system to 
separate simultaneous stimuli or the way in which simul-
taneous stimuli cause a composite sensation. 
5. The variation in time of the sensation of the stimulus. 

3.2 Psychoacoustic control 

The sounds that occur in real situations have phases of 
attack and fall, transients and particular spectral charac-
teristics. Most also change their intensity and their spec-
tral characteristic over time.  
The spectral content (spectrum) of a sound source, along 
with the manner that the content changes over time, is 
largely responsible for the perceptual quality of timbre. 
This could be extended to spatial hearing, in that two 
sounds with the same pitch, loudness, and timbre will 
sound different by virtue of placement at different spatial 
locations. 
 

Regarding timbre, the following five parameters, taken 
from the work of Schouten [4], seem best to distinguish 
sounds that are otherwise the same: (1) the range between 
tonal and noise-like character; (2) the spectral envelope 
(the evolution of harmonics over time); (3) the time enve-
lope in terms of rise, duration, and decay; (4) small pitch 
changes in both the fundamental frequency and the spec-
tral envelope; and (5) the information contained in the 
onset of the sound, as compared to the rest of the sound. 

4. 3D DIFUSSION 
 
The term space makes reference to 3 basic concepts: 
space and localization of sound sources, the moving of 
trajectory of sound, and the sense of a virtual space where 
the audience is just inside the sound. 
It should be noted that the process of new music has re-
sulted in the emergence of an architectural competition to 
build a room for contemporary and electronic music fea-
tures. 
New approach came from adapt architectural spaces to 
listen new music. 
Classical concert hall has problems and need adaptation. 
The term space referred to a classical concert had prob-
lems, and for this the reason new pieces must be per-
formed in other spaces designed for other purposes. 
The 3D sound distribution over a traditional concert hall 
must be studied over three aspects: 
    Acoustic and architectural  
    Music composition 
    Electronic and computer simulation 
 

4.1 Acoustic 

The necessity to achieve good result, the old Italian de-
sign must be changed. 
There is a necessity to balancing their sonorities. There 
are spatial phenomena that can be generally subsumed 
under the concept of acoustics. The size of the room, its 
geometry, and its reflecting surfaces are perceived in the 
form of reverberation and echo. For example, the percep-
tion of the size of a space is related to the time interval 
between the direct sound and its first reflection (Neukom) 
[5] as well as a few other parameters, such as how the 
reverberation progresses. If this interval is short, the lis-
tener in effect intuitively develops the impression of a 
small room. 
The sonorous quality of an auditorium is very significant, 
therefore new concert halls have been built and perfor-
mances have been moved to unusual rooms which were 
not designed for that purpose 
The Italian style theatre was changed and new spaces for 
music were designed. Representative examples are 
    Phillips Pavilion 
    Xenakis Polytope 
    Osaka Expo  
New necessities allow the use of spaces designed for 
other purposes  
   Churches as for Luigi Nono music 
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   Gymnasium for Pierre Boulez´s  Repons 
   Outside free spaces as Robert  Moran experiences or 
some pieces by Charles Ives. 
 
The best option came from a new possibility: Variable 
Acoustic as Ircam´ space of projection, or KKL Luzerne. 

4.2 Audio Reinforcement 

A new approach came from the idea to mix real sound 
and virtual projected sound. 
the development of audio technique has given the op-
portunity to preserve sounds, to edit them in  multiple 
ways and  to  diffuse them by loudspeakers so  that 
new spatial conditions in  the  space of  the perfor-
mance could  be  created. 
Spatialization includes ensemble dispersion, movements 
of sounds, performers, juxtaposition and interaction of 
real and virtual sound. 
This situation appears when the technology for reel time 
audio processing became available to concert hall and 
recording studios. 
Spatialization includes ensemble dispersion, movements 
of sounds, performers, juxtaposition and interaction of 
real and virtual sound. 
The experience appears with Pierre Henry and the 
Acousmonium system in Paris. 
The new developments came from systems as Pierre Hen-
ry and Osaka domo for Stochausen´  music. 

4.2.1 Dolby Atmos 
Dolby’s most recent product of focus is its new audio 
format “ATMOS”. Previous formats such as MPEG2-
AAC or Dolby Digital lacked any spatial information and 
were entirely “channel based” 
ATMOS, is said to be the first "object based" audio for-
mat. The figure 1 shows a 7.1.4 system 
 

 
Figure 1   Dolby Atmos 

 
 
4.2.2 Klangdom ZKM. Klangdom System 
The system Klangdom System was developed at ZKM 
center in Germany. 
The characteristic of this system are: 
The possibility to have 43 loudspeakers 

Use of ambisonics (VBAP) and WFS (Wave Field Syn-
thesis) 
    Possibility to set up the loudspeakers 
    Control of trajectory, movement and speed of sound 
sources with an special software Zirkonium. 
    This technology has been implemented in Berlin at 
ISM, with the new space called hexagon. 

The Klangdom in the Cube is composed of 47 loudspeak-
ers that are arranged around the listeners in the shape of a 
dome. Using Zirkonium, it is possible to send sounds 
across any given room with unprecedented precision; for 
example, to have the sounds circle around the listener. 

 

Figure 2   ZKM Klangdom 

The Klangdom of the IMA (see figure 2) is based on 
strategies that were inspired by the spherical auditorium 
of Osaka in 1970. In this specific spatial arrangement, the 
listener is immersed in a dome-shaped loudspeaker setup 
that allows sounds to be placed throughout the entire 
space of the concert hall. The reticulated configuration of 
the loudspeakers enables the continuous movement of 
sound sources around the listener using VBAP (Pulkki, 
1997), irrespective of the size of the space and the num-
ber of loudspeakers. 

4.3 Music Composition  

The use of spatial information within a composition 
clearly has an impact on compositional decisions. Exam-
ples from the sixteenth century demonstrate a clear logic 
in the use of these parameters. Spatial information helped 
give additional form to musical information and helped 
structure the course of the music at least as effectively as 
phrasing, articulation, and instrumentation. 
The music composed to be spatialited must be written 
with some characteristics in mind: 
   Instrumentation 
   Timbric properties 
   Directivity  
   Envelope 
   Staccato, and modes of articulation 
   Duration 
If there is digital processing, these characteristic must be 
taken into consideration. 
There are several examples of music that are seminal in 
this type of music. 
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“Dialogue du l´ombre double” by Pierre Boulez 
“Watershed” by Roger Reynolds 
 

 
 

Figure 3   Reynolds´s Whatersed 
 
In these pieces, mics, loudspeakers and specific software 
are important to the final result. 
In chamber music, perhaps the best example is Repons by 
Pierre Boulez, with 5 ensembles instrumental groups and 
live reel time sound processing. 
 

 
 

Figure 4   Boulez`s Repons 
 
Other pieces came from Luigi Nono (Prometeo) and  
Karlhein Stockhausen (Oktophonie). 
There are another type of music with only electronic 
and/or computer sound. 
The best example came from Stokhausen´s  (Kontacte, 
Carré),  Xenakis`s (La legend d´ER), and others compos-
ers. 
In order to help the required performance in can be suita-
ble that the sound engineer has the possibility of having a 
score with the technical aspect of the piece. 
These Technical needs can be annotated as:  
   a) General acoustic Notation score with Technical score 
   b) Notation for specific software and hardware. This 
score change and become obsolete when the technology 
disappears from the market. 

5. AUDITORIO 400 & OCTOGONO 
This point describes two halls in Madrid (Spain) 
The auditorio 400 was designed by Jean Nouvel, the 
same architect that designed the KKL in Luzerne and the 
new concert hall  for  the Philharmonie de Paris for the 
regular concert season with the Orchestra of Paris. 

5.1 Auditorio 400 

The Auditorio 400, part of the ampliation of the Museum 
Reina Sofia in Madrid, adapted the system Acousmonium 
for the diffusion and sound design for the concerts that 
every season the Spanish Ministry of Culture offers in 
this hall. 
The system has 32 speakers from different models and 
names: Meyer, Bose, Genelec, Yamaha, etc. 
On the stage there are 16 speakers: 4 Bose, 8 Meyer, (in-
cluding 2 subwoofer)2  Genelec, 2 Yamaha. 
On the audience area there are 12 Meyer around the pub-
lic, as the crown in Acousmonium setting, and 4 Yamaha 
in the middle of the audience. 
 

 
 

Figure 5   Auditorio 400. 
 Loud Speakers setting. 

Measures realized in the hall indicate SPL in each point 
of the room and show us zones with acoustic problems. 
The SPL close to every speaker is bigger than in the rest 
of the area, if only this speaker is radiating energy. The 
area close to each speaker is not adequate for 3D-sound. 
This originates a problem for spatialitation and localiza-
tion, and it is the cause of the existence of different areas 
with different sound quality. 
This can suggested an Area of Best Listening, just in the 
center of the Auditorium. 
Hereby the placement, directivity and power of loud-
speakers that compose the Acousmonium system in the 
hall must be corrected. 
The overlap between the radiation beams of several 
speakers may cause interference, and in consequence, 
produce reinforcements and attenuation in the sound 
pressure level of the sound waves.  The central area of the 
auditorio 400 would also be harmed because at this point 
many speakers as converge causing constructive and de-
structive interference that would alter the signal emitted 
by the speakers. 
Nevertheless, the big problem in the Auditorium is the 
reverberation that the hall presents [6]. Its values are ele-
vated for the music that the center normally presents: 
Chamber Music and electroacoustic music. 
The reverberation of the hall, is one of the big references 
in localization of source. 
From the reverberation, and the early, cluster, and late 
reverberation, one can have special cues in the direction 
of the source. 
 From these values, the hall present problems with speech 
clarity C50, especially when the source sound presents 
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fragments with spoken voice, what is normal in contem-
porary music. From the same reason, the musical clarity 
C80, present problems with harmonics and definition of 
the qualities of a specific instrument. This is also accen-
tuated, because the absorption in the area reduces har-
monic content, dependent on situation of the listener. 
 
5.1.1 C50 index.  In order to understand correctly the 
spoken message, the C50 index, as directed by Renkus-
Heinz, [7], must have accepted values above-5dB, if the 
room is very reverberant. Nevertheless, this value is, in 
reality, too low. Carrion, A. [8] enounces that in an area 
with normal reverberation time, values above 0dB repre-
sent good intelligibility in rooms about the size of the 
studied Auditorio 400. 
5.1.2 C80. There are different opinions about the optimal 
rate C80 for concert halls: Reichardt, W. [9] states that 
the values of C80 should be positive. Finally, we must 
say that Beranek, L. [10] provides musical clarity should 
be in the range of-1dB to-4dB for unoccupied rooms. 
Accordingly the present problems of clarity hall of music 
in the back rows of the auditorium and in some areas near 
the speakers to present unacceptably high and the other 
on the sides of the front rows of audience part have very 
low values. 
5.1.3.The STI index. The STI index measures the degree 
of speech intelligibility, values range from 0 (completely 
unintelligible message) to 1 (perfect intelligibility). Ac-
cording to ISO 9921:2004 [11] a very good intelligibility 
implies STI values of 0.6 to 0.75. At the Auditorio 400, 
the central part of the audience area, an area that concen-
trates most of the public does not reach the numbers rec-
ommended by the ISO normative. 
 

5.2 Octogon &new spaces 

Octogon is a new project, still in the development phase 
that is being built in the city of Madrid. Spain. 
Octogon is a project developed in Madrid, to present mu-
sic of different styles with spatial sound distribution on  
mind. It consists on a portable structure with 8 sources of 
sound (8 + 1) including low frequencies. 
It is built under the direction of Daniel Cantero and his 
team of collaborators.  
It is a portable structure that can be assembled in different 
spaces where cultural events of various kinds take place. 
In addition, there are elements to present sound and visu-
al events playing with multiple sound and auditory pro-
jection systems. 
The Audio system has a crossover to divide the frequen-
cies and send them to speakers located at different heights 
of the system. 
The scheme consists of an octagon that can be assembled 
and extended easily and quickly. 
The prototype can vary from 100 people to 350 people 
 
 
 

 
Figure 6 Octogon 

 
The system is a variation of the 8.1 system with 8 sound 
sources plus the projection of bass sounds. 
The chosen loudspeaker system is devialet phantom, pro-
totype designed by French company devialet created in 
2007, medium size system with almost zero distortion. 
It has a power of 4500 watts and a sound pressure level of 
100 db. 
Octogon has a development plan that includes 
    Concerts 
    Recording studio 
    VR experiences  
OCTOGON had some similarities with Ircam space of 
projection, ARSONAL. and the HEXAGON in Berlin. 

6. IMPROVEMENTS 
The problems found in traditional concert halls can be 
improved with the helps o sound technology: software 
and sound distribution and with the design of new spaces, 
basically with elements that allow changing the parame-
ters inside the hall.  
 

6.1 Software Simulation 

The Processing the audio signal for real or virtual space 
can take advantage of some packets for DSP that are 
available for the composer, sound engineer, or any other 
person that can be interested in this subject.  
In 1997, Pulkki [12] introduce the concept of VBAP  
(Vector Based Amplitude Panning), and it is the first ap-
proach to the concept of sound spatialization in programs 
as Pure Data and MAX/MSP. 
These properties imply that VBAP produces virtual 
sound sources that are as sharp as it is possible with any 
loudspeaker configuration and amplitude panning. 
The gain factors corresponding to each loudspeaker are 
summed up to form one gain factor for each loudspeaker. 
The resulting gains are normalized. The listener perceives 
still a single virtual source. 
 
 
 
6.1.1 The IRCAM developed a packet to work as part of 
the MAX/MSP called SPATIALISATEUR.  
The Spatialisateur project started in 1991 as collaboration 
between Espaces Nouveaux and Ircam. Its goal is to pro-
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pose a virtual acoustics processor which allows compos-
ers, performers or sound engineers to control the diffu-
sion of sounds in a real or virtual space.  
The current release allows reproduction on multi-channel 
loudspeaker systems in studios or concert halls. It also 
integrates 3D stereo reproduction modes for headphones 
(binaural) or 2/4 loudspeakers (transaural), as well as 
Vector Based Amplitude Panning (VBAP,) and Ambi-
sonics. 
 
6.1.2. ZKM developed in 2004 Zirkonium 
For controlling the ZKM Klangdom the IMA is develop-
ing free software Zirkonium since 2004. Its central aim is 
to simplify the use of space as a compositional parameter. 
Therefore positions and movements of sounds can be 
created and arranged in an event-based timeline or remote 
controlled using Open Sound Control (OSC). It is de-
signed as an standalone application for Apple OS X and 
handles sound files or live audio. For the spatial render-
ing of virtual sound sources it uses Vector Base Ampli-
tude Panning (VBAP) within a user-defined loudspeak-
ersetup, or binaural filtering for headphones. When work-
ing with real speakers it is moreover possible to modify 
the size of a sound source by using a technique called 
Sound Surface Panning [13].  

 
Figure 7 Zirkonium 

6.2 Equalization 

The term equalization is used in Audio Processing as a 
system to control frequency response in a specific sound 
distribution situation. Santillan [13] 
With an adequate equalization is possible to manipulate 
not only amplitude frequency, but also phase, tonal quali-
ty, timbre in order to create a virtual environment. 
Equalization allows change the color spectrum of a sound 
source. 
Changing frequency response has the possibility to con-
trol modes of resonance that is one of the biggest pro-
blems in localization control. This gives us also a good 
coupling and arrangement of loudspeakers situation. 
The correct election of phase loudspeaker gives us also a 
good possibility to control vertical and horizontal move-
ment of the sound. 
The control of frequency response gives us, also, a way to 
control the massing of overtones in acoustic instruments 
that can cause the messing of instruments. 

The spectral modification of the pinnae can be thought of 
as equivalent to what a graphic equalizer does in one’s 
stereo system: emphasizing some frequency bands, while 
attenuating other bands. This is notable from the stand-
point that both timbre and spatial cues depend on the 
spectral modification of a sound source. Theile (1986) 
has addressed this via a descriptive model (see Figure 
2.12) where the perception of timbre occurs at a later 
stage than that of spatial location; it is not the stimulation 
of the eardrum that determines timbre, but rather the 
overall sense of hearing that “identifies the timbre and 
location of the sound source.” 
 

6.3 Acoustic variable 

 
The best solution is to have a hall with variable acoustic. 
It is necessary to arrange the acoustic characteristic to the 
type music performed and to the necessities for specific 
requirements. 
It can be   convenient to be able to change  
Size of the space and the localization of musicians and 
sound sources. 
Is can be advisable the disposition of variable elements as  
    Movable panels over the ceiling and walls. 
    Movable panels with sound absorption and reflection 
variable. 
 

 
 

Figure 8 Variable Acoustic 
 
 
It should be noted that this process of new music has re-
sulted in the emergence of an architectural competition to 
build a room with own auditorium for contemporary and 
electronic music features. The Arsonic building opened in 
spring 2015 on the occasion of European cultural capital 
in 2015 Mons 
The 280-seat modular auditorium will help to awaken the 
imagination, and the shows and concerts on offer at AR-
SONIC will be tailored to suit the venue's special layout: 
small and large tiers, discreet balconies and moveable 
projection screens all set the scene for a creative experi-
ence. 
 
Beside reverberation time and sound pressure level as a 
function of frequency, other parameters are often very 
useful when evaluating the sound quality of an Auditorio. 
The absorption reflection and reverberation can be im-
proved with architectonic and structural elements. The 
more decisive parameters when defining the room acous-
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tics are: the clarity of the word C50, the clarity of music, 
C80, the speech intelligibility index STI, and the overlap-
ping speaker’s situation. 
The Saal Boulez hall in Berlin has a modular system able 
to change position of musicians and audience. 
 

 
 
                                                          
 

    

 
Figure 9 Modular System.Berlin. 

 

7. CONCLUSIONS 
New music from the twentieth and twenty-first century, 
have brought a new way of writing and producing elec-
tronic instruments and all this leads to a new way of lis-
tening that causes a novel way to deal with the acoustic 
design of a hall. This implies the design of new spaces 
devoted almost exclusively to this type of music. Howev-
er, this new design space is problematic for economic and 
logistical reasons. Consequently, the music must be pre-
sented at venues already designed for other types of mu-
sic and in spaces that must adapt to new requirements. 
Many times it happens to be used as multipurpose spaces 
intended audiences, and this implies the need to adapt in 
the space as a multifunctional space for specific uses. 
The music produced by electronic means requires very 
high quality speakers, very good mixer desk and amplifi-
cation without distortion. Sound pressure levels on stage 
sources and sources through speakers should be appropri-
ate.  
The music of recent years is written with extreme disso-
nances, sound level with very sharp differences, rhythms 
very complicated and a new way to produce sound from 
acoustical instruments, sometimes processed with elec-
tronic and computer technology. 
Those aspects indicates the necessity to design concert 
hall with extremely care  in order to have good acoustic 
response. 
New formats and new media for home and personal lis-
tening must be taken into consideration. 
VR, 8K audio format, DVD (5.1) Blue Ray (7.1) and 
formats for Personal Computer and lakstop only need 
special sound card, and specific software for sound re-
production. 
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ABSTRACT 

Recent research has shown that emotional characteristics 
change with different pitch and dynamics for the piano 
and bowed strings. This work investigates how pitch and 
dynamics influence their characters in the woodwind 
instruments. We conducted listening tests where listeners 
gave absolute judgements on the woodwind sounds over 
ten emotional categories, and analyzed the data with lo-
gistic regression. For pitch, Happy, Heroic, Romantic, 
Calm, Mysterious, and Shy had an arched shape that 
peaked at C5. Mysterious and Shy increased until C4 and 
decreased afterwards. Comic and Sad decreased with 
Pitch. Angry had a V-shape that stronger in the high reg-
ister. Scary had an asymmetric U-shape that was espe-
cially strong at the highest pitch. For dynamics, Happy, 
Heroic, Comic, Angry were stronger for loud notes. Ro-
mantic, Calm, Mysterious, Shy, and Sad were stronger 
for soft notes. For Scary, loud and soft notes were about 
the same. Overall, pitch and dynamics had about an 
equally important effect on woodwind emotional charac-
teristics; some characteristics such as Happy were af-
fected more by pitch and others such as Shy were affected 
more by dynamics. Instrument was more of a secondary 
factor though still important. Also, the bassoon was the 
most different from the other woodwind instruments. 

1. INTRODUCTION 
A number of recent studies have found that different mu-
sical instruments have strong and different emotional 
characteristics [1 - 15]. In particular, our previous work 
has shown that the strength of emotional characteristics 
varies significantly with pitch and dynamics in instru-
ments such as the piano and bowed strings [9, 10, 12, 13, 
15]. The woodwind instruments remain unexplored in 
this respect. Since both the woodwind and bowed strings 
are common sustaining orchestral instruments, we are 
interested to see how the emotional characteristics of the 
woodwind instruments differ from the bowed strings.  

In our previous bowed string research, we tested pitches 
ranging from C1 to C7 over and piano and forte dynamic 
levels [10, 15]. The results showed that Happy, Heroic, 
Romantic, Comic, and Calm generally increased in an 
arching shape with pitch that decreased at the highest 
pitches. The characteristics Angry and Sad generally 
Copyright: © 2018 First author et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribu-
tion License 3.0 Unported, which permits unrestricted use, 
distribution, and reproduction in any medium, provided the original 
author and source are credited. 

 
decreased with pitch. Scary had a U-shape that was 
strongest in the extreme low and high registers. Shy and 
Mysterious were unaffected by pitch. In terms of dynam-
ics for the bowed strings, the result showed that Heroic, 
Comic, and Angry were stronger for loud notes, while 
Romantic, Calm, Shy, Sad, and the high register for Hap-
py were stronger for the soft notes. Scary and Mysterious 
were unaffected by dynamics.  

Similarly, this paper considers how the emotional char-
acteristics of the woodwinds differ with pitch and dynam-
ics. We expect that the woodwind results across pitch and 
dynamics will be broadly similar to the bowed strings, as 
both of them are sustaining instruments. At the same 
time, because of their own distinct timbres, we expect 
some significant differences especially regarding pitch.  

Overall, this study will deepen our understanding of the 
emotional characteristics of the woodwinds, and perhaps 
identify some less-commonly understood characteristics. 
In particular, this work will elucidate how the characters 
of the instruments differ within the woodwind family.  

2. EXPERIMENT METHODOLOGY 
We conducted listening tests to compare the effects of 
pitch and dynamics on the emotional characteristics of 
individual woodwind instruments. Listeners made an 
absolute judgement on the sounds over ten emotional 
categories to determine the effects of pitch and dynamics. 

2.1 Stimuli  

The experiment used sounds from the four main instru-
ments in the woodwind family: flute, clarinet, oboe, and 
bassoon. The sounds were be obtained from the Musical 
Instrument Samples Database of the University of Iowa 
Electronic Music Studios [16]. The sounds presented 
were 1s in length. The pitches for each instrument were 
as follows: 

x Flute:  C4, C5, C6, C7 
x Clarinet:  C4, C5, C6 
x Oboe:  C4, C5, C6 
x Bassoon: C2, C3, C4, C5 

The sounds were all C’s of different octaves to avoid 
other musical intervals influencing the emotional charac-
teristics of the sounds. Each note also had two dynamic 
levels, corresponding to forte (f) and piano (p) – loud and 
soft. The total number of sounds was 28 (14 notes × 2 dy-
namic levels). 
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2.2 Test Procedure 

30 subjects were hired to take the listening test. All sub-
jects were fluent in English. They were all undergraduate 
or postgraduate students at the Hong Kong University of 
Science and Technology or Hong Kong Polytechnic Uni-
versity. Each subject made an absolute judgement on a 
computer for all 28 sounds in each of the 10 emotional 
categories. During each trial, subjects heard one of the 28 
sounds presented on professional headphones at random 
and were prompted to decide if the sound represented the 
given emotional category or not (i.e., giving a categorical 
binary Yes/No response). The order of the tested emo-
tional categories was random. For each emotional catego-
ry, the overall trial presentation order was randomized 
(i.e., if Happy was randomly chosen as the first category, 
all the Happy trials were done in a random order, then all 
the trials of the second randomly chosen category were 
done in a random order, and so on). The listening test 
took about 10 minutes which is a reasonable length to 
minimize listener fatigue and maintain consistency. 

2.3 Logistic Regression Analysis 

We used a logistic regression model [17 - 20] for the 
analysis, which fits a logistic equation to the data by tak-
ing a multi-variable linear combination of the input (in-
dependent) variables and passing it into the logistic func-
tion. The output is a probability that the input belongs to 
the specific class. In our case, the model takes a specific 
tone’s Instrument, Pitch, and Dynamic level as the input, 
and the output is the probability (and 95% confidence 
intervals) that the specific tone expresses a specific emo-
tion. Additionally, an exhaustive set of polynomial com-
binations of up to cubic (3rd) degree of these three varia-
bles were also analyzed in order to account for nonlinear 
trends in the data, with the best-fitting combination cho-
sen for each category. Overfitting was minimized via L2 
regularization and Leave-One-Out Cross-Validation with 
the data samples grouped by listener [21, 22].  

3. RESULTS 
Figure 1 shows the graphs of the probability values and 
corresponding 95% confidence intervals for each catego-
ry and instrument. These probability values can be inter-
preted as the proportion of listeners in a general popula-
tion (similar in demographics as our listeners) who would 
agree that a specific tone expresses a specific emotion. 

The categories in Figure 1 fall into three general shapes 
across the pitch range. Six of the categories had an arched 
shape that peaked at C4 or C5, namely, Happy, Heroic, 
Romantic, Calm, Mysterious, and Shy. Comic and Sad 
decreased with pitch. Angry and Scary had asymmetric 
U-shapes that were especially strong at the highest pitch.  

Regarding dynamics, four categories were stronger for 
loud notes, namely Happy, Heroic, Comic, Angry. The 
emotional Romantic, Calm, Mysterious, Shy, and Sad 
were stronger for soft notes. For Scary, loud and soft 
notes were about the same.  

3.1 Significance of Instrument, Pitch, and Dynamics 

We wanted to determine whether the effects of Instru-
ment, Pitch, and Dynamics were significant for the 
woodwinds. Table 1 shows the p-values of every linear 
and polynomial combination of the three variables in the 
logistic regression analysis results. The effect of Pitch 
was significant for all emotional categories, while In-
strument and Dynamics were both significant for 9 out of 
the 10 categories. Scary was the only category where 
both Instrument and Dynamics were not significant.   

3.2 Overall Relative Strength of Effects for Instru-
ment, Pitch, Dynamics 

We were interested to see which variable had a greater 
effect. Figure 2 shows the marginal effects for Instru-
ment, Pitch, and Dynamics. Overall, Pitch and Dynamics 
had about an equally important effect, while Instrument 
had a secondary effect. However, there were variations 
among the categories whether Pitch or Dynamics was the 
most important. Pitch was the most influential factor for 
Happy, Romantic, and Scary while Dynamics was the 
most influential factor for Heroic, Comic, Mysterious, 
Shy, Angry, and Sad. The effect of Pitch and Dynamics 
was nearly the same in Calm. The ratio of the marginal 
effects can be interpreted as their relative strength [23, 
24]. For example, Pitch was about three times more im-
portant than Instrument for Happy. The effects of Instru-
ment and Dynamics for Scary were extremely weak.   

Table 2 shows the marginal effects for Pitch pairs. C4 
and C7 were the most different for most of the categories 
and overall. C3 and C4 were the most similar overall. 

Table 3 shows the marginal effects for Instrument pairs. 
It shows that the bassoon & flute pair was by far the most 
different pair overall and for 8 out of 10 categories. Clar-
inet and flute were the most similar overall.  

3.3 Differences Between the Individual Instruments 

Figure 3 shows the average probability of the instruments 
for each category. For example, almost 60% of general 
listeners would judge the Clarinet as Calm over its differ-
ent pitches and dynamics. We can see that the bassoon’s 
character is quite different from the other woodwinds; 
much higher for Heroic, Comic, and Angry, while much 
lower for Happy, Romantic, Mysterious, Shy, and Scary. 

To further quantify the differences between the charac-
teristics of the individual woodwinds, we counted the 
number of cases where each instrument was significantly 
greater than the other instruments for each category at the 
same pitch and dynamic level. Whenever the confidence 
intervals of the probabilities don’t overlap, it indicates a 
significant difference between the corresponding instru-
ments. Figure 4 shows the total number of cases that each 
instrument was significantly greater than other instru-
ments for each pitch. Nearly half of cases were at C4. 
Figure 4 indicates that C4 is a hotspot for differentiating 
the individual woodwind instruments, especially when 
one of them is either the flute or the bassoon. 
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Figure 1. Emotional characteristics of Woodwind sounds based on logistic regression and the corre-
sponding 95% confidence intervals. 
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 Happy Heroic Romantic Comic Calm Mysterious Shy Angry Scary Sad 
I 0.638 0.008 0.045 0.005 0.000 0.000 0.518 0.000 0.982 0.421 
P 0.002 0.060 0.000 0.001 0.044 0.015 0.000 0.000 0.000 0.007 
D 0.452 0.653 0.000 0.873 0.000 0.000 0.000 0.046 0.649 0.014 
I2 0.003 0.021 1.000 1.000 0.003 1.000 0.032 1.000 1.000 1.000 
P2 0.000 0.033 0.000 0.001 0.000 1.000 1.000 1.000 0.000 0.000 
I*P 0.041 1.000 1.000 0.012 0.040 0.002 0.000 0.000 1.000 1.000 
I*D 0.033 1.000 1.000 1.000 0.001 1.000 1.000 1.000 1.000 0.031 
P*D 0.020 0.004 1.000 0.022 0.018 1.000 1.000 0.004 1.000 0.028 
I3 1.000 0.031 1.000 1.000 0.003 1.000 1.000 1.000 1.000 1.000 
P3 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 
I2*P 0.004 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 
I*P2 0.000 1.000 1.000 0.014 1.000 1.000 1.000 1.000 1.000 1.000 
I2*D 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 1.000 
P2*D 0.001 0.003 1.000 0.005 1.000 1.000 1.000 1.000 1.000 1.000 
I*P*D 1.000 1.000 1.000 1.000 0.003 1.000 1.000 1.000 1.000 1.000 

Table 1. p-values from logistic regression for the effects of variables. Values that were significant 
(p<0.05) are shown in bold and shaded in grey. I = Instrument, P = Pitch, D = Dynamics. 

 

 
 

Figure 2. The marginal effects for instrument, pitch, and dynamics for each emotion and overall. 
 

Pitch Happy Heroic Romantic Comic Calm Mysterious Shy Angry Scary Sad Overall 

C2&C3 0.059 0.156 0.145 0.123 0.189 0.035 0.066 0.145 0.103 0.042 0.059 
C2&C4 0.187 0.233 0.348 0.173 0.284 0.073 0.131 0.257 0.113 0.075 0.187 
C2&C5 0.441 0.258 0.419 0.165 0.280 0.111 0.195 0.341 0.039 0.135 0.441 
C3&C4 0.131 0.078 0.204 0.051 0.113 0.037 0.066 0.114 0.010 0.052 0.131 
C3&C5 0.395 0.108 0.275 0.052 0.130 0.076 0.130 0.202 0.064 0.131 0.395 
C4&C5 0.263 0.037 0.073 0.062 0.096 0.040 0.061 0.101 0.074 0.107 0.263 
C4&C6 0.353 0.040 0.037 0.110 0.311 0.080 0.117 0.245 0.277 0.259 0.353 
C4&C7 0.193 0.109 0.287 0.168 0.580 0.187 0.274 0.527 0.576 0.453 0.193 
C5&C6 0.167 0.039 0.110 0.071 0.212 0.040 0.058 0.142 0.203 0.149 0.167 
C5&C7 0.360 0.131 0.360 0.201 0.463 0.125 0.184 0.380 0.501 0.339 0.360 
C6&C7 0.354 0.096 0.250 0.146 0.256 0.063 0.094 0.168 0.299 0.178 0.354 

 
Table 2. The marginal effects for Pitch pairs. The maximum value for each category is shown in bold and shaded in grey. 
The minimum value for each category is underlined and shown in italics. 
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Table 3. The marginal effects for Instrument pairs. The maximum value for each category is shown in bold and 
shaded in grey. The minimum value for each category is underlined and shown in italics. bs = bassoon, ob = oboe, cl 
= clarinet, fl = flute.  

 

Figure 3. Average probability of the instruments for each emotional category. 

 

Figure 4. Total number of cases that an instrument was 
significantly greater than other instruments for each pitch. 

4. DISCUSSION & CONCLUSIONS 
All ten emotional categories were significantly affected 
by pitch. Happy, Heroic, Romantic, and Calm had an 
arched shape that peaked at C5. Mysterious and Shy also 
increased until C4 and decreased afterwards. Comic and 
Sad decreased with pitch. Angry had a V-shape that was 
stronger at the high register, while Scary had an asym-
metric U-shape that was especially strong at the highest 
pitch. Instrument and dynamics were both significant for 
nine out of the ten emotions. Happy, Heroic, Comic, and 
Angry were stronger for loud notes while Romantic, 
Calm, Mysterious, Shy, and Sad were stronger for soft 
notes.  

Pitch and dynamics had primary effects overall, while 
instrument was a secondary, but important factor. It was 
interesting that the bassoon stood out so much from the 
other three woodwinds in Figure 3, probably due to its 
distinctively lower pitch range than the other instruments. 

4.1 Comparison of Pitch Results with the Strings 

Since both the woodwinds and bowed strings are sustain-
ing instruments, we will compare the overall pitch trend 
of woodwinds (in Figure 1) with the bowed strings [10, 
13, 15].  

In terms of pitch, six emotion categories had similar 
trends in the results of the woodwinds and strings. Hap-
py, Heroic, Romantic, and Calm had similar arching 
shapes. Sad was decreasing with pitch. Scary had a simi-
lar U-shape.  

For the categories having different trends, Comic had 
an arching shape in the strings while it decreased with 
pitch in the woodwinds. Mysterious was flat in the strings 
but increased until C4 and decreased afterwards for the 
woodwinds. Shy was unaffected by pitch in the strings 
while it increased in the low register and decreased af-
terwards in the woodwinds. Angry decreased with pitch 
for the strings, and while it also decreased in the low reg-
ister for the woodwinds it increased in the high register.  

The similarity in the results confirm that pitch has some 
common effects on the sustaining instruments. However, 

 Happy Heroic Romantic Comic Calm Mysterious Shy Angry Scary Sad Overall 
bs&ob 0.074 0.208 0.034 0.067 0.096 0.083 0.032 0.093 0.000 0.065 0.092 
bs&cl 0.089 0.192 0.069 0.133 0.151 0.169 0.066 0.170 0.001 0.143 0.131 
bs&fl 0.155 0.266 0.104 0.194 0.187 0.254 0.187 0.224 0.001 0.229 0.195 
ob&cl 0.108 0.016 0.034 0.063 0.186 0.073 0.053 0.076 0.000 0.069 0.084 
ob&fl 0.165 0.061 0.069 0.123 0.193 0.145 0.160 0.137 0.001 0.147 0.132 
cl&fl 0.106 0.077 0.035 0.060 0.045 0.073 0.115 0.061 0.000 0.078 0.072 
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the differences in the results also probably indicate that 
the unique timbre of different instruments show up as 
differences in their emotional characteristics across their 
pitch ranges. 

4.2 Comparison of Dynamics Results with the Strings 

In terms of dynamics, eight emotional categories matched 
in the woodwinds and bowed strings. Heroic, Comic, and 
Angry were stronger for loud notes while Romantic, 
Calm, Shy, and Sad were stronger for soft notes. Scary 
was not affected by dynamics in both the bowed strings 
and woodwinds. Happy and Mysterious were stronger for 
loud and soft notes respectively for the woodwinds, but 
neither were affected by dynamics for the strings. 

We suggest that the agreement in dynamics is probably 
largely instrument-independent since categories such as 
Shy and Calm are inherently soft by nature. Further work 
with other instruments will help confirm this. 

4.3 Musical Applications 

These results confirm some existing common practices 
for emotion emphasis in composition and arrangement 
(e.g., using loud, very high flutes for Scary passages), and 
expose some less well-known ones such as the distinc-
tiveness of the bassoon compared to the other wood-
winds. These results provide audio engineers and musi-
cians with a slightly different perspective in orchestra-
tion, blending and balancing instruments, and mixing the 
woodwinds in orchestral music. 
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ABSTRACT

Compact spherical loudspeaker arrays are used to produce

sound sculptures in electroacoustic music by modal beam-

forming that orchestrates the wall reflections in the given

space.Performance practice predominantly uses beams in

the horizontal plane as they most effectively produce audi-

tory objects via lateral reflections on unobstructed, close-

enough walls and baffles. Revisiting mixed-order schemes,

this contribution reveals ways to boost the horizontal di-

rectivity of the dodecahedral loudspeaker from second to

third order, of the icosahedral loudspeaker from third to

fourth, and for similar directivity, new special mixed-order

layouts are presented with significantly reduced number

of transducers. Moreover, a two-band approach is tested

with a lower band in which the modal beamforming is fea-

sible with short crosstalk cancellation filters, and with a

high-frequency band using AllRAD as amplitude panning

approach to minimize spatial aliases and side lobes.

1. INTRODUCTION

Compact spherical loudspeaker arrays with controllable
directivity were described in [1, 2]. Today the icosahedral
loudspeaker (IKO) as Platonic array is used as an instrument
in electro-acoustic music [3]. Platonic solids offer practical
housings because of their symmetries and small number
of facets/transducers. Classically, spherical beamforming
on the dodecahedron uses 12 transducers and is limited
to 2nd order, while it is limited to 3rd order with the 20
transducers on an icosahedron. To overcome the limitation,
array-specific acoustic radiation modes have been proposed
[4], but those modes would require a frequency-dependent
beam encoding. Alternatively, the number of transducers
per surface has been increased, e.g. to 6 per each of the
20 icosahedral facets [5], which, however, is only practical
with high-frequency tweeters.

In the current performance practice with the IKO, mostly
the horizontal beams effectively produce auditory objects
via lateral reflections from close-enough walls and baffles.
Therefore, the idea for a circular horizontal transducer ring
seems obvious, but the directional definition is impaired by
erroneous vertical radiation lobes, also into opposing direc-
tions. The problem was discussed for circular microphone
arrays in [6].

Marschall describes mixed-order schemes that effectively
reduce the number of microphones by neglecting certain

Copyright: c�2018 Stefan Riedel et al. This is an open-access article dis-

tributed under the terms of the Creative Commons Attribution License 3.0

Unported, which permits unrestricted use, distribution, and reproduction

in any medium, provided the original author and source are credited.

Figure 1: Prototypes of the new mixed-order 3-ring arrays.
The 4|8|4-array (left) has a pseudo-rhombicuboctahedral
housing and the 3|9|3-array (right) has a custom 3D-printed
housing.

vertical spherical harmonic modes [7] in order to maintain
a high horizontal resolution. As the gap between horizontal
and overall resolution cannot be overly stressed for robust
beamforming, alternative lattice-schemes were presented
in [8]. We use a modified mixed-order scheme here to
efficiently increase the horizontal resolution of compact
spherical loudspeaker arrays.

Section 2 presents the proposed mixed-order schemes to
increase the resolution of a dodecahedral array from 2nd to
3rd order, and for an icosahedral array from 3rd to 4th or-
der. Additionally, new 3-ring layouts and their mixed order
schemes are described that effectively reduce the number
of transducers yielding dedicated mixed-order layouts. Sec-
tion 3 presents a simulation study on mixed-order layouts.
For assessment, quality measures are discussed to evalu-
ate the effective 2D order on the horizon in comparison
to the effective overall 3D order, in order to avoid global
deterioration. Both measures are based on the rE-vector.
The cap model does not offer valid results at frequencies
above 1 kHz, so section 4 presents a measurement-based,
low-latency, two-band control model. This new model al-
lows to minimize filter length and erroneous lobes in the
high-frequency band by crossing over to AllRAD panning.
Section 5 verifies the approach using open measurement
data.

2. MIXED-ORDER DIRECTIVITY PATTERNS

Directivity functions for spherical beamforming or Am-
bisonic panning use a finite-order, i.e. resolution-limited,
representation of a Dirac delta �(✓T

b
✓�1) directed towards

✓b and evaluated in the variable direction ✓,

g(✓) =
NX

n=0

nX

m=�n

wnm Y
m
n (✓)Y m

n (✓b), (1)

where both of the direction unit vectors ✓ and ✓b are Carte-
sian unit vectors ✓ = [cos' sin#, sin' sin#, cos#]T de-
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(a) dode-o2 (b) dode-o3 (c) ico-o3 (d) ico-o4 (e) 3|9|3 (f) 4|8|4 (g) 4|9|4 (h) 5|10|5
Figure 2: Control schemes for platonic and mixed-order layouts. Rows indicate the spherical harmonics order n = 0 . . . 4 and
columns indicate the degrees m = �n . . . n. Scheme (b) also holds for the 3|7|3-layout.

pending on the azimuth angle ' and zenith angle #; or 'b

and #b in case of ✓b. Y
m
n are the spherical harmonics,

and typically, to avoid side lobes, the weights wnm are the
max-rE weights approximated by [9]:

wn = Pn

⇥
cos

�
⇡

180

137.9
N+1.51

�⇤
, (2)

Defining the vectors

yN(✓) = [Y m
n (✓)]n=0...N,m=�n...n, (3)

wN = [wn]n=0...N,m=�n...n, (4)

Eq. (1) can be re-expressed as

g(✓) = yN(✓)
Tdiag{wN}yN(✓b) , (5)

which defines a rotationally symmetric directivity pattern.
The directivity function of mixed-order is different by a
mask M that selects a subset of fewer spherical harmonics,
see Fig. 2. The mask M has (N + 1)2 columns, each
one representing a spherical harmonic, and fewer rows, of
which each selects one of the harmonics to be a mixed-order
component:

g(✓) = yN(✓)
T
M

Tdiag{w̃M}M yN(✓b) (6)

= yM(✓)Tdiag{w̃M}yM(✓b).

The re-defined weights w̃M restore the balance of the
horizontal circular-harmonic content that is represented by
fewer, max-rE-weighted components in every degree m for
mixed order. To get w̃M = [w̃(M)

nm ] we choose the vector
✓x = [1, 0, 0]T to the x direction

w̃
(M)

nm = wn

P
N

n0=n[Y
|m|
n0 (✓x)]2wn0

P
N

n0=n[Y
|m|
n0 (✓x)]2wn0 Mn0|m|

. (7)

Mixed-order transducer layouts. Mixed-order schemes
in Fig. 2 and associated spherical harmonic subsets can be
controlled using either platonic layouts or new ring layouts
consisting of a horizontal ring and two elevated rings. The
platonic arrays can also be seen as 3-ring layouts, with the
middle ring being a zig-zag ring of loudspeakers. That is,
the dodecahedron as a 1|1̃0|1 layout and the icosahedron as
a 5|1̃0|5 layout, which yields extended mixed-order control
schemes for those platonic arrays. The coordinates of the
new 3-ring layouts are given in Tab. 2.

The number of transducers nh in the horizontal ring deter-
mines the maximum achievable 2D-order N2D [10],

nh � 2 N2D + 1. (8)

The number of transducers ne in the elevated rings deter-
mines how sparse our mixed-order control scheme is going
to be. As a nomenclature we define ne|nh|ne to refer to

a specific layout, e.g. the 4|8|4-layout, built as a pseudo-
rhombicuboctahedron speaker (see Fig.1).

We regard the condition number  of the mixed-order
spherical harmonics matrix YM evaluated at the transducer
coordinates ✓l, to ensure a well-conditioned pseudo-inverse
necessary for the array control,

YM = MYN, (9)

with YN = [Y m
n (✓l)]

l=1...L
n=0...N,m=�n...n ,

Table 1 shows that all YM matrices (subsets see Fig. 2) are
sufficiently well-conditioned as (YM) ⌧ 1.

Ico. 5|10|5 4|9|4 3|9|3 4|8|4 3|7|3 Dod.
L 20 20 17 15 16 13 12
 2.4 1.8 1.7 1.9 1.7 2.0 1.6
N2D 4 (3) 4 4 4 3 3 3 (2)

N3D 3 ⇡3 ⇡3 2 ⇡3 2 2

Table 1: Condition number  of YM, number of transducers
L, order of horizontal control N2D and vertical control N3D

of simulated (mixed-order) layouts.

3. ARRAY SIMULATION

3.1 The Spherical Cap Model for Sound Radiation

Figure 3: Spherical cap model. a(l)(',#) denotes the aper-
ture function of the l

th loudspeaker cap, v(l) the l
th cap

velocity.

To simulate interesting layouts acoustically, a reasonably
high-order N̂ = 35 model was applied that assumes moving
spherical caps at the loudspeaker positions on an otherwise
rigid sphere [11], see Fig. 3. Cap-shaped surface velocity
distributions can be expressed in the spherical harmonics
domain as coefficients ⌫nm(R) at a radius R that can be
extrapolated to a sound pressure at an analysis radius r by
the following relation [12]:

p(✓, kr) = i⇢0c

bNX

n=0

hn(kr)

h0
n(kR)

nX

m=�n

⌫nm

��
R
Y

m
n (✓). (10)

71



Lay. 4|8|4 3|9|3 3|7|3 4|9|4 5|10|5
'-Hor. 0:45:315 0:40:320 0:51.4:308.6 0:40:320 0:36:324
'-Up. 0:90:270 20:120:260 20:120:260 0:90:270 18:72:306
'-Low. 45:90:315 80:120:320 80:120:320 45:90:315 54:72:342

Table 2: Coordinates of mixed-order layouts. Syntax of notation is [start:step:stop] degrees of azimuthal coordinates of the
horizontal, upper and lower ring of a layout. E.g. 0:40:320 denotes [0�,40�,80�,. . . ,280�,320�]. Elevation coordinates are
0�,+45�,-45� for horizontal, upper and lower ring respectively.

with the real-valued spherical harmonics Y m
n , the spherical

Hankel function of the second kind hn and its derivative
h
0
n, the speed of sound c, medium density ⇢0, wave number

k = 2⇡f
c and the imaginary unit i. In our case, the veloc-

ity coefficient ⌫nm is computed as a sum over the L cap
contributions a(l)nm weighted by the velocities v(l)

⌫nm

��
R
=

LX

l=1

a
(l)
nm v

(l)
. (11)

The coefficients of the cap a
(l)
nm around the l

th transducer’s
direction ✓l is obtained by spherical convolution of a polar
cap an of the aperture ↵ around z = 1 [11, 12], using

a
(l)
nm = an Y

m
n (✓l), with an = 2n+1

2

Z
1

cos
↵
2

Pn(z) dz,

(12)

where Pn is the Legendre polynomial. The model can be
written in matrix form

p(✓) = y(✓)Tdiag{h}diag{a}Y v = y(✓)TQv. (13)

The matrices and vectors used are defined as

h =


i⇢0c

hn(kr)

h0
n(kR)

�

n=0...bN,m=�n...n

(14)

a = [an]n=0...bN,m=�n...n (15)

y(✓) = [Y m
n (✓)]n=0...bN,m=�n...n (16)

Y = [y(✓1) . . .y(✓L)]. (17)

Now we introduce a control matrix C that yields the cap
velocities v for a desired beam pattern in the controllable
mixed-order subscpace, encoded as diag{w̃M}yM(✓b),

pM(✓) = yM(✓)T QM C diag{w̃M}yM(✓b). (18)

To match the above with Eq. (7) the control matrix C be-
comes using the pseudo-inverse (.)+,

QMC = I =) C = Q
+

M
. (19)

3.2 Simulation Results

A detailed evaluation was done calculating the effective
order of horizontal beams. Therefore, the simulated beam
pattern was regularly sampled with a J = 5100 point t-
design [13] to calculate the energy vector rE as a measure
of directivity

rE =

P
J

j=1
✓j p(✓j)2

P
J

j=1
p(✓j)2

. (20)

The effective order Ne↵,3D is calculated from the length
krEk of the energy vector [10, 9],

Ne↵,3D =
⇡

180

137.9

arccos krEk
� 1.51. (21)

An effective order Ne↵,2D is calculated by a circular, even-
angular sampling (J = 72, i.e. 5� steps) of the beam pattern
in the horizontal plane

Ne↵,2D =
⇡

180

90

arccos krEk
� 1. (22)

The results shown in Fig. 4 indicate that platonic arrays
can take an order jump in the 2D metric, although there is
a slight loss in the 3D metric for the dodecahedral layout.
The simulations also show that mixed-order layouts like the
4|8|4-layout and the 3|9|3-layout achieve equal 2D ratings
compared to the icosahedral layout, while saving 4 to 5
loudspeakers.
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Figure 4: 2D/3D effective orders of horizontal beam. Mark-
ers indicate [200, 400, 800] Hz. Platonic arrays gain a full
order (in 2D) with mixed-order control. The 393-array
achieves 4th order in 2D rating with 5 speakers less than an
icosahedral array. Longer trajectories indicate less robust-
ness against spatial aliasing.

We decided to build a wooden prototype of the 4|8|4-
layout (r = 0.18 m, 5” transducers) as it can be built as
a regular polyhedron composed of equi-sided square and
triangular surfaces (a pseudo-rhombicuboctahedron, see
Fig.1). Additionally, the number of required D/A-converter
channels to control the array is 16, which is very practical.
Furthermore, an OpenSCAD model of a 3|9|3-array was
created to 3D-print the necessary spherical housing (the
model is freely downloadable 1 ). The housing has been
printed with a radius of r = 0.12 m and is mounted with
fifteen 2.5” wideband transducers by SB Acoustics.

1 https://github.com/stefanriedel/the-393-array
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Figure 5: Control Block Diagram, exemplary for the 4|8|4-array with L = 16, (N + 1)2 = 36 and 15 controlled harmonics.

The odd number of transducers and their low-frequency
roll-off at about 100 Hz leads to the idea of staging the array
with an additional subwoofer and yields a 15 + 1 staging
concept.

4. CONTROL FILTERS WITH ALLRAD-PANNING

4.1 Overview

As shown in the control overview, Fig. 5, a two-band ap-
proach is proposed. Since we’re sampling the sphere at
discrete points, we’re only able to control the soundfield up
to a certain frequency, the spatial aliasing frequency. From
there on the beamforming will be heavily impaired. Around
this spatial aliasing frequency, we set the crossover to a
panning approach. To stay within the ambisonic workflow
and framework, an AllRAD [9] based approach is presented.
By encoding sufficiently high (e.g. 5th or 7th order), we
can use this relatively narrow encoding beam as a panning
direction.

4.2 Linkwitz-Riley Band-Splitting

A Linkwitz-Riley crossover is composed of a parallel high-
pass and low-pass cascade of Butterworth filters. A single
butterworth filter shows a -3 dB drop at the cut-off frequency
fc, a cascade of two thus exhibits -6 dB which yields a flat
response when adding up the two bands of the crossover.
For our filter design we used a Linkwitz-Riley filter of 6th

order, cascading two Butterworth filters of 3rd order. This
is useful to get a steep crossover between the beamforming-
band and the panning-band.

4.3 MIMO Crosstalk-Canceller

By mounting the loudspeakers in a common enclosure, the
large air volume represents less stiffness at low frequencies,
but we face acoustic crosstalk. That is, if one chassis is
driven by a signal, the others will vibrate passively. This is
undesirable, as we need to control the transducers indepen-
dently to achieve modal beamforming. Formally, our L⇥ L
MIMO system T can be written as

v(!) = T (!) u(!). (23)

In the following, the frequency dependence of all MIMO
and SISO systems is dropped to increase readabiltiy

2

664

v1

v2

...
vL

3

775 =

2

664

T11 T12 . . . T1L

T21 T22 . . . T2L
...

...
. . .

...
TL1 TL2 . . . TLL

3

775

2

664

u1

u2

...
uL

3

775 . (24)

A system inversion yields the voltage signals u for a de-
coupled control of cone velocities.

u = T
�1

v. (25)

A full system inversion, that results in both flat magni-
tude responses of the direct paths and crosstalk-cancellation
over the whole frequency range can lead to acausal filters
and unfeasibly long impulse responses in the time domain.
Regarding the crosstalk-cancellation, we can effectively re-
duce the complexity of the inverted system by discarding
frequencies above and below certain cut-off frequencies.
For the direct paths, we only equalize the transducers to a
mean response. A flat response can be created in the very
end of the control chain and is not necessary to be achieved
by the MIMO canceller. The active responses equalized to
the mean response Hmean yield the equalizers Heq,l,

TllHeq,l = Hmean, for l = 1, . . . , L, (26)
heq = [Heq,l]l=1,...,L

that are applied to get the equalized MIMO system

Teqd = T diag{heq}, (27)
= HmeanI + [Teqd � diag{diag{Teqd}}]
= Teqd,active + Teqd,passive.

Passive paths are linear-phase band-passed for regulariza-
tion

T̃eqd = Teqd,active + Teqd,passive HBP, (28)

and altogether, inversion times the mean active response
yields a matching and crosstalk cancelling system Xc

Xc = diag{heq} T̃�1

eqd
Hmean. (29)

Ideally, in the frequency range of the bandpass (HBP =
1, so T̃eqd = Teqd) this equalization yields a crosstalk-
cancelled system matching the active responses, applied
from the voltage side:

TXc = T diag{heq} T̃
�1

eqd
Hmean (30)

= T diag{heq}diag{heq}�1
T

�1
Hmean.

Fig. 6 shows the crosstalk-cancellation performance for
the 3|9|3-array. The mean active path has been subtracted to
show that within the bandpass frequency range (fb1 = 125
Hz to fb2 = 2.9 kHz) we have little deviation between
active responses and significant cancellation of up to 20 dB.
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Figure 6: Crosstalk-Cancellation Performance with cut-off
frequencies fb1 = 125 Hz and fb2 = 2.9 kHz. Active
paths are shown in blue. Passive paths in gray.

4.4 Low-Frequency Beamforming below Aliasing

In our actual filter design we apply a regularization filter-
bank diag{r} to the control matrix C in Eq. (19) to limit the
loudspeaker excursion. Moreover, we can separate the ma-
trix into a well-conditioned frequency-independent decoder
Y

+

M
, see Tab. 1, and a diagonal component diag{f} that

contains the regularized inverse of diag{hM}, the inverse
of diag{aM} as well as the weights w̃M,

C̃ = (diag{hM} diag{aM}YM)+ diag{w̃M} diag{r}
= Y

+

M
diag{f} = Y

T

M
(YMY

T

M
)�1 diag{f}. (31)

The regularization is based on the limited-excursion de-
sign presented in [3] and employs a low-latency filterbank
described in [14].

4.5 High-Frequency AllRAD Panning

By encoding the source direction yN(✓b) with a sufficiently
high order, e.g. N = 5 or higher, Allround-Ambisonic
Decoding (AllRAD) [9] approximates VBAP [15], while
remaining within the ambisonic domain. First, the spherical
harmonics are evaluated at J = 5100 virtual t-design points

YN,J = [yN(✓1), . . . ,yN(✓J)]
T
. (32)

The L⇥ J matrix G renders the J = 5100 virtual sources
onto L loudspeakers

G = [g1, . . . , gJ]. (33)

Note that only 1, 2 or in most cases 3 values of gj are
non-zero, depending on the direction ✓j , with j = 1, . . . , J.
By pulling all t-design points that are within an elevation
angle of e.g. � = ±15� onto the horizon, we can avoid
energy being distributed up- or downwards for horizontal
panning directions. As a source beam we choose a max-rE
weighted 5th order beam (see Fig. 7) and therefore need
to apply order dependent weights wN. We arrive at the
L⇥ (N + 1)2 panning decoder matrix D

D =
4⇡

J
G YN,J diag{wN}. (34)

To compensate the phase delay of the lower band, that is
caused by the crosstalk canceller and the Linkwitz-Riley
crossover a simple group delay has to be applied to the high-
frequency band. The amount of samples nd is calculated by
cross-correlation and yields d(k) = exp{�ik

2⇡
NFFT

nd}.

Figure 7: Triangulation of the 4|8|4-layout. Small black dots
indicate the virtual AllRAD decoding layout. The surface
color indicates the magnitude decay of a 5th order panning
beam on a linear scale from one (light gray) to zero (dark
gray).

4.6 Band Summation and On-Axis Equalization

For every frequency bin k we evaluate the following matrix
computations

H1(k) = HHP(k) D d(k), (35)

H2(k) = HLP(k) Xc(k) Y
+

M
diag{f(k)}, (36)

H(k) = [H1(k) +H2(k)] e(k). (37)

The last block in the processing chain is the on-axis beam
equalization e(k). It flattens the response of the mean of
all on-axis beams (beams directed towards one of the loud-
speakers). This equalization does not influence the beam
pattern, but linearizes the timbral quality of the loudspeaker
array. A detailed description is beyond the scope of this
paper.

5. DIRECTIVITY MEASUREMENTS

As a verification method acoustic MIMO measurements
with a surrounding semicircular microphone array have
been conducted. By placing the array on a remotely con-
trollable turntable a sampling grid with a resolution of
10� ⇥ 10� is achieved. The following plots in Fig. 8 al-
low for a comparison of the horizontal directivity of the
different arrays (sorted by increasing number of transducers
from left to right). For the icosahedral array, the traditional
3rd order control and a combined mixed-order plus high-
frequency AllRAD (MO+AllRAD) control are depicted.
The crossover to AllRAD panning reduces side-lobes for
high frequencies, in exchange to a possible widening of
the main lobe at the crossover region. Due to its smaller
diameter the 3|9|3-array is octave-shifted in its directivity,
but achieves similar or increased directivity compared to the
icosahedral array, while saving five transducers. Lastly, the
4|8|4-array demonstrates that ring layouts achieve fewest
side-lobes for high frequencies and a similar quality of
beamforming as the icosahedral array below spatial alias-
ing (at around 1 kHz). The measurement data is available
in the Spatially Oriented Format for Acoustics (SOFA),
AES69-2015 and can be downloaded 2 3 .

2 http://phaidra.kug.ac.at/o:77431
3 http://phaidra.kug.ac.at/o:77567
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Figure 8: Measurement-based directivity: Horizontal cut of a horizontal beam directed at ' = 0� , # = 90�. Colorbar
indicates relative dB, normalized to 0 dB for every frequency. The crossover to AllRAD panning is set at an array-specific
optimum frequency: fc = 2.9 kHz for the 3|9|3-array and 1 kHz for the other larger arrays.

6. CONCLUSION

We presented mixed-order control and high-frequency pan-
ning that are meant to enrich beamforming with compact
spherical loudspeaker arrays. To evaluate the improvements,
effective horizontal 2D and global 3D order measures were
introduced that confirmed that the horizontal directivity of
the dodecahedron can be increased from an effective 2nd

to 3rd order, and for the icosahedron from 3rd to 4th, with
only negligible impact on the effective 3D directivity order.

New mixed-order layouts were introduced that are com-
posed of three loudspeaker rings. The dedicated mixed-
order layouts save transducers while achieving equal or
higher beam orders in the horizontal plane. They are es-
pecially suited for the high-frequency AllRAD panning as
horizontal panning directions can be on-axis loudspeaker
directions, which leads to highly focused radiation.
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ABSTRACT 
This paper presents a prospective cross-disciplinary 
project dedicated to unearthing audible traces of human 
industry by constructing a sound installation in the Aral 
Sea, Uzbekistan. The installation will provide necessary 
data to correlate the destructive salinity and tempera-
tures of the Aral Sea with the water’s electric conductiv-
ity. This information will be used as a primary input for a 
generative music installment using sound synthesis; a 
roundtrip voltage-to-voltage system. The concept of the 
Anthropocene – a proposed geological epoch in which 
humans are directly interfering with the planetary ar-
chive – serves as framework for a discussion of how audi-
tory mediation unveils an experimental opportunity to 
engage the ominous reality of climate change in a con-
structive manner, making the sound ecology of the world 
not only archival, but procedural. The Anthropocene 
represents itself in electronic music by challenging the 
general conception of environmental music, a genre that 
now has very different connotations than at the time of its 
origin. 

1. INTRODUCTION 
In the 1960s, the former Soviet Union initiated a compre-
hensive agricultural project in Uzbekistan aiming to in-
crease Soviet home production of cotton. The substantial 
water requirements for this undertaking were generated 
by redirecting the water flow of the Aral Sea’s adjoining 
rivers, the Amu Darya and Syr Darya, slowly drying them 
up in the process producing catastrophic and far-reaching 
consequences for life in and around the Aral Sea. The 
gradual draining of the once massive lake caused a con-
tinuous increase in the salt concentration in water, air and 
soil devastating the local fishing industry and eradicating 
all crops in the area. In addition to the economic, social 
and infrastructural destruction, the circumstances have 
also had grave consequences for public health: cancer, 
tuberculosis and anemia are prevalent with the local in-
habitants around the Aral Sea. 

The environmental disaster of the Aral Sea is an 
emphatic example of the influence humans have on their 

surrounding environment, and how human intervention 
can create irreversible and unpredictable transformations. 
It is an early and tangible warning of the destructive po-
tential that arises when the industrial human marks its 
lasting presence in nature in order to modernize, maxi-
mize and develop. The Aral Sea contains the message of 
the dawning of the Anthropocene: a proposed geological 
epoch defined by the transformative impact of human 
activity traceable in the strata of the planet. As such, the 
human has not only inscribed itself in the planetary ar-
chive, it is changing it. The transformative capacity of 
these inscriptions is coming back to haunt us. In fact, they 
are already making themselves felt, becoming open to 
onerous experience. While it seems a critical threshold 
has been crossed, and climatic changes are starting to 
critically materialize, intensities are still stirring incon-
spicuously in our surrounding environments, and if they 
cannot be seen, maybe they can be heard if we employ 
them. 

The Anthropocene presents itself in electronic music 
by challenging what the term “environmental music” 
means. Pre-20th century musicians and composers have 
incorporated the sounds of nature in their work, mediat-
ing natural habitat and phenomena through the technol-
ogy of man [1], a lineage tracing further back than R. 
Murray Schafer’s mapping of the Earth’s soundscape 
ecology [2]. The incorporation of nature in music as such 
is problematic in the age of the Anthropocene: measur-
able traces of humanity obfuscate the sounds of whale- or 
birdsong as global warming changes how the ocean car-
ries sound or the calling of migratory birds in Alaska. 
The introduction of generative music, albeit predating 
Schafer, has the potential to extend the metaphor of envi-
ronmental music: it evolves on its own and somewhat 
detaches itself from the human. The foundations of musi-
cal choices are, however, actively directed. The aesthetic 
focus is not a privileged listening or a transformative 
experience of environmental awareness; it is rather the 
associative structures between human, technology and 
planet, making environmental mutations audible [3]. How 
can generative electronic music assist in expressing cur-
rent relations between human, technology and planet?  

This short paper presents and entertains the idea of 
interacting with the planetary archive by constructing an 
installation that mediates between human, technology and 
planet generating a musical output. In creating this as-
semblage, we are as dedicated to exploring the reflexive 
implications of our role as actors in the assemblage, 
which is in and of itself a reflection of human interven-
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tion in the planetary archive, as we are to the musical 
output. A central ambition of our project is therefore to 
describe the associations that are established and mediate 
between humans, tools and planet with the employment 
of a particular mode of engagement as well as the sonic 
product of the interaction. So, what do we intend to do? 

There is an interesting correlation between salt and 
electricity, as electric conductivity in ocean water is a 
direct function of salinity and temperature: the higher the 
salinity, the higher the conductivity. This is dramatically 
measurable in the Aral Sea in Uzbekistan. By installing 
sensors in the water we are able to measure electric con-
ductivity, salinity and water temperature and translate and 
transmit this data in real-time in to sound and music over 
the course of a year. The sensors thereby produce traces 
of an irrigating project that has and will have had a tre-
mendous impact on the planet. By constructing an as-
semblage, we intend to stage these traces and unearth the 
transformative agency of the planet that we, humans, 
have mobilized with our actions made visible and audible 
in the planetary archive. 

2. CONCEPTS: THE ANTHROPOCENE 
AND ENVIRONMENTAL MUSIC 

The Anthropocene is a disputed concept in geology, cli-
mate sciences and across the humanistic disciplines, 
where it receives critical attention for putting the onus of 
climate change on humanity as a nondifferential totality 
while ignoring capitalist modes of production [4] [5] [6]. 
The limits inherent to the concept have spurred alterna-
tive conceptual proposals, such as the Chthulucene, the 
Plantationocene, the Capitalocene, the Entropocene and 
others [4] [6] [7] as well as deconstructive negotiations of 
the term that open it to many coexisting stratifications or 
timelines immanent in the planetary archive [8] [9]. Re-
gardless of its conceptual merit, the Anthropocene has 
created an opportunity for humanistic research to engage 
the ominous reality of climate change in a constructive 
manner inciting transdisciplinary approaches for organiz-
ing collective labor in response to climate change [10]; 
for considering inter-species entanglements and renewing 
political action by reshaping our conceptual understand-
ing of the human species [4] [11]; for understanding the 
human world through non-human subjectivity [12]; for 
decolonizing thought, rediscovering indigenous cosmolo-
gies and finding ethical ways of living in a world that 
extends beyond the human [13] [14]. 

The term “Environmental Music” also enlists com-
plexity with definition: The Oxford Dictionary annotates 
it as “background music” [1] while composer Barry 
Truax references his Schaferian “soundscape composi-
tion” [15] as a work that “enhances our understandings of 
the world, and its influence carries over into everyday 
perceptual habits.” Many definitions harken back to the 
actions and creative outlet of the composer, whether the 
music is, or the recipient’s pertaining modes of listening 
are, passive or activist in essence. Predominantly, “envi-
ronmental music” concerns occurrence of sounds from 
nature introduced in traditionally composed music or 
music creating a sonic environment, most notably in sites 

of consumption. An example of the latter is shopping 
mall muzak or elevator music: “environmental music” in 
the sense that it underpins an environment for spending 
money. The ideas surrounding this paper, however, re-
volve around the role of a self-generated and self-
sustaining environmental music, a procedural system of 
interconnectedness that expresses the criteria of a “class 
of goals” in a musical system’s variety [16]. This is, ac-
cording to Brian Eno, determined by a “[...] total range of 
behavior”. He argues that successful iteration is obtained 
by a combination of the “[...] transmission of identity as 
well as the transmission of mutation.” The idea of inter-
connectedness in this project is, however, not a display of 
an artificial interconnectedness between the problematic 
conceptual sizes “society” and “nature” [17], but rather a 
display of human intervention by introducing self-
generating mechanisms of specific electronic music. 
Furthermore, an active organization of variety here oc-
curs not by introducing or reproducing the sounds of 
nature, but rather using accumulated data from specific 
locations that is measurable and connected to an in turn 
specific human interference and re-organizing. 

In the late 1980s, David Dunn presented his hy-
pothesis “Wilderness as reentrant form”, asking: 
 

“To what extent might the technologies of communica-
tion, art and entertainment serve as ’prostheses’ that 
would provide us with experiences of wilderness that 

would not only enrich our human identity but help us to 
preserve and expand the domain of the non-human 

world?” [18] (3) 
 

The current state of climate change in the 21st cen-
tury is changing our understanding of the non-human: in 
the age of the Anthropocene, nature is directly affected 
by human interference one way or the other, now trace-
able in deep time. Thus, ambient environmental music, 
and its surrounding aesthetics, has changed as well. By 
combining an active organization of variety based in 
planetary data we can establish a framework with the 
potential to be incorporated across multiple locations 
around the globe. The Aral Sea in Uzbekistan, as de-
scribed in the introduction of this paper, offers very spe-
cific properties operable to this proposition.  

3. SALINITY AND ELECTRIC CONDUC-
TIVITY OF THE ARAL SEA 

The continually increasing salinity in the waters of the 
Aral Sea serves as a primary case study in this project and 
an outline for future expansion. An expedition to the Aral 
Sea will happen in 2020 where the aforementioned instal-
lation will take place. In short, several sensors will be 
implanted in the basin to record the unusually high and 
increasing salt content of the waters, which will serve to 
mediate the electrical conductivity of salt to sound and 
music. 

Electric conductivity in ocean water is a direct func-
tion of salinity, which is calculable in the Aral Sea based 
on temperature and ionic composition [19]. The data to 
be collected in the Aral Sea is therefore salt content, 
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temperature of the water and this resulting conductivity. 
The collected data will be accumulated over the course of 
a year by sensors that will transmit the data for ADDA 
processing; the preliminary analog-to-digital conversion 
will act as the first mediation of the data. The second is a 
reverse, digital-to-analog, where the data is fed to a gen-
erative, musical system that is also based around voltage, 
e.g. analog sound synthesis. Saltwater produces a variable 
voltage [20] that can be mediated and interpreted by an 
analog synthesizer to mediate the data of the Aral Sea. 
The variable voltage is a physical random source as well 
as a mediation of the gradual drying out of the Aral Sea, 
creating a system of interconnectedness between the 
voltage of the waters and the voltage creating the music. 
How the voltage will be distributed musically in the gen-
erative system - whether as sound source or control volt-
age - has wide-ranging potential. As for the current state 
of the project, it is the assemblage that is of interest. 

In this project, the understanding of environmental 
music becomes a mediation of the planetary archives as 
well as an intervention. It is not a direct appropriation of 
natural sounds; it is an appropriation and interpretation of 
the data of the Earth. This archival engagement with the 
planet produces an empirical expression of the Anthro-
pocene allowing for a comprehension of deep time based 
in practice. This approach integrates the material reality 
of two archives as the microchip planted in the Aral Sea, 
itself composed of sensory properties and various mate-
rial elements, serves as a technological archival tool that 
enables mediated access to the planetary archive. As 
such, the electronic sounds of the Aral Sea become an 
expression of the Anthropocene, broadening an under-
standing of the sound ecology of the world to be not only 
archival, but rather procedural. It is about what we do 
with the information the Earth provides us with. 

 
What will the music of the Aral Sea sound like? The 

collected data is mapped to compositional and perform-
ance parameters and changes in the water will ripple 
through to the music. The data could be mapped to pa-
rameters of rhythm to mediate and interpret the input as 
spikes, hits and surges of temperature, salt and electricity, 
respectively. Another mapping could introduce pro-
longed, phasing drones and subtle variations in between 
the slowly but steadily rising salinity and temperatures in 
the waters – a singular, final, slowly dying upwards ex-
hale. It could be both, bearing in mind that the common 
denominator is the aspect of time: a one-year long real-
time composition/performance. How we choose to map 
or patch certain collected data is an expression of the 
artistic output as an actor in the assemblage. A possible 
transmission of the music to the general public, freely 
accessible online, presents a real-time potential as well: it 
is an invitation to plug your speakers or headphones in to 
the dying outlet of the Aral Sea and listen to the world’s 
changing, underlining the idea of a procedural sound 
ecology and anthropology. 

The music of the Aral Sea will not only be used in 
an artistic context, but also motivate further discussion in 
the academic and political sphere. It is a dedicated ambi-
tion that the immediate results of this inquiry will be 
presentable in 2020/2021. The installation in the Aral Sea 

will initiate a practice-based, experimental opening to a 
broad range of discussions that require further reflection 
and written engagement. The concepts explained in this 
paper – collecting planetary data and mediating it musi-
cally – can be utilized in other parts of the world as well: 
the oil sands in the Canadian city of Fort McMurray or 
Chernobyl in the Ukraine. This future development could 
open the possibility of the sonic/musical ecology of the 
world to be topological: the disappearing forests or, in 
this case, waters of the world have each their own affec-
tual possibility and scope. What changes the map of the 
world changes the music of the world. 

4. ASPECTS OF DEEP TIME: ENVIRON-
MENTAL MUZAK 

Conceptualizing the Anthropocene according to the logic 
of deconstruction opens the material traces of the plane-
tary archive to be read as a sign of human industry and, 
simultaneously, as a sign haunted by a future absence of a 
human interpretational context thereby creating a tension 
between human and non-human timescales worthy of 
contemplation. Correspondingly, theorizing on the archi-
val logic of our contemporary age indicates a tendency to 
collect and store data exactly to negate the absence of 
future meaning instead making it appear presently 
through predictive technology. Accessing the substrate of 
the planetary archive is dependent on climate proxies that 
mediate between the past and present, thereby embodying 
the Derridean pharmakon: a “philter, which acts as both 
remedy and poison” [21] (70). The assemblage is that 
which affords us the opportunity to engage the sounds of 
the dying, and imminent death of, the Aral Sea and simul-
taneously the medium that impedes any direct encounter 
with this passing away. This confronts us with the absent 
presence of our own industry highlighted when the 
transmission presents nothing but its own silence. 

The suggested environmental music of this paper 
shows no transformative power to society or to the dy-
namics between human, technology and planet. In this 
project, environmental music is used to delineate the 
condition of the Aral Sea: a lens through which we are 
confronted with an assessment of our own destruction. 
The musical output of the Aral Sea is a man-made repre-
sentation of a man-made catastrophe. Humans are now 
ghosts in the planetary archive, and we plant a probe in 
the Aral Sea that displays an interpreted performativity of 
this deep time. The archiving and transmissions of the 
collected data must be continuous in order to become 
actors in this yearlong performance and composition; an 
environmental muzak as a direct function of and feeding 
the traces in deep time. This is the change that has oc-
curred in environmental music: a sonic responsibility. 
The comprehension of deep time is unfathomable to the 
uninitiated eye, which stresses the importance of auditory 
mediation of climate catastrophe. 

5. CONCLUSION 
In this paper we have presented a cross-disciplinary pro-
ject about mediating the changing planetary archives of 
the Aral Sea caused by human-made climate change and 
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a direct result of the proposed Anthropocene. By per-
forming an actual archival dig, we expect our project to 
result in a practical unearthing, which suggests that other 
experiences of temporality are possible if we perform 
imaginative archival investments in our surroundings. 
Through this engagement with the planet and technology 
we learn more about how generative music serves to 
evolve the conceptions of environmental music and might 
assist in expressing current relations between human, 
technology and planet. The notion of the Anthropocene 
has changed the meaning of environmental music to en-
compass more than mere sonic appropriation, but rather a 
sonic responsibility to mediate what is going on in a time 
of climate catastrophe. Future research in this project will 
continue in 2019 and 2020 with presentations of findings 
in 2020/2021. 
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ABSTRACT

This paper explores the use of art and music in the work
of Tomás Saraceno and David Dunn. Using technology,
both artists interact and communicate with nature, creat-
ing work that comments on our relationship to the envi-
ronment. I examine the theories and aesthetics of systems
thinking to give background into the approaches of Sara-
ceno and Dunn, who were influenced by thinkers Fritjof
Capra, Humberto Maturana, Francisco Varela, Jack Burn-
ham, and Iannis Xenakis. I also use Jennie Gottschalk’s ex-
perimental music history to situate Dunn’s work with other
experimental music of the time and relate Gottschalk’s ideas
to Saraceno’s work. Then, I consider how Saraceno’s 14
Billions and Dunn’s The Sound of Light in Trees represent
systems thinking. Lastly, I discuss the aesthetics of inter-
action with nature, including interspecies communication,
that these works bring up.

1. INTRODUCTION

Tomás Saraceno and David Dunn use art and music to ex-
plore our relationship to the environment. They seek to
interact and communicate with the environment, utilizing
technology, to imagine a new way of relating to nature 1

that is more sustainable and interconnected. To under-
stand the conceptual characteristics of their work, we must
consider the history of systems thinking (see section 2).
The categories of experimental music formulated by Jen-
nie Gottschalk help to locate Dunn in experimental music
history; they can also be applied to Saraceno’s work. Sara-
ceno’s 14 Billions and Dunn’s The Sound of Light in Trees
are two works that exemplify this interaction with nature
and deep understanding of interspecies communication.

2. A HISTORY OF SYSTEMS THINKING

Systems theory emphasizes holism over reduc-
tionism, organism over mechanism and pro-
cess over product. In contrast to traditional
western scientific approaches to knowledge, it
shifts attention from the absolute qualities of

1 This paper uses Gregory Bateson’s conception of nature; of the en-
vironment which forms a network of relationships that have a mind-like
capacity comparable to thought[1].

Copyright: c�2018 Tate Carson et al. This is an open-access article dis-
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individual parts and addresses the organiza-
tion of the whole in more relativistic terms, as
a dynamic process of interaction among con-
stituent elements [2].

Systems thinking, in contrast to systems theory, is a term
used by Edward A. Shanken to refer more generally to the
related epistemological frame or mindset [2]. The term is
used to allow art into the traditionally scientific definition
of systems theory. Therefore, the term systems thinking is
used primarily throughout this paper.

The conceptual ideas of Dunn and Saraceno have their
roots in systems thinking, which proposes an alternative to
traditional western teachings. Systems thinking sees the
world as a connected system that is kept in a state of equi-
librium through feedback loops. Fritjof Capra, Vienna-
born physicist and systems theorist [3], writes of the need
for a paradigm shift in scientific knowledge that could han-
dle the issues of our modern world in a way that quantum
physics and traditional western thought could not. He pro-
poses a new paradigm, ecological awareness, which “rec-
ognizes the fundamental interdependence of all phenom-
ena and the embeddedness of individuals in societies in
the cyclical process of nature [4].” He sees systems the-
ory as the closest scientific theory to ecological awareness
because “the theory provides a common framework and
language for biology, psychology, medicine, economics,
ecology and many other sciences, a framework in which
the so urgently needed ecological perspective is explicitly
manifest [4].” One of the central concepts Capra sees in
systems thinking that relates to ecology is the theory of
self-organizing systems. These are systems where order is
not imposed from outside, but from within the system itself
[4].

Biologists Humberto Maturana and Francisco Varela are
known for adding the theory of autopoiesis to systems think-
ing. Autopoiesis is an organizational pattern common be-
tween living things that makes them self-produce. This
idea has had a large impact on Dunn’s ability to see every-
thing as interconnected and is used as a formal model in
Threshold and Fragile States (2010-11) [5]. Similar to au-
topoiesis is Gregory Bateson’s theory of ecology of mind,
which states that everything in the environment forms a
network with mind-like capacities comparable to thought
[1].

By the 1960s, systems thinking had entered the art world.
In 1968, Jack Burnham’s Systems Aesthetics was published
in Artforum, helping to describe many postformal works
being created at that time. As cybernetic thinking was a
paradigm shift in science, Burnham claims that a paradigm
shift also happened in the art world, with many artists un-
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dergoing a conceptual move from abstract and minimalist
art into systems art. Burnham writes, “We are now in tran-
sition from an object-oriented to a systems-oriented cul-
ture. Here change emanates, not from the things but the
way things are done [6].” In art and music, what became
more important was the concept behind a work rather than
its methods of construction. Burnham denies the existence
of any -ism or style predominating systems art. Rather,
systems art describes a new way of making art that is a
response to a modern society and recognizes the “ongoing
relationships between organic and non-organic systems, be
these neighborhoods, industrial complexes, farms, trans-
portation systems, information centers, recreation centers,
or any of the other matrixes of human activity [6].”

Iannis Xenakis was one of the first composers to use the
ideas of systems thinking in an artistic practice. In the
same way that Capra saw a shift to systems thinking in
science, and Burnham in art, Xenakis saw a separation be-
tween deterministic western music and the music of the
20th century, which incorporated chance and chaotic ele-
ments of nature. Systems thinking provided a more com-
plex version of causality to drive music composition. Eco-
logical systems are complex, self-organizing and autopoi-
etic; musical systems can be the same. Xenakis’ name for
this idea is Stochastic Music—a replacement of musical
causality and an introduction of indeterminacy. He saw
this stochastic process used to make sound as reflecting
the processes that happen in nature, such as “the collision
of hail or rain with hard surfaces, or the song of cicadas in
a summer field [7].”

Jennie Gottschalk has broken down the features of exper-
imental music from the 1970s to include indeterminacy,
non-subjectivity, and research. These concepts are ways of
exploring the ideas of systems thinking, and its relation-
ship to nature, through music. Indeterminacy, as first used
by John Cage, is an act the outcome of which is unknown
and is present in some way in most experimental music
since 1970 [8]. Dunn’s main method for introducing in-
determinacy is through interaction with and imitation of
nature. He often uses technology as an intermediary to this
interaction. Most recently, Dunn has created circuits that
imitate chaotic functions in nature as a way of exploring
complexity.

Non-subjectivity is the will of the composer to take his
ego out of the creative process. This can be done through
indeterminacy or other means [8]. For many composers,
including Dunn, this is important because taking the self
out of creativity is an act that brings the focus away from
the human, leading to Capra’s ecological awareness.

Many composers started not only to incorporate research
as part of their processes, but also to see their work as re-
search, not unlike the work of a scientist [8]. The integra-
tion of research changes the meaning of the term ‘experi-
mental’ to mean ‘speculative research through composing.’
Much of Dunn’s research focuses on animal and nature
communication through sound. His works reveal some-
thing we could not perceive previously. For example, in
The Sound of Light in Trees, Dunn makes audible the vi-
brations of invasive beetles that have taken up a home in
endangered trees.

3. TOMÁS SARACENO

Saraceno’s and Dunn’s work reflect the previously discussed
philosophical and aesthetic ideas. Since 2007, Saraceno’s
artistic process has included researching and interacting
with spiders. He interacts with multiple species of spi-
ders as they create hybrid webs (Figure 1). After a unique
scanning process, he reproduces the webs on a large scale,
taking up whole rooms. With these installations, audiences
can explore the webs’ emergent connections and imagine
new ways of communication and living with the environ-
ment. An impetus for his interest in working with spiders
was learning of a metaphor used by scientists: the universe
as a cosmic web. Spider webs are obvious parallels of this
metaphor here on earth [9].

Figure 1. spiders’ hybrid web [10].

Working with nature in this way brings up issues of “other-
than-human aesthetics” and makes one question what it
means to co-author with another species [9]. Saraceno
considers this question through his many works including
spider webs and sculptures influenced by weaving. Of pri-
mary interest to this paper is 14 Billions (2010), though
other spider-influenced work includes Galaxies forming along
filaments like droplets on a spider’s web (2009) and Arach-
nid Orchestra (2015). Unique to Saraceno’s work is his
use of hybrid webs, which he reproduces to examine how
the spiders wove particular structures to interact with other
species of spiders.

Saraceno and his assistants used their own aesthetic judge-
ments while weaving the webs, deciding when to combine
specific species and when a web is finished. These deci-
sions come from years of research and interaction with the
spiders. With hybrid webs they are combining two species,
going further from what is natural. This begs the question,
is controlling the actions of the spiders to shape aesthetics
showing dominion over them or is it a true interaction?

Saraceno and his team had to develop a new method of
scanning because the diameter of the spiders’ webs is so
fine. Readymade technology could not suffice. In collab-
oration with the Photogrammetry Institute at the Technical
University in Darmstadt, Saraceno devised a photogram-
metry method to capture the webs. The spiders spun their
webs in a clear box and then Saraceno’s team scanned them
using this new method. The process of creating a physi-
cal model of this web, which was made from black elastic
cords attached to the walls that visitors could walk in and
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around, became the 14 Billions installation (Figure 2). 2

Figure 2. 14 Billions Installation [11].

Saraceno states that a goal of web scanning is to “under-
stand the emerging properties or patterns or geometries of
how these spider’s webs are built, over time, and in space
[12].” Webs are a type of self-organizing system written
about by Capra. An intelligence emerges out of these sys-
tems that can only be explored by looking at them as a
whole. Saraceno explained, “This research is not just about
planning better ways to hang bridges, but also about un-
derstanding the expansiveness and structure of the whole
universe. Likewise, to experience these webs down here
on Earth might lead to something out there, something that
might be interconnected in ways we might not otherwise
understand [12].”

With his installations, Saraceno explores a speculative fu-
ture where everyone can become more aware of each other,
humans to humans and humans to nature. Related to his
work with spiders, Saraceno took the metaphor of the web
as a connecting force and created On Space Time Foam
(2012). In this installation, visitors walked on large pieces
of translucent plastic suspended in space. Because of the
construction, they could feel the movement of the other
visitors around them, creating a shared space much larger
than what one is used to. The installation crated a metaphor
for social webs of human interaction, even though no ac-
tual webs were involved [12].

Saraceno came to an interesting finding about commu-
nication from his study of spiders, who are deaf, but have
sensitive vibrational sensing techniques. He speculates that
the communication method of spiders, interpreting vibra-
tions on their webs, might be an improvement from the
way humans communicate. This finding also supports Dunn’s
assertion that non-linguistic sound is the best way of com-
municating because of its abilities to travel between species.

4. DAVID DUNN

The Sound of Light in Trees (2006) is a fixed media com-
position by Dunn, which explores this idea of sound-based
interspecies communication [13]. All the recordings mak-
ing up the work are from the interior of the Two-Needle
Pinion Conifer Pine. Dunn recorded the sounds made by
different species of beetles that invaded the trees, including
the Engraver Beetle and Bark Beetle.

2 Exhibition at Bonniers Konsthall, Stockholm, Sweden 2010

To Dunn, the sound of one species of tree represents the
sound of all trees. The listener is meant to reflect on the
environment in general, even though the species on the
recording is specific. Through listening to The Sound of
Light in Trees we can “become much more aware of their
true interrelationship and diversity within their arboreal en-
vironment [13].” This awareness is the ecological aware-
ness that Capra speaks of and relates to Saraceno’s goal of
encouraging human-to-human and human-to-nature aware-
ness.

The composition, through a collage technique of layer-
ing, grants us the ability to hear a compressed version of
the tree’s sound [13]. The arrangement of the recordings
allows the interaction of the sounds over time to be ap-
preciated more than if they were just heard one by one in
a more scientific setting. If the sounds of the work, the
chirping and clicking of the beetles, were treated acous-
matically, the work would still be a success, but would
not have the same unique conceptual qualities granted to
it through involvement in research. Unlike the stochastic
processes of Xenakis, The Sound of Light in Trees derives
its form directly from nature, not mathematical processes
meant to model nature.

If we compare the methods of interaction with nature
of Saraceno and Dunn, we see that Dunn takes a more
observational approach. He lets the beetles make sound
with no human intervention. Later in the process he takes
the recordings and uses aesthetic judgement. Conversely,
Saraceno lets his aesthetic judgements shape the hybrid
webs as they are being woven.

At first listen, The Sound of Light in Trees can be com-
pared to John Cage’s Child of Tree (1975) and Branches
(1976), two works that used the I Ching to drive indetermi-
nate operations [14]. In this series of works, Cage has the
performer playing plants arranged on stage, treating them
as percussion instruments. While the result might sound
similar, the concept is different. Cage used a human per-
former to activate the sound of natural objects, while Dunn
lets nature sound itself.

In an interview with Michael Lampert, Dunn referenced
the comparison to Cage. On experimental music being like
research Dunn says:

What I specifically mean by the term “exper-
imental music” is similar to what experimen-
tal refers to in the scientific sense. I’m not
making a claim for “doing” science, but I am
making a claim for the relevancy of certain ac-
tivities within the domain of an experiential
exploration of sound and consciousness from
a transdisciplinary perspective. What I see as
experimental is that I’m actually trying to cre-
ate experimental situations, the outcomes of
which are uncertain [15].

Dunn expresses that this research element makes his mu-
sic different from Cage’s indeterminacy, where controlled
systems are setup to yield an unpredictable result. For
Dunn, the outcome of the interaction that has been setup
with the environment is the most important part. The pro-
cess of coming to that result ties it to nature and biological
processes in a way that separates it from Cage’s concept.
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Dunn’s interest in studying the pines came from the knowl-
edge they were dying after being infested by the bark bee-
tle, starting from a less poetic place than Saraceno’s galax-
ies metaphor. Using Bateson’s concept of ecology of mind
to frame the problem, Dunn saw that Bark Beetles had
fallen out of homeostasis with the ecosystem because of
climate change and are now causing problems that can’t
be self-regulated. Because Bark Beetles sense their envi-
ronment through sound perception and vibrations, sound
can be used to determine an ecological problem. These vi-
brations are inaudible to humans but can be revealed using
recording technology through attaching vibration transduc-
ers to the bark of the trees.

Dunn compared the acoustic signatures of different trees
to measure their level of beetle infestation. Like Saraceno’s
scanning of the spider webs, Dunn’s alternative perspective
allowed him to discover a new angle of research. Their
goals with both artistic projects were to understand emerg-
ing properties in nature that were not already apparent.

Dunn hypothesizes that there is a much more detailed
network of interrelationships occurring between the bee-
tles, trees, and fungi. He comes to this hypothesis through
years of study in systems thinking and through Bateson’s
ecology of mind. Dunn is interested in “understanding a
sound and its context as part of a purposeful, living system
with attributes of mind [15].” He sees sound as playing a
part in regulating these systems.

Dunn, like Saraceno, admits to his lack of scientific cre-
dentials, which means his hypotheses might not be taken
seriously, but believes it important for the artist to take a
role as a researcher to bring a unique perspective to sci-
ence. Artists are often better than scientists at engaging in
imaginative thinking that can lead to new discoveries. He
admits that his work is not useful science on its own and
only becomes useful in collaboration with scientists.

5. CONCLUSION

Saraceno’s 14 Billions and Dunn’s The Sound of Light in
Trees are works of art that not only entertain, but through
collaboration with scientists, seek to further our knowledge
of interconnection to our world and engender a sense of
ecological awareness. Today, we feel more disconnected
from nature than ever before. The results of which can
be seen in continued species loss and climate change. We
need artists and researchers like Saraceno and Dunn to
make the speculative leaps in thinking that can be difficult
for scientists, and to communicate their findings in a way
that can be enjoyed by the public.
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ABSTRACT 

Sound effects are commonly used in games, animations, 
and films, but are still a relatively new area in that the 
relationship between their acoustic features and emo-
tional characteristics has not been studied. This paper 
continues our previous study in investigating the rela-
tionship of rain sound effects and their features, this time 
by performing linear regression analysis and spectral 
analysis on the listening test data. The results show that 
related emotional categories were affected by rain prop-
erties in a similar way, especially for the Angry and Calm 
quadrants. The trends are generally similar to our previ-
ous results in that positive emotional characteristics de-
creased with increases in Arousal-related properties.  
Negative emotional characteristics and Arousal-related 
properties increased with increasing RMS Amplitude and 
Spectral Flux. However, they decreased with increasing 
Spectral Irregularity. These results give some possible 
general suggestions for editing and choosing rain sound 
effects in computer games and films. 

1. INTRODUCTION 
Environmental sound effects, such as rain sounds, are 
commonly used in computer games, animations, and 
films. They are useful in creating the atmosphere and 
enhancing the gameplay experience [2 - 4]. However, 
only a few features of sound effects have been investigat-
ed, such as localization cues [5] and sharpness [6]. More-
over, there are no standardized features for sound effects, 
unlike for musical instruments. Therefore, several rain 
features were chosen in our previous research to explore 
their correlation with various emotional characteristics. 

Our previous research focused on investigating the re-
lationship between rain features and emotional character-
istics [1], which was done by collecting subjects’ percep-
tions of rain sounds in a listening test followed by Pear-
son correlation analysis. The results helped establish a 
preliminary understanding of the rain sounds, and showed 
that Arousal significantly increased with the rain proper-
ties Density, Impact, Intensity, Loudness, and Quantity, 
while Valence correspondingly decreased. The emotional 
categories from the Angry quadrant of the Valence-
Arousal plane significantly increased with these proper-
ties, while those from the Calm quadrant decreased. 
Meanwhile, Mysterious was the least related emotional 

characteristic to the chosen features. Regularity was the 
least influential property on the emotional characteristics. 

The results from our previous study provide an im-
portant preliminary framework, but further analysis will 
give us a more complete understanding of the relationship 
between the rain features and their emotional characteris-
tics. Analysis methods such as linear regression analysis 
[7 - 12] can be used to verify the identified correlations, 
and uncover other insights, such as which acoustic fea-
tures contribute most to particular emotional characteris-
tics. 

Apart from statistical analysis, spectral analysis will al-
so help identify these relationships. This further analysis 
will explore the relationships between the perceived rain 
features, the objective acoustic features, and their emo-
tional characteristics. This will potentially provide a fresh 
perspective for sound designers, game designers, and 
audio engineers in how to choose and fine-tune the rain 
sound effects when creating an atmosphere for a particu-
lar situation. 

2. METHODOLOGY 
Listening tests were conducted in our previous study with 
28 subjects, where they rated 10 rain sound samples for 
the categories shown in Table 1 [1]. The categories in-
cluded Arousal and Valence, six rain properties, and 16 
emotional characteristics. This follow-up study will per-
form a more exhaustive analysis using linear regression 
to validate the previous findings, and extract relevant 
spectral features from the stimuli to uncover their rela-
tionship to Valence, Arousal, the six rain properties, and 
the 16 emotional characteristics [7 - 15]. 
 

Area Categories 
Arousal/Valence Arousal, Valence 
Rain Properties Density, Impact, Intensity, Loud-

ness, Quantity, Regularity 
Rain Emotional 
Characteristics 

Amusing, Comforting, Reassuring, 
Refreshing; Calm, Gentle, Relaxed, 
Tender; Agitated, Angry, Scary, 
Violent; Anxious, Depressing, 
Mysterious, Nervous 

Table 1. The categories used in the listening tests. 

2.1 Linear Regression Analysis 
 
Unlike for musical instruments, the types of features used 
in analyzing rain sounds is not well-established. There-
fore, linear regression analysis will be performed on the 
six chosen rain properties [7 - 14]. This method fits a 

Copyright: © 2019 Wing Lam Sin et al. This is an open-access article 
dis- tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribution, and 
reproduction in any medium, provided the original author and source 
are credited. 
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linear equation to the data, with the output (dependent) 
variable represented as a multi-variable linear combina-
tion of the input (independent) variables (with corre-
sponding 95% confidence intervals), and calculates the 
linear coefficients of the independent variables as well as 
the goodness-of-fit R2 score (range 0 to 1, with 1 being a 
perfect fit) [9, 10]. Polynomial regression analysis with 
quadratic and cubic degrees, where the output variable is 
represented as a multi-variable polynomial combination 
of the input variables, will also be performed. Overfitting 
will be minimized via L1 and L2 regularization (Elastic 
Net) as well as Leave-One-Out Cross-Validation with the 
data samples grouped by listener [16 - 18]. 

2.1.1 Input and Output Variables 

Different variables will be used as the input and output 
variables of the linear regression analysis to provide a 
more thorough understanding of the relationship between 
the categories included in our previous study. The sets of 
input-and-output categories are shown in Table 2.   
 

Input Categories Output Categories 
6 Rain Properties 6 Rain Properties 
6 Rain Properties Arousal and Valence 
Arousal and Valence 16 Emotional Characteristics 
6 Rain Properties 16 Emotional Characteristics 

Table 2. Inputs and outputs for linear regression analysis. 

The six properties will be used as their own input-and-
output sets in order to test for multicollinearity between 
the properties, whereby an individual property will be 
deemed redundant if it can be well-represented by a linear 
combination of the other five properties [11, 12]. 

2.2 Spectral Analysis 

Extracting spectral features through signal processing 
analysis provides an objective interpretation of the rain 
sounds. It also is a preliminary step in determining the 
relationship between these features and the subjective 
quantities Valence, Arousal, the six rain properties, and 
the 16 emotional characteristics. 

2.2.1 Features 

Unlike pitched musical instrument sounds and excerpts, 
rain sound effects do not have a specific pitch or key, and 
there are no standardized features to describe them. 
Therefore, we will used some commonly-used general 
spectral features as well as overall RMS Amplitude. The 
features and their definitions are provided in Table 3. 

2.2.2 Setup 

The MIRtoolbox will be used in extracting the features of 
the stimuli [15]. When calculating the RMS amplitude, 
the input stimuli will be decomposed into frames of 50 
ms. For other features, a Fourier transform will be per-
formed to decompose the frames into spectrum form, 
which will then used to calculate the other features. 
 

Feature Meaning 
RMS Amplitude Average root-mean-squared ampli-

tude of the sound 
Brightness The amount of energy above the cut-

off frequency of 1500Hz 
Spectral Flat-
ness 

It indicates whether the spectrum is 
smooth or spiky 

Spectral Cen-
troid 

The geometric center of the spec-
trum 

Spectral Flux The average change between the 
spectrum of each successive frames 

Spectral Irregu-
larity 

The degree of variation of succes-
sive peaks of the spectrum 

Spectral Spread 
Deviation 

The dispersion or spread of the spec-
trum 

Table 3. The definitions of the spectral features. 

3. RESULTS 
3.1 Linear Regression Analysis 

The results of the linear regression analysis are shown in 
Tables 4 to 6. The coefficients are also equivalent to the 
marginal effects: a unit change in a particular input varia-
ble (with all other input variables held constant) effects a 
change in the output variable equal in magnitude to the 
corresponding coefficient of that input variable [7 - 12]. 

The R2 scores in Table 4 indicate that there are moder-
ately high correlations between the properties, except for 
Regularity where the low R2 score suggests that it is in-
dependent of the other properties. However, none of the 
R2 scores reached the Variance Inflation Factor cutoffs of 
5 or 10, which corresponds to R2 scores of 0.8 and 0.9 
respectively. This indicates that none of the individual 
properties are redundant with respect to the other proper-
ties [11, 12]. This indicates that there are important nu-
ances particular to each property, despite their moderately 
high correlations with each other. 

Table 5 indicates that the six rain properties have a 
much stronger effect on Arousal than Valence. For 
Arousal, the properties Density, Intensity, Loudness, and 
Quantity had a stronger effect than Impact and Regulari-
ty. For Valence, all properties were insignificant in their 
effects. Mysterious was the biggest outlier. 

Table 6 shows that emotional categories from the same 
quadrant often had a similar linear representation, espe-
cially for the Angry and Calm quadrants. Positive charac-
teristics usually had negative coefficients for Arousal and 
positive coefficient for Valence, and the other way 
around for negative characteristics.  

Figure 1 shows the coefficients (equivalent to marginal 
effects) of the six rain properties with respect to the 16 
emotional characteristics, along with the coefficients’ 
confidence intervals, p-values, and R2 values. Like in 
Table 6, emotional categories from the same quadrant 
often had similar representations. Positive characteristics 
usually had negative coefficients for Density, Impact, 
Intensity, Loudness, and Quantity and positive coeffi-
cients for Regularity, and the other way around for nega-
tive coefficients. Mysterious was again the biggest outli-
er. 
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    Figure 2 summarizes Figure 1 and shows the overall 
marginal effects for each quadrant, as well as the overall 
effects for across all 16 emotional categories. The overall 
marginal effects of Intensity and Loudness were stronger 
than for the other properties followed by Quantity, which 
indicates that they are better indicators overall in the line-
ar representation of the emotional categories. 

For the polynomial regression analysis with quadratic 
and cubic degrees, the improvement in the R2 score was 
very small (an average of 0.02). This suggests that the 
relationship between properties and emotional categories 
is more likely to be linear. 

3.2 Spectral Analysis 

Tables 7 to 10 show the correlations between the rain 
acoustic features, Arousal, Valence, the six rain proper-
ties, and the 16 emotional categories. Table 7 shows that 
RMS Amplitude and Spectral Flux were almost perfectly 
correlated, which indicates that when the amplitude was 

higher Spectral Flux was also higher in our rain stimuli 
where the heavy rain hit on hard surfaces. Spectral Flat-
ness and Spread Deviation were also nearly perfectly 
correlated. The stimuli with high spectral spread devia-
tion and flatness were lighter rain, which caused every 
droplet of rain could be heard clearly, causing strong de-
viations where the quiet time between each droplet was 
relatively long. 
   Table 8 shows that the properties Density, Impact, In-
tensity, Loudness, and Quantity were highly correlated 
with RMS Amplitude and Spectral Flux, and negatively 
correlated to Spectral Irregularity. The property correla-
tions with Spectral Spread Deviation were also very 
strong, but were more varied. 
    Table 9 shows that Arousal was highly correlated with 
RMS Amplitude and Spectral Flux, while Valence was 
negatively correlated with them. Moreover, Arousal was 
negatively correlated with Spectral Irregularity, while 
Valence was positively correlated with it. Spectral Flat-
ness and Brightness were also slightly correlated with 
Valence. Unlike in musical instruments, Brightness and 
Spectral Centroid were not correlated to Arousal. 

Table 10 shows that the correlations of RMS Ampli-
tude, Spectral Flux, and Spectral Irregularity to the emo-
tional characteristics were mostly statistically significant. 
RMS Amplitude and Spectral Flux were correlated to the 
negative emotional characteristics (except Mysterious), 
especially for the Angry quadrant, while negatively corre-
lated with the positive emotion categories, especially 
those from the Calm quadrant. Spectral Irregularity had 
the opposite trend. Spectral Spread Deviation, Spectral 
Flatness, and Brightness showed similar trends as Spec-
tral Irregularity, but to a lesser extent. Spectral Centroid 
was the feature least-related to the emotional characteris-
tics in these rain sounds. 

4. DISCUSSION & CONCLUSIONS 
The main contribution in this study is the comparison 

of rain acoustic features to Valence, Arousal, the proper-
ties, and the emotional categories, which had not been 
done before for rain sounds. It also validates the relation-
ship of the properties and emotional characteristics 
through a more exhaustive linear regression analysis.  

 Density Impact Intensity Loudness Quantity Regularity R2 

Arousal 0.31 0.12 0.38 0.38 0.41 0.04 0.65 
Valence -0.15 -0.06 -0.10 -0.22 -0.20 0.12 0.21 

Table 5. The coefficients of the six rain properties in linearly representing Arousal and Valence, and the corre-
sponding R2 value. Significant values (at the p<0.05 level) are shown in bold. 

 Arousal Valence R2 

Amusing -0.12 0.12 0.12 
Comforting -0.22 0.16 0.34 
Reassuring -0.18 0.18 0.24 
Refreshing -0.04 0.13 0.07 
Calm -0.26 0.14 0.40 
Gentle -0.34 0.11 0.47 
Relaxed -0.11 0.06 0.10 
Tender -0.23 0.09 0.22 
Agitated 0.29 0.03 0.28 
Angry 0.31 -0.06 0.39 
Scary 0.28 -0.10 0.35 
Violent 0.33 -0.03 0.42 
Anxious 0.28 -0.07 0.36 
Depressing 0.17 -0.07 0.15 
Mysterious -0.09 -0.01 0.03 
Nervous 0.33 -0.03 0.37 
 

Table 6. The coefficients of Arousal and Valence in 
linearly representing each of the 16 emotional charac-
teristics, and the corresponding R2 value. Significant 
values (at p<0.05 level) are shown in bold. 
 

 Density Impact Intensity Loudness Quantity Regularity R2 

Density / 0.04 0.43 0.20 0.18 0.01 0.64 
Impact 0.06 / 0.33 0.10 0.27 -0.04 0.50 
Intensity 0.37 0.20 / 0.23 0.19 0.01 0.71 
Loudness 0.21 0.07 0.27 / 0.29 0.02 0.62 
Quantity 0.19 0.20 0.23 0.29 / 0.04 0.64 
Regularity 0.05 -0.10 0.06 0.06 0.13 / 0.04 

Table 4. The coefficients of the six rain properties in linearly representing the other properties, and the correspond-
ing R2 value. 
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Figure 1. The marginal effects of each rain property. p-values are included under each property. 

 

 

 
Figure 2. The overall marginal effects by quadrant of each rain property to the emotional characteristics. p-values are 
included under each property. 
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 RMS 
Amplitude 

Brightness Spectral 
Centroid 

Spectral 
Flatness 

Spectral 
Flux 

Spectral 
Irregularity 

Spectral 
Spread 

Deviation 
Density 0.65 0.02 0.08 -0.10 0.62 -0.35 -0.29 
Impact 0.58 0.06 0.10 -0.06 0.56 -0.38 0.69 
Intensity 0.67 0.07 0.12 -0.08 0.64 -0.38 0.90 
Loudness 0.62 0.09 0.17 -0.03 0.59 -0.35 0.98 
Quantity 0.66 0.01 0.05 -0.15 0.63 -0.43 -0.35 
Regularity 0.22 0.10 0.06 -0.03 0.22 -0.08 0.66 
 

Table 8. Pearson correlation between the acoustic features and the rain properties.  Significant values (at the p<0.05 
level) are shown in bold. 
 

 

 RMS 
Amplitude 

Brightness Spectral 
Centroid 

Spectral 
Flatness 

Spectral 
Flux 

Spectral 
Irregularity 

Spectral 
Spread 

Deviation 
Arousal 0.63 0.02 0.10 -0.09 0.60 -0.43 -0.02 
Valence -0.33 0.24 0.16 0.22 -0.31 0.39 0.15 

Table 9. Pearson correlation between the acoustic features, and Arousal/Valence. Significant values (at the p<0.05 lev-
el) are shown in bold. 
 
 RMS 

Amplitude 
Brightness Spectral 

Centroid 
Spectral 
Flatness 

Spectral 
Flux 

Spectral 
Irregularity 

Spectral 
Spread De-

viation 
Agitated 0.45 0.04 0.60 -0.06 0.44 -0.29 -0.02 
Angry 0.56 -0.01 0.03 -0.14 0.54 -0.38 -0.08 
Scary 0.47 -0.09 -0.06 -0.21 0.45 0.40 -0.15 
Violent 0.58 0.03 0.08 -0.09 0.55 -0.34 -0.03 
Anxious 0.49 0.01 0.03 -0.14 0.47 -0.32 -0.08 
Depressing 0.32 -0.17 -0.11 -0.18 0.31 -0.30 -0.15 
Mysterious -0.13 -0.17 -0.19 -0.15 -0.12 -0.01 -0.15 
Nervous 0.45 -0.03 0.02 -0.10 0.43 -0.31 -0.03 
Amusing -0.16 0.21 0.12 0.11 -0.15 0.24 0.08 
Comforting -0.39 0.15 0.02 0.10 -0.37 0.36 0.03 
Reassuring -0.28 0.12 0.03 0.10 -0.27 0.29 0.04 
Refreshing -0.11 0.40 0.33 0.29 -0.11 0.34 0.26 
Calm -0.47 0.08 0.00 0.13 -0.45 0.38 0.05 
Gentle -0.57 0.12 0.01 0.15 -0.54 0.47 0.07 
Relaxed -0.46 0.18 0.07 0.16 -0.44 0.42 0.09 
Tender -0.43 0.07 -0.03 0.09 -0.41 0.31 0.21 

Table 10. Pearson correlation between the acoustic features and the emotional characteristics. Significant values (at the 
p<0.05 level) are shown in bold. 
  

 RMS 
Amplitude 

Brightness Spectral 
Centroid 

Spectral 
Flatness 

Spectral 
Flux 

Spectral 
Irregularity 

Spectral 
Spread 

Deviation 
RMS Amplitude / -0.01 -0.08 -0.30 1.00 -0.49 -0.29 
Brightness   / 0.91 0.73 -0.03 0.55 0.69 
Spectral Centroid    / 0.90 -0.13 0.61 0.90 
Spectral Flatness      / -0.36 0.72 0.98 
Spectral Flux       / -0.51 -0.35 
Spectral Irregularity         / 0.66 
Spectral Spread Deviation             / 

Table 7. Pearson correlation between the acoustic features.  Significant values (at the p<0.05 level) are shown in bold. 
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Overall, the results showed that the properties Density, 

Intensity, Loudness, and Quantity could be used to rea-
sonably represent Arousal values for these rain sounds. 
Increasing these properties also increased most of the 
negative emotional characteristics, especially those from 
the Angry quadrant. In contrast, increasing these proper-
ties decreased all of the positive emotional characteris-
tics, especially those from the Calm quadrant. 

Apart from the subjective features, analysis of the ob-
jective acoustic features was also conducted. From these, 
we observe the following: 
• The negative emotional categories (except Mysteri-

ous) increased with increasing RMS Amplitude and 
Spectral Flux, and decreased with Spectral Irregu-
larity as well as for Spectral Flatness and Brightness 
to a lesser extent. 

• The positive emotional categories decreased with 
increasing RMS Amplitude and Spectral Flux. They 
increased with Spectral Irregularity as well as for 
Spectral Flatness and Brightness to a lesser extent. 

• Spectral Centroid was the least related acoustic fea-
ture to the rain properties and emotional characteris-
tics. 

Moreover, the emotional categories from the Angry 
and Calm quadrants were the most strongly correlated to 
the tested acoustic features. The results also suggest that 
RMS Amplitude, Spectral Flux, and Spectral Irregularity 
have the most potential in predicting emotional catego-
ries, while Spectral Flatness and Brightness offer con-
trasting control when editing rain sounds. 

To conclude, the above results extend the analysis of 
rain sounds to include comparisons of their acoustic fea-
tures with their properties and emotional characteristics. 
The results suggest that acoustic features can be used to 
some extent to predict Arousal, properties, and emotional 
characteristics in rain sounds. The results offer a fresh 
perspective to sound designers, game builders, and audio 
engineers when selecting and adjusting rain sounds to 
fine-tune their emotional characteristics. 
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Hindemith proposed a chord analysis system based on his 
theoretical observations in the Craft of Musical Composi-
tion. His concept of chord classification based on the pres-
ence of a tritone in a vertical structure allowed him to de-
velop a method for measuring the tension in a progression 
of chords called Harmonic Fluctuation. These notions are 
the basis of a harmonic generating algorithm that allows 
a user to choose the chords in a progression and plan the 
harmonic tension of the progression. 

���,1752'8&7,21�
3DXO� +LQGHPLWK� ������������ ZDV� D� *HUPDQ� FRPSRVHU��
WKHRULVW��WHDFKHU�DQG�SHUIRUPHU�ZKR�PLJUDWHG�WR�WKH�8QLWHG�
6WDWHV�LQ������ZKHUH�KH�WDXJKW�DW�<DOH�8QLYHUVLW\��+H�LV�
XVXDOO\�DVVRFLDWHG�ZLWK�³*HEUDXFKVPXVLN´��XWLOLWDULDQ�PX�
VLF�� DQG� 1HR�FODVVLFLVP�� +RZHYHU�� OLNH� PDQ\� *HUPDQ�
FRPSRVHUV�RI�WKH�GD\��KLV�RXWSXW�FRQWDLQV�ERWK�5RPDQWLF�
DQG�([SUHVVLRQLVWLF�ZRUNV�� ,Q� WKH� ODWH�����¶V�+LQGHPLWK�
ZURWH� Unterweisung im Tonsatz� �The Craft of Musical 
Composition��ZKLFK�ZDV�SXEOLVKHG�LQ�������:KLOH�WKH�WLWOH�
PLJKW�OHDG�WKH�UHDGHU�WR�H[SHFW�D�FRPSRVLWLRQ�³WH[WERRN�´�
+LQGHPLWK� LQVWHDG�SURYLGHV�D�GHWDLOHG� WKHRUHWLFDO�V\VWHP�
ZKLFK�XVHV�QDWXUDO�SKHQRPHQRQ��WKH�RYHUWRQH�VHULHV�DQG�
FRPELQDWLRQ�WRQHV��WR�H[SODLQ�FRQVRQDQFH�GLVVRQDQFH�DQG�
YHUWLFDO�VWUXFWXUHV��/LNH�RWKHU�WKHRULVWV�DW�WKLV�WLPH��3HUVL�
FKHWWL�DQG�+DQVRQ��QRWDEO\���+LQGHPLWK�LV�JUDSSOLQJ�ZLWK�
D�V\VWHP�WR�H[SODLQ� WKH�³H[WHQGHG�WRQDO´� WHFKQLTXHV� WKDW�
ZHUH�LQWURGXFHG�LQ�WKH�ODWH���WK��HDUO\���WK�F��ZKLFK�UDQJHG�
EH\RQG�WHUWLDQ�FRQVWUXFWLRQ�DQG�WKH�5RPDQ�QXPHUDO�V\V�
WHP� RI� WD[RQRP\��7KLV� V\VWHP� KDG� EHHQ� HPSOR\HG� DV� D�
SHGDJRJLFDO�WRRO�VLQFH�WKH�HDUO\���WK�F��EXW�ZDV�LQVXIILFLHQW�
IRU�QRQ�WHUWLDQ�VWUXFWXUHV��+LQGHPLWK¶V�V\VWHP�DWWHPSWV�WR�
H[SODLQ�FRPPRQ�SUDFWLFH�KDUPRQLF�VWUXFWXUHV��DV�ZHOO�DV�
QRQ�WHUWLDQ�VWUXFWXUHV��7KLV�GHVLUH�IRU�³EDFNZDUG�FRPSDWL�
ELOLW\´� FDQ� EH� REVHUYHG� LQ� WKH� ILQDO� FKDSWHU� RI� WKH� ERRN�
ZKHUH� KH� SURYLGHV� DQDO\VLV� IRU� ZRUNV� IURP�0DFKDXW� WR�
+LQGHPLWK�YLD�%DFK��:DJQHU��6WUDYLQVN\�DQG�6FKRHQEHUJ��

���+,1'(0,7+¶6�7+(25,(6�

����6HULHV�2QH�DQG�7ZR�

8VLQJ�WKH�RYHUWRQH�VHULHV�DQG�FRPELQDWLRQ�WRQHV�DV�WKH�ED�
VLV�RI�KLV�REVHUYDWLRQV�ZRXOG�TXDOLI\�+LQGHPLWK�DV�D�QDWX�
UDO�WKHRULVW��DV�ZHOO�DV�KLV�GLVFXVVLRQ�RQ�WKH�RULJLQ�RI�PD�
MRU���+LV�KDUPRQLF�V\VWHP�UHOLHV�RQ�WKH�HYDOXDWLRQ�RI�LQWHU�
YDOV�DQG�WKHLU�WHQVLRQ�DV�LW�UHODWHV�WR�FRQVRQDQFH�DQG�GLV�
VRQDQFH��+HUHLQ�OLHV�VRPH�RI�WKH�FULWLFLVP�RI�+LQGHPLWK¶V�
V\VWHP��,Q�XVLQJ�WKH�RYHUWRQH�VHULHV��LW�KDV�EHHQ�DUJXHG�WKDW�
WKLV�V\VWHP�LV�DSSOLFDEOH�WR�MXVW�LQWRQDWLRQ�VLQFH�HTXDO�WHP�
SHUDPHQW�GRHV�QRW�XVH�WKH�QDWXUDO�UDWLRV�RI�SDUWLDOV�DQG�WKH�
ODFN�RI�SXUH�WKLUGV�FORXGV�PDMRU�DQG�PLQRU�WULDGV��$�VHFRQG�
FULWLFLVP�LV�WKDW�+LQGHPLWK�PDNHV�QR�VSHFLILF�SRLQW�RI�WUDQ�
VLWLRQ�EHWZHHQ�FRQVRQDQFH�DQG�GLVVRQDQFH�>�@��
��+LQGHPLWK¶V�&KRUG�*URXSV�DUH�EDVHG�RQ�WZR�³VHULHV´�GH�
ULYHG�IURP�KLV�H[DPLQDWLRQ�RI�WKH�RYHUWRQH�VHULHV�DQG�FRP�
ELQDWLRQ�WRQHV��6HULHV����WKH�³VHULHV�RI�WRQHV�LQ�UHODWLRQ�WR�
D�SURJHQLWRU�WRQH�IURP�ZKLFK�WKH\�GHULYH�WKHLU�WRQDO�SRVL�
WLRQ´�DQG�6HULHV����WKH�WZHOYH�LQWHUYDOV�EDVHG�RQ�³FRPEL�
QDWLRQ�WRQHV�RI�WKH�ILUVW�DQG�VHFRQG�RUGHU�´�PRYLQJ�IURP�
FRQVRQDQFH�WR�GLVVRQDQFH�WR�DPELJXLW\��WKH�WULWRQH��>�@��
��,QWHUHVWLQJO\��2UODQGR�/HJQDPH�VXEPLWWHG�6HULHV���WR�D�
PDWKHPDWLFDO� H[DPLQDWLRQ� RI� WKH� LQWHUYDO� ZDYH� IRUPV�
WHUPLQJ�WKH�UHVXOWV�DV�³'HQVLW\�'HJUHH�´�8VLQJ�WKLV�PHWKRG�
WR�JHQHUDWH�DQ�LQWHUYDO�VHULHV�KH�SODFHV�WKH�WULWRQH�EHWZHHQ�
WKH�PLQRU�WKLUG�DQG�WKH�PLQRU�VL[WK��LQVWHDG�RI�DW�WKH�HQG�
RI�WKH�VHULHV��+H�FRQMHFWXUHV�WKDW�+LQGHPLWK¶V�SODFHPHQW�
RI� WKH� WULWRQH� DW� WKH� HQG� ZDV� EHFDXVH� RI� WKH� ³KDUPRQLF�
PHDQLQJ� WKH� WULWRQH�KDV� KHOG� LQ�:HVWHUQ�PXVLF�´� ,W�PD\�
DOVR�EH�FRQMHFWXUHG�WKDW�+LQGHPLWK�XQGHUVWRRG�WKH�DPELJ�
XRXV�QDWXUH�RI�WKH�WULWRQH�DV�WKH�RQO\�LQWHUYDO�WKDW�LQYHUWV�
WR�LWVHOI�DQG�LWV�UHVXOWLQJ�HIIHFW�RQ�VWUXFWXUHV�WKDW�FRQWDLQ�LW���
7KH�PLUURU�LQWHUYDOOLF�VWUXFWXUH�RI�WKH�WULWRQH�PDNHV�LW�WKH�
G\DGLF� HTXLYDOHQW� RI� &KRUG�*URXSV�9� DQG�9,�� 7KH� LP�
SRUWDQFH�RI�WKH�WULWRQH¶V�HIIHFW�RQ�FKRUGDO�VWUXFWXUHV�LV�UH�
LQIRUFHG�E\�+LQGHPLWK¶V�GLYLGLQJ�RI�FKRUGV�LQWR�WZR�EURDG�
JURXSV�� WKRVH�ZLWK� WULWRQHV� DQG� WKRVH�ZLWKRXW�� ,W� VKRXOG�
DOVR�EH�PHQWLRQHG�WKDW�WKH�ILUVW�HGLWLRQ�RI�WKH�³&UDIW´�GLG�
QRW�LQFOXGH�WKH�WULWRQH�LQ�WKH�6HULHV�2QH�OLVW��
�
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����+LQGHPLWK�&KRUG�*URXSV�
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+LQGHPLWK�SURSRVHG�D�PHWKRG�RI�FKRUG�DQDO\VLV�EDVHG�RQ�
KLV�V\VWHP�RI�FKRUG�FODVVLILFDWLRQ��/LNH�WUDGLWLRQDO�WKHRU\�
DQG�6FKHQNHULDQ�DQDO\VLV��RQH�DVSHFW�RI�WKLV�DQDO\WLFDO�V\V�
WHP�LV�WKH�7ZR�9RLFH�)UDPHZRUN��WKH�EDVV�DQG�WKH�PRVW�
VLJQLILFDQW�XSSHU�SDUW��EDVHG�RQ�6HULHV�����7KH�VHFRQG�DV�
SHFW�LV�WKH�DELOLW\�WR�FKDUW�WKH�FKDQJH�RI�WHQVLRQ�LQ�D�KDU�
PRQLF�SURJUHVVLRQ�FDOOHG�+DUPRQLF�)OXFWXDWLRQ���
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ILUVW�PDNLQJ�D�GLYLVLRQ�EHWZHHQ�FKRUGV�WKDW�FRQWDLQ�WULWRQHV�
DQG�WKRVH�WKDW�GR�QRW��+H�WKHQ�HVWDEOLVKHV�FKRUG�JURXSV�EH�
JLQQLQJ�ZLWK�FRQVRQDQW�FKRUGV��PRYLQJ�WKURXJK�GLVVRQDQW�
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HTXDO�LQWHUYDO�FKRUG�FRQVWUXFWV��DXJPHQWHG�WULDGV��GLPLQ�
LVKHG�VHYHQWKV�DQG�TXDUWHO�FKRUGV���)RU�WKH�VDNH�RI�RUJDQ�
L]DWLRQ�+LQGHPLWK�XWLOL]HV�DQ�RXWOLQH�IRUPDW�LQ�WKH�FKRUG�
WDEOH�ZKLFK��XQIRUWXQDWHO\��PDNHV�XVH�RI�5RPDQ�QXPHUDOV��
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JDXJH�WKH�KDUPRQLF�IOXFWXDWLRQ�RI�D�FKRUG�SURJUHVVLRQ��,W�
ZDV�DQ�DSSUHFLDWLRQ�RI�+LQGHPLWK¶V�DWWHPSW�WR�SURYLGH�D�
WD[RQRP\�IRU�WKH�HYROYLQJ�ODQJXDJH�RI�WKH�HDUO\���WK�F�WKDW�
PDGH� KLV� V\VWHP� DSSHDOLQJ� DV� WKH� EDVLV� IRU� D� KDUPRQLF�
JHQHUDWLQJ�DOJRULWKP��7KH�&KRUG�*URXS�WDEOH�LV�LQFOXGHG�
DW�WKH�HQG�RI�+LQGHPLWK¶V�ERRN��ZKLFK�KDV�EHFRPH�D�TXLFN�
JXLGH�WR�+LQGHPLWK¶V�UDWKHU�GHWDLOHG�WKHRUHWLFDO�REVHUYD�
WLRQV��>�@��$Q�DEEUHYLDWHG�YHUVLRQ�LV�LQFOXGHG�KHUH���
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��:KLOH� SURYLGLQJ� DQ� DSSHDOLQJ�PHWKRG� WR� HYDOXDWH� KDU�
PRQLF�VWUXFWXUHV��WKH�XVH�RI�+LQGHPLWK¶V�&KRUG�*URXSV�DV�
WKH�EDVLV�IRU�D�KDUPRQLF�JHQHUDWLQJ�DOJRULWKP�ZDV�QRW�LQ�
WHQGHG�WR�UHFUHDWH�DOO�DVSHFWV�RI�KLV�V\VWHP��7KH�QRWLRQV�RI�
URRW�DV�WKH�EHVW�QRWH�RI�WKH�EHVW�LQWHUYDO�LV�QRW�PDLQWDLQHG��
QRU�LV�WKH�FRQFHSW�RI�WKH�*XLGH�7RQH�DV�WKH�WULWRQH�PHPEHU�
VWDQGLQJ�LQ�EHVW�UHODWLRQ�WR�WKH�URRW�RI�WKH�FKRUG��:KLOH�IX�
WXUH�UHILQLQJ�RI�WKH�DOJRULWKP�PD\�LQFOXGH�WKHVH�DVSHFWV��
WKH�LQLWLDO�JRDO�ZDV�WR�EH�DEOH�WR�FUHDWH�YHUWLFDO�VRQRULWLHV�
DQG�SORW� WKHLU� SURJUHVVLRQ�XVLQJ�+LQGHPLWK¶V� QRWLRQV�RQ�
+DUPRQLF�)OXFWXDWLRQ��$W�WKH�VDPH�WLPH�WKH�GHVLUH�WR�LQ�
FOXGH�UDQGRPL]DWLRQ�WR�YDULRXV�SDUDPHWHUV�UHIOHFW�WKH�DX�
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³VWRFKDVWLFV´�ZHUH�GHHPHG�PRUH�LPSRUWDQW�WKDQ�³VFKRODV�
WLFV�´�
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����;HQDNLV�DQG�6LHYHV�

7KH�JHQHUDWLRQ�RI�PDWHULDO�LQ�PDQ\�SURJUDPV�LQ�FRPSXWHU�
DVVLVWHG�DOJRULWKPLF�FRPSRVLWLRQ��&$$&��LV�RIWHQ�OLQHDU��
$�PHWKRG�WR�JHQHUDWH�D�VLQJOH�OLQH�PD\�EHFRPH�WKH�EDVLV�
IRU�WKH�JHQHUDWLRQ�RI�VHYHUDO�PHORGLF�OLQHV�SURGXFLQJ�D�SRO�
\SKRQLF�WH[WXUH��2EYLRXVO\��JHQHUDWLQJ�FKRUGDO�VWUXFWXUHV�
UHTXLUHV�WKDW�VHYHUDO�YRLFHV�EH�RXWSXW�VLPXOWDQHRXVO\��7KH�
LQLWLDO�QRWLRQ�IRU�WKH�RUJDQL]DWLRQ�RI�WKLV�DOJRULWKP�ZDV�WR�
LQFRUSRUDWH�ORJLFDO�VLHYHV�DV�SURSRVHG�E\�,DQQLV�;HQDNLV�
XVLQJ�PRGXOL���DQG�����
��6HYHU� 7LSHL� KDV� VWDWHG� 6LHYHV� DUH«³ORJLFDO� ILOWHUV� H[�
SUHVVHG�DV�%RROHDQ�RSHUDWLRQV�RQ�FRQJUXHQFH�PRGXOR�FODV�
VHV�GHQRWHG�E\�YDULRXV�LQGLFHV�RI�D�VLQJOH�PRGXOR�>�@´��;H�
QDNLV� UHYLVLWHG� 6LHYH� 7KHRU\� LQ� VHYHUDO� SXEOLVKHG� GRFX�
PHQWV�EHWZHHQ������DQG��������
��,Q� Formalized Music� ������� VLHYHV� DUH� GLVFXVVHG� LQ�
&KDSWHU�9,,,�DQG�LQ�WKH������HGLWLRQ�&KDSWHU�;,�LV�HQWLWOHG�
³6LHYHV´�DQG�&KDSWHU�;,,�LV�D�XVHU�JXLGH�IRU�VLHYHV��,Q�KLV�
HDUO\�ZRUN� WKH� FDOFXODWLRQV� DUH�FRPSOHWHG�³E\�KDQG´�RQ�
JUDSK�SDSHU�DQG�WKH�VLHYHV�PDNH�XVH�RI�XQLRQ��LQWHUVHFWLRQ�
DQG� FRPSOHPHQWDWLRQ�� ,Q� WKH� ILUVW� HGLWLRQ� RI�Formalized 
Music�WKH�URXWLQHV�DUH�LQ�)RUWUDQ��
��,Q�WKH�UHYLVHG�HGLWLRQ�RI�Formalized Music�;HQDNLV�SUR�
YLGHV�D�QXPEHU�RI�FKDQJHV�>��@��
�

x�&RPSOHPHQWDWLRQ� LV� HOLPLQDWHG�ZLWKRXW�FRPPHQW�
� �

x�7ZR�PDLQ�SURFHGXUHV�DUH�GHVFULEHG��

o� 7KH�JHQHUDWLRQ�RI� D� VLHYH� IURP�D� ORJLFDO� IRU�
PXOD��

o� 7KH�JHQHUDWLRQ�RI�D�ORJLFDO�IRUPXOD�IURP�D�VH�
TXHQFH��

x�7KH�FRPSXWHU�URXWLQHV�DUH�LQ�&�

o� 7KHUH�DUH�HUURUV�LQ�WKH�SURJUDPV��$UL]D��

&KULVWRSKHU� $UL]D� KDV� LQFOXGHG� FRUUHFWHG� VLHYH� URXWLQHV�
�IRU�SLWFK��UK\WKP�DQG�SDUDPHWHU�JHQHUDWLRQ��LQ�KLV�FRP�
SXWHU�SURJUDP�DWKHQD&/��ZKLFK�LV�ZULWWHQ�LQ�3\WKRQ�>�@��
��,Q�KLV������GLVVHUWDWLRQ�HQWLWOHG�³;HQDNLV�DQG�6LHYH�7KH�
RU\´��'LPLWUL�([DUFKRV�SUHVHQWV�D�PDWUL[�IRU�PRGXOL���DQG�
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PDWHULDO�ZLWKLQ� DQ� RFWDYH� LV� HDVLO\� DFFRPSOLVKHG�ZLWK� D�
PDWUL[�RI�PRG���DQG�PRG���YDOXHV�>�@��7KLV�PDWUL[�FRQWDLQV�
DOO�WKH�UHVLGXDO�FODVVHV�RI�PRG�����7KLV�VHHPHG�DQ�HIILFLHQW�
ZD\� WR� DFFHVV� WKH�QHFHVVDU\�SLWFK�PDWHULDO� DQG� UHSODFHG�
VLHYHV�DV�WKH�SURJUDPPLQJ�DSSURDFK��7KLV�PDWUL[�LV���GLV�
SOD\HG�LQ�7DEOH����

�
7DEOH����0RG���0RG���0DWUL[��

��7KH�LQWHQWLRQ�ZDV�WR�XWLOL]H�PRGXOL���DQG���WR�ORFDWH�FKRUG�
SLWFKHV�LQ�WKH�PDWUL[��7KLV�ZRXOG�UHTXLUH�WKH�XVH�RI�WZR�
GLPHQVLRQDO�DUUD\V�DQG�ZKLOH�PDQ\�SURJUDPPLQJ�HQYLURQ�
PHQWV�GR�QRW�IDFLOLWDWH�WKHVH�W\SHV�RI�DUUD\V�LW�FDQ�VWLOO�EH�
DFFRPSOLVKHG��$�VHULHV�RI�RQH�GLPHQVLRQDO�DUUD\V�FDQ�EH�
XVHG�LQVWHDG�VLQFH�D�WZR�GLPHQVLRQDO�DUUD\�LV�SULPDULO\�DQ�
DUUD\�RI�SRLQWHUV��HDFK�SRLQWHU�FDQ�UHIHU� WR�D�RQH�GLPHQ�
VLRQDO� DUUD\�� 7KH� WKUHH� DUUD\V� RI� IRXU� HOHPHQWV� �PRG� ���
ZHUH� WR� EH� DGGUHVVHG� E\� WKUHH� DUUD\V� �PRG� ��� XVLQJ� DV�
PDQ\�DUJXPHQWV�DV�QHHGHG�WR�UHWULHYH�WKH�GHVLUHG�SLWFKHV��
7R� JHQHUDWH� D� TXDUWHO� FKRUG� WKH�PRG� �� HOHPHQWV� ZRXOG�
SRLQW�WR�WKH�PRG���³SLWFKHV�´�7KRVH�SLWFKHV�ZRXOG�EH�IRXQG�
DW�WKH�IROORZLQJ�DGGUHVVHV��

�
������������� ����&���������������� �����%E���������������� �����)��
�
7R�UHGXFH�WKH�QXPEHU�RI�DUUD\V�QHHGHG�WR�VXSSO\�WKH�PD�
WUL[�³SLWFKHV´�D�VLQJOH�DUUD\��IRXQG�DW��������FDQ�EH�XVHG�WR�
JHQHUDWH�WKH�UHPDLQLQJ�DUUD\V�E\�PHUHO\�DGGLQJ���DQG���WR�
WKH�RULJLQDO�DUUD\�YDOXHV��
�

�
7DEOH����0DWUL[�ZLWK�DGGLWLRQ���
�
����&KRUG�6WUXFWXUH�'DWD�
�
2QH�SUREOHP�EHFDPH�LPPHGLDWHO\�DSSDUHQW��PDQ\�FKRUGDO�
VWUXFWXUHV�UHTXLUH�WZR�SLWFKHV�IURP�WKH�VDPH�PRG���URZ��
)RU�LQVWDQFH��D�PDMRU�WULDG�LV�IRXQG�DW��������������������������
DQG��������������7KLV�ZRXOG�UHTXLUH�WZR�SLWFKHV�IURP�WKH�
������ URZ��7KH� VROXWLRQ� LV� WR� DGG� DGGLWLRQDO� DUUD\V� VR� DW�
OHDVW� WZR� SLWFKHV� IURP� WKH� VDPH�PRG� �� URZ� FDQ� EH� DG�
GUHVVHG�VLPXOWDQHRXVO\��7KLV�OHG�WR�D�VL[�YRLFH�DSSURDFK�
DQG�SURYLGHG�D�SDUWLDO�VROXWLRQ�EXW�VWLOO�OHIW�SUREOHPV�ZLWK�
WKH� JHQHUDWLRQ� RI� PDMRU�� PLQRU� DQG� GLPLQLVKHG� FKRUGV�
ZKLFK�ZLOO�EH�GHWDLOHG�ODWHU��

��$�VL[�YRLFH�FKRUGDO�WH[WXUH�ZRXOG�UHTXLUH�VL[�GLUHFWO\�DG�
GUHVVDEOH�DUUD\V�FRQWDLQLQJ�WKH�YDOXHV�LQ�WKH�WRS�URZ�RI�WKH�
PDWUL[����������������$�VLQJOH�DUUD\�ZDV�XVHG�WR�VHQG�WKLV�
LQIRUPDWLRQ�WR�WKH�UHPDLQLQJ�ILYH�DUUD\V���/LNHZLVH��DQ�DG�
GLWLRQDO�VL[�GLUHFWO\�DGGUHVVDEOH�DUUD\V�ZHUH� ORDGHG�ZLWK�
WKH�PRG���FROXPQ�LQIRUPDWLRQ�������������7KH�PRG���DUUD\V�
ZRXOG�³SRLQW´�WR�WKH�YDOXHV�LQ�WKH�PRG���FROXPQV��
��7R�DFFHVV�WKH�YDOXHV�RI�WKH�VHFRQG�PRG���URZ�WKH�YDOXH�
RI���ZDV�DGGHG�WR�WKH�DUUD\�RXWSXW�DQG�WR�DFFHVV�YDOXHV�LQ�
WKH�WKLUG�URZ�WKH�YDOXH�RI���ZDV�DGGHG�WR�WKH�DUUD\�RXWSXW���
��,Q� RUGHU� WR� VHQG� WKH� FRUUHFW� PDWUL[� DGGUHVV�� IRXUWHHQ�
³&KRUG�*URXS´�DUUD\V�ZHUH�SRSXODWHG�ZLWK�VWUXFWXUHV�IURP�
WKH� +LQGHPLWK� &KRUG� &KDUW�� )RU� H[DPSOH�� WR� DGGUHVV� D�
TXDUWHO�FKRUG�WKH�SLWFK�DUUD\�ZRXOG�FRQWDLQ�������������������
ZKLFK�ZRXOG�EH�VHQW�WR�SRSXODWH�WKH�PRG���DUUD\V�ZLWK�WKH�
FRUUHFW�³SRLQWHU´�DGGUHVVHV�ZKLFK��ZRXOG�LQ�WXUQ��SDVV�WKDW�
LQIRUPDWLRQ�WR�WKH�PRG���DUUD\V��
�
6HYHQ�DUUD\V�ZHUH�SRSXODWHG�WR�UHIOHFW�WKH�IROORZLQJ�VWUXF�
WXUHV��
�
&OXVWHUV�DUUD\�QXPEHUV���������������
�
:KROH�7RQH�DUUD\�QXPEHUV���������������
�
$XJPHQWHG�WULDGV��+LQGHPLWK�&KRUG�*URXS�9��DUUD\�QXP�
EHUV���������������
�
4XDUWHO�FKRUG��+LQGHPLWK�&KRUG�*URXS�9��DUUD\�QXPEHUV�
��������������
�
:LWK�DGGLWLRQDO�SURJUDPPLQJ��
�
0DMRU�WULDGV���+LQGHPLWK�&KRUG�*URXS�,�$��DUUD\�QXPEHUV�
���������������
�
0LQRU�WULDGV���+LQGHPLWK�&KRUG�*URXS���$��DUUD\�QXPEHUV�
��������������
�
'LPLQLVKHG��WKV��+LQGHPLWK�&KRUG�*URXS�9,��DUUD\�QXP�
EHUV���������������
�
6HYHQ�DGGLWLRQDO�DUUD\V�ZHUH�SRSXODWHG�ZLWK�GDWD�\LHOGLQJ�
WKH�IROORZLQJ�+LQGHPLWK�&KRUG�*URXS�VWUXFWXUHV��
�
,,E���7ZR�DUUD\V��DUUD\�QXPEHUV�����������������������������
�
,,,����2QH�DUUD\V��DUUD\�QXPEHUV����������������
�
,,,����2QH�DUUD\��DUUD\�QXPEHUV���������������
�
,9����2QH�DUUD\��DUUD\�QXPEHUV���������������
�
,9����7ZR�DUUD\V��DUUD\�QXPEHUV�����������������������������
�
��$�VHFRQG�PHWKRG�RI�SRSXODWLQJ�WKH�&KRUG�*URXS�DUUD\V�
ZDV� DOVR� LQYHVWLJDWHG�� ,W�ZDV�GHFLGHG� WR�XVH� WKH� LQWHUYDO�
GLVWDQFH� IURP�RQH� FKRUG�PHPEHU� WR� WKH�QH[W� �H[SUHVVHG�
QXPHULFDOO\�� WR� JHQHUDWH� WKH� VL[�YRLFH� FKRUGV�� $� PDMRU�
FKRUG�ZRXOG�\LHOG���KDOI�VWHSV����KDOI�VWHSV�VXSHULPSRVHG�
RQ�WKH�ILUVW�YDOXH�DQG���KDOI�VWHSV�VXSHULPSRVHG�RQ�WKH�VHF�
RQG�YDOXH��7KH�DUUD\�YDOXHV��FRXQWLQJ�IURP�]HUR��ZRXOG�EH�
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����������7KLV�UHTXLUHG�D�QXOO�DUUD\�ZLWK�WKH�YDOXH�RI�]HUR�
DFWLQJ�DV�WKH�ILUVW�SLWFK�RI�HYHU\�VWUXFWXUH��8VLQJ�WKLV�DS�
SURDFK�PDNHV� ³&´� WKH� URRW� RI� HYHU\� VWUXFWXUH��7KLV� LV� D�
FRPPRQ�DSSURDFK�WKDW�LV�XVHG�LQ�FRPPHUFLDOO\�DYDLODEOH�
DOJRULWKPLF�SURJUDPV�OLNH�%DQG�,Q�7KH�%R[��
��7KH�IRXUWHHQ�GLUHFWO\�DGGUHVVDEOH�UHDG�RQO\�DUUD\V�ZHUH�
SRSXODWHG�ZLWK�QXPHULFDO�GDWD�LQ�WKLV�IDVKLRQ�UHSUHVHQWLQJ�
WKH�FKRUG�JURXSV�OLVWHG�DERYH��7KLV�HOLPLQDWHG�WKH�SUREOHP�
RI�WZR�³SLWFKHV´�RQ�WKH�VDPH�PRG���URZ��EXW�WKH�OHYHO�RI�
GDWD�PDQLSXODWLRQ� QHFHVVDU\� DIWHU� WKH� DUUD\V�ZHUH� ILOOHG�
ZDV�PXFK�JUHDWHU��7KH�VLQJOH�DUUD\�DSSURDFK�ZDV�FKRVHQ�
DV�WKH�PRUH�SURJUDPPDWLFDOO\�HOHJDQW�VROXWLRQ��
�
����3URJUDP�'HWDLO�
�
7KLV�DOJRULWKP�ZDV�GHVLJQHG�LQ�0XVLF�:RQN��D�SURJUDP�
PLQJ�HQYLURQPHQW�WKDW�LV�0,',�EDVHG��REMHFW�RULHQWHG�IRU�
:LQ�WHO�FRPSXWHUV��7KH�SURJUDP�PD\�EH�SRUWHG�YLD�D�YLU�
WXDO�0,',�SDWFK�³FDEOH´�WR�DQ\�YLUWXDO�LQVWUXPHQW�RU�'$:�
SURJUDP���
�
����'DWD�*HQHUDWLRQ�
�
7KH�IRXUWHHQ�SRSXODWHG�&KRUG�*URXS�$UUD\V�ZHUH�LQSXW�WR�
D�VZLWFK�WKDW�RXWSXWV�WKH�DUUD\�YDOXHV�WR�WKH�VL[�PRG���DU�
UD\V��7KHVH�³SRLQWHUV´�WKHQ�RXWSXW�WR�WKH�VL[�PRG���DUUD\V��
9RLFHV�RQH�DQG�IRXU�VXSSO\�WKH�PRG�����YDOXH��:LWK�WKH�
DGGLWLRQ�RI�WKH�FRQVWDQW����YRLFHV�WZR�DQG�ILYH�VXSSO\�WKH�
PRG�����YDOXHV�DQG�ZLWK�WKH�DGGLWLRQ�RI�WKH�FRQVWDQW�YDOXH�
���YRLFHV� WKUHH�DQG� VL[�SURYLGH� WKH�PRG�����YDOXHV��7KH�
YDOXH�RI�HDFK�YRLFH�LV�LQFUHDVHG�E\�VRPH�PXOWLSOH�RI����WR�
UDLVH�LW�LQWR�WKH�GHVLUHG�0,',�QRWH�UDQJH���7KHVH�YDOXHV�DUH�
RXWSXW� WR� VL[�0,',�9RLFH�0RGXOHV�ZKLFK� DFW� DV� YLUWXDO�
V\QWKHVL]HUV��
��7KUHH�PHWKRGV�IRU�WKH�XVHU�WR�PRQLWRU�WKH�DUUD\�RXWSXW�DUH�
SURYLGHG��2Q� WKH� FRQWURO� SDQHO� HDFK� YRLFH� KDV� D�0RG���
.QRE�ZKLFK�LQGLFDWHV�WKH�SUHVHQW�YDOXH�DQG�WKHUH�LV�D�0,',�
QRWH�UHDGRXW�IURP�WKH�0,',�0RGXOHV�� �,Q� WKH�SURJUDP�D�
0XOWL�WDS�$UUD\�XVHV�WKH�RXWSXW�RI�WKH�$UUD\�6ZLWFKHU�WR�
VKRZ�WKH�VL[�YDOXHV�RI�WKH�PRG���DUUD\V�IRU�TXLFN�GDWD�YHU�
LILFDWLRQ��
��7KH�SLWFK�PDWHULDO�QHHGV�WR�EH�PXVLFDOO\�VSDFHG�WR�UHIOHFW�
³RSHQ�FKRUG´�YRLFLQJ��7KLV�ZDV�DFFRPSOLVKHG�ZLWK�D�VHW�RI�
XVHU�FRQWUROOHG�NQREV�WKDW�DOORZV�IRU�RFWDYH�FKDQJHV�LQ�D�
UDQJH�RI�WKUHH�RFWDYHV��7KLV�FRQWURO�LV�DYDLODEOH�IRU�DOO�DU�
UD\V�H[FHSW�WKH�9RLFH�2QH�DUUD\�ZKLFK�LV�PHDQW�WR�VXSSO\�
WKH� FKRUG� URRW� DQG�KDV�D� IL[HG�YDOXH� �7KLV�YDOXH� FDQ�EH�
FKDQJHG�DW�WKH�SURJUDP�OHYHO�LI�QHFHVVDU\����2QFH�WKH�GH�
VLUHG�RFWDYH�VHOHFWLRQV�KDYH�EHHQ�PDGH��WKH�JHQHUDWHG�GDWD�
LV�VHQW�DV�D�0,',�QRWH�QXPEHU�WR�WKH�0,',�9RLFH�0RGXOHV��

([DPSOH����'DWD�JHQHUDWLQJ�IORZ�FKDUW��TXDUWHO�KDUPRQ\���
�

����7UDQVSRVLWLRQ�
�
3URJUHVVLRQ� LPSOLHV�FKDQJHV�RI�KDUPRQ\�DQG� LQ�RUGHU� WR�
IDFLOLWDWH� URRW�PRYHPHQW� D� WUDQVSRVLWLRQ� FRQWURO�ZDV� LQ�
FOXGHG�� $� UDQGRP� LQWHJHU� ZDV� LQSXW� WR� D� 7UDQVSRVLWLRQ�
.QRE�ZKLFK�ZDV�WULJJHUHG�E\�D�UDQGRP�FORFN�JHQHUDWRU��
7UDQVSRVLWLRQ�ZDV� VHW� LQ� D� UDQJH�RI���RU� ±� �� KDOI� VWHSV��
:KLOH�WUDQVSRVLWLRQ�VXSSOLHG�WKH�GHVLUHG�KDUPRQLF�PRYH�
PHQW��WKH�VL[�YRLFH�FKRUGV�JHQHUDWHG�LQ�WKLV�IDVKLRQ�ZRXOG�
PRYH�RQO\�LQ�SDUDOOHO�PRWLRQ��7KLV�ZDV�VHYHUHO\�OLPLWLQJ�
DQG�ZRXOG�UHGXFH�WKLV�DOJRULWKP�WR�JHQHUDWLQJ�H[DPSOHV�RI�
FKRUGDO�SODQQLQJ�RU�URFN�³SRZHU�FKRUGV�´�
��$�PHWKRG�ZDV�QHHGHG�WKDW�ZRXOG�FKDQJH�WKH�EDVV�GLUHF�
WLRQ�D�SRUWLRQ�RI�WKH�WLPH��/RZHULQJ�WKH�JHQHUDWHG�GDWD�E\�
DQ�RFWDYH�ZRXOG�UHGXFH�WKH�DPRXQW�RI�SDUDOOHO�PRWLRQ��7KH�
RXWSXW�RI�WKH�7UDQVSRVLWLRQ�3RW�ZDV�LQSXWWHG�WR�D�³JUHDWHU�
WKDQ�RU�HTXDO�WR´�ORJLF�PRGXOH��*U(T��ZLWK�D�ZLWK�D�FRP�
SDULVRQ�YDOXH�RI����&KRUG�URRWV�ZLWK�D�WUDQVSRVLWLRQ�QXP�
EHU�EHORZ������WR�����ZRXOG�EH�UHGXFHG�E\�DQ�RFWDYH��7KH�
RXWSXW�RI�WKH�*U(T�PRGXOH�ZDV�URXWHG�WR�WKH�6HOHFW�LQSXW�
RI�D�VZLWFK�WR�FKRRVH�EHWZHHQ�WKH�YDOXH�RI�WKH�7UDQVSRVL�
WLRQ�.QRE�RU�D�FRQVWDQW�ZLWK�WKH�YDOXH�RI�������7KH�6ZLWFK�
RXWSXW�LV�LQSXW�WR�WKH�WUDQVSRVLWLRQ�SRUW�RI�WKH�0,',�9RLFH�
PRGXOH�IRU�WKH�9RLFH����7KH�UHVXOW�LV�WKH�ORZHULQJ�RI�WKH�
URRW�YRLFH�E\�DQ�RFWDYH�DQG�FRQWUDU\�PRWLRQ�WR�WKH�XSSHU�
YRLFHV��7KH�7UDQVSRVLWLRQ�.QRE�RXWSXW�LV�VHQW�WR�WKH�ILYH�
UHPDLQLQJ�0LGL�9RLFH�0RGXOHV�ZLWK�QR�GDWD�PDQLSXODWLRQ��
�

�
([DPSOH����%DVV�0RYHPHQW�IORZ�FKDUW�
�
����+DUPRQLF�3URJUHVVLRQ�
�
,Q�RUGHU�IRU�WKH�XVHU�WR�FRQWURO�WKH�+DUPRQLF�)OXFWXDWLRQ�
RI�WKH�JHQHUDWHG�PDWHULDO�D�1XPEHU�0DWUL[�ZDV�XWLOL]HG��$�
���;���JULG�ZDV�LPSOHPHQWHG�\LHOGLQJ����FKRUG�VHOHFWLRQ�
VORWV�� 7KLV� JUDSKLF� LQWHUIDFH� VHUYHG� WZR� SXUSRVHV�� ,W� DO�
ORZHG�XVHU�LQSXW�IRU�WKH�VHOHFWLRQ�RI�FKRUGV�IURP�WKH�&KRUG�
*URXS�$UUD\V��7KLV�IDFLOLWDWHG�WKH�SODQQLQJ�RI�D�KDUPRQLF�
SURJUHVVLRQ��DQG�WKHUHE\��WKH�KDUPRQLF�IOXFWXDWLRQ��XVLQJ��

�
�
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WKH�SUHORDGHG�&KRUG�*URXSV��6HFRQGDULO\��WKH�1XPEHU��
0DWUL[�DOORZHG�IRU� WKH� WUDFNLQJ�RI� WKH�JHQHUDWHG�FKRUGV��
7R�PDNH�WKLV�HDVLHU�IRU�D�XVHU�WR�IROORZ��WZR�UHDGRXWV�ZHUH�
LQFOXGHG��RQH�IRU�WKH�&KRUG�*URXS�$UUD\�DQG�D�VHFRQG�IRU�
WKH�FXUUHQW�SRVLWLRQ�LQ�WKH�1XPEHU�*ULG��7KH�RXWSXW�IURP�
WKH�1XPEHU�*ULG�VHOHFWV�WKH�GHVLUHG�DUUD\�IURP�WKH�VZLWFK�
FRQWDLQLQJ�WKH�&KRUG�*URXS�DUUD\V���
��:KLOH�WKH�&KRUG�*URXSV�$UUD\V�DUH�³SUHORDGHG´�ZLWK�WKH�
DUUD\�YDOXHV�VWDWHG�HDUOLHU��D�VHULHV�RI�QXPEHU�JULGV�DUH�LQ�
FOXGHG�WKDW�DOORZV�D�XVHU�WR�FKDQJH�WKH�FRQWHQW�RI�DQ\�RI�
WKH� IRXUWHHQ�&KRUG�*URXS�$UUD\V�DQG��RI�FRXUVH�� WKH� UH�
VXOWDQW�KDUPRQLF�RXWSXW��:LWK�WKLV�FDSDELOLW\�D�XVHU�FDQ�H[�
SORUH�RWKHU�+LQGHPLWK�FKRUG�VWUXFWXUHV�RU�DQ\�RWKHU�YHUWL�
FDO�PDWHULDO�VLQFH�WKH�SUHORDGHG�DUUD\V�DUH�QRW�PHDQW�WR�EH�
H[KDXVWLYH�� EXW� UDWKHU�� UHSUHVHQWDWLYH�� )RXUWHHQ� QXPEHU�
JULGV�DUH�LQFOXGHG�DQG�D�NQRE�SURYLGHV�LQSXW�WR�D�VZLWFK�
WKDW�DOORZV�WKH�XVHU�WR�FKRRVH�EHWZHHQ�WKH�1XPEHU�0DWUL[�
RU�WKH�8VHU�*ULGV��
��$W�WKLV�SRLQW�WKH�JHQHUDWLRQ�RI�FKRUGV�ZDV�OLPLWHG�WR�WKH�
RUGHULQJ�RI�HLWKHU�WKH�1XPEHU�0DWUL[�RU�WKH�8VHU�*ULGV��,W�
ZDV�GHFLGHG�WKDW�DGGLWLRQDO�PRGHV�RI�RSHUDWLRQ�VKRXOG�EH�
PDGH�DYDLODEOH��$�OLQHDU�VOLGH�SRW�GHVLJQDWHG�DV�³+LQGH�
PLWK�&KRUG�*URXS�6HOHFWLRQ´�ZDV� LQFOXGHG� WR� DOORZ� IRU�
WKUHH�PRGHV�RI�RSHUDWLRQ��$�XVHU�FDQ�VHOHFW�EHWZHHQ�D�UDQ�
GRP�VHOHFWLRQ�RI�FKRUGV�IRU�WKH�DUUD\V��D�VLQJOH�DUUD\�W\SH�
�\LHOGLQJ� RQH� KDUPRQLF� HQWLW\� WKDW� LV� WUDQVSRVHG�� RU� WKH�
SURJUHVVLRQ�RI�FKRUGV�WKURXJK�HLWKHU�WKH�1XPEHU�0DWUL[�RU�
8VHU�*ULG��7KH�UDQGRP�RSWLRQ�XVHV�D�UDQGRP�LQWHJHU�JHQ�
HUDWRU�WULJJHUHG�E\�D�UDQGRP�FORFN��7KH�VLQJOH�FKRUG�PRGH�
FDQ� EH� LQFUHPHQWHG�GHFUHPHQWHG� WR� WKH� GHVLUHG� &KRUG�
*URXS�$UUD\��7KLV�RXWSXW�RI�WKH�*URXS�6HOHFW�VOLGH�SRW�LV�
LQSXW�WR�D�6ZLWFK�WKDW�VHOHFWV�EHWZHHQ�WKH�WKUHH�PRGHV�RI�
RSHUDWLRQ��7KLV�SRUWLRQ�RI�WKH�&RQWURO�3DQHO�LV�([DPSOH����
�

�
([DPSOH����&KRUG�*URXS�*ULG�DQG�8VHU�1XPEHU�*ULG�
�
����0DMRU�0LQRU�DQG�'LPLQLVKHG�
�
7KUHH�RI�WKH�PRVW�FRPPRQ�VWUXFWXUHV��PDMRU�DQG�PLQRU�WUL�
DGV�DQG�GLPLQLVKHG�VHYHQWKV��FUHDWHG�D�SUREOHP�EHFDXVH�
WKH�SRVLWLRQ�RI�FKRUG�PHPEHUV�LQ�WKH�PDWUL[�OHIW�RQH�RU�WZR�
PRG��� URZV�XQXVHG��7KH�PDMRU�DQG�PLQRU� WULDGV�KDG�QR�
LQIRUPDWLRQ�LQ�WKH�PRG�������URZV��7KH�GLPLQLVKHG�VHYHQWK�

KDG�DOO�RI�LWV�SLWFK�PDWHULDO�JHQHUDWLQJ�IURP�WKH�PRG�������
URZ�RI�WKH�PDWUL[��7KLV�UHVXOWHG�LQ�WKH�SOD\LQJ�RI�³ZURQJ�
QRWHV´�IURP�HLWKHU�RU�ERWK�RI�WKH�PRG�������DQG�������URZV��
7KH� VROXWLRQ�ZDV� WR� ³XQGR´� WKH� DGGLWLRQ�RI� WKH� FRQVWDQW�
YDOXHV���DQG���WKDW�ZHUH�DGGHG�WR�WKH�PRG�������DQG�������
URZV���
��7KLV�ZDV�DFFRPSOLVKHG�E\�VLQJOLQJ�RXW�WKH�WKUHH�DUUD\V�LQ�
TXHVWLRQ�DQG�UHGXFLQJ�WKH�YDOXHV�VHQW�WR�WKH�$GG�FRQVWDQWV�
DVVRFLDWHG�ZLWK�WKH�PRG���DUUD\��(DFK�RI�WKH�WKUHH�DUUD\V�
ZHUH�LQSXW�WR�DQ�³(TXDO�WR´�ORJLF�PRGXOH�WKDW�ZRXOG�SDVV�
D�WUXH�YDOXH�����LI�WKH�DUUD\�PDWFKHV�WKH�YDOXH�RXWSXW�E\�WKH�
&KRUG�$UUD\�VZLWFK��7KH�PDMRU�DUUD\�SDVVHV�D�YDOXH�RI����
WKH�PLQRU�DUUD\�D�YDOXH�RI���DQG� WKH�GLPLQLVKHG�DUUD\�D�
YDOXH�RI����$Q�³2U´�PRGXOH�SDVVHV�WKHVH�YDOXHV�WR�D�VHULHV�
RI�VZLWFKHV�ZLWK�WKUHH�RXWSXWV�WKDW�DOORZ�WKH�FRUUHFW�VXE�
WUDFWLRQ�YDOXHV�WR�EH�VHQW�WR�WKH�PRG���DUUD\V�WKHUHE\�DG�
MXVWLQJ�WKH�³SLWFK´�WR�WKH�UHTXLUHG�FKRUGDO�FRPSRQHQW��7KLV�
DGMXVWPHQW�RQO\�DSSOLHV� WR� WKH�PRG�������DQG� ������ URZV�
VLQFH�QR�DGGLWLRQ�SURFHVV�LV�DSSOLHG�WR�WKH�PRG�������URZ���
��$�SDVVLQJ�REVHUYDWLRQ��ORJLFDO�RSHUDWLRQV�LQ�JUDSKLFDOO\�
EDVHG��KLJK�OHYHO�SURJUDPPLQJ�HQYLURQPHQWV�DUH�OHVV�GL�
UHFW�WKDQ�WKHLU�OLQH�OHYHO�FRXQWHUSDUWV��7KH�UHVXOWV�PD\�EH�
WKH�VDPH�EXW�WKH�MRXUQH\�LV�PRUH�FLUFXLWRXV��
�

�
([DPSOH����0DMRU��PLQRU�DQG�GLPLQLVKHG�FRUUHFWLRQ�FKDUW��

���68%5287,1(6�

7KH�LQLWLDO�LWHUDWLRQ�RI�WKLV�DOJRULWKP�\LHOGHG�VL[�YRLFH�KDU�
PRQ\�ZLWK�QR�UK\WKPLF�� WH[WXUDO�RU�G\QDPLF�FKDQJH��7R�
LQFUHDVH� WKH�XVHIXOQHVV�RI� WKH�SURJUDP�RXWSXW� LW�ZDV�GH�
FLGHG�WR�LQFOXGH�VXEURXWLQHV�IRU�UK\WKPLF�YDOXH�VHOHFWLRQ��
YHORFLW\�FKDQJH�XVLQJ�UDQJH�EDVHG�]RQHV�DQG�WKH�DELOLW\�WR�
YDU\�WKH�QXPEHU�RI�YRLFHV�LQ�WKH�FKRUG�WR�FUHDWH�WH[WXUDO�
YDULHW\���

����5K\WKPLF�6XEURXWLQH�

7KH�5K\WKP�6XEURXWLQH�DOORZV�IRU�WKUHH�PRGHV�RI�RSHUD�
WLRQ��5K\WKP�PD\�EH�UDQGRPO\�VHOHFWHG�LQ�WKH�0,',�UDQJH�
RI������SSTQ��SXOVHV�SHU�TXDUWHU�QRWH���RU�LW�PD\�EH�VHW�WR�
D� VLQJOH� UK\WKPLF� YDOXH� EDVHG� RQ� IURP� ������ SSTQ� ����
SSTQ �D�TXDUWHU�QRWH���$�WKLUG�PRGH�DOORZV�IRU�IRXU�RYHU�
ODSSLQJ�UK\WKPLF�UDQJHV��(DFK�DYDLODEOH�PRGH�LV�XVHU�VH�
OHFWDEOH��
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��7KH�5K\WKPLF�5DQJH�PRGH�XVHV�D�NQRE�WR�VHOHFW�EHWZHHQ�
IRXU� UK\WKPLF� UDQJHV�� 5DQJH� �� KDV� D� UDQJH� RI� �� SXOVHV�
�WKLUW\�VHFRQG�QRWH��WR����SXOVHV��HLJKWK�QRWH���5DQJH���KDV�
D�ERXQGDU\� IURP���� WR����SXOVHV� �HLJKWK�QRWH� WR�TXDUWHU�
QRWH���5DQJH���KDV�YDOXHV� IURP���� WR����SXOVHV� �TXDUWHU�
QRWH� WR�KDOI�QRWH���5DQJH��� LQFOXGHV�D�UDQJH�RI���� WR����
SXOVHV��D�GRWWHG�TXDUWHU�WR�D�GRWWHG�KDOI�QRWH����
��$�6OLGH�3RW�OHWV�D�XVHU�VHOHFW�WKH�UDQJH�YDOXH�ZKLFK�LV�RXW�
SXW�WR�D�6ZLWFK�WKDW�FKRRVHV�EHWZHHQ�WKH�6OLGH�3RW�YDOXH�
DQG�D�5DQGRP�,QWHJHU�*HQHUDWRU�WKDW�RXWSXWV�D�YDOXH�EH�
WZHHQ���DQG�����$�³)UHH�5XQ´�&ORFN�0RGXOH�SURYLGHV�D�
VWUREH�IRU�WKH�5DQGRP�,QWHJHU�*HQHUDWRU��$�VHFRQG�)UHH�
5XQ�FORFN�SURYLGHV�WKH�VWUREH�IRU�WKH�IRXU�5K\WKPLF�5DQJH�
6ZLWFKHV��$Q�$XWR�5K\WKP�%XWWRQ�LV�XVHG�WR�VHQG�WKH�GH�
VLUHG�GDWD�RXW�RI�WKH�VZLWFK��:KHQ�WKH�6ZLWFK�LV�RQ�$XWR�
5K\WKP�0RGH�LV�VHOHFWHG��0DQXDO�0RGH�LV�VHOHFWHG�ZKHQ�
WKH�VZLWFK�LV�RII��
��7KH�RXWSXW�RI�WKH�IRXU�5K\WKPLF�5DQJH�6ZLWFKHV�DUH�LQ�
SXW�WR�D�VHFRQG�6ZLWFK�ZKLFK�LV�DOVR�UHFHLYLQJ�D�5DQGRP�
,QWHJHU�LQ�D�UDQJH�IURP������$�5DQGRP�&ORFN�WULJJHUV�WKLV�
5DQGRP�,QWHJHU�JHQHUDWRU��7KH�5K\WKPLF�5DQJH�RXWSXW�LV�
GHWHUPLQHG�E\�ZKLFK�RI�WKH�IRXU�UDQJHV�DUH�VHOHFWHG�E\�WKH�
5DQGRP�,QWHJHU��6LQFH�WKH�GHVLUHG�UHVXOW�LV�D�FKRUGDO�WH[�
WXUH��DOO�VL[�YRLFHV�VKDUH�WKH�VDPH�UK\WKP��%\�VXSSO\LQJ�
WKH�XVHU�ZLWK�WKH�WKUHH�PHWKRGV�RI�VHOHFWLQJ�UK\WKP��D�ZLGH�
YDULHW\�RI�UK\WKPLF�YDOXHV�PD\�EH�XWLOL]HG��([DPSOH���LV�
VKRZQ�EHORZ��
�

�
�
([DPSOH����5K\WKP�&RQWURO�3DQHO��
�
����9HORFLW\�6XEURXWLQH�

,Q�VRPH�FLUFXPVWDQFHV�LW�LV�GHVLUDEOH�WKDW�WKH�LQGLYLGXDO��

([DPSOH����&RQWURO�3DQHO����

YRLFHV�RI�D�FKRUG�KDYH�WKH�VDPH�YHORFLW\�OHYHO��:KHQ�XVLQJ�
WKLV�DOJRULWKP�ZLWK�VDPSOHV�RI�RUFKHVWUDO�VHFWLRQV��HTXDO�
YHORFLW\�SURYLGHV�D�PRUH�KRPRJHQHRXV�VRXQG�ZKHUH�LQGL�
YLGXDO�QRWHV�GR�QRW�³SRS�RXW´�RI�WKH�FKRUGDO�WH[WXUH��2Q�
WKH�RWKHU�KDQG��ZKHQ�XVLQJ� D� VLQJOH� LQVWUXPHQW� IRU�HDFK�
FKRUG�YRLFH��YDULDWLRQ�LQ�YHORFLW\�SURGXFHV�D�PRUH�PXVLFDO��
OHVV�PDFKLQHG�UHVXOW��
���,W�ZDV�GHFLGHG�WR�SURYLGH�ERWK�DSSURDFKHV�WR�YHORFLW\�LQ�
WKLV� DOJRULWKP�� &RQVWDQW� YHORFLW\� LV� DYDLODEOH� ZLWK� HDFK�
0,',�9RLFH�PRGXOH�UHFHLYLQJ�WKH�VDPH�YHORFLW\��$�URWDU\�
NQRE� SURYLGHV� WKH� RSWLRQ� WR� VHW� WKH� YHORFLW\� YDOXH� DQ\�
ZKHUH�LQ�WKH�0,',�UDQJH����������$�VHFRQG�RSWLRQ��SUR�
YLGHG�E\�DQ�2Q�2II�6ZLWFK�DOORZV�IRU�WKH�GLIIHUHQW�YHORFL�
WLHV�IRU�HDFK�YRLFH��7KLV�LV�DFFRPSOLVKHG�ZLWK�D�5DQGRP�
,QWHJHU�*HQHUDWRU�WKDW�KDV�VL[�RXWSXWV��$�UDQGRP�LQWHJHU�LV�
JHQHUDWHG� LQ� D� UDQJH� IURP� ��������ZKLFK� LV� RXWSXW� WR� D�
EDQN�RI�VL[�6ZLWFKHV�WKDW��LQ�WXUQ��RXWSXW�YHORFLW\�YDOXHV�WR�
WKH�0,',�9RLFH�PRGXOHV��

����7H[WXUH�6XEURXWLQH�

7KH�VDPH�DSSURDFK�ZDV�DSSOLHG�WR�WKH�WH[WXUDO�FRPSRQHQW�
RI�WKH�DOJRULWKP��:KLOH�LW�LV�SRVVLEOH�WR�JHQHUDWH�D�FRQVWDQW�
VL[�YRLFH�WH[WXUH��WKH�PXVLFDO�UHDOLW\�LV�WKDW�WKLV�WH[WXDO�LQ�
YDULDQFH� EHFRPHV� WLUHVRPH� UDWKHU� TXLFNO\��$�PHWKRG� WR�
FUHDWH�WH[WXUDO�YDULDQFH�ZDV�GHYLVHG�XVLQJ�D�6ZLWFK�0RG�
XOH���
��$�5DQGRP�,QWHJHU�*HQHUDWRU�RXWSXWV�D�YDOXH�RI���RU����
7KLV�RXWSXW�LV�VHQW�WR�D�'LVWULEXWH�0RGXOH��7KH�6HOHFW�LQSXW�
RI� WKH�'LVWULEXWRU� LV� VHQW� DQRWKHU�5DQGRP�,QWHJHU� LQ� WKH�
UDQJH�RI������7KH�'LVWULEXWH�0RGXOH�KDV�VL[�RXWSXWV�DQG�
WKH\�DUH�VHQW�WR�D�EDQN�RI�6ZLWFKHV�WKDW�RXWSXW���RU���WR�WKH�
3OD\�LQSXW�RI�WKH�0,',�9RLFH�0RGXOH��7KH�UHVXOW�LV�D�YDU�
LDEOH�WH[WXUH�UDQJLQJ�IURP�RQH�WR�VL[�YRLFHV��

����$GGLWLRQDO�&RQWUROV�

3DQQLQJ�DQG�9ROXPH�&RQWUROV� DUH� LQFOXGHG� LQ� WKLV� DOJR�
ULWKP�VR�WKDW�WKH�0,',�LQIRUPDWLRQ�FRQFHUQLQJ�WKHVH�WZR�
SDUDPHWHUV�DUH�WUDQVPLWWHG�IURP�WKH�KRVW�SURJUDP��:KHQ�
LQLWLDOO\�OLVWHQLQJ�WR�JHQHUDWHG�PDWHULDO�LW�LV�PXFK�FOHDUHU�
ZKHQ�SDQQLQJ� LV� DSSOLHG� WR� WKH�YRLFHV��9ROXPH�FRQWUROV�
SURYLGHV�IRU�WKH�PDWFKLQJ�RI�YROXPH�OHYHOV�IRU�WKH�LQGLYLG�
XDO�DQG�GLVSDUDWH�OHYHOV�RI�YDULRXV�VDPSOH�LQVWUXPHQWV��,Q�
GLYLGXDO�FRQWUROV�IRU�SDQQLQJ�SRVLWLRQ�DQG�0,',�YROXPH�
DUH�LQFOXGHG�RQ�WKH�&RQWURO�3DQHO�DQG�DUH�XVHU�FRQWUROOHG��
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���&21&/86,216�
7KH�DOJRULWKP�SUHVHQWHG�KHUH�VXFFHVVIXOO\�JHQHUDWHV�KDU�
PRQLHV� RI� ERWK� WHUWLDQ� DQG�QRQ�WHUWLDQ� FRQVWUXFWLRQ��7KH�
DGGLWLRQ�RI�XVHU�VHOHFWDEOH�FRQWUROV�DOORZV�IRU�WKH�SODQQLQJ�
RI� D�KDUPRQLF�SURJUHVVLRQ�DQG� WKH� LQSXWWLQJ�RI� DQ\�KDU�
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WLQHV� IRU� UK\WKPLF�JHQHUDWLRQ��YHORFLW\�DQG� WH[WXUDO�YDUL�
DQFH�DGG�WR�WKH�PXVLFDOLW\�RI�WKH�SURJUDP�RXWSXW��7KH�LQ�
FOXVLRQ�RI�UDQGRPL]DWLRQ�JLYHV�WKH�XVHU�DGGLWLRQDO�FRQWUROV�
LQ�WKH�DUHDV�RI�SURJUHVVLRQ��DUUD\�FKRLFH���UK\WKPLF�YDOXHV��
YHORFLW\�DQG�WH[WXUH��
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FDQ�EH�URXWHG�WR�DQ\�'$:�SURJUDP��PDNHV�ERWK�UHFRUGLQJ�
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Far from being the passive recipients of our cognitive
functions, algorithms exhibit an active agency which can
be witnessed in many situations. Acknowledging algo-
rithms with agency has profound aesthetic consequences in
artistic practice. Apart from a few current research in com-
puter music, e.g. the Algorithms That Matter project [7],
implications of this different understanding are not yet un-
derstood and need to be further investigated and explored.
What is the generative potential of algorithms in computer
music? What is the peculiar altered access they provide to
sonic reality? How do they actively shape and remediate
our understanding of music? Which new modes of percep-
tion, interaction and composition do they afford? These
questions drove the research process we present in this pa-
per, whose main sections are structured as follows: Section
2 provides a survey of the concept of algorithmic agency.
Section 3 describes the process of development of Else, a
software artifact whose development was driven by an aes-
thetic exploration of the dynamics implied in algorithmic
agency. In Section 4 we try to summarize different threads
that this artistic process revealed.

2. ALGORITHMIC AGENCY

In this section we try to clarify our understanding of the
concept of algorithmic agency and possible ways to ex-
plore it. We relate the term to the performative dimension
of algorithms, to their potential of shaping and remediating
the practice of computer music. Departing from a subjec-
tive analysis of the influence exerted by the algorithmic
medium on compositional activity and its artifacts we it-
eratively adapted and deviated our practice, tracing a path
that investigates and questions the peculiarities of compos-
ing music with computers.

In order to achieve this tight intertwinement between artist
and algorithm, we adopted an ecological perspective that
tries to counterbalance the more functional approach, that
treats computation as a mean to achieve a pre determined
result, prioritizing the composer’s will over its implemen-
tation. A key point in our understanding is the idea that
these elements - the aesthetic desire and its realization -
are not intended as divided and sequentially or function-
ally connected: they are rather interdependent mechanisms
that actively interact and adapt each other, at the same time
defining the artistic process and its development.

This approach led to an abstract form of sound synthe-
sis, one which is not derived by a super-ordinated model
but rather evolves accordingly to subjective compositional
ideas of sound and musical organization. It may be under-
stood as a form of compositionally motivated sound syn-

thesis [3] or, as defined by Holtzman, as a non-standard
synthesis method that ”given a set of instructions, relates
them one to another in terms of a system which makes no
reference to some super-ordinated model, [...] and the re-
lationships formed are themselves the description of the
sound [10]”. The term non-standard is used in opposition
to the standard synthesis methods, which are traditionally
formulated after physical, acoustical of psychoacoustical
phenomena and evaluated on the basis of their intended
perceptual appearance. From the non-standard standpoint

sound is rather understood in terms of the process that con-
structs it, and ”the computer acts as a sound-generating in-
strument sui generis, not imitating mechanical instruments
or theoretical acoustic models [5]”.

Our intuition is that this approach facilitates an ecological
relation between artist and algorithm, fostering an investi-
gation into algorithmic agency and the dynamics of com-
puter music practice. In order to have a better look at these
themes a profound engagement is required, which cannot
be achieved by separating the composer from his or her
processes. We rather think that algorithmic agency is to be
found at their intersection, and that it could be better un-
derstood through a meticulous examination of the network
of interdependencies that develops out of this relation.

The survey of these themes and their actual implementa-
tion led to the development of Else. Many themes emerged
along the path of its development, and the next sections
attempt a retrospective description of the decisions which
were taken, together with their practical and conceptual
implications.

3. ELSE

Else is the arriving point of a process of iterative reformula-
tion of a SuperCollider patch, whose algorithm evolved ac-
cording to the new aesthetic directions and desires emerg-
ing out of the direct interaction with the program and its
sound outcomes. Starting from a quite traditional instru-
ment based on frequency modulation synthesis, else went
through diverse development stages: at first it followed
a path of incremental complication, passing through the
introduction of recursive feedback processes, eventually
coming to an iterative unpacking and reformulation of its
same structure, following a reductive approach. For sake of
clarity, these different steps are here presented as distinct
and sequential, even though in the actual praxis they were
sometimes combined or alternated. Nevertheless, all the
strategies described in this section shared a common aes-
thetic and compositional aim, that of expanding the gener-
ative capabilities of the system itself, looking for a way of
describing an algorithmic process whose sound outcomes
could escape its same formulation.

3.1 Original Patch

The original patch was first employed in the context of an
improv electroacoustic duo - viola and laptop - and its de-
sign was based on a spectral approach to digital synthe-
sis for the rapid prototyping of diverse timbres. It was
essentially composed of four synthesis units all sharing
the same design, each of which was operating in a dif-
ferent frequency range of the audible spectrum (low, mid-
low, mid-high, high). Each unit comprised three modules,
or sub-units: a synthesis component, consisting of a Su-
perCollider Ugen called FM7, essentially emulating the
Yamaha DX7 synthesiser - six sinusoidal oscillators could
be freely combined to create nested frequency modulation
structures; an effect module, mainly composed of different
reverbs and compressors, and an EQ module at the tail of
the synth graph completed the instrument structure.
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3.2 Complication

Although this design favored the quick sketch of differ-
ent timbres, these were mostly static and the patch was
not capable of generating much variety. A first strategy
to contrast this lack of temporal variation was to introduce
modulating signals, especially to alter the equilibrium of
the FM7 plugin. The behaviour of this unit is described by
defining two matrices, in the exact same way one would do
on a real Yamaha DX7: the first one controls the frequency,
phase and amplitude of each of the six oscillators, the sec-
ond the amount of modulation each oscillator’s output has
on another oscillator’s phase. These matrices are usually
filled up with static variables, especially when trying to
emulate the DX7 sonorities. By adding a further modula-
tion layer on top of these values the patch gradually began
to generate more dynamic timbres, with the time-varying
modulation indexes modifying the harmonic content and
the broadness of the spectrum.

This approach was extended to other parts of the algo-
rithm, especially compressors and filters, by iteratively adding
new components - mainly sine, square and saw modulators
- on top of the pre-existing ones. The result was a compli-
cated network of intermodulations, counting a large num-
ber of SuperCollider UGens arranged in a nested structure.
Nevertheless, it was possible to minutely sculpt the overall
sound by directly addressing the individual components:
many fine-tuning adjustments were viable and the overall
program was well controllable in an instrumental fashion.
This relatively large digital instrument turned well suitable
in the context of the duo both when rehearsing and playing,
where it was necessary to have a synthesis patch that could
be played through a linear and responsive interaction.

3.3 Otherness

In parallel to this duo scenario, the desire emerged to trans-
pose the instrument in a live-electronics solo setting. Some
minor changes were made for it to be played through a midi
box, using faders and knobs to improvise by modifying
different parameters of the patch. Upon some first experi-
ments, it was evident that something was missing: the way
the instrument was conceived proved to be insufficient to
fill the gap created by the absence of the second musician.
Indeed, the lack of this other external, unpredictable stim-
ulus to confront with unraveled some characteristics of the
instrument itself, which previously went unnoticed. The
excess of controls available and the rigid hierarchical con-
figuration of modulators were favoring a stiff relationship
with the algorithm: the interaction was linear and the result
easy to predict, transforming the act of playing in a mere
execution, which had to be planned ahead because of the
amount of actions needed to produce meaningful temporal
developments.

At this point a radical change was needed, and a new
question emerged: how could such system be modified in
order to regain this crucial presence of otherness? Which
dynamics had to be altered to confront again with an unpre-
dictable situation, with something able to create surprise,
something which could enable different types of - unex-
pected - engagements?

The reaction was that of further complicating the patch,
expanding its functionalities through the reiterated addi-
tion of UGens, hoping that an extreme complication could
reproduce this sense of surprise by making the overall dy-
namics of the system more obscure. Soon this process
turned in a tedious, endless search for the perfect cover-
age of the algorithm itself. But actually, the program was
just getting bulkier, more devised and more rigid.

3.4 Feedback

We understood that a different kind of algorithmic inter-
vention was needed, something that could radically alter
the internal dynamics of the patch. Upon noting that the
rigidity we were experiencing could be attributed to the
hierarchical structure of the program, we decided to aban-
don the complication strategy based on nested modulation.
We introduced internal feedback in the patch, achieving a
circular organisation in which the output of each compo-
nent could influence the state of any other. By working
at the level of the relationships between the elements of
the algorithm the system slowly began to behave differ-
ently, producing more unpredictable results. Because of
the feedback, the interactions happening between the dif-
ferent components were no more linear: sudden and larger
changes could now happen between each cycle.

This non linearity was also reflected at the level of the in-
teraction with the algorithm. If the consequence of modi-
fying a parameter was previously easy to predict, this same
action could now lead to surprising, unexpected results.
Due to to this new organisation, the patch began to loose its
functional, instrumental character, slowly drifting towards
a more independent system that could partially evoke this
sense of otherness we were after.

3.5 Identity

But how could this sense of otherness be pushed forward?
All these sudden changes happening in the system, all the
extreme jumps between different sounds were still taking
place within the boundary of a well defined timbral space.
It was virtually impossible to cross this boundary, to ex-

ceed the space of possibilities defined by the rigid combi-
nation of the UGens that composed the system. This pre-
cise border, this line that marked what could happen and
what could not, lend a strong sense of identity to the al-
gorithm. This emerging identity corresponded to the pro-
jection of our aesthetic decisions at the time of compos-
ing the system. By deciding which UGens could be part
of the algorithm and which couldn’t we were constructing
a well defined space of possibilities, a virtual border be-
tween the system and everything else. This projection of
our aesthetic beliefs, this imposed identity was somehow
contrasting with our search for the otherness. Since we
found a way to model the interactions between the compo-
nents so that these could escape our projections, could this
be done also at the level of the components themselves?
Is it possible to model an algorithmic system capable of
generating its own components? How can an algorithm
produce its own identity?
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3.6 Subtraction

These are obviously utopian questions, even though related
problems are addressed by some branches of computer sci-
ence such as evolutionary [11] or autopoietic computing
[12, 13]. Still we know that algorithms need to be written
in the form of ”well defined set of instructions”. Never-
theless in the realm of sound algorithms we can investi-
gate the concept of identity from other, more tangential,
perspectives. It’s not unusual for a synthesis patch to have
some components showing a stronger influence than others
on the type of sounds which are produced. We may say:
”Sounds like granular synthesis” or ”This sound is quite
FMish” to describe processes which are often more com-
plex: the elements we individuate are usually part of larger
synthesis systems. Nevertheless our attention is drawn to
specific components which, depending on the organiza-
tion of the algorithm, happen to have perceptual predomi-
nance, strongly influencing the sound identity of an algo-
rithm. For example, we noticed that in our patch some ef-
fect units like reverbs or filters were leaving a clear trace of
their function on the overall timbre, shadowing part of the
dynamics of the overall system. We thus decided to sub-
tract these components from the algorithm, and to continue
working exclusively on the synthesis using basic sound
generators.

3.7 Specificity

Trying to further dig in the issue of the identity of the al-
gorithm, we started questioning which specific dynamics
brought the patch to its actual form: how did we get to this
exact set of UGens we were using? As said before, this cor-
responded to the projection of reiterated aesthetic decisions
in the form of a sound algorithm, in which each new addi-
tion or alteration of the graph structure emerged out of the
process of experimentation with the system. Every change
represented an attempt to modify the patch so as to steer its
output towards a particular sound result we were imagin-
ing. This practice was mainly happening through the ma-
nipulation of SuperCollider Ugens: high-level sound ob-
jects - like the FM7 plugin or different kinds of oscillators
- having a specific behavior, which could thus convey a
specific aesthetic intention. We had the feeling that these
aesthetic intentions played a major role in constructing the
identity of the patch, thus we decided to try to experi-
ment with this particular aspect of sound synthesis com-
position: if the usage of high level, specific operators was
the medium through which we could express our desires in
the realm of sound synthesis, why don’t we try to recon-
sider this same system, reformulating it by using other less
specific operators? We thought this would be an effective
strategy in preserving the overall aesthetic direction of the
algorithm, while at the same time trying to counter balance
the importance of our personal desires in the dynamics that
contributed to shape its identity. Through this act of refor-
mulation our intentions would be partially shadowed, po-
tentially originating a different kind of algorithm, whose
identity would be less dependent on our imposed desires
and more emergent out of the actual praxis of reformula-
tion.

3.8 Unpacking

We began by individuating specific parts of the algorithm:
small mechanisms composed of high level UGens which
together fulfilled a well defined function within the overall
structure of the program. We then proceed in unpacking

these functionalities to gain an access to processes which
were previously encapsulated in a pre-given relationship.
Such mechanisms were then reformulated by means of lower-
level operators, making the original process available to
a recomposition and a reconnection. Less specific aggre-
gates of objects were thus created, expanding the space of
possible results and transgressing the borders of their orig-
inal function.

It is useful to present a practical example of unpacking
and reformulation. One subsystem we individuated was
composed of two SuperCollider UGens: a zero crossing
detector and a sine oscillator. This compound had the pur-
pose of analyzing an internal signal and generate a sinu-
soidal waveform that would then modulate other compo-
nents of the patch. The frequency of this sinusoid was
directly derived by the pitch estimation performed by the
zero crossing.

i_out:0
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ZeroCrossing  
 

SinOsc  0
 

Figure 1. Mechanism before reformulation.

The unit was reformulated using a BufWr and BufRd ob-
ject operating on a shared audio buffer - Figure 2. These
components respectively write and read data in and from
the buffer, at a specific index which is provided externally
(usually by a phasor). The BufWr is used to create a ring
buffer: an input phasor (1) iterates from 0 to buffer lenght.
The BufRd behavior is dependent on the sign of the in-
put: every time the signal crosses the zero, jumping from
a negative to positive value, the actual index of the writing
phasor is sampled (2). This index represents the end of the
ramp of another reading phasor (4), whose start value is
the index sampled at the previous cycle (3). The remain-
ing code concerns the wrap around function for the reading
phasor - actually, two parallel reading phasors are used to
implement the wrap around function.

This reformulation is a good example of how to exploit
some elements which are already present in the signal path
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in order to approximate a specific functionality, while at
the same time expanding the possible outcomes of a spe-
cific mechanism. Before its reformulation, the original
subunit could only generate a very specific kind of result: a
sinusoidal signal. This was due to the use of a specialized
UGen like SinOsc, which generates a new signal accord-
ing to a sinusoidal function. In reformulating the whole
process we used signals which were already present in the
algorithm and we removed this specialized operator, thus
subtracting its highly specific output which was constrain-
ing the possible outcomes of the mechanism exclusively to
a sine wave. The new reformulated unit is capable of ap-
proximating a sine wave under specific circumstances - es-
pecially at higher frequencies, see Figure 3, but it can also
produce other less specific types of waveforms. This could
be understood as an expansion of the space of possible re-
sults of the overall mechanism: in this new configuration,
the sine wave is a possibility rather than a certainity.

Figure 3. Comparison of the mechanism results before and
after reconfiguration. 1st waveform: input signal. 2nd
waveform: output after reconfiguration. 3rd waveform:
output before reconfiguration.

This type of reformulation aimed at preserving some spe-
cific aspects of the output signal of the original unit - its
amplitude and frequency - while exceeding its sinusoidal
function. The choice of which features are to be main-
tained and which others can be approximated - or disre-
garded - is a compositional one. It involves a re-interpretation
of the orginal algorithm, evaluating which aspects are im-
portant for the ecology of the overall process, with respect
to the overall aesthetic direction. The other features - the
”non-fundamental ones” - are then open to experimenta-
tion, leading to exploring the generative potential of the
process of reformulation. The new sub-system is capable
of producing a greater variety of output timbres while be-
ing constructed out of simpler building blocks that are now
exposed to possible reconfigurations rather than being se-
cluded in a black box.

3.9 Orders of Magnitude

The method of unpacking is in itself a means to investigate
the different orders of magnitude one can consider when
conceiving a sound synthesis algorithm. It allows us to

look at these processes from other angles, stimulating a re-
flection on the personal representations we use when com-
posing sounds. For example, we commonly understand the
ZeroCrossing as an analysis tool: it outputs a certain fre-
quency according to the rate of change of the signal from
negative to positive. Thus, we will tend to use this unit in
specific contexts where such representation is meaningful
or useful. When unpacking and reformulating the mech-
anism composed of the ZeroCrossing and the SinOsc, the
sign detection that was previously encapsulated inside the
analysis Ugen became part of a new compound, contribut-
ing to the creation of a real-time sampler. This sampler is
no more related to the frequency representation which is
fundamental to the ZeroCrossing Ugen: the Hertz measure
in itself is no more useful at all. The zero crossing detec-
tion, which we previously considered only as an analysis
tool, suddenly transformed itself in a trigger element of the
new sampler.

Nevertheless, as we have seen in the previous subsection,
the output of the new mechanism shares many similarities
with the one of the old compound. This mechanism re-
sulted out of the process of unpacking and reformulation:
it was formulated by analyzing the old compound at dif-
ferent levels. By considering the mechanism as an whole
and at the same time looking at its internal components we
could create a new object, that was emergent out of the
encounter between these two orders of magnitude. We be-
lieve we wouldn’t have reached such configuration if we
had considered exclusively the high level representation of
the mechanism, or if we had used the sign operator without
a reference to the ZeroCrossing Ugen.

We employed this method of reformulation to match many
mechanisms of the system. Hence, signals have been com-
bined by means of lower-level operations, like addition or
multiplication. This process of replacement was conducted
following a ”trial and error” methodology, where each op-
eration had to be empirically evaluated before being even-
tually inserted in the system. This strategy allowed us to
directly engage with the sound identity of the algorithm
and with our past aesthetic choices: the trajectory we fol-
lowed was that of expanding or modifying such identity
in a direction that could be less dependent on our desires,
an identity that could emerge out of the actual process of
reformulation.

3.10 Reduction

At first, these reformulations caused an increase in the num-
ber of elements in the implementation of the synthesis pro-
cess, as it is clear when comparing Figure 1 and Figure
2. Since many of those elements appeared as redundant
in the system, they could easily be reduced by condens-
ing more into one. But this process of reduction took an
even more radical form. By combining other signals al-
ready present in the system, and exploiting feedback as a
source of sound material, even more reduced formulations
of the system could be developed. This reduction was an
iterative process, in which, in subsequent steps of conden-
sation, the whole system was observed. This means that
at this point, no single element of this synthesis algorithm
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was considered separately from the whole ecosystem of in-
terconnections it was part of. Each cycle of experimenta-
tion produced a reduction of a portion of the system, while
preserving its overall behavior.

Thanks to this movement toward abstraction both with
respect to its components and the relationships between
them, the new algorithm had a more obscure identity, pro-
ducing unpredictable results that contributed in evoking
that sense of otherness we were after. This system exhib-
ited different performative qualities, therefore demanding
for a shift in the way of encountering it. A more inter-
active relationship was sought that would also enable an
explorative rather than instrumental attitude.

But at this point an even more fundamental shift hap-
pened: indeed, we began to look at the process of reformu-
lation from a different perspective. If we were previously
focused on reformulating specific behaviors while trying
to maintain a specific aesthetic output, our interest gradu-
ally turned towards the exploration of the new possibilities
such method unfolds.

A dedicated GUI was then developed that allowed to rapidly
experiment different combinations of signals and internal
feedback paths by using a visual matrix in combination
with an external midi controller. This setup allowed to
experiment with the tight interrelations that define the dy-
namics of the system, making those immediately perceiv-
able through the variations induced in the sound behavior.

4. THREADS

We might pull out of the experimental process some thread
which we think are relevant for their aesthetic and artistic
implications. Some of them are collected in this section.

4.1 Complexity and Possibilities

At first the development of Else was mainly guided by the
desire of expanding the generative capabilities of a synthe-
sis algorithm. A possible way to achieve this expansion is
by complicating the system - as described in Section 3.2
- in order to produce a greater variety in its sound results.
Through an aesthetic engagement with this kind of process,
this method proved to lead to a type of expansion that was
qualitatively different from what we intended: we were
certainly expanding the sonic capabilities of the system,
but still these remained confined in a predictable space of
possibilities. In other words, the sound results produced by
complicating the system could still be easily inferable from
the process which generated them, leaving little space for
the unintended.

Thus we had to reconsider and redefine what kind of ex-

pansion we were searching for, and how to reach it. We un-
derstood that we searched for an algorithmic process that
should have been capable of generating a space of possibil-
ities which is not contained, nor intended in its formulation
or implementation. A process that would possess a kind of
excess with respect to its writing: we called this quality
complexity. To reach this quality, in our experimentation
we took the path of iterative unpacking and reformulation
(as described in Section 3.8 and Section 3.10), that we had

the intuition could lead to a radically opposite direction
than complication.

4.2 Imperfections and Approximations

A side-effect of this iterative process of reformulation was
the introduction of approximations, and therefore slight
imperfections and undefined deviations from its initial be-
havior. Even though these approximations sometimes led
to a faulty reconstruction of the original unit, nevertheless
they were accepted as being part of the process of reformu-
lation and abandoning of an instrumental approach to algo-
rithms. These deviations can indeed be understood as gen-
erative material, and their unintended consequences have a
main contribution in increasing the complexity of the sys-
tem, thus unfolding its potential of exceeding the bound-
aries of our previous functional approach. Moreover, the
removal of specific units could be intended as a reduction
of the amount of expectations and intentions contained in
the formulation of the system. A direct consequence of
this reduction is the generation of aesthetics results which
are not intended at the moment of composing the process,
nor implicit in the actual code that represents it. This ex-
cess which is produced by the algorithmic process causes
a shift of the space of possibilities of the system towards
the unintended and unpredictable.

4.3 Algorithmic Experimentation

For the sake of clarity, the description of the experimen-
tal process was divided into six main cycles (Section 3.1,
3.2, 3.4, 3.6, 3.8, 3.10). It is important to point out that
each of these was composed of many sub-iterations, where
every algorithmic intervention was informed by the aes-
thetic result of the previous one. Searching for a form
of agency in the algorithmic, we had to proceed step-by-
step, evaluating every single change before proceeding to
the next. This type of exploration requires a constant and
critical involvement in the material practice of composing
with algorithms, in the subjective and empirical effort of
establishing an alternative mode of relating to the algorith-
mic medium. We call this iterative experimental process
algorithmic experimentation.

4.4 Method of Reformulation

We adopted the method of reformulation as a specific form
of algorithmic experimentation that, by focusing on re-
moval rather than expansion, forces the composer to reflect
on his manual, subjective activity, while at the same time
experimenting with the generative potential of algorithms
in computer music. This reformulation coincides with the
condensation of algorithmic material in favor of creating
a less specific system: pre-given algorithmic objects (SC
Ugens) which have a specific behavior are unpacked and
then rewritten in an approximated version, in terms of new
relations between less specific objects already present in
the algorithm.

This corresponds to the removal of a specific aesthetic
intention which was embodied in that particular behavior.
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By subtracting this intention we thus obtain a more bal-
anced distribution of the agencies involved in our relation-
ship with the algorithm. We remove part of our aesthetic
wishes in order to make space for something else to hap-
pen. This else is not pre determined, and cannot be imag-
ined, nor it can exist prior to the direct engagement of the
artist with his means of expression. This produces a shift
from a functional conception of algorithms to a generative
one, where the artist is not an external inventor that acts
over materials, but rather an adaptive agent that constantly
modifies his desires, methods, aesthetics and artistic vision
in the process of directly engaging with the dynamics that
underpin artistic activity.

4.5 Productive Engagement

By putting himself in this position, the artist is forced to
enter new ways of relating to his materials. A potential
effect of this new relation is the production of an alterna-
tive aesthetic language, a deviation from existing conven-
tions, beliefs and vocabularies. This deviation resonates
with Brün’s concept of anticommunication, which ”is an
attempt to say something through a channel which is not
yet available, not yet established”. Brün writes: ”commu-
nication uses the order and the law that is meant to be rec-
ognized by the receiver as the receiver’s own; anticommu-
nication creates the order and the law that is meant to be
discovered by the receiver for the first time” [1]. Here Brün
refers to the receiver as the ultimate recipient of the art-
work, but the concept could here be extended to the artist
himself that, in his attempt of eschewing his own approach,
ends up discovering new ways of relating to his materials
that are not grounded in established norms, and new ways
of saying something out of this relation.

4.6 Non-standard approach

In many musical contexts predictability and control are de-
sirable, and that’s where the functional side of algorithms
and computers is really effective. Nevertheless, we think
that the functional usage of computers and algorithms pre-
vents the unfolding of their active agency. More precisely,
our intuition is that an unbalance between aesthetic inten-
tions and their algorithmic representation might hinder the
emergence of the potential effects inherent in the interac-
tion between artist and alogorithm. These effects can only
unfold if there is an equilibrium in this relationship and
the research process we present here tries to find ways of
balancing the weight and dynamics in the compositional
ecosystem. The direction we followed was indeed the re-
duction or even the abandoning of the control implied in
the functional approach, therefore searching for alternative
accesses to the space of algorithms and leaving room for
unintended and unexpected implications.

4.7 Recursion

In this type of approach, a crucial role is played by the re-
cursive cycles of evaluation, modification and re-adaptation
of the patch. Since the synthesis target is not defined a pri-

ori, a constant iterative engagement is required in which

each change has to be aesthetically evaluated before pro-
ceeding to the next one. A tight feedback between the al-
gorithm and the artist is thus established, and the resulting
aesthetic artifact is emergent out of this particular interac-
tion. This kind of recursion is characteristic of the algorith-
mic medium, since software developing is not an unidirec-
tional activity: it is always possible to go back to a previous
state, modify some parts or radically transform the whole
program. The algorithmic medium is a malleable one, and
an algorithm is always available to a recomposition and re-
configuration.

4.8 Threshold of agency

It is interesting to observe how the active engagement in
the material practice of experimentation not only fostered
novelty in the resulting sonorities, but also induced a shift
in terms of new aesthetic desires and modes of relating
to the algorithmic medium. These emergent changes can
only be tracked back trough a retrospective examination of
the overall artistic process, but nonetheless they suggest an
active agency of both the medium and process in shaping
artistic activity.

Significant shifts were described for example in Section
3.3 and 3.5, when the direct engagement with the algorith-
mic process actively modified our artistic intentions. At
first, actions and methodology were driven by aesthetic ex-
pectations and, for a long time, best efforts were made in
preserving those sound outcomes which were originally in-
tended, while at the same time slowly enlarging the space
of possible results. But, at a specific moment (see Sec-
tion 3.10, this relationship radically changed: rather than
focusing on maintaining a specific sound quality, it be-
came more interesting to explore those possibilities that
were emerging out of the process of reformulation. That
moment was precisely when the algorithmic process began
to retroact, altering intentions and methods and modifying
the relationship between the computer, the composer and
the process itself.

This shift was not previously intended, and emerged out
of the process of direct engagement.

4.9 Interaction

We have further experienced that the agency we where
searching for doesn’t just reside in Else or in its generative
potential. It is rather to be found in the tight interdepen-
dency of all the different actors involved: indeed the actual
agency originates from the interaction of those actors, an
agency that retroacts on all different levels of the composi-
tional process.

5. CONCLUSIONS AND OUTLOOK

This article presented an experimental approach in com-
puter music practice that investigates the implications of
the agencies involved in composing and performing music
with algorithms. We proposed an ecological perspective
that understands these agencies as interdependent mecha-
nisms that actively define the artistic process and we de-
scribed an experimental method through which we artisti-
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cally investigated these interconnections. We introduced a
method of reformulation as a particular form of algorith-
mic experimentation that we adopted to balance the agen-
cies involved in composing digital synthesis algorithms.
This experimentation led to the development of Else, a
generative system intended for composition, performance
and improvisation, whose peculiarity is that its sound out-
comes are not implied not intended in its algorithmic for-
mulation.

In future research we would like to pursue the method of
reduction, described in Section 3.10, in order to better un-
derstand its implications. Even if at present the system has
already an extremely condensed form, by pushing this pro-
cess further we would like to address questions like: what’s
could be an incompressible algorithmic agent? What is the
most basic algorithmic process that exhibits agency? We
speculate that continuing this direction a second emergent
threshold will crossed, in which the system switches back
to an instrumental dimension. Could this coincide with the
limit of the minimal complexity needed for agency?

We think that, when focusing on the idea of agency, the
perspective on artistic practice that opens up is not one of a
linear activity that develops after an idea that is conceived
a priori. It is rather an open process that self-determines
itself out of the entanglements and interconnections of the
forces involved in its definition. We believe that pursu-
ing these questions, especially with the method of artistic
research, could contribute to new critical insights for com-
puter music.
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Figure 2. Mechanism after reformulation.
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ABSTRACT 

Soundwriter is a real-time emotion detection system imple-
mented in MATLAB that takes a spoken story and analyzes 
its emotional dimensions via two primary processes: 1) se-
mantic analysis and 2) prosodic analysis. The former pro-
cess classifies emotions by labeling either an incoming 
stream of detected words or previously typewritten sen-
tences on three emotional dimensions—arousal, valence, 
and dominance—while the latter process gathers emo-
tional qualities by analyzing low-level audio features of a 
speaker’s voice, such as global F0 (pitch contour), speech 
rate, and intensity (loudness). In this paper, we demon-
strate a creative application using Max/MSP, where 
Soundwriter dictates the behavior of the music generation 
algorithm built in Max/MSP for live performance applica-
tions. In particular, we target children as the primary au-
dience and explore ways in which Soundwriter can rein-
force the traditional experience of oral storytelling 
through the lens of child development. Simultaneously, we 
introduce an interactive scoring system that stimulates a 
new way of composing music and enables composers to 
transform poems into interactive music notations.  

Keywords 

Poetry and Music, Max/MSP, Generative Audio, Real-
Time Notation, Child Development 

1. INTRODUCTION 

1.1 A Brief Introduction to Soundwriter 

Soundwriter is developed with the goal of enriching the 
oral storytelling experience. While there have been a few 
attempts to create an offline automated scoring system for 
audio stories, nearly none have investigated a real-time 
system that is able to classify emotions on both semantic 
and prosodic features of a narrated story, let alone dynam-
ically generating original music that is catered to the 
story’s detected emotions. Upon this notion, Soundwriter 
implements a real-time hybrid system in which the emo-
tional state of a given story is analyzed from its lexical and 
auditory features. The lexical features of the story is ana-
lyzed based on the Affective Norms for English Words da-
tabase [1] where emotionally salient words are given rat-
ings on their arousal, valence, and dominance.  
 

The auditory features are analyzed via the detection the 
emotionally charged prosodic features of the reader’s 
voice such as pitch contour, speech rate, and intensity. 
These two analyses together influence the final classifica-
tion of the story’s emotional state. To do this, Soundwriter 
implements a real-time speech recognition system via ma-
chine learning using convolutional neural networks (CNN) 
as well as a low-level audio feature detection system. 
  Soundwriter is part of the ongoing project called 
Bookscape—a project that aims to augment the traditional 
book-reading experience as a whole by employing ma-
chine learning techniques via music information retrieval 
methods and a soundscape synthesis system. Further de-
tails will be published in future publications. 

1.2 Children’s Literature and Child Development 

The practice of oral storytelling has long been common-
place among families and schools to entertain and educate 
children. By taking advantage of this tradition, where chil-
dren’s stories are narrated expressively and often comprise 
of clear transitions and a wide range of emotions [2], chil-
dren’s literature was an appropriate subject through which 
to demonstrate Soundwriter’s potential. For this demon-
strative work, Muniz constructed the poem “A Naughty 
Bug Strolls…” in pursuit of optimizing children’s enjoy-
ment as well as showcasing Soundwriter’s ability to gen-
erate musical accompaniment according to the emotional 
state of the poem. We have constructed an immersive piece 
as a proof-of-concept where the poem and music co-exist 
to deliver cohesive emotional changes.  

2. RELATED WORKS 

2.1 Algorithmic Composition Based on Film Scripts 

Kirke and Miranda’s system, TRAC, attempts to automati-
cally analyze film scripts and generate notated “musical 
sketches” in order to accelerate the compositional process 
of a film composer under time pressure. This analyzation 
process entails stemming script text (removing suffixes) as 
well as removing stop words such as conjunctions. The 
script is then scouted for emotionally salient words (on a 
character-by-character, section-by-section, or entire script 
basis) which are ascribed emotion ratings based on the 
ANEW database. The emotional ratings of the selected seg-
ment are then linked to musical ideas according to the “af-
fective composition rules” which attempt to communicate 
the detected emotion ratings via musical expressions. For 
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instance, low dominance ratings correspond to low tempo 
in the music. Through this process, musical phrases are de-
rived, eventually forming sections of music which provide 
the composer with a musical sketch to work off of [3].  

2.2 Children’s Perception of Emotions from Auditory 
Cues 

From a child development perspective, [4] indicates that it 
takes more time for children to learn how to decipher emo-
tions from prosodic expressions and musical expressions 
(rhythm and harmony) compared to other stimuli. By the 
age of 11, children are able to detect emotions from facial 
expressions as well as adults can, but their ability to decode 
emotions embedded within prosodic and musical expres-
sions continues to emerge past this age. The study also re-
veals that these abilities emerge in conjunction with one 
another during a child’s sound cognition development. The 
proposed system attempts to explore a new medium of en-
tertainment for children, whereby prosodic and musical 
expressions come together to inform emotional changes 
alongside semantic cues from the story itself. In short, we 
hope to cultivate children’s sound cognition skill to infer 
emotions by offering an emotive experience through the 
interweaving of three stimuli: 1) semantic meanings, 2) 
prosodic expressions, and 3) musical expressions.  

2.3 Real-Time Notation Systems for Live Performance 

Composers have been implementing real-time music nota-
tion systems for live performance, unveiling the creative 
possibilities within a computer-human relationship. 
Karlheinz Essl's Champ d' Action (1998), for example, uti-
lizes stochastic algorithms that generate graphic notations 
(images, symbols, and text) for each performer to view in-
dividually on computer screens throughout the perfor-
mance. The conductor triggers cues within the software 
which informs the performers to be active, resulting in an 
improvisational piece. Similarly, Kevin Baird's No Clergy 
(2005) employs stochastic algorithms to generate conven-
tional staff-based notations for each performer and re-
quires the audience to vote on parameter values (such as 
dynamics and rest duration) that affect the algorithm via 
web browsers. Wulfson, Barrett, and Winter’s LiveScore 
(2007) also implements stochastically generated music no-
tation that is affected by audience participation (adjusting 

knobs on MIDI controllers) and is wirelessly sent to each 
musician’s laptop. Nick Didkovsky's Zero Waste for piano 
and computer (2002) takes on a more dynamic real-time 
notation experience, stochastically generating a score in 
which notes emerge, disappear, form melodies, and com-
bine into chords in response to MIDI data generated by the 
pianist's sight-reading of the generated score [5]. 

3. IMPLEMENTATION 

 
Figure 2. Max/MSP interface inspired by Russell’s 
two-dimensional emotion circumplex [6]. 

3.1 Concept Behind Sound Generation 

The goal of the sound generation is twofold: 1) to enhance 
the experience for children, and 2) to stimulate composi-
tional possibilities when composers design and organize 
sounds that accompany narrative storytelling. This demon-
strative work is not a pursuit to build a fully automated 
scoring machine. Rather, the collection of data acquired 
from Soundwriter is to be used freely through composers’ 
visions and skills. And ultimately, this system provides 
composers a way to transform poems and stories into mu-
sical ideas capable of aiding a live performance. 

In the proposed system, there are four sources of sound, 
in addition to the narrating voice: 1) live guitar, 2) four FM 
(frequency modulation) synthesis engines, 3) soundscape 
ambience, and 4) sound effects. This section illustrates 

Figure 1. Overall flowchart of the proposed system. 
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how the Soundwriter’s emotion classification and speech 
recognition algorithms influence the behaviors on each of 
these sound source in Max/MSP. Figure 1 summarizes the 
overall signal flow and data sonification directories. 

3.2 Four Representative Emotions   

As shown in Figure 2, Russell’s two-dimensional emotion 
space is transformed into what is essentially a graphic rep-
resentation of musical possibilities. And this emotion cir-
cumplex dictates the way in which the interactive guitar 
score is generated as well as the behavior of the four FM 
synthesis engines. The red dot represents the current emo-
tional state of the spoken story, moving through the space 
as different sentences arrive and dictate their valence 
(along the x-axis) and arousal values (along the y-axis) 
from Soundwriter’s emotion classification algorithm. Four 
representative areas (Happy, Sad, Calm, and Nervous) 
convey general emotions that represent each area’s sur-
rounding emotions as described in Russell’s model. For in-
stance, the Nervous area respectively represents emotions 
such as angry, stressed, frustrated, etc. In Russell’s model, 
these four representative emotions are located across the 
space equally distanced from each other, hence being the 
ideal choices for representation in this system [7].  

The rationale behind this generalization is that the se-
mantic and prosody based emotion classification systems 
such as Soundwriter still embodies inherent difficulty of 
classifying emotions into specific emotion categories. This 
is due to multiple reasons such as the lack of available 
training dataset that is appropriately labeled, the lack of 
complex semantic understanding in computational models, 
and an inevitable disagreement among our perception of 
emotions [8]. Though for the future implementation we 
strive to develop a more comprehensive emotion classifi-
cation system, we find that the way our poem reacts with 
the four representative emotions is fairly accurate to our 
natural perception, especially thanks to the nature of our 
poem which was written to suit children, leaving out am-
biguous qualities such as emotion negation and complex 
metaphor. 

3.3 F0 Pitch Analysis   

Among many studies such as [8] and [9], it is well-ob-
served that the contribution of a global F0 (fundamental 
frequency) contour over utterance level (duration of one 
utterance) represents the arousal magnitude of perceived 
emotions. The overall increase in the global F0 mean and 
range corresponds to high arousal emotions such as happy, 
anger, and fear, while the overall decrease corresponds to 
low arousal emotions such as sad and tenderness [10]. 
However, the association between the F0 contour and a 
specific emotion category can hardly be defined. Nonethe-
less, existing studies such as [11] indicate that pitch anal-
ysis, independent from linguistic examination, can 
strongly suggest the magnitude of emotional arousal and is 
the strongest indicator of emotion amongst other audio fea-
tures. 

Based on this premise, Soundwriter calculates F0 mean 
and range value on a sentence level during oral reading. 

This measurement influences the current position of the 
red dot along the y-axis (arousal level). When the narrator 
finishes reading a sentence, he/she clicks the “New Sen-
tence” button on the Soundwriter interface (see Figure 3). 
This action informs Soundwriter of the duration of that 
sentence segment, enabling Soundwriter to measure F0 
mean and range values of a sentence. The red dot’s current 
location, which represents the current sentence’s ratings, is 
then briefly re-positioned to account for the narrator’s ex-
pression. Once this re-positioning is completed, the red dot 
finally settles into the new sentence’s emotional ratings. 
The magnitude of the re-positioning is determined by 
amount that the F0 values deviates from the reader’s pre-
determined neutral F0 values derived from his/her non-
emotional vocal expression.  
 

 
Figure 3. Real-time F0 pitch measurement and “New 
Sentence” button in Soundwriter 

3.4 Interactive Real-Time Interactive Notation for Guitar   

 
Figure 4. Real-time interactive notation for guitar. 

In this demonstrative work, Tsuruoka composed four dis-
tinct musical ideas for guitar, each corresponding to one of 
the four representative emotions as well as reflecting the 
emotional fluctuation embedded within the poem. As the 
story progresses, the red dot moves, reflecting the emo-
tional state of the story. Simultaneously, this movement 
triggers musical figures to flow across the computer screen 
from right to left (see Figure 3). The stronger one emotion 
is (represented by the red dot nearing the center of one 
emotion area), the brighter and slower the corresponding 
music figure emerges, and vice versa. When two emotion 
areas collide, the performer sees two musical figures on 
screen—one flowing across faster and dimmer (weak emo-
tion) and one flowing across slower and brighter (strong 
emotion). In this way, the interactive music notation fore-
shadows the information available on the emotion circum-
plex, enabling the performer to react on conventional mu-
sic notations rather than requiring him/her to interpret des-
ignated musical figures by looking at the circumplex. 

3.5 Four FM Synthesis Engines  

Four identical FM synthesis engines with built-in sequenc-
ers were made to represent emotion areas (Happy, Sad, 
Calm, and Nervous), each with a designated sound design 

108



and sequencer pattern saved as a preset. Similar to the gui-
tar music figures, these presets are made in advance so that 
the composer’s interpretation of the poem is best repre-
sented through this sound synthesis. The computational ef-
ficiency and timbral versatility of FM synthesis design 
makes it the ideal choice for this system.  

 
Figure 5. FM synthesis engine in Max/MSP with a se-
quencer representing Nervous emotion area. 

The movement of the red dot dictates the loudness of 
each FM engine. As the red dot nears the center of one 
emotion area, the output volume of the corresponding FM 
engine increases. When the dot recedes from one emotion 
area, its FM engine becomes silent. In addition, a root 
mean squared (RMS) level extracted from the narrator’s 
voice is mapped to the master gain stage of all FM engines. 
Therefore, the sound synthesis system parallels the loud-
ness of the narrator’s voice.  

In addition, the four engines receive various divisions 
of the master tempo as follows:  

 
Master Tempo ‘M' 50 BPM (variable) 
Happy Area ‘M’ x 2 BPM 
Sad Area ‘M’ 
Calm Area ‘M’ x 1/3 BPM 
Nervous Area ‘M’ x 1/5 BPM 

Table 2. Tempo mapping on each FM engine. 

Several studies such as [12] and [13] indicate that one 
of the earliest auditory cues from which children infer 
emotions is tempo. Fast tempi inform happiness while 
slow tempi suggest sadness. This correlation develops be-
fore the ability to hear musical modes (specific series of 
pitches) and their affiliated emotions.  

When two emotional areas collide, the tempi from each 
area are layered to create polyrhythmic textures. This cre-
ates an interesting musical effect. For instance, when Nerv-
ous and Happy overlap, a hemiola rhythm (2 against 3) is 
produced. Furthermore, the master tempo is manipulated 
by the detected speech rate which is categorized as either 
normal, slow, or silent. When normal, the master tempo is 
static; when slow, the master tempo begins to incremen-
tally decrease; and when silent, the master tempo decreases 

in a large increment. Although this metric configuration 
creates interesting rhythmic patterns, one could argue that 
it produces a robotic feel due to its mechanical nature. Fu-
ture investigation is needed in order to translate the de-
tected emotion ratings into appropriate musical motives 
and ideas as previously explored in research such as [3]. 
At this early stage, we focus on the real-time detection of 
emotions from a given story while most of the composi-
tional procedures are in the hands of the composer. By al-
lowing him/her to create the FM synthesis sequences (in-
cluding timbre, dynamics, and pitch) as well as guitar fig-
ures from his/her free interpretation of the emotions within 
the story, we circumvent the music from becoming me-
chanically dull.  

3.6 Speech Recognition for Sound Effects 

Lastly, Soundwriter utilizes a CNN-based speech recogni-
tion system. In this demonstrative work, this is used to de-
tect cue words that trigger sound effects. For instance, 
whenever the narrator reads the word “cut”, the corre-
sponding sound effect of a scissor noise is triggered, cre-
ating an interactive storytelling experience. In the future, 
we plan to investigate in building a more robust speech 
recognition system that can transcribe the spoken story 
completely on the fly, enabling us to dismiss the necessity 
of inputting a story as text. 

4. DISCUSSION 

The compositional methods discussed in this demonstra-
tive work brings forth a notable difficulty concerning the 
linear structure of the resulting music. Particularly, we ob-
serve that the lack of rests (or pauses) causes the resulting 
music to have little sense of structure. This is due to the 
fact that Soundwriter only takes into account the momen-
tary emotional state of a sentence segment, each associated 
with pre-composed FM synthesis patterns and guitar fig-
ures that always carry sound. Although the detected loud-
ness of the voice is mapped to the overall loudness of the 
music, this dynamic change does not suffice when it comes 
to creating transitional moments in music that would con-
tribute to a better sense of linear form and structure. In ad-
dition, it is difficult for the composer to anticipate which 
emotional transition (therefore musical transition) will be 
attained by Soundwriter. This constrains compositional 
possibilities by limiting the composer to musical figures 
that are closely related to each other and therefore transi-
tion smoothly regardless of the transition pattern. In other 
words, four pieces of music representing four emotions do 
not create four distinct musical units but rather create mon-
othematic music as a whole with four components. This is 
another factor that prohibits the resulting music from being 
structurally rich. Perhaps creating a more comprehensive 
algorithm that is capable of analyzing the changes in a 
story’s scenes or setting, beyond analyzing the emotional 
state, will help provide music with transitional cues from 
the story. 

Although we employed four generalized emotions to rep-
resent the entire emotion circumplex (originally containing 
28 emotion categories [6]), more resolution in emotion cat-
egorization may promote a better representation of the 
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story’s varying emotions. Simultaneously, implementing a 
regime that translates detected emotion ratings into appro-
priate musical figures (emotionally relevant modes, tempi, 
timbre, etc.) can result in a better musical representation of 
the detected emotions [3]. Also, there is room for improve-
ment when it comes to the interplay between speech and 
music. Developing a system that implements proven prac-
tices such as musical underlays [14], which glue the gap 
between a spoken story and its musical accompaniment, 
can be an interesting avenue.  

Also, it is worth mentioning the practical difficulty of 
preventing the generated music from masking the speech 
recognition performance on a device where the speakers 
and microphone are located near one another. 

5. FUTURE WORKS 

Many exciting fields of application are expected for this 
type of speech-to-sound synthesis system. First and fore-
most, we are interested in developing a similar system that 
is specifically suited for parents who read stories to their 
children at bedtime. In addition, there are many potential 
applications as a non-pharmacological approach to child 
development. For instance, this technology can be devel-
oped into a sedative music creation device for infants, or 
into an alternative methodology to speech therapy for chil-
dren via a modified speech recognition system employing 
interactive musical feedback.  

At its core, the adaptable nature of this system stimulates 
various areas of interest thanks to its ability of extracting 
the expressional dimensions from semantic and prosodic 
expressions in real-time. Some of the prospective applica-
tions in the arts include: generative audio compositions, 
installation works, digital poetry, and automated film scor-
ing.  

6. CONCLUSION 

A real-time software system named Soundwriter was in-
troduced with the goal of enriching the oral storytelling ex-
perience by integrating music that is in accord with the 
emotional fluctuations of a story. This system is imple-
mented in MATLAB and takes a written and spoken story 
in order to detect its emotional state. The lexical features 
of the story are analyzed for their affective qualities 
(arousal, valence, and dominance) with the ANEW data-
base [1] while the auditory features (pitch, speech rate, and 
dynamics) are analyzed via a low-level audio feature de-
tection system. Simultaneously, a compositional method 
that utilizes Soundwriter’s data was introduced using 
Max/MSP. The system organizes the detected emotions 
into four emotion areas on a circumplex which then dic-
tates the way in which the pre-composed musical ideas, 
representing these emotion areas, react in real-time while 
the reader’s speech rate and dynamics influence the final 
result. This automated data sonification process also inte-
grates an interactive notation system which translates the 
emotion circumplex into traditional music notation for live 
performance applications. 

Soundwriter was also developed to promote children’s 
sound cognition skill of inferring emotions by offering an 

emotive experience through the interweaving of three di-
mensions of stimuli: 1) semantic cues, 2) prosodic expres-
sions, and 3) musical expressions. Long-term research is 
needed for further investigation and development.  
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Abstract 
This paper discusses serial compositional processes 
adapted from the serial procedures of composers 
including Milton Babbitt, Robert Morris, and Charles 
Wuorinen to the electronic realm in the present 
author’s piece Out of Time for quadraphonic fixed 
media playback. This piece expands upon the 
processes used in 12-tone equal temperament by 
previous composers to a 16-tone equal temperament 
system. In conjunction with the 4 channels of the 
quadraphonic setup, the various combinatorial 
advantages provided by this new temperament and 
surround-sound environment are exploited. 
Topics discussed include characteristics of 
multiplicative operations and the implications for 
producing different contour transformations, 
combinatoriality over multiple aggregates, multiple 
order function, the composing out of material in the 
spatial domain, and rhythmic analogues. A basic 
background understanding of modular arithmetic and 
the naming conventions of post tonal theory are 
assumed. 

1. Introduction 

With the advent of formal procedures anticipated by 

Webern and later codified by Milton Babbitt in the 

mid-20th Century, most notably in his dissertation 

“Set Structure as Compositional Determinant,” along 

with a myriad of other developments in the domain of 

serial music, the use of prescriptive musical materials 

as a basis for composing a piece of music has been 

important for a number of composers[1]. As theories 

of the aggregate and set-classes were increasingly 

researched, exploiting the possibilities implicated by 

the mathematical structure of the 12-tone equal 

tempered system and maximizing the presence of 

musical parameters in the pitch domain became an 

integral compositional technique for many composers. 

Much theoretical research into mathematical 

possibilities of the 12-tone system has allowed for 

different cardinalities, although practical concerns 

have left other equal tempered systems largely 

neglected, and there is little work directly exploring 

combinatorics in moduli other than 12. 
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More recently, significant research has been done 

into microtonal music, particularly with the 

developments of electronic media, new instruments, 

and alternate playing techniques. While mathematical 

concepts in different tunings have been explored 

significantly in subjects such as types of intervallic 

content, new scale patterns, and even set class 

properties, mathematical implications of equal 

temperaments in the serial domain, especially in 

combinatorics, has been explored less so. 

These two areas of research suggest that a new 

equal temperament, and by extension a new modulus 

for serial procedures, not only opens possibilities for 

new scale patterns and intervallic content, but also 

compositional implications of the mathematical 

structure of the modulus itself. Out of Time serves as a 

preliminary exploration of applying the mathematical 

rigor of research in the serial domain to new 

developments in the use of different tunings by 

identifying structural implications of 16-tone equal 

temperament to generate and realize prescriptive 

musical materials. The piece uses retuned samples 

from a single sound source and derives a number of 

different textures generated from formal techniques. A 

number of different techniques involved are discussed 

in this paper. 

 

2. Multiplication 
An important procedure used in creating the material 

for Out of Time is multiplication. Multiplying values 

in modular arithmetic serves as the basis for 

generating the central pitch series of the piece, 

transforming the series, and producing interesting 

rhythmic analogues. 

 

2.1 M operations 
2.1.1 overview 

The M operation of 12-tone music, although much less 

common, is somewhat standard as a transformational 

technique. This involves multiplying the value of a 

pitch class by a multiplicand and taking the value 

modulo 12. If the multiplicand is coprime to the 

modulus, this maps each pitch onto a distinct new one. 

In mod 12, these are M5, M7, and M11. The M11 

operation is the same as the inversion operation. When 

performed on a chromatic scale, The M5 operation of 

mod 12 maps the pitches onto the circle of fourths, M7 

maps them onto the circle of fifths, and M11 maps 

them onto a series of major sevenths as shown below: 
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Table 1. Pitches mappings of mod 12 M operations 

 

These operations also transform the intervallic content 

of any unordered set, and when applied to ordered sets 

produce different melodic contours. 

 

2.1.2 New Possibilities in mod 16 

In mod 16, there are 8 such operations possible 

 
 
Table 2. Pitch mappings of M operations in mod 16 

 
2.2 Multiplication cycles 
Iterating on multiplicative operations, as in taking M7 

of (M7), results in multiplication cycles. In mod 12, 

this is not particularly interesting, since performing 

any operation twice results in the original set. 

Therefore, each cycle is of length 2: 

 
 

Table 3. Multiplication cycles in mod 12. 

 

This is obvious in the case of M11, since inverting a 

set and then inverting again results in the original set. 

 

 

Table 4. Multiplication cycles in mod 16 

 

In mod 16, there are more interesting cycles. While 

performing any operation in mod 12 twice maps a set 

back onto itself, in mod 16 the M3, M5, M11, and M13 

operations can be performed four times before 

returning to the same contour. 

Multiplication cycles are much more interesting in 

prime moduli, where certain operations move through 

every value other than 0 before returning. This is 

illustrated below for mod 17, which will be important 

for the Out of Time as explained later 

 
 
Table 5. Multiplication cycles in mod 17. 

 
2.2 Mallalieu-type rows 
The pitch structure of the piece is based around a 16-

note “Mallalieu-type” row. This row is derived from 

modular exponentiation and has many unique 

properties including an all-interval structure, being 

invariant under retrograde and transposition, and 

having a self-embedded structure by which taking 

every nth pitch class yields transpositions of the same 

row. The 12-note version was discovered by Pohlman 

Mallalieu and is explained by Morgan and Davis in 

“More MOF and Mallalieu-related Rows.[2]” The row 

is produced via modular exponentiation on 2n mod 13; 

that is, continuously multiplying by 2 and taking the 

result mod 13 to get the following power residue 

series: 

 

1 2 4 8 3 6 12 11 9 5 10 7 

This is in fact a multiplication cycle in mod 13. These 

are then used as order numbers for the chromatic scale 

so that when ordered PC 0 goes in place 1, PC 1 in 

place 2, PC 3 in place 4 PC 4 in place 8, and so on. 

This results in the following series: 

 

0 1 4 2 9 5 11 3 8 10 7 6 

This series is a so-called “multiple order function”, or 

MOF series which has a number of remarkable 

properties investigated by Morgan and Davis in the 

aforementioned paper. One of primary concern for the 

material of Out of Time include a self-embedded 

structure, by which taking every nth pitch class 

starting in position n and counting an extra space each 
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time the row wraps around, yields transpositions of the 

same series. This is illustrated below: 

 

0   1   4   2   9   5   11   3   8   10   7   6   0   1   4   (T0) 

     1        2        5          3        10        6   0        4   (T1)       

          4             5               8               6        1        (T4)             

As an example, from the figure above: starting at 

position 2 and taking every other pitch, counting an 

extra space when the series repeats, yields T1. This 

means that the retrograde of the series (equivalent to 

taking every 12th PC) also functions as a 

transposition(T6) of the original series and can 

effectively be re-conceived as a row form. These rows 

can be constructed for any modulus p-1 where p is a 

prime. Any row constructed this way will share these 

properties including being an all-interval series and 

having a self-embedded structure. Barber notes the 

existence of these structures in different moduli and 

hints at the possibility to use them in “Prolongation in 

Microtonal and Equal Temperaments.” [3].  

The Central pitch series for Out of Time uses modular 

exponentiation of 3n mod 17 to get the following 

multiplication cycle: 

 

1  3  9  10  13  5  15  11  16  14  8  7  4  12  2  6 

Which are used as order numbers to get the following 

row: 

 

0  14  1  12  5  15  11  10  2  3  7  13  4  9  6  8 

 

2.3 Rhythmic analogues 
2.3.1 Explanation 

Another product of the multiplicative operation is the 

possibility of self-embedded rhythms in the temporal 

domain. As Robert Morris outlines in his “Temporal 

Hierarchy Types” handout, taking the time points of a 

multiplication cycle in a given modulus results in a 

self-embedded rhythm [4]. For example, taking the 

cycles {0} and {1,2,4} mod 7 results in the following 

rhythm, shown as follows with the time intervals 

multiplied by 2. 

 

 
Figure 1. Self-embedded rhythm in mod 7 
 

This is because each time point maps onto another one 

in its cycle, and since we cannot reduce values to the 

octave as in the pitch domain, the multiplicative 

operation results in a larger proportional time-span in 

place of a different contour. 

 

2.3.2 Application 

The rhythms of Out of Time are based off of the four 

cycles resulting from multiplying by four in mod 17. 

These cycles are included below: 

 
 

Figure 2. The four self-embedded rhythms in mod 17 

3. Combinatorics 
3.1 Combinatoriality 

Combinatoriality is the property of a set by which it 

can produce an aggregate, or a collection of all pitch 

classes, under certain transformations. A technique 

employed by Schoenberg noted by Babbitt in “Set 

Structure as Compositional determinant” was that of 

hexachordal combinatoriality [1]. He further notes the 

use of hexachordal inversional combinatoriality, by 

which performing the inversional operation can also 

produce an aggregate. Webern notably used the 

property of combinatoriality of trichords in Op. 24 for 

the same end. Babbitt’s early work made use of 

trichordal arrays using similar techniques by which 

related row forms can be combined to construct 

multiple aggregates notably explained by Andrew 

Mead in “An introduction to the Music of Milton 

Babbitt.[5]” The first part of the trichordal array in 

staff notation is reproduced below along with a table 

of pitch class names. 
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Figure 3. Staff notation of the tetrachordal array 

from Composition for Four Instruments 
 

 
 

Table 6. Pitch class table of the tetrachordal array 

from Composition for Four Instruments 

These arrays take advantage of the combinatorial 

properties of the unordered sets in which the row is 

partitioned. In the 12-tone system, the aggregate can 

be partitioned into two hexachords, three tetrachords, 

four trichords, or six dyads. Morris and Star 

extensively explain how to produce “A Generalized 

Theory of Combinatoriality and the Aggregate” Part 

one describes Combination matrices, in which basic 

row forms are combined to produce aggregates in this 

way [6]. Babbitt himself expanded this much farther in 

his later work to produce all-partition arrays, but the 

construction of Out of Time is concerned only with 

equal partitions of the aggregate. The use of other such 

arrays could be useful in other temperaments that are 

not so easily partitioned, such as in prime moduli. 

 

3.2 Application 

While in the 12-tone system, the aggregate can be 

partitioned into two hexachords, three tetrachords, 

four trichords, or six dyads to produce combination 

matrices, the 16-tone system allows for two 

octochords, four tetrachords, or eight dyads. In Out of 

Time, four-row combination matrices are produced 

using the Mallalieu-like row described above. Rather 

than using hexachordal combinatoriality under 

inversion, the arrays of this piece use octochordal 

combinatoriality under M7 and transposition. These 

use a Prime row, transposition at T8, a transposition of 

the M7, and T8 of the transposition of the M7. 

Any Row form can be combined with its 

retrograde to produce a 2-row combination matrix. 

However, with this row this form also functions as the 

T8. 

 

 
 
Table 7. combination matrix with the prime row and 

T8 

 

A ‘tetrachordal array’ can then be produced with the 

M7 row form 

 

 
 

Table 8. Combination matrix with the prime row, T8, 

T3(M7) and T11(M7) 

 

The correct transpositions were found by using 

Jeremiah Goyette’s set class calculator to find the 

combinatorial sets [7]. Four different forms of this 

array can be produced by applying the M5 cycle. The 

other groups are then transposed to produce an array 

network between the first pitches of each row. 

 
 
Table 9. The four arrays used in Out of Time 

 

This makes it such that every possible contour of the 

row and its T8 is represented. 

 

3.3 Compositional procedures 
Each group of the array network is assigned to a 

channel of the quadraphonic setup. Within each 

channel, the pitch material progresses in four ‘voices’ 

in one of two ways during the piece: more 

harmonically by tetrachords and more melodically by 

single pitches. In both cases, the mod 17 self-

embedded rhythms included above are used. The four 

rhythms each contain four time points and together 

they form a rhythmic aggregate excluding time point 

0. Thus, overlaying tetrachords on these timepoints 

results in four aggregates in one measure and 
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overlaying single pitches results in one aggregate per 

measure over four measures, where each voice 

contains a tetrachord per measure. Pitch classes are 

notated using the following labelled chromatic scale 

where arrows indicate eighth tones: 

 

 

 
Figure 4. Staff notation of the chromatic scale in 16-

tone equal temperament 

 

These two progressions are shown in staff notation 

below for channel 1. 

 
 
Figure 5. Notation of tetrachordal progression 
 
In the tetrachordal progressions, the chords are 

presented ordered in register as they appear from left 

to right in the row. 

 
Figure 6. Notation of the monophonic progression of 

group 1 

 
In the monophonic pitch progressions, the 

progressions are spread across four octaves where 

each voice occupies a different octave.  
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ABSTRACT

The “In memoriam Jean-Claude Risset” cycle of composi-
tions marks a significant turn in the evolution of SmartVox:
initially designed for choirs exclusively, as a rehearsal and
performance tool in which singers received their score and
audio-guides through their smartphones’ browser, The Ris-
set Cycle expands the practice of ”distributed notation” to
more diversified setups, from large ensembles with voices to
small instrumental chamber music groups, and with players
wearing head-mounted displays. This paper first situates
SmartVox among various technologies for distributed/an-
imated notation, and then discusses four pieces extracted
from the ‘Risset Cycle’, to all be performed with this tech-
nology (a form of computer-aided conductor-free perfor-
mance). From a compositional point of view, these works
were conceived as spectral mimetic transcriptions of syn-
thesized sounds, as a tribute to the French pioneer of digital
sound synthesis and co-founder of the spectral school. Spec-
tral music as a compositional aesthetic emerged simultane-
ously with the birth of the digital era in the 1970s. Through
a post-spectral approach to music, this paper seeks to make
a case for a compositional ideal (the mimetic transfer of
a natural/synthesized sound to the instrumental/vocal do-
main) which today’s technologies have made more realistic.

1. INTRODUCTION: MIMESIS

If mimesis was a governing principle of artistic creation in
Ancient Greece, it was most certainly also at the heart of
the French spectral music’s project of the 1970s. In this
context indeed, composers rarely put into question why for
instance the faithful imitation of the harmonic spectrum of
a bell sound qualified as art. Assuming that harmony in
music is paramount, one can now examine how, in the case
of singers for instance, this mimetic transfer might be facil-
itated when one receives an audio-score [1] through his/her
ear, reproducing microtonal harmonies by just imitating the
perceived pitch (as is the case with SmartVox). In this case
the (auditory) notation closely resembles the desired effect.
However, the philosopher Nelson Goodman demonstrated
that this is not necessarily the case with musical notation:
in fact even beyond the musical realm, he is famous for
showing that one thing need not resemble another in order
for that other to represent it. Working on real-time ani-
mated music notation and virtual reality [2], the composer

Copyright: ©2018 Jonathan Bell et al. This is an open-access article dis-
tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Benedict Carey reminds us of an essential aspect of musical
notation: ‘the closer a musical unit gets to representing a
direct action (that is, the movement of an object in space)
the more mimetic it becomes.’ [3] This observation high-
lights the great complexity of rhythmic notation in common
practice musical notation, when compared to modern video
game-like notations such as, for instance, Digital Audio
Workstations where a cursor scrolls from left to right, or in
Guitar Hero and modern piano roll-notation, where notes or
tablature fall from top to bottom of the screen. On the con-
trary, in traditional music notation, the historically inherited
practice of the arithmetic division of tuplets, their fitting
into bars and beats, and the constant adjustments instrumen-
talists have to make to coordinate with the gestures of a
conductor show all together how mimetic representations
are—for better or worse—much easier to understand for
beginners than the culturally inherited common practice.

2. NOTATION

2.1 Creative use of Technology for Musical Notation:
Global Context

Ryan Ross Smith’s animatednotation.com website demon-
strates that today many composers find fixed common prac-
tice notation limiting. To solve this issue, attendees of the
Tenor Conference 1 have proposed elements of response.
With Kagel’s Prima Vista (1962/64) setting a major precent,
animated notation often relies on a large screen projecting
the parts, as most famously exemplified in Smith’s compo-
sitional practice. The score can therefore be seen by the
performers but also by the audience, thus making notation
part of the theatrical performance.

Other performance-oriented systems (SmartVox [4] [5],
Zscore [6], Decibel [7] [8], Maxscore [9], comprovisador
[10]) endeavor to distribute and synchronize each part of
the score on the performer’s devices (whether Smartphones,
tablets or laptops). With SmartVox for instance, rendering
the score in the browser directly revealed itself to be very ef-
fective for this kind of setup. Thanks to cross-platform web
technologies, the application works with any browser capa-
ble device, and no installation is required by the client. The
node.js 2 /websocket architecture of SmartVox will hope-
fully inspire more composers, researchers and developers
to investigate the emerging musical practice of distributed
notation.

1 http://www.tenor-conference.org/
2 Server-side JavaScript, see: https://nodejs.org/en/
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2.2 Graphical Notation in Bach

Most pieces performed with SmartVox rely highly on Bach
[11], a realtime computer-aided composition package for
Max/MSP. The use of color and shape in pieces like In

Memoriam JC Risset 1 or Mit Allen Augen, In Memoriam

JC Risset 2 was inspired by Cat Hope [12] and Lyndsey
Vickery [13], two active composers, researchers, developers
of the Decibel ScorePlayer [8], whose approach to animated
graphical notation opens new territories for musical scores
today.

Unlike other notation packages in Max (MaxScore [9],
or the Symbolist [14]) which were imagined as symbolic
representations in the first place (Rama Gottfried describes
the Symbolist as a version of adobe illustrator in Max),
the Bach environment emerged from Open Music [15] and
computer-aided composition, which explains some of its
limitations from a graphical point of view: for instance, it
is impossible to insert a picture in a bach.roll (in propor-
tional notation), and the bach.roll object does not support
articulations (unlike the bach.score object in bars and beats
notation). However, one can get around this graphical limi-
tation by adjusting the duration line settings (see Figure 1).
The use of colors is also easily customizable with the help
of ‘slots’.

Figure 1. Duration line adjustment in Bach.

In spite of its few display limitations, one of the strengths
of Bach consists of its ability to control synthesizers from
the notation directly. Slots can therefore be understood as
metadata or temporal automations that can subsequently be
mapped onto any Max-programmed synthesizers, enabling
staves of a score to be manipulated as tracks of a DAW 3 .

2.3 Distributed Musical Notation

Composers and researchers increasingly acknowledge the
strong analogy which can be drawn between the traditional
‘score and parts’ musical practice led by a conductor, and
the modern distributed systems or web applications (Zscore
[6] - MASD [16] - SmartVox [4]), in which multiple clients
coordinate their actions by passing messages to one another.

The Tenor 2018 conference in Montreal revealed to the
author an interesting similarity between the Decibel Score-
Player and SmartVox, in the sense that the two softwares
are rather elementary solutions both converging towards the
score player performance-oriented paradigm, whilst other
notation packages (Bach, Maxscore, Symbolist...) were also
designed for more elaborate computer-aided composition
and real-time processes. Although the Decibel ScorePlayer
is today’s most reliable iOS application solution for dis-
tributed animated notation, Cat Hope and Aaron Wyatt
have evoked the possibility to migrate their system to the
browser, for instant access over the internet presumably,
but also optimization of networking issues, and cheaper

3 see https://youtu.be/s4qS2khwkT0 for demonstration.

production cost in local settings—e.g. for projects involv-
ing over fifty devices, the iPad becomes a very expensive
solution). The most likely architecture to allow this trans-
fer of technology would be a node.js server 4 (server-side
javascript), with the WebSocket communication protocol,
a solution used by SmartVox as early as 2015, thanks to
Norbert Schnell and Benjamin Matuszewski from IRCAM
in Paris. SmartVox sends and synchronises mp4 audiovi-
sual scores, which has demonstrated undeniable robustness
in large scale concerts and rehearsals, but also reveals the
potential weakness of a ‘non-realtime’ solution (as a sort of
fixed multichannel tape) in which performances of the piece
would be similar each time. Other composers/researchers
(Georg Hajdu, Rama Gottfried, Slavko Zagorac) are cur-
rently investigating forward thinking solutions which will
allow the control of SVG (Scalable Vector Graphic) directly
on the client-side HTML page. The architecture chosen for
this by Georg Hajdu and Rama Gottfried is node.js, sending
osc over WebSockets. This project will result in a realtime
distributed 144-parts site-specific composition in Hamburg
in May 2019.

2.4 Augmented Reality Distributed Notation

In Memoriam JC Risset 1
5 , premiered in September 2018

at the Gaudeamus Festival (Utrecht), constitutes the au-
thor’s first experiment using head-mounted displays. By
simply displaying each part of the score over the heads of
the performers (for flute and clarinet only), this piece has
revealed interesting potentials further exploited on a larger
scale in Mit Allen Augen, In Memoriam JC Risset 2. 6

Just as traditional scores placed on a music stand, screen-
scores displayed on a tablet (for instrumentalists) or on
a phone (for singers) oblige musicians to look and ori-
entate their body constantly in the direction of the score.
This well-established convention of the classical concert
setup considerably limits the possibilities of staging mu-
sic, in a theatrical context for instance. In such cases as
the Ictus Ensemble’s interpretation of Vortex Temporum
by Gérard Grisey 7 , where the musicians had to learn the
score by heart, and perform without a conductor, Wi-Fi-
synchronized head-mounted displays might be an interest-
ing way to help musicians coordinate in time and space,
while moving on stage or around the audience, without
insurmountable performance challenges.

According to the performers’ feedback, head-mounted
setups provide a large and comfortable display, since the
environment is still visible around the score (see Figure 2),
or through the score in the case of holographic display (such
as the Aryzon headset for instance). The performers also
showed interest in their ability to move freely on stage or
elsewhere (the piece was choreographed differently accord-
ing to the venue: in a church, the flute and clarinet started
the piece behind the audience and gradually approached the
altar), which relates to the term phygital (physical+digital)
coined by Fabrizio Lamberti [17], who claims that with AR

4 According to a private email conversation with the developper Aaron
Wyatt.

5 A recording of the piece is available at the following address:
https://youtu.be/hQtyu1dcCaI

6 A recording of the piece is available at the following address:
https://youtu.be/ETOBgFWx04

7 See: https://youtu.be/JFvrYy6EeWE
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and VR, the possibilities of physicalization of gaming will
soon encompass other fields.

Figure 2. Score display from the performer’s point of view.

While awaiting more discrete (such as Google glasses,
which would invisible from an audience’s point of view)
but still affordable solution, AR opens vast domains for
further research, which could go far beyond the mere dis-
play of animated notation. However, important questions
then arise regarding what would be pertinent to achieve
with such technology: in a VR context for instance, with
a player on stage, how can the limitation due to the desta-
bilization of the performer’s proprioception be overcome?
Also, now that any form of immersive score can be pro-
totyped, 8 how would this be of musical interest, and how
could this have a convincing musical impact on the compo-
sitional/performative outcome? SmartVox, for instance, de-
livers and synchronizes mp4 files, and should soon support
360-degree videos 9 , but how can this benefit the performer
in a musical sense? Australia holds today the world’s largest
community of composers/researchers working in animated
notation, and Australian composers such as Benedict Carey
[2] and David Kim Boyle [18], who specifically investigate
3D-scores in VR environments, should soon bring elements
of response to this issue.

3. NETWORKED MUSICAL PERFORMANCES -
NMPS

3.1 SmartVox.eu, Score Distribution over the Web
and Remote NMPs

With the exponential growth of the web, hosting SmartVox
10

on the internet (i.e. on a remote server rather than a local
one) appeared as a necessity. However we demonstrated (in
Chapter 4.2 ‘Measurements of timing accuracy’ [5]) that,
although the synchronization of different parts was quite
accurate in this way, local solutions remained safer (in the
same room, over Wi-Fi). Also, notwithstanding the fact that
SmartVox undoubtedly belongs to the realm of Networked
Music Performances, it became clear that its practical ap-

8 Such as the ones imagined by Mauricio Kagel’s film Ludwig Van
(1969), see for instance: https://youtu.be/7l8vPWFIgxI?t=1591

9 This could be done by simply implementing a 360 mediaplayer in
HTML5, e.g.: https://bitmovin.com/demos/vr-360

10 Each instrumental/vocal part of the piece And the Sea is accessible
through the following url www.smartvox.eu, and can be accessed simul-
taneously from e.g., an iPad for the flute, Android tablets for piano and
cello, and a phone for the singer. A trailer of the premiere of the piece is
accessible here: https://youtu.be/prcXUbhd-ZY

plication falls under the ‘local NPMs’ sub-category defined
by Gabrielli and Squartini [19].

Since the advent of the internet, thorough research has
been undertaken in the realm of remote Networked Musical
Performances (NMP) [20]. Today however, local NMPs
still seem today more viable, both technically and artis-
tically speaking. While young generations tend to play
video games online (i.e. remotely), with friend avatars or
anonymous players most often around the globe, many ex-
amples would show that musicians still feel more enclined
to the idea of reading a score or improvising together in
the same room. In Embodiment and Disembodiment in Net-
worked Music Performance [21] Georg Hajdu explains that
“appreciation [of the musical experience] relies on the plau-
sibility between physical action and sonic result.” Since the
emergeance of NMPs, 11 some disappointment arose from
the fact that, from the audience’s point of view (but also for
the musicians themselves), very little can be seen and there-
fore understood, which worsens with distant performers:
“Because of the remoteness of the participants, these actions
may not always be perceived directly or immediately [...],
classical cause-and-effect relationships [...] are replaced
by plausibility, that is the amount to which performers and
spectators are capable of ‘buying’ the outcome of a per-
formance by building mental maps of the interaction. In
NMP, this can be facilitated by the use of avatars, projected
visually, and carefully orchestrated dramaturgies, involving
participants in game-like scenarios.” Many VR environ-
ments today focus on this interaction between a physical
action and its sonic result. New Atlantis ( [22]), for instance,
is a multi-user sound exploration platform in which several
players can interact with each other. 12 With their ability to
represent avatars of musical performers, these new inter-
faces may soon have the ability to recreate the visual entity
producing sound (or music). By recreating virtual causal
links between an action and its sonic result, these online
game interfaces should provide users with the missing vi-
sual element that prevent NPMs from becoming a genuine
globalized musical practice.

3.2 The ‘BabelBox’, a Raspberry Pi Hardware
Embedded System Solution for Local NMPs

The author has shown evidence that SmartVox is suitable
for large scale projects such as le temps des nuages 13 in
which eighty singers and musicians had their score synchro-
nized through the same network [5]. These productions
still enjoy an increasing interest from choirs and ensem-
bles, 14 requiring a very modest technical setup (only one
Wi-Fi access point, e.g. Ubiquiti Unifi) for choirs up to
thirty singers, with a node.js server running on a Mac com-
puter. However, in the more intimate context of cham-
ber music (as in In Memoriam JC Risset 1), the focus is
slightly different: the network load is much lighter, which

11 The American computer music network band ‘the Hub’, formed in
1986, contributed to the popularization of this new genre.

12 Towards the end of the following extract, three players can be observed
producing sounds together: https://vimeo.com/264626943

13 A recording of the piece is available at the following address:
https://youtu.be/SyFdR2HiF00

14 SmartVox was used for the rehearsals and performance of To See
The Invisible, an opera by Emily Howard, Aldeburgh, Snape Malt-
ings 2018https://snapemaltings.co.uk/concerts-history/aldeburgh-festival-
2018/to-see-the-invisible/
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encouraged finding a minimal hardware solution, in order
to make possible rehearsals without the physical presence
of the composer or the mobilization of a technician only to
setup a network. Installing the server on the performer’s
computer remotely has often been successful with musi-
cians unfamiliar with technology, thanks to the flexibility
of the Node Package Manager (NPM), which reduces the
installation of SmartVox to a few command lines. 15 This
installation process nevertheless remained an obstacle for
the dissemination of SmartVox. In search of a light plug-
and-play dedicated system to be sent over the post, the
Raspberry Pi quickly appeared as the best option to host
SmartVox on an embedded system. Node.js runs on Rasp-
bian, and SmartVox proved to be very stable on a Raspberry
Pi 3, so, once installed, the only two steps for a 0-conf
deliverable hardware were:

• Setting up a static address for a dedicated router (e.g.
tp-link...).

• Starting SmartVox at boot.

Starting a script at boot can be done on Raspbian with a
file containing the following in the etc/systemd/system:
[ Uni t ]
D e s c r i p t i o n =My s e r v i c e
[ S e r v i c e ]
E x e c S t a r t = / home / p i / Desktop / h e l l o . sh
[ I n s t a l l ]
WantedBy= m u l t i�u s e r . t a r g e t

With the hello.sh script containing the following to launch
the server:
# ! / b i n / bash
cd / home / p i / Desktop / r i s s e t
npm run s t a r t
exec bash

Figure 3. The BabelBox consists of a Raspberry attached to a router.

This low-cost system (less than 65 C, for a Raspberry and
a router) now allows the sending of ready-to-use scores.
Once the system is power-supplied, all the performers need
to do is to join the dedicated Wi-Fi, and type the static IP
address of the server on their smartphone/tablet (i.e. for
the performers: 192.168.0.100:8000, and for the conduc-
tor: 192.168.0.100:8000/conductor). In January 2019, the
system was rented to the Caen French conservatoire via Ba-
belScores 16 , thus proposing a rental of performing scores
(separate parts) of a new kind.

15 SmartVox is open source and ready to dowload on GitHub:
https://github.com/belljonathan50/SmartVox0.1.

16 Babelscores (https://www.babelscores.com/) is an online score

4. MIMETIC ORCHESTRATION

With the exception of the first opus (In Memoriam JC Ris-

set 1), whose pitch material was extracted from the analysis
of FM synthesis spectra, all the pieces of this cycle consti-
tute mimetic (a term attributed to Lindsay Vickery [24] and
Benedict Carey [3]) orchestrations of the PRISM labora-
tory synthesizer, developed by Richard Kronland-Martinet
[25], who worked for thirty years with Jean-Claude Risset
at LMA, Marseille, France.

This synthesizer is based on a perceptive model (as op-
posed to a physical model [26]) and carries the influence of
Risset’s exploration of timbre synthesis, examined through
the perspective of human perception [27]. The great ma-
jority of the electronics in other pieces of the cycle (In
Memoriam 2, 3 and 4) makes extensive use of the liquefac-
tion parameter, which turns a continuous sound into small
grains evoking the resounding impacts of drops on multi-
ple resonant metallic surfaces, or some form of imaginary
rain on metallic chimes. 17 The Bach library was again very
helpful for musical transcription, subsequently allowing for
transfer to the instrumental domain.

Benedict Carey’s doctoral thesis ‘Between Mimetics and
Memetics’ examines the credo assumed by various spec-
tral composers, for whom the very act of compositing was
sometimes almost equivalent to the ability to orchestrate
or translate sounds to the instrumental domain. Classical
contemporary music scenes such as those represented in
Europe in Gaudeamus or Darmstadt academies and festivals
reveal, however, that such preoccupations are often today
very far from what the young generations of composers
wish to express. Therefore, one can only talk of neo or post-
spectralism when referring to such techniques. Whilst still
taught in institutions like IRCAM, or briefly mentioned as
part of the undergraduate composition curricula, one can de-
plore the fact that this aesthetic canon has seen its day now
that technologies (such as the tools presented in the present
paper) finally allow more intuitive and user-friendly inter-
faces to the composer (Bach, Ableton, PRISM synthesizer),
auditory and visual computer assistance for microtonal in-
tonation and synchronization adjustments to the performer
(SmartVox), and thus probably more convincing results
from an audience’s point of view.

4.1 Time Domain: Temporal Precision and Mimetic
Transfer

At IRCAM in January 2018, Benjamin Matuszewski highly
improved the synchronization possibilities of SmartVox
by implementing a client-side algorithm that puts back in
sync devices whose drift exceeds a certain threshold ( [5],
Chapter 4.3). Until this new release, SmartVox had to deal
with a more approximate temporality, but it can now explore
a wide range of tightly synchronized musical situations,
between musicians, electronics and video for instance.

In none-pulsed music, in spite of the great conducting tra-
dition in chamber music and orchestral works, left-to-right
scrolling cursors distributed on the performers’ devices
(as in the Decibel ScorePlayer or SmartVox) seem a far

database for classical contemporary music, currently actively support-
ing the SmartVox project: http://1uh2.mj.am/nl2/1uh2/lgi4u.html.

17 A liquefation demonstration is available here:
https://youtu.be/2kdIaqAhUGs
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more straightforward strategy to obtain tight synchroniza-
tion rather than the bars and beats ‘encoding’ (quantification
by the composer with or without the help of algorithms)
and decoding processes (a compromised interpretation by
the instrumentalist, between the rhythmic values written on
the page and the gestures of the conductor), inherited from
a scoring tradition in which a regular meter was assumed.

The bach.roll object displays notation in proportional time,
and outputs notifications of its playback status in real-time.
These notifications can be interpreted in Max For Live in
order to synchronize 1/ the notation for human players in
Bach and 2/ the electronics in Ableton Live. Figure 4 shows
how Ableton’s playback controls can be accessed through
the live-set path of the live object model (LOM), which
makes constant back and forth playbacks possible between
the score and the electronics, during the compositional pro-
cess. This interface facilitated the composition of Mit Allen
Augen, In Memoriam J.-C. Risset 2, a piece involving large
forces to be performed in Paris in March 2019 (12 voices,
12 instruments and electronics). 18

Figure 4. Max For Live device syncing Bach and Ableton.

Pieces of the Risset cycle all benefit from this improve-
ment: in the first piece of the cycle, a passage is based on
rhythmical games between performers, taking advantage
of the cursor-type display of time. 19 In Das Hoheslied, In

Memoriam Jean-Claude Risset 3, to be premiered in June
2019, students of HfMT Hamburg were able to sight-sing
(for the very first time) passages which strikingly resembled
the target model. 20 In the Pocket Opera similarly, voices
should be able to match the attack of the tape with great
accuracy. 21

4.2 Frequency Domain: Harmonic Analysis of
Frequency Modulation

Rather than citing the oft-used Shepard-Risset glissando
illusion, the author found it more appropriate to re-activate
one of the most successful techniques of the beginning of
computer music: frequency modulation, which Risset was
amongst the first composers to use in his piece Mutations

18 The following example shows the convenience of the Bach/Ableton
inter-application communication https://youtu.be/VJvY5wYl cM

19 A rhythmical passage in In Memoriam Jean-Claude Risset 1
https://youtu.be/hQtyu1dcCaI?t=349

20 A Target sound is followed by its imitation by the choir in a sight-
reading session of Das Hoheslied, In Memoriam Jean-Claude Risset 3
https://youtu.be/EHYq9nFF6sE

21 The harmonic/rhythmic contour of the electronics, once transcribed
with the help of Bach, is then distributed to different voices in hoquet-like
sort of games: https://youtu.be/eBshi 2F20k

(1969), thanks to Chowning’s generous permission. This is
why nearly all the harmonic material from In Memoriam
J.C. Risset 1 and 3 was generated by FM synthesis.

For frequency analysis, although Iana [28] was formerly
used (and also favored by Daniele Ghisi [11] in some of
his transcription patches), the zsa.freqpeak descriptor [29]
offered seemingly more accurate results. A Max For Live
device was built for pitch visualization purposes. 22

As a reference to Risset’s findings regarding the temporal
evolution of the harmonic content of digitally recorded
trumpet sounds (which becomes richer in high frequency
harmonic when loudness increases [30], the evolution of
frequency’s ‘Modulation index’ 23 , was orchestrated by
successive entries of voices, from the lowest register (bass)
to the highest (soprano). 24

4.3 Conclusion on Mimetic Spectralism and Vocal
Imitation

Some of the tools presented in this chapter show that the
possibilities offered by today’s technologies would have ap-
pealed to the supporters of the ‘mimetic spectralism’ imag-
ined in the 1970s. If the compositional aesthetics followed
by these composers is not to everyone’s taste, they may at
least provide a fertile ground for artistic/scientific research,
because their aims and methods, concerned with the repro-
ducibility of a model, are suitable to measurements and, for
instance, quantifiable assessments. 25

In a more scientific context, members of the PRISM 26

laboratory undertook an experimental study of vocal im-
itation which recalls the sight-reading experiment in Das
Hoheslied. According to the author, Thomas Bordonné,
this study “aimed at determining the main characteristics
of sounds used by participants during vocal imitations”.
Bordonné, concludes: “Vocal imitations seem to be a good
tool to access the perception and determine which aspects
of the sounds are relevant” [31]. In this setup, therefore, the
spontaneous vocal response of participants could be inter-
preted in similar ways to the SmartVox-led reading sessions
in which the singers are asked to imitate what they hear.

5. CASE STUDY: THE POCKET OPERA, COLORS
AS A METAPHOR FOR HARMONY IN

PARTICIPATIVE SETTINGS

5.1 Participation

Productions based on SmartVox have highly taken advan-
tage of the emergence of participative concerts, in which
local community choirs or students get an opportunity to
sing with professional musicians (e.g. SmartVox or Le

temps des Nuages). Like SmartVox, the web application
Your Smartest Choice 27 (dedicated to a concert piece of the

22 Real-time spectral analysis with Bach and Zsa.FreqPeak
https://youtu.be/D6mCgx4pSxs

23 See https://youtu.be/OnT-Zgkh5MA for demo purposes.
24 See https://youtu.be/sgSjIpSD8yQ.
25 As, for instance, in the aforementioned Hambourg’s choir sight-

reading example: Das Hoheslied, In Memoriam Jean-Claude Risset 3.
26 https://www.prism.cnrs.fr/
27 Your Smartest Choice, by composer Huihui Cheng, is

an IRCAM-Eclat Festival joined production in which the
audience interacts with the performers through their smart-
phones.http://cosima.IRCAM.fr/2017/02/05/your-smartest-choice-
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same name by Huihui Cheng) was developed by Benjamin
Matuszewski at IRCAM, in the SoundWorks frameworks
[32]. In this piece, the audience interacts with the perform-
ers on stage through a video game running in the browser
of their smartphone. This project encouraged the author
to take this participative aspect even further, not only with
singers of various levels joining professionals in a produc-
tion (as in SmartVox or Le temps des Nuages), but also
with the audience participating in the performance, through
a video game deployed over Wi-Fi, accessible through their
own smartphone, just like the performers’ scores.

5.2 Chroma, the Relationship Between Pitch and
color

The pocket opera project consists in a staged work in which
professional musicians (the De Caelis ensemble) will in-
teract with secondary school choirs (singing) and with the
audience (playing). The pedagogical interest here consists
of familiarizing the students with notions of tuning, into-
nation and harmony. As in most SmartVox projects, the
personalized in-ear guide tones will help the choral stu-
dents to sing in tune, but this time the audience will also
be asked to follow the musical action happening on stage.
The full score is projected on a screen and the game dis-
plays balloons of different colors scrolling on the phone.
Each color corresponds to a specific pitch/sound, in order
to prompt audience members to follow the score and click
on the matching color. A didactic introduction will explain
the rules of the game. 28

Reflecting on questions raised by Lyndsey Vickery [13]
regarding the possible roles of color in musical notation,
and taking his findings to a musical language more focused
on pitch and harmony, color was used for its harmonic sig-
nificance, remembering that the Ancient Greek word for
color (chroma) interestingly led to chromaticism. With
all harmonic fields generated from liquefied sounds of the
PRISM synthesizer [25], the pocket opera project 29 seeks
to develop, through a process of gamification of musical
notation, an awareness to notions of pitch and spectral har-
mony among audiences of all backgrounds.

6. CONCLUSION

Initially conceived almost exclusively as a rehearsal tool for
choral practices [4] [5], recent use cases have shown that
SmartVox is in fact better described as a distributed score
player suitable for instruments as well as vocalists with or
without electronics. If notation remains a key concept for
SmartVox, the notion of Networked Musical Performance
probably defines it more specifically, living the door open to
further experimentation with Head-Mounted Displays and
Augmented Reality. Its recent synchronization capabilities
and its ability to assist microtonal tuning for each performer
individually highly facilitates performances of ‘mimetic’

eclat-festival/ The piece was subsequently performed at the Luxem-
bourg Rainy Days Festival, the code for the game is available here:
https://github.com/IRCAM-cosima/your-smartest-choice

28 The piece starts with an explanation of the game’s principal:
https://youtu.be/s-VSs3TcqLk), it then explores various possibilities with
the system (https://youtu.be/p4tT1CQGf-A)

29 A description of the project is available at the following address:
https://www.decaelis.fr

spectral music, in which the rhythmic and harmonic charac-
teristics of a recorded sound serve a as basis for composition
and orchestration. Compared to the technologies available
in early days of Spectralism, the tools presented here offers
efficient workflows and methods to compose and perform
such post-spectral works.
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ABSTRACT 

This paper introduces the IRiMaS software, developed 
within a European Research Council funded project based 
at the University of Huddersfield (2017-2022). The IRi-
MaS project (Interactive Research in Music as Sound) 
aims at developing new modes of musicology, by placing 
the aural, listening, and play at the forefront of the re-
search into musical form, processes, and practices. The 
primarily considered repertoires are those in which tradi-
tional notation is fundamentally problematic for the anal-
ysis, such as ethnomusicology, improvised music, or 
branches of contemporary music like spectral music in 
which the gap between what is written on the score and 
what is heard is often considerable. For such musical do-
mains, an interactive aural approach, relying on software 
and sound analysis, is potentially a useful alternative to 
notation, as it can lead to the scrutiny and analysis of mu-
sic on the primary basis of listening. In this context, the 
IRiMaS software is a platform through which the musicol-
ogist can build her/his entire workflow, from the simple in-
vestigation of a sound file to the elaboration of advanced 
interactive analytical charts, by providing an important li-
brary of tools to support all the dimensions of the research 
itself and of the dissemination of its outcomes. 

1. Introduction 
While it is arguably intuitive to consider that the study of 
music should have sound as its primary medium and lis-
tening as the basis for its methodology, the importance of 
classical notation in the development of music theory, mu-
sic analysis, and musicology as academic disciplines has 
led to a strong focus on the written score for research into 
many repertoires and musical practices, including those 
which do not rely on notation as much as classical western 

                                                             
1 See the IRiMaS project website [1] for further information on the project 
itself. 

music. Yet, listening and emphasizing various sonic as-
pects of the music enables musicologists and their audi-
ences to understand better the structure of the music, the 
nuances in timbre, pitch and rhythm sequences; such an 
approach is particularly important when the music cannot 
be satisfactorily represented with the traditional score. 

 The IRiMaS project (Interactive Research in Music as 
Sound), directed by Michael Clarke at the University of 
Huddersfield and funded by the European Research Coun-
cil for five years (2017-2022)1, aims at developing new 
modes of conducting and disseminating musicology by 
giving to the sound and listening the primary role in the 
research into musical form, processes, and practices. 

Such a focus on the aural, however, requires a consider-
able investment into software development. Certain recent 
initiatives have attempted to support analytical texts with 
sound examples via hypermedia links [2], but the philoso-
phy of IRiMaS is to go way beyond simple playback, and 
to fully integrate a smooth interaction with any aspect of 
the music that can be perceived as sound to stimulate mu-
sical exploration and knowledge from a unified yet open-
ended environment: the IRiMaS software, which is the 
centre of attention of this paper. After a short discussion of 
existing software and their benefits and limitations for the 
study of music as sound, and of earlier software develop-
ments carried by the authors, the general design and cur-
rent features of the IRiMaS software are presented. Fi-
nally, the contexts in which the software is used and eval-
uated – both currently and in forthcoming stages of the 
project – are discussed, along with the potential scope and 
impact of such an interactive aural approach2 to general 
musicology. 

2. Music Analysis and Existing Software 

2.1 Investigation of music as sound in software 

Assuming the use of a sound file as a starting point for the 
analysis of a musical work or performance, and regardless 
of whether that sound file is considered to be equivalent to 
the work itself (such as music for tape), a reference record-
ing amongst possible others (such as the commercialized 

2 As presented in the next section, the concept of “interactive aural ap-
proach” was developed by Michael Clarke in the context of the analysis 
of electroacoustic music [3]. 

Copyright: © 2019 Frédéric Dufeu, Keitaro Takahashi, Axel Roebel, Mi-
chael Clarke. This is an open-access article distributed under the terms of 
the Creative Commons Attribution License 3.0 Unported, which permits 
unrestricted use, distribution, and reproduction in any medium, provided 
the original author and source are credited. 
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recording of one performance of a classical piece), or a 
trace documenting a particular musical event (such as a 
free improvisation or a performance of strictly oral folk 
music), several readily available software environments 
can be used to undertake the musicological investigation. 

Developed at the Centre for Digital Music, Queen Mary 
University of London, Sonic Visualiser [4] is an “open 
source application for viewing, analysing, and annotating 
music audio files”, and has been used in different domains 
of musicology3. Providing waveform and sonogram repre-
sentations, Sonic Visualiser can host Vamp plugins for au-
dio feature extraction, such as Constant-Q transform [5], 
pitch estimation for polyphonic music [6], or structural 
segmentation [7], to name but a few. Another sound-based 
software with a strong musicological orientation is Pierre 
Couprie’s EAnalysis, developed in collaboration with De 
Montfort University [8]. On the basis of several generic 
representations of sound, like waveform and sonogram, it 
enables its users to create graphic and textual annotations 
on multiple views, and incorporates MIR-related represen-
tations such as similarity matrixes or charts based on Malt 
and Jourdan’s BStD (Brilliance and spectral standard de-
viation) [9]. Other pieces of software that don’t have any 
particular musicological focus, but implement advanced 
audio analysis and synthesis features for creative purposes, 
such as Ircam’s Audiosculpt [10], or Michael Klingbeil’s 
SPEAR [11], can be very helpful for scrutinising, manipu-
lating, and resynthesizing the audio contents of a musical 
work or excerpt in a musicological context. 

While all these software environments have specific ori-
entations, features, and user interfaces4, they tend to focus 
the user’s attention onto one object – the investigated 
sound file – and its inherent properties; they do not facili-
tate the manipulation and arrangement of a large set of 
items of heterogeneous natures and formats. Yet, in a mu-
sicological situation, a typical need is that of confronting 
different types of information, of segmenting audio or 
other data flexibly, and of arranging representations ac-
cording to layouts that do not necessarily correspond to the 
timeline of the initial sound source. 

2.2 Previous developments at the University of Hud-
dersfield 

To an extent, some previous developments by the contrib-
utors of this article prefigure the IRiMaS software, its re-
quirements, and its features. In particular, the concept of 
“interactive aural analysis” developed by Michael Clarke 
[3] promotes the making and dissemination of musicolog-
ical analysis in the form of software in order to enable both 
the researcher and the reader to engage aurally and inter-
actively with the music, its form, its components, and its 

                                                             
3 For instance, in Nicholas Cook’s article on Webern’s Piano Variations 
mentioned earlier [2]. 
4 For a more developed list of existing software and a discussion of their 
benefits and limitations in a musicological context, see [8]. 
5 Conducted at the University of Huddersfield and Durham University by 
Michael Clarke, Peter Manning, and Frédéric Dufeu. See [12]. 

tools. Within an earlier project, the UK’s Arts and Human-
ities Research Council funded TaCEM (Technology and 
Creativity in Electroacoustic Music) project5, a generic 
software was prototyped: TIAALS (Tools for Interactive 
Aural Analysis) [13]. Inspired by some features of Audi-
oSculpt, it enables its users to navigate the sonogram of the 
studied sound file by scrubbing the FFT data at any coor-
dinates across the time and frequency axes, and to draw 
shapes on the sonogram which act as filters to listen to 
them, isolated from the rest of the spectrum. In regards to 
the environments mentioned in section 2.1, one of the most 
distinctive features of TIAALS is that the objects drawn on 
the sonogram can then be placed on an interactive chart, 
on which representations of the time-frequency segmenta-
tions of the original file can be arranged in any order on 
the two-dimensional plane, according to the specifications 
of the analyst, such as genealogies, typologies, or paradig-
matic representations. The sound objects can be played di-
rectly from the chart itself, facilitating direct aural compar-
isons between objects and user-defined categories6. 

The central development work of the TaCEM project, 
however, was the realization of nine standalone applica-
tions, each dedicated to the interactive aural analysis of 
case studies from the electroacoustic repertoire, including 
key works of computer music such as John Chowning’s 
Stria (1977) [15] and Barry Truax’s Riverrun (1986) [16]. 
These nine applications include interactive presentations 
enabling users to familiarize themselves with the technol-
ogies developed and used by the composers, which is not 
directly relevant to IRiMaS, but also interactive charts pre-
senting the composer’s audio materials, again with gene-
alogies, paradigmatic, or chronologic arrangements. In all 
cases, the charts enable the playback of all the displayed 
sound files, but also, where relevant, the possibility to fo-
cus the listening on specific sound objects or events rather 
than the entire work. Besides, the implementation in soft-
ware made the visualization features possibly dynamic, so 
that a given chart can be arranged differently according to 
specific criteria7. The TaCEM applications also include 
ethnographic materials in the form of recorded videos, 
with interviews, demonstrations, and studio discussions 
with the composers and their collaborators.  

While all these applications are dedicated to specific mu-
sical works and were designed by the TaCEM team, many 
of their features can be generalized to the study of any 
work, much beyond electroacoustic music, and it is pre-
cisely such an abstraction that the IRiMaS software aims 
to provide to its users: the ability to develop their own fully 
featured interactive aural analyses, with a range of investi-
gation and presentation tools for the manipulation of any 
relevant type of data (audio and derived features, video, 
text), with no programming skills required. 

6 The idea of the generic interactive chart of TIAALS was itself a devel-
opment of charts built for an interactive aural analysis of Denis Smalley’s 
Wind Chimes developed by Michael Clarke, in which the user could play 
the chart items, but not edit the chart itself [14]. 
7 For instance, in the case of Stria, the main interactive chart enables the 
user to visualize all the elements making the work ordered according to 
any of their synthesis parameters. 
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3. Design of the IRiMaS Software 
Written in C++ using the JUCE framework, the IRiMaS 
software is being developed by the project team through 
the five years of the project (2017-2022) and, at the time 
of writing this article, its general design and first features 
are stabilized. In the current stage of the project, the soft-
ware is being used within the team with specific musico-
logical tasks and requirements, as part of doctoral research 
on three case studies in different musical areas, as pre-
sented more precisely in section 4. In later stages, the soft-
ware will be disseminated widely, and must be general 
enough to serve a large range of musicological domains 
and needs. 

3.1 Overall architecture: objects, pages, and presenta-
tion 

The IRiMaS software is designed around three main con-
cepts to be considered by the user: the objects, the pages, 
and the presentation. 

3.1.1 Objects 

Objects are the most elementary component that the user 
interacts with; they are classes with specific functions that 
can be used as tools for playback and listening, audio anal-
ysis, editing, and presentation. They can be simple, such as 
text boxes in which the user writes annotations, headings, 
or anything more developed; or they can be complex, such 
as a sonogram that the user can navigate both aurally and 
visually, and from which time-frequency regions can be 
identified and isolated. Objects can be created from any 
pre-existing type of media (sound, text, graphics, video)8, 
but an important specificity of the IRiMaS software is that 
the user can fluidly generate objects from other objects. 

For instance, once a waveform object has been created 
by selecting an audio file in the user’s library of sounds, 
the audio data can simply be played, entirely or within a 
specific region; markers and labels can be placed on the 
visualization to facilitate the navigation during a first aural 
exploration. The audio can be segmented, either manually 
or with algorithmic assistance; any segment can then be 
turned into an object in its own right. In a musicological 
context, this is a typical requirement: to take a schematic 
example, if a musical sequence has a form A B A’ B A”, it 
is crucial for the researcher to be able to rearrange each of 
the formal segments on a space that allows for comparative 
listening of the instances of B or of the variations of A, 
without going through the successive steps that such a sim-
ple requirement would imply in a standard digital audio 
workstation or audio editor. 

                                                             
8 A description of current and planned objects can be found in paragraph 
3.3. below. 

3.1.2 Pages 

The manipulation of audio segments as objects with their 
own graphical user interface in the example above intro-
duces the concept of page, which is governed by two major 
functions. The first is that of the investigation itself: by ar-
ranging objects and relating them to each other on a unique 
space, the user interacts with the page as her/his work-
space. The creation and manipulation of audio and other 
types of objects, the derivation of segments from wave-
forms or sonograms, the use of audio descriptors to guide 
aural comparisons or to support classifications, all contrib-
ute to the investigation of music as sound. The other es-
sential function of the page is that of the dissemination: it 
is in the first instance with the page that the researcher pre-
sents a specific argumentation to her/his audience, by play-
ing specific musical excerpts, displaying relevant repre-
sentations, arranging as many objects as needed onto a 
fully user-defined, interactive and, perhaps most im-
portantly, aural chart. Inspired by graphical and object-
based environments like Pure Data or Max, the IRiMaS 
software implements for the page and its constitutive ob-
jects an edit mode and a presentation mode. In the edit 
mode, the musicologist makes most of the investigation, 
creates, edits, and arranges objects on the page9 (Figure 1); 
in the second mode, she/he presents them according to the 
desired layout, and interacts with reduced means with the 
page to play the media corresponding to the objects, or to 
perform other simple operations. 

 
Figure 1. Example of page being edited in the IRiMaS software 

3.1.3 The Presentation 

The third main concept of the IRiMaS software is that of 
presentation: the user is free to create as many pages as 
necessary during the musicological investigation, and 
these pages ultimately make the presentation, which can 
be considered as an interactive research output. As with 
standard presentation software, the pages can be ordered 
as an indexed array and presented linearly; but, given the 
potential heterogeneity of resources often found in work of 
ethnographic nature, some alternative page navigators are 

9 The most fundamental operations are performed directly on the objects 
themselves, but for advanced operations or the definition of general at-
tributes, objects are associated with an extrinsic inspector. 
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under study, such as trees, graphs, or maps10. More gener-
ally, pointers to specific pages can easily be created by the 
presentation designer (i.e. the musicologist) from any ob-
ject on any page. 

3.2 Typical workflow 

To summarize the overall design of the IRiMaS software, 
the typical workflow of a musicologist using this inte-
grated environment from the first steps of the investigation 
to the dissemination of the research outcomes themselves 
can be described as follows. 

When launching the IRiMaS software, a new presenta-
tion is created with one blank page and no object on it. The 
user can create objects, either from scratch (text boxes, 
basic graphics) or, more typically, by importing audio or 
other media, such as static graphics or video. By default, 
importing an audio file creates a waveform object; it is also 
possible to create an interactive sonogram, either by im-
porting audio and implicitly performing an FFT and gen-
erating its graphic representation, or from an existing 
waveform object. The user can in the first instance inves-
tigate the audio by playing the waveform or the sonogram, 
and segment it in time-only or time-frequency regions re-
spectively. New objects can be created from such a seg-
mentation; objects can be arranged on the page according 
to the musicologist’s needs. Segmentation can be operated 
entirely manually; it can also be assisted computationally. 
With this example, as well as with the more advanced 
sound analysis algorithms to be described below, it is im-
portant to note that the IRiMaS software encourages the 
use of computational operations (in this example, segmen-
tation) as a basis for human-based refinement, so that any 
set of segment markers proposed by an IRiMaS object can 
– and, in most cases, should – be edited by the user: in 
other words, the software proposes and assists, the musi-
cologist decides. Arranging objects on the page can also be 
assisted computationally: for instance, segments of sound 
can be ordered according to average values of audio de-
scriptors; self-organizing maps [18] can also help evaluat-
ing similarity and difference of a range of materials ac-
cording to specific criteria, such as rhythmic motifs or me-
lodic profiles. Once again, playing and listening being pri-
mary to the IRiMaS philosophy, playing audio objects in-
dividually, but also comparatively (by selecting several 
objects, playing them simultaneously, and soloing/muting 
them), is made immediately accessible in the environment. 

Once the relevant objects have been created and arranged 
on the page, the researcher can refine the presentation by 
adding textual annotations and graphics; it is also possible 
to link objects together, for example so that clicking on a 
score image triggers the corresponding audio playback. 

                                                             
10 The implementation of several modes of presentation and navigation 
from page to page aims to develop previous initiatives by two members 
of the IRiMaS project: Amanda Bayley and Michael Clarke, who pub-
lished an interactive DVD gathering many different types of materials in 
an ethnographic study of Michael Finnissy’s second String Quartet and 

Finally, once an ensemble of pages has been made, the 
user can organise her/his presentation by selecting a spe-
cific presentation configuration (linear or map) and, where 
appropriate, implement inter-page links directly from the 
pages and objects themselves. A presentation is saved as 
an IRiMaS package (of the open-source .irimas format), 
which can be read and modified using the IRiMaS soft-
ware. 

3.3 Current and future objects and functions 

As mentioned in the introduction of this article, the devel-
opment of the IRiMaS software spans over the duration of 
the ERC project (2017-2022). At the time of writing this 
article, its first version already in use internally (see next 
section), and it is stable enough to demonstrate the general 
environment, its design and philosophy, and a first set of 
objects. The current list of objects is bound to expand as 
the project progresses, and as the software receives itera-
tions of feedback by different audiences such as that of the 
International Computer Music Conference. As it stands, 
the following objects are in place and operational: 

- Audio player with waveform representation, including 
time-domain segmentation, and several basic audio de-
scriptors visualization; 

- Audio player with sonogram representation, including 
the features of the audio player with waveform representa-
tions; 

- Video player with specific controllers for use in a mu-
sicological context, facilitation of labelling and interaction 
with text; 

- Static graphic file display, with temporal cursor for syn-
chronisation with audio data; 

- Text box for general annotation. 
The following objects and functions are currently under 

development: 
- Score editor with dynamic highlighting, for synchroni-

sation with audio and Midi data; 
- Assisted classification by audio features or musical pa-

rameters, including self-organizing maps; 
- Partial tracking; 
- Source separation of audio files; 
- Playback visualisation de-solidarized from the conven-

tional x or y axes conventional representations of time11. 

4. From the IRiMaS Case Studies  
to General Musicology 

Three musicological case studies are built in the IRiMaS 
project; each of them focuses on a musical domain which 
has been traditionally challenging standard notation, and 
therefore important to consider for the project implemen-
tation, its interactive aural approach, and the development 
of the IRiMaS software. Each case study is led by a PhD 

giving the viewer many possible paths and navigation modes through 
these materials [17]. 
11 After an idea of one of the team members of the IRiMaS project, Robert 
Adlington, who questions the validity of the metaphor of motion regard-
ing musical experience [19]. 
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student, whose analytical needs are addressed by the soft-
ware development team. 

An ethnomusicological case study is undertaken by Cris-
tina Ghirardini and supervised by Michael Clarke and Jon-
athan Stock (University College Cork). This research fo-
cuses on improvised poetry in ottava rima in central Italy. 
The study of such a musical practice, essentially transmit-
ted orally, is difficult to tackle on the basis of transcriptions 
by classical notation, which may convey to some extent 
pitches and durations, but fails to identify the numerous 
timbral variations or specific nuances in melodic profiles 
according to individual poets. The IRiMaS software aims 
not only at providing audio descriptions that are more rel-
evant to the nuances of sound, such as those available in 
existing software as discussed in section 2, but more im-
portantly at providing an environment in which segment-
ing stanzas and making aural comparisons of perfor-
mances, iambic lines, and profiles of rhymes, can be made 
smoothly, as well as the scrutiny of the properties of sound 
and scansion. 

A case study on free improvisation is led by Maria 
Donohue under the supervision of Michael Clarke and 
Amanda Bayley (Bath Spa University). Focused on inter-
actions amongst collectives of improvisers, this research 
gives a particular attention to how the musicians observe 
each other (both aurally and visually), their responsive-
ness, and decision-making. Such elements require the def-
inition of ad hoc modes of representation, which can be 
usefully supported by video materials documenting, for 
example, the point of view of each improviser. Here, the 
definition of relevant factors and descriptors representing 
ways by which the collective interactions contribute to the 
emergence of an ephemeral musical form challenges nota-
tion, and an interactive aural format can foster the obser-
vation and analysis of the music and its practice on the ba-
sis of specifically designed criteria, along with more stand-
ard descriptors for music and sound. 

The repertoire of contemporary classical music is known 
for having led to a high individualisation of the musical 
languages and modes of notation; the third IRiMaS case 
study, undertaken by Laurens van der Wee and supervised 
by Michael Clarke and Robert Adlington (University of 
Huddersfield), focuses on spectralism. Unlike the two pre-
vious case studies, this repertoire does rely on notation, but 
what is written on the score often does little to reflect the 
aural manifestation of the music. Working on the basis of 
audio recordings, with playing and listening as primary ac-
tivities as opposed to reading, is here again key to analys-
ing music, its form, and its elementary components: the 
meaning of music is here conveyed by the composition of 
timbre, and the classical parameters of pitches, dynamic, 
and durations are insufficient material for the analyst. 
Since the representation of timbre has been a significant 
challenge for several fields of research, identifying, desig-
nating, and organising audio segments in a readily aural 

                                                             
12 For instance, Jean-Jacques Nattiez’s analysis of Varèse’s Density 21.5 
[20]. 

and interactive environment is likely to enable the musi-
cologists of this area to investigate and present their find-
ings directly in sound, the first model and metaphor for 
such compositions. 

With these three case studies, tackling three very differ-
ent musical domains, all challenging for musical notation 
and therefore calling for new analytical methodologies, the 
IRiMaS software addresses specific musicological re-
quests, and the development of the software in turn pro-
vokes musicological and analytical ideas which would oth-
erwise not emerge. But as its implementation progresses, 
the software is being considered for a wider field of mu-
sics: not only those for which notation is problematic, but 
also the ones already tackled by score-based musicology. 
Implementing interactive aural versions of existing anal-
yses is targeted by the IRiMaS project12; the implementa-
tion of models in which the user of the software can play 
with notation and motif combinations to literally experi-
ment in the same way the composer could may well foster 
new modes of musicological knowledge for notation-
based repertoire, provided that the aural experience is 
made accessible integrally. 

5. Conclusion 
This article has introduced the IRiMaS software, currently 
developed as part of the ERC-funded project directed by 
Michael Clarke. The concept of interactive aural analysis, 
previously designed for the field of electroacoustic music 
and computer music, is key to the development of an 
emerging mode of practicing musicology: that in which the 
analysis focuses on the aural, letting both the researcher 
and her/his audience play with and listen to the music, its 
form, its components, and its processes. To be pushed be-
yond a simple hypermedia stage as in some recent litera-
ture, such an approach requires significant software devel-
opment, in order to facilitate the identification and defini-
tion of relevant musical elements, their comparison, their 
organisation, and their presentation. Such requirements 
can largely be facilitated by advanced digital signal pro-
cessing techniques found in existing platforms, but no ex-
isting software fully integrates the aural in a unified envi-
ronment that considers, along with low-level sound de-
scription, musicological needs like the comparison, order-
ing, and arrangement of multiple elements. Providing ad-
vanced tools for the design of user-defined interactive au-
ral analyses must enable musicologists with no program-
ming skills to elaborate and disseminate their investiga-
tions with sound as a primary medium. It is with the full 
integration of musicological knowledge and aural experi-
ence as first principle that the IRiMaS software is de-
signed, and it is hoped that the presentation of its succes-
sive iterations through the five years of the project will 
benefit from feedback from both the musicological and the 
signal analysis communities. 
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ABSTRACT 

In my own work I have sought to escape the restrictions 
of the acoustic score by exploring the relationship be-
tween it and movement, costumes, electronics, and non-
traditional instruments. But in retrospect, I have not es-
caped the score; I have only helped to reinforce what it 
is. Conceptually, the score is a place that is dependent on 
the tension between what is considered noise and music. 
Embedded in this binary relationship are “the priorities 
of notation” that, according to Wishart “do not merely 
reflect musical priorities – they actually create them”.1 
Pitch and duration, for example, vary in accessibility 
depending on the type of score. The problem with binary 
systems of notation is that they do not allow a composer 
to define musical priorities beyond pitch and duration or 
allow for the creation of new musical priorities. By ana-
lyzing acoustic scores, electroacoustic digital audio 
workstations (DAW) and or the audio file used in diffu-
sion, and the document/score used by live coding com-
posers, this paper will offer a way to breakdown binary 
systems of notation and look towards a queer concept of 
the score. 

1. INTRODUCTION 

The space between a composer and their score varies 
greatly depending on the type of composition system in 
use. Pen and paper versus a computer, for example, affect 
this space by determining the musical priorities a 
composer has access to. Staff notation in print scores 
supports note heads over other forms of engraving and 
the shift to computer notation software underlines the 
dominance of pitch and duration. This is reinforced by 
the development of both theoretical and pedagogical 
music agendas. Beyond the immediacy of the score, 
technology continues to assign significance to discrete 
musical parameters of pitch and duration rather than 
giving composers the ability to access other parameters or 
create new ones – thereby transcending staff notation. 
These associations depend on the binary relationship of 

noise and music. Notation is a self-referential system that 
prefers pitched based music over noise; and, even though 

                                                             
1 Trevor Wishart, On Sonic Art, (Abingdon, UK: Routledge, 1996), p. 
11. 

this system invites reinvention – considering the work of 
Kathleen St. John, Will Redman, and Stephanie Chang 
Smith – the system will always exist because of the line 
demarcating noise from music. Schools of composition 
and music historians or theorist have defined this line. A 
difference can be seen in a string quartet composed with 
staff notation versus graphic techniques. More recently, 
however, it can be argued that individual composers 
rather than a larger collective define the line. Examples of 
this include Pauline Oliveros, Pamela Z, and Alwynne 
Pritchard. This paper will argue, however, that despite the 
freedom an individual composer has in defining noise and 
music, a glass ceiling persists. This ceiling is directly 
connected to the limitations of a score and these 
limitations are defined by the binary system of noise and 
music. To move past this system, I will use the work of 
Attali, Kahn, and Muñoz to better understand how noise 
and music function between a composer and their score. I 
aim to queer the space between composer and score, 
disintegrate the line between noise and music, and 
articulate a musical futurity and, “…ideality that can be 
distilled from the past and used to imagine a future”.2 
 
First, a conceptual and historical overview of the score 
will be given. This overview will break down the compo-
sitional mechanisms that allow a score to operate within 
binary political, economic, and musical systems of noise 
and music. Free jazz and Cage’s 4’33” will serve as case 
studies because they can exist in both binary and non-
binary systems. The document/score used by live coding 
musicians will serve as a third case study because it, as 
shall be discussed below, contains an innate ability to 
destroy itself and continuously evolve – avoiding attach-
ment to binary political, economic, and musical systems 
of noise and music. Attali’s notion of “composed liberat-
ed time” will be further examined in relation to Muñoz’s 
notion of queerness. In this paper, queerness will be less 
concerned with the queer identity as much as the process 
of queering. Attali and Muñoz both state that their theo-
retical work in music and queerness, respectively, can 
prophesize or “imagine a future”.3 Music’s “styles and 
economic organization are ahead of the rest of society 
because it explores, much faster than material reality can, 
the entire range of possibilities in a given code”.4 “The 

                                                             
2 Jose Esteban Muñoz, Cruising Utopia: The Then and There of Queer 

Futurity, (New York, New York: New York University 
Press, 2009), p. 1. 

3 Jacque Attali, NOISE: The Political Economy of Music, trans. by Brian 
Massumi, (Minneapolis, Minnesota: The University of Min-
nesota Press, 1977; repr. 1985), p. 11; Muñoz, p. 1. 

4 Attali, p. 11. 
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future is queerness’s domain”.5 Muñoz continues, 
“Queerness is a structuring and educated mode of desire 
that allows us to see and feel beyond the quagmire of the 
present. The here and now is a prison house. We must 
strive, in the face of the here and now’s totalizing render-
ing of reality, to think and feel a then and there. Some 
will say that all we have are the pleasures of this moment, 
but we must never settle for that minimal transport; we 
must dream and enact new and better pleasures, other 
ways of being in the world, and ultimately new worlds. 
Queerness is a longing that propels us onward, beyond 
romances of the negative and toiling in the present.”6 
 
These notions of prophecy and futurity will be used to 
examine the score for clues. We are primarily looking for 
scores capable of morphing past their own binary nature 
and that allow for the creation of “composed liberated 
time”. Though these notions may seem contradictory, as 
queerness is focused on the future while “composed 
liberated time” is about the present, I will show how a 
score embedded with queerness creates “lived time”. 
Ultimately, this paper is searching for what a queer score 
may be. This paper is fundamentally based on the idea 
that the score and notation can be divorced and are two 
separate objects. 

2. THE ACOUSTIC SCORE 

Jacques Attali, in his 1977 book Noise: The Political 
Economy of Music, argues for four major political 
economic networks in the history of Western music. He 
names these networks Sacrificing (antiquity – 18th 
century), Representing (18th century – late 19th century), 
Repeating (late 19th century - 20th century), and 
Composing (20th century and beyond). Each network is 
defined by the binary relationship of noise and music. 
This paper is mainly concerned with the last two 
networks. Repeating is defined as a time of, “Stockpiling 
memory, retaining history or time, distribution of speech, 
and manipulation of information”, he continues, “it 
allows one to impose one’s own noise and to silence 
others…”.7 This behavior causes a binary political and 
economic relationship of centralities and marginalities 
through capitalism, mass-production, and the industrial 
revolution. Its relation to a notation-based score will be 
further developed below. The Composing network in 
contrast, “liberates time so that it can be lived, not 
stockpiled. It is thus measured by the magnitude of the 
time lived by men, which takes the place time stockpiled 
in commodities”.8 The Composing network does not 
depend on a binary political, economic, or musical 
system to survive. There is no need to have centralities 
and marginalities. Attali notes that such a model of 
“composed liberated time and egoistic enjoyment” may 
not exist. He does, however, give examples that act “not 
as the new mode of musical production [the composing 
network], but the liquidation of the old [repeating 

                                                             
5 Muñoz, p. 1. 
6 Muñoz, p. 1. 
7 Attali, p. 87. 
8 Attali, p.145. 

network]”.9 These include Anthiel’s Ballet mécanique 
(1926) which calls for airplane propellers and introduces 
noise to the concert hall, Prokofiev’s Pas d’acier (1929) 
which utilizes tone clusters that extend pitch into the 
realm of noise, and Cage’s 4’33” (1952) which invites 
off-stage noise to be heard as music.10 
 
These works all resisted the Repeating system because 
they began to break down the mass-producible behavior 
conventionally notated music was a part of; however, 
they still participate in it through other means. Awareness 
of the Repeating network by the artist or the work is not 
enough to cause a breakdown of the Repeating network.11 
He continues to search for an example of “composed lib-
erated time”, referencing the free jazz movement of the 
1960s and 1970s. “Lacking beat, harmony, and tonality, 
free jazz cuts the main connection to show tunes, dance-
hall performances, or even background music to which 
jazz owed much of whatever popularity it enjoyed”.12 
Free jazz included African American musicians from the 
Jazz Composer’s Guild, that ultimately becoming the 
Jazz Composers’ Orchestra Association.13 This associa-
tion provided the financial means for composers and per-
formers to collaborate without the influences of commer-
cialism, thereby escaping the economic restrictions of the 
Repeating network.14 Free jazz, “eliminated the distinc-
tion between popular music and learned music [and] 
broke down the repetitive hierarchy”.15 The score ulti-
mately upholds this hierarchy – a hierarchy partial to mu-
sic over noise, order over chaos and improvisation. Polit-
ically, free jazz provided, “a freedom from European 
styles, a freedom to seek African and other musical herit-
ages, and, also, a freedom to cross-pollinate jazz with 
other arts”.16 But even if free jazz musicians, such as Col-
trane, created their work outside of the Repetitive musi-
cal, economic, and political hierarchies, free jazz still 
became a product of value, an album that could be mass-
produced and stockpiled. Take for instance Coltrane’s 
performance at Temple University in 1966. A recording 
has been released since then titled Offering: Live at Tem-
ple University. Coltrane’s album partakes in the Repeat-
ing network through online streaming services and may 
be purchased through Resonance Records. Though some 
may argue that free jazz exists in the marginalities of mu-
sic, it still operates within a binary musical, political, and 
economic system of centralities and marginalities. Free 
jazz does not have a score. But this does not mean that it 
is free from the musical priorities that a score is biased 
towards – pitch and duration. “The result is that music, at 
least as seen in the score, appears to take place on a two-
dimensional lattice”.17 Though free jazz may be free from 

                                                             
9 Attali, p. 137. 
10 Attali, p. 136. 
11 Attali, p. 137. 
12 Richard Brody, ‘Coltrane’s Free Jazz Wasn’t Just “A Lot of Noise”’, 

New York Times, 10 November 2014 
</www.newyorker.com/culture/richard-brody/coltranes-free-
jazz-awesome> [accessed 18 June 2018]. 

13 Attali, p. 138. 
14 Attali, p. 139. 
15 Attali, p. 140. 
16 Brody, ‘Coltrane’s Free Jazz Wasn’t Just “A Lot of Noise”’. 
17 Wishart, p. 23. 
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a compositional rhetoric, it is still bound to a score’s par-
tialities. 
 
Throughout the history of Western music, the score has 
been defined in many ways according to its context. The 
score as mind and memory, print, data, audio file, and 
body are all examples of how scores have existed. The 
functions of a score can vary from the sharing of cultural 
knowledge through Jongleurs (score as memory) to ar-
chival functions. As will be discussed below, one com-
mon thread all scores seem to have is that they operate as 
an object of value. Once a composition is engraved by 
hand or via software such as Sibelius, it comes to embody 
a physical form that can partake in Attali’s Repeating 
system. Though Attali places the start of the Repeating 
network in the late 19th century, the invention of the 
printing press in the 16th century allowed for scores to 
become a mass-produced object of cultural and monetary 
value. It allowed scores to be published, republished, and 
“stockpiled”. A contemporary example of stockpiling 
scores may be seen with publishers only printing paper 
copies rather than releasing digital copies of scores for 
fear that the digital copy will depreciate. Despite this fear, 
a digital copy holds similar economic and cultural proper-
ties that a physical score has. The engraving process is 
the same for both and they will inevitably build value due 
to supply and demand or lack thereof. 
 
The development of staff notation only further supports a 
score’s ability to be mass-produced. “…both pitch and 
tempo can take on an infinitude of possible values and 
may vary continuously over this continuum. Notation, 
however, imposes a finite state logic upon the two 
domains [of pitch and duration]”.18 This logic is the 
foundation for the relationship between noise and music 
within an acoustic score. Though music may conceptually 
operate in a continuum where there is no difference 
between noise and music, Wishart illustrates how the 
logic of a two-dimensional lattice of pitch and duration is 
restricted by the exactness of the note head. A note head 
represents a specific duration and pitch. The note head 
ultimately separates noise and music through its focus on 
the stability of sound rather than a morphology of sound. 
These characteristics are what make the score successful 
in the Repeating network of centralities and marginalities. 
It capitalizes on the repeatability of notation’s exactness 
and control over noise and music in order to survive 
economically. A centrality cannot exist without its 
contrasting marginality. In what is to follow, I will chart a 
course from the Repeating network to the Composing 
network with the aim of uncovering a score’s potentiality 
in destroying and escaping the Repeating network. 
 
In the absence of a physical score, mind and memory take 
its place. Attali notes that the Jongleurs of today include 
amateur musicians, mainly in the folk traditions, who 
learn music by rote.19 The music of a mariachi or blue-
grass band, for example, “takes the form of one collective 
composition, without a predetermined program imposed 

                                                             
18 Wishart, p. 23. 
19 Attali, pp. 140-142. 

upon the players, and without commercialization”.20 A 
mariachi performance is flexible and able to evolve be-
cause there is no physical score. Because the score is 
memory, it cannot be mass-produced or stockpiled. The 
mariachi performance is a collective experience where 
audience members can become performers if they know 
the music and have a basic knowledge of Western music. 
But even if the memory score escapes the Repeating net-
work, the event itself operates within it. With the advent 
of mobile phones and social media applications, such as 
Instagram, Snapchat, and Facebook, what once use to be 
a private collective experience operating outside of the 
Repeating economic system has been turned into a public, 
audio-visual, cyber-object with value. All events are now 
able to become cyber-objects. These moments can now 
be “stockpiled” on social media accounts and collect so-
cial value through mechanisms such as “likes” and com-
ments. What was formerly an abstract and personal expe-
rience has been captured and made into a cyber-object 
with real world social capital. 
 
These cyber-objects operate as audio recordings once did, 
allowing us to repeat a previously lived experience an 
infinite number of times. In this manner, Jongleurs and 
the internet share an archival function, regardless of the 
private or public status of the content on the internet, it 
now replaces the Jongleurs’s repertoire as the collective 
consciousness for cultural experience with a significantly 
commodified twist. The cyber-object, however, does not 
adapt to its audience as Jongleurs did – though this may 
change as data mining more directly affects our online 
experience by customizing what we see based on our 
internet histories. The internet now captures the scores 
musicians once held in their memory alone. It does this 
by capturing moments of the interpretation of the 
memory scores. By having several moments available for 
comparison, one can begin to judge the various iterations 
of memory scores from different performances. These 
judgments will inevitably affect subsequent performance 
choices and allow for the codification of the memory 
score. Embedded in this code are not only noise and mu-
sic but the reaction between audience and performer and 
composer and performer. Similarly, “[w]hen notation 
seeks to preserve music as something identical across 
time, it becomes ‘reified as something forgotten’, such 
that ‘one could easily call notation [the internet] the ene-
my of remembering, of memory itself’”.21 The act of 
preservation through the internet catapults the memory 
score from a “lived experience” to a stockpiled one. 
Though the memory score is still based on the musical 
priorities of the printed score, it exists in a place outside 
of political and economic centralities and marginalities. 
But when the memory score is captured and made into a 
cyber-object, it is inserted into political and economic 
zones. In collecting “likes”, a cyber-object also gains a 
larger audience. This is how, for example, Facebook’s 
algorithms operate.22 The internet significantly expands 
                                                             
20 Attali, p. 141. 
21 Andrew Bowie, Music, Philosophy, and Modernity, (Cambridge, 

England: Cambridge University Press., 2007), p. 319. 
22 Brian Peters, ‘The New Facebook Algorithm: Secrets Behind How It 
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audience size. A cyber-object’s geo-political and eco-
nomic boundaries breakdown almost completely – except 
in cases where the government controls a country’s ac-
cess to the internet. Many recordings are available for 
free. 
 
Cage’s work 4’33” presents an interesting case for the 
history of the printed score and its subsequent perfor-
mance. As a physical object it holds economic value and 
may be collected and reprinted or republished. As a per-
formance experience, “…Cage opens the door to the con-
cert hall to let the noise of street in, he is regenerating all 
of music: he is taking it to its culmination. He is blas-
pheming, criticizing the code and the network. When he 
sits motionless at the piano for four minutes and thirty-
three seconds, letting the audience grow impatient and 
make noises, he is giving back the right to speak to peo-
ple who do no[t] want to have it. He is announcing the 
disappearance of the commercial site of music: music is 
to be produced not in a temple, not in a hall, not at home, 
but everywhere; it is to be produced everywhere it is pos-
sible to produce it, in whatever way it is wished, by any-
one who wants to enjoy it.”23 
 
Douglas Kahn notes that the ability 4’33” has to occur 
everywhere and anywhere joins together two notions of 
all sound and always sound to make what he calls panau-
rality.24 This is defined as “sound [that is] no longer tied 
to events but [exists] as a continuous state as it reso-
nate[s] from each and every atom”.25 Up until this point 
in the history of the score, it had been possible to codify 
almost any music or musical experience as a commodity. 
Both the printing press and our ability to record events 
made it possible to reify music as an object of value. This 
process of codification, however, is not possible for pa-
naurality. Even though Attali states “the musician does 
not have many ways of practicing this kind of music 
within the existing networks…”, I would argue that a 
performer actually can practice panaurality outside of 
4’33” and therefore outside of the existing repeating net-
work.26 What a performer practices in instances of panau-
rality is not the economic object that 4’33” has become, 
but instead they practice the ideological foundations em-
bedded in Cagean philosophy. This type of event would 
be unrepeatable if we accept that sound, noise, and music 
are caused by a “continuous state” of resonances from all 
matter.27 The event would also be unrestricted by the mu-
sical priorities of pitch and duration associated with nota-
tion. Notation-based scores, simply put, are unable to 
capture such an idea though further study should be con-
sidered on the music of Pauline Oliveros. Her scores, in a 
way, capture a philosophy of sound, of listening. Though 
they ultimately do participate in a binary political and 
economic system. 

                                                                                                  
<https://blog.bufferapp.com/facebook-algorithm> [accessed 
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23 Attali, pp. 136-137. 
24 Douglas Kahn, NOISE WATER MEAT, (Cambridge, Massachusetts: 

Massachusetts Institute of Technology, 2001), p. 159. 
25 Kahn, p. 159. 
26 Attali, p. 137. 
27 Kahn, pp. 158-160. 

 
At this point, it’s important to note that the notation-
based score cannot afford to escape from the binary mu-
sical, political, and economic systems. The composer, as 
opposed to the performer above, cannot practice music 
outside of the systems with the current score conventions. 
Any attempt to codify or engrave would in fact give way 
to an object of value and ultimately support the line de-
marcating noise and music. This is true even if a compo-
sition is intended for a close friend and not for public 
consumption – its potentiality to partake in the economic 
system holds true.28 But, in the afterword of Attali’s 
book, Susan McClary states, “Many practitioners of 
Composition fight the tendency toward objectification by 
making live, multimedia performance a necessary com-
ponent of the work”.29 She references the works of Laurie 
Anderson and Joan La Barbara and highlights how these 
women working in the marginalities of music’s econom-
ics, “celebrate their status as outsiders by highlighting 
what counts in many official circles as noise”.30 But as 
Attali previously stated, knowledge of the system is not 
the same as breaking away from it and forming a new 
one.31 Even the multidisciplinary scores and performanc-
es of Laurie Anderson and Joan La Barbara, no matter 
how marginal they may be considered within an econom-
ic, political. and musical framework, are supporting bina-
ry networks. Both of their work (albums and video rec-
orded performances) may be found through various 
online platforms such as YouTube, Amazon Music, 
ITunes, etc. 

3. THE ELECTROACOUSTIC SCORE 

If the place where an acoustic composer organizes their 
sounds is the score, then for an electroacoustic composer 
that place is the Digital Audio Workstation (DAW). 
However, the DAW does not function as a score would in 
an acoustic performance. Instead an audio file is used in 
fixed or diffused performance practices. Hans Tutschku 
stated that the waveform of his electroacoustic pieces and 
his composed sonic gestures directly affect how he will 
diffuse a work in a given space.32 In this way, the 
waveform operates similarly to an acoustic score. It is a 
coded sign, as are note heads, that instruct and or suggest 
to the performer to do an action. This action may be 
interpreted in numerous ways depending on the diffusion 
system being used, speaker placement, and the space. 
“Actualising a digital file, we confront the work’s 
intermediary form (the file) aurally. While performing 
[electroacoustic works], we are not able to imagine ahead 
with the help of a stave-based memory aid. And so, all we 
can do is to react in flight, as we hear the sound 
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Attali’s Concept of Composition from a Queer Perspective”, 
Popular Music and Society, 21.3 (1997), p. 54. 
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29 Attali, p. 158. 
30 Attali, p. 157. 
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emerging.”33 
 
Similarities can be found between this description of an 
electroacoustic work and a playwright’s script. Actors do 
not use specific decibel levels for every word in a script. 
They “react in flight” to themselves, the audience, and 
each other. For Hoffman, “Electroacoustic music is re-
lieved of the extreme approximateness of an intermediary 
notation”.34 The exactness, however, is in relation to per-
formance practice and not to the score. I would argue that 
the work done in the DAW session by a composer con-
tains “extreme approximateness” but, as Wishart argues, 
it operates outside of the musical priorities of notation.35 
If the DAW is the place where sounds are organized and 
codified, then the audio file may be an extension of the 
DAW score. Currently, audio files are used in perfor-
mance practice as they are easier to share and may be 
accessed through a variety of playback systems. There are 
tens of DAWs available to composers, making it difficult 
for any one computer to house all DAWs. The printed 
score is a technology that can only function efficiently 
due to standardized codes. The audio file is the efficient 
equivalent in electroacoustic performance. But the DAW 
is the score equivalent in the process of composition 
though with a much more recent history than that of an 
acoustic score. 
 
Though it is outside of this paper’s scope to present more 
evidence on the similarities between a score and DAW 
file (and its audio file extension), I will now assess the 
musical priorities of a DAW file. This will allow us to see 
how a DAW operates within the binary relationship of 
noise and music. Its musical parameters are a bit differ-
ent. Instead of two dimensions, the compositional logic of 
a DAW extends to include timbre and a morphology of 
sound rather than the stability of a note head and staff. 
The gesture becomes a unit of logic. “Such events with 
rapidly involving internal morphologies are much more 
easily accessible in the electro-acoustic studio and it is 
here where the problem of their organisation begins to 
confront traditional musical aesthetics”.36 Though 
Wishart was primarily concerned with notation and its 
effect on the listener’s experience as a way to verify our 
“theories about how to compose music”, he also articu-
lates the main difference in the logic of a DAW from that 
of an acoustic score.37 The DAW allows a composer to 
access the musical continuum without the intervention of 
a notation system;38 subsequently, the line between noise 
and music is thinner during the compositional process. 
Where in an acoustic score instruments and notation de-
fine what music and noise are, the logic of a DAW – or 
lack thereof – allows for a composer to access all sound. 
Noise is not an inherent feature of the DAW. Noise is 
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idiomatic case study for Adorno's theory of musical repro-
duction’, Organised Sound, 18.1 (2014), pp. 60-70 
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36 Wishart, pp. 32-34. 
37 Wishart, p. 11. 
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defined in the compositional process rather than by a no-
tational logic or through the limitations of a score. Once 
an electroacoustic composition is complete, however, 
everything outside of its DAW and subsequent audio file 
may be considered noise. In this respect, the audio file 
can participate in musical, political, and economic sys-
tems of centralities and marginalities. The audio file 
shares similar Repeating properties with that of acoustic 
scores; the ability for the audio file to be mass-produced 
and its ability to have a value placed on it. 
 

4. THE DOCUMENT/SCORE 

Perhaps a composer’s ability to escape the Repeating 
network and the binary relationship of noise and music 
lies within a score that can continually destroy itself – 
and have that behavior be a musical priority. These types 
of scores would have to resist being engraved and 
becoming a mass-produced or stockpiled object. The 
score would have to bypass the politics of noise and 
music that the Repeating system supports. “In 
Composing, stability in other words, differences, are 
perpetually called into question. Composition inscribed 
not in a repetitive world, but in the permanent fragility of 
meaning after the disappearance of usage and 
exchange”.39 This type of system calls for an ever-
evolving type of score that is morphing continuously – 
never fully forming a commodifiable identity. “Time no 
longer flows in a linear fashion; sometimes it crystalizes 
in stable codes in which everyone’s composition is 
compatible, sometimes in a multifaceted time in which 
rhythms, styles, and codes diverge, interdependencies 
become more burdensome, and rules dissolve.40 Below, I 
will argue that the document/score used by live coding 
musicians resist being stockpiled, exists in a “permanent 
fragility”, and allows for time to flow in a non-linear 
fashion. In the folk music example above, where the 
score was memory, the experience is what initially lives 
outside of binary systems. With live coding, the reverse is 
true. The document/score, for the moment, is what lives 
outside binary systems while the performance becomes 
the object with value. This is the one instance we have 
seen where the composer’s score, the coding interface, 
escapes Attali’s Repeating network, distorts the 
noise/music line, and fully embraces the Composing 
network – becoming a queer score. 
 
Attali writes, “Composition thus leads to a staggering 
conception of history, a history that is open, unstable, in 
which labor no longer advances accumulation, in which 
the object is no longer a stockpiling of lack, in which 
music effects a re-appropriation of time and space. Time 
no longer flows in a linear fashion; sometimes it crystal-
izes in stable codes in which everyone’s composition is 
compatible, sometimes in a multifaceted time in which 
rhythms, styles and codes diverge, interdependencies 
become more burdensome, and rules dissolve.”41 
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There are many similarities between live coding and this 
quote that describes the Composing network. In live cod-
ing, the artist works through a pre-determined document 
of code or improvises and builds one in the moment. This 
leads to “open”, “unstable”, and risky performances. Alt-
hough there is labor involved in the making of the code, 
this labor does not advance the accumulation of an object 
of value. There is no code that an audience member may 
take with them simply by experiencing the event. An au-
dience member may perhaps ask the artist for their code, 
but this is not, to my knowledge, a normalized perfor-
mance practice. To code is not to code in time or left to 
right – as is in acoustic and electroacoustic music. The 
document/score allows coders to wander throughout its 
topography top to bottom or left to right, creating, de-
stroying, and once again, creating anew. Though the 
software Supercollider may execute a code top to bottom, 
a coder is not restricted to changing the code from top to 
bottom. Codes may be compared. Patterns of specific 
effects and mathematical functions may be copied and 
pasted within a document/score to another. If live coders 
are working within the same interface such as Supercol-
lider, MAX, or PD, documents are compatible. And even 
if code scores exist in a different interface, their individu-
al functions may be abstracted and compared with their 
mathematical equivalents. As Attali states, “…everyone’s 
composition is compatible, sometimes in a multifaceted 
time in which rhythms, styles and codes diverge, interde-
pendencies become more burdensome, and rules dis-
solve”.42 In a way, this describes a network composition. 
During a live coding event, the counterpoints constructed 
may diverge and dependencies may be constructed and 
heard. Coding, though, is an event that continually dis-
solves itself and reorganizes itself to produce sound. This 
trait does not exist in acoustic or electroacoustic music. 
 
Time and identity are closely linked with acoustic and 
electroacoustic works. Even if a piece is composed with-
out bars or measures, the unit or object of measurement, 
becomes the gesture that includes melody, chords, 
rhythm, etc. These units form moments in time and ulti-
mately dictate its identity in time. Aleatoricism begins to 
break down the left to right time model but in perfor-
mance we understand these randomized musical frag-
ments as a left-to-right compositional object. The main 
difference between a document/score and an acoustic or 
audio file, though, is that the document/score exists in 
flux while a traditional score and audio file do not evolve 
past their original notation. Musicians that morph an 
acoustic score past its traditionally accepted interpretation 
have received strong criticism. Frederic Rzewski has 
been called a “maverick” due to his interpretations of 
Beethoven’s Piano Sonata No. 29, Op. 106.43 Gurewitsch 
writes, “When he plays other people’s music, he can raise 
hackles by improvising cadenzas in the middle of such 
untouchable masterworks as Beethoven’s “Hammerk-
                                                             
42 Attali, p. 147. 
43 Matthew Gurewitsch, ‘Maverick with a Message of Solidarity’, New 

York Times, 27 April 2008 
https://www.nytimes.com/2008/04/27/arts/music/27gure.htm
l [accessed 18 June 2018]. 

lavier” and “Appassionata” Sonatas. [Rzewski states,] “I 
do it because I think it’s authentic,” he said. “It’s what I 
think Beethoven would have done. A few years ago, after 
a concert at Bard College, a musicologist came up to me 
and told me very sternly that you could do that at parties 
but not at a concert. Usually people don’t hire you at all if 
they think you’re going to go in for such shenanigans”.44 
 
The document/score’s ability to evolve allows it to evade 
a musical, political, and economic identity. This is the 
main difference between syntactic scores and code-based 
document/scores. Although the performance of a docu-
ment/score does include gestures and melodies, in the 
process of composing the piece live, these are quickly 
destroyed and may never be heard again. To code is to 
continually destroy one’s own musical identity while 
simultaneously creating a new one. This process is at the 
heart of live coding and also at the heart of the Compos-
ing network – where the “permanent fragility of mean-
ing” is most alive. Due to this attribute the very meaning 
of a musical identity, musical object, or score is called 
into question. This will act as the gateway into a queer 
system of composition and will be further developed in 
the next section. 
 
Because the document/score does not have an inherent 
archival function, it loses its ability to have a past. The 
past is no longer objectified or stockpiled in live coding 
music. Without self-referential points in time, it also 
looses its historical linearity. History dissipates with the 
document/score and time is no longer an object to be re-
membered but an object to be lived – a moment of “com-
posed liberated time”. Document/scores, in their denial of 
history, also deny the ability to form a traditional and 
historical set of aesthetics. Without a document/score to 
compare from one instance to another, we are forced to 
understand it in the moment because we are unable to 
form a concrete aesthetic preconception from past docu-
ment/scores. …the objectification of experience is insepa-
rable from emerging dominant cults of posterity and cul-
tures of preservation, which, in turn, are inseparable from 
attempts to shape the sort of public taste and opinion that 
seeks everyman modes of experience belonging to no one 
in particular. …the past is set apart as dead or as lost and 
becomes increasingly disembodied the more it is separat-
ed from any active, live, or personal commitment.45 
 
In this passage the preservation of an experience is based 
on a culture’s need to seek repeatable “everyman modes 
of experience”.46 The canon in Western classical music is 
deeply connected with this idea of preservation though it 
is alive and celebrated as seen in the performance statis-
tics of Bachtrack.47 “The objectification of experience” 

                                                             
44 Gurewitsch, ‘Maverick with a Message of Solidarity’. 
45 Lydia Goehr, Effective Affinities: Musical Essays on the History of 

Aesthetic Theory, (New York, New York: Columbia Univer-
sity Press., 2008) p. 166. 

46 Goehr, 166. 
47 Alison Karlin, ‘Roll over Beethoven: The Bachtrack classical music 

statistics are out’, Bachtrack, 9 January 2018 
<https://bachtrack.com/classical-music-statistics-2017> [ac-
cessed 18 June 2018]. 
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creates objects that are more easily able to participate in 
binary systems. This is a practice that live coding contin-
ues to resist. Live coding is not about the past. It is about 
the destruction of itself in the moment. That said, it is 
possible for coders to archive their document/scores be-
tween performances and possibly develop a linear histori-
cal system that would allow for an accurate depiction of a 
code’s evolution. To my knowledge, though, this is not 
standard performance practice. Such an endeavor would 
have to capture the entire evolution of a document/score 
throughout the performance to truly capture an accurate 
footprint. This type of system would then bring the doc-
ument/score into the realm of preservation and give it the 
ability to be a mass-produced object. It would lead to a 
stable history and possibly an identity within binary sys-
tems. The question of how live coding would define its 
past within these systems, however, remains. 
 
Throughout his book, Attali discusses the role difference 
has within the act of composition. Difference inevitably 
defines style, genre, and an individual’s artistic voice. 
Difference also delineates how one composer or publisher 
engraves their scores from another. Take for instance the 
scores of Saariaho, Penderecki, and Schwantner. All three 
composers have distinctive engraving styles that define 
their scores’ identity within binary systems. These sys-
tems thrive on difference that is mass-producible. Docu-
ment/scores also prioritize difference within their frame-
work but outside of binary systems. Supercollider, for 
example, features indifference for white space. This 
means that the space between functions (or even individ-
ual units of that function) can theoretically be separated 
by an infinite number of spaces and it would still be val-
id. Conversely, the code may also be written with a zero 
number of spaces between units and it would also be val-
id. To save time while troubleshooting, it is standard 
practice to group functions within the document/score if 
they are directly related to a particular operation. While 
using the programing language Pure Data, or the object-
oriented software MAX/MSP, coders may also extend 
their document/scores to include sub document/scores. 
This feature allows complex document/scores to be suc-
cinctly presented for their performance. Features that do 
not need to be discretely controlled during the perfor-
mance can be hidden. In this manner, document/scores 
include both active and passive code – a characteristic 
unique to live coding. This will be explored further be-
low. 
 
It stands to note that this is an example of a new way of 
making music both practically and conceptually. The 
document/score is outside of binary systems and holds 
the key to a queer compositional futurity. For Attali, mu-
sic predicts the political and economic systems of a 
community. “It is neither a wish nor an anxiety, but the 
future contained in the history of economy and in the 
predictive reality of music. It is already present – in its 
fragility and instability [as described above], in it tran-
scendence and fortuitousness, in its requirement of toler-
ance and autonomy, in its estrangement from the com-

modity and materiability – implicit in our everyday rela-
tion to music.”48 
 
If we accept this as a possibility, then the musical priori-
ties that document/scores have may suggest a composi-
tional futurity for a queer score. Already, we have seen 
that the document/scores resist being a commodifiable 
object, having a linear history, a concrete aesthetic theo-
ry, and embraces instability – making it theoretically dif-
ficult to define noise and music. There is no notation or 
lattice-based system that predetermines what noise and 
music are in a document/score. I now turn to reflect on 
the space between a composer and their score and the 
queer musical futurity within it.  

5. A QUEER MUSICAL FUTURITY 

Global String by Atau Tanaka “[i]s a multi-site network 
music installation, connected via the internet. It is a 
musical instrument in which the network forms the 
resonating body, by use of a real time sound synthesis 
server.”49 In effect, this piece comprises of a room-
length string that people may interact with. Their 
manipulations of the string are tracked via a software 
programed with a document/score. 
 
By supplanting the musician’s playing with that of an 
interactive user, Global String dislocates part of the phys-
ical instrument by locating it on the Net, allowing the 
chaotic nature of network traffic to act as resonating 
chamber or the string, and using the communications 
potential of the network to expand the engagement of the 
audience. Here, the musical instrument no longer operates 
as a private tool, but more as a shared platform for or-
chestrating multiple gestures by more than one body. In 
short, the instrument invites its own appropriation for 
investigative use, replacing skill with curiosity and tech-
nique with learning.50 
 
Pieces like Global String make a shared experience a 
musical priority. This priority is one not considered by 
Wishart. An acoustic score is inherently unable to ac-
commodate a shared experience like that of Global 
String. One requires specific training in order to engage 
with the acoustic score directly. The document/score, on 
the other hand, can operate in a passive manner and react 
to diverse types of inputs. These inputs can be sensory 
data from audio microphones, contact microphones, hap-
tic feedback, and biometric data from performers and 
audience members alike. Though some works may re-
strict the type of sound output they have, theoretically, a 
network installation could have unrestricted inputs and 
outputs with no demarcations between noise and music – 
transcending the limitations of notation. This action ex-
tends the body of the document/score to audience mem-

                                                             
48 Attali, p. 147. 
49 Atau Tanaka, Global String, online video recording, Vimeo, 18 June 

2018, https://vimeo.com/46800992 
50 Brandon LaBelle, Background Noise: Perspectives on Sound Art, 

(New York, New York: Bloomsbury Academic, 2015), p. 
271. 
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bers and allows them to explore an unknown instrument, 
in this case, one that spans continents and crosses global 
geo-political borders. “As the body gains presence as an 
artistic medium, it brings with it questions of agency, 
location, and representation in such a way as to alter the 
aesthetic category as one separate or divorced from the 
real”.51 Though Labelle is discussing 1950s Happenings 
in this quote, it also applies to live coded music and net-
work performances. In network installations, the binary 
relationship operating relies on a tension not between 
noise and music but between the physical world and the 
cyber world. At the center of this is the body of the doc-
ument/score, and by extension, the body of the audience 
participants. Physical actions applied to the string con-
struct network resonances in cyber-space that travel 
around the world, interact with other resonances, and 
ultimately are brought back to the physical world via data 
sonification. 
 
Though the Repeating system took the body out of the 
aural production line – machine, sound, ear rather than 
body, sound, ear – the Composing network, when com-
bined with the musical priorities of network installations, 
is different. It reintroduces the body into the equation as 
well as the importance of “composed liberated time” or 
“lived time” by making the experience and the body a 
musical priority. These two musical priorities further 
queer the space between the composer and their score. In 
removing the lattice-based priorities off a pedestal, we 
come to a score that escapes the restrictions of time, 
place, and notation, but still has access to them. This also 
raises a question into the very nature of a composer ver-
sus a programmer – the live coder – and whether a pro-
grammer is simply the extreme expression of a composer 
within a capitalist system. Though this may seem contra-
dictory to the premise presented in this paper – live cod-
ers escape capitalism – I have to acknowledge that a live 
coder is using a machine deeply connected with the rise 
and sustainability of capitalism, mass-production, and 
stockpiling. There is an irony, in that the live coder uses a 
machine to escape its own historical function of mass-
production. The computer becomes the tool we use to 
access a queer musical futurity. Therein lies the main 
difference between acoustic composers and live coders. 
The OED defines a composer as someone who “puts to-
gether or combines into a whole; one who fashions or 
constructs”. Two other definitions are “[a] mixer or min-
gler” and “[o]ne who arranges or groups according to the 
laws of artistic composition; a designer”. These defini-
tions invoke a sense of linear creative direction with a 
final product as an outcome. Programmer is defined by 
the OED as “[o]ne who arranges a schedule, itinerary, or 
programme for an event or series of events; a device that 
automatically controls the operation of a device or ma-
chine in accordance with a prescribed programme”, and 
“[a] person who writes computer programs or softwares”. 
The definitions of composer and programmer are very 
similar. Both articulate a linear method of production 
with a final product. The programmer, however, uses 
technology to effectively create a queer score while an 
                                                             
51 LaBelle, p. 55. 

acoustic composer uses the computer to continue to par-
ticipate in binary systems. This method releases code 
from having to have any type of limiting musical nota-
tion. Though the document/score uses language and 
numbers – or rather units of – nowhere in the docu-
ment/score does a unit represent an ideal sound. A note 
head on staff paper automatically represents an ideal 
sound and its noisy reciprocal. This, ultimately, is what 
makes live coding a queer score that operates outside of 
economic, political, and musical binary systems. 

6. CONCLUSION 

This paper focused on the musical priorities of different 
scores through the lens of queer theory. Further 
investigation is recommended on which score can best 
support queerness the identity. Evidence presented here 
suggests that queer identity may be best composed 
through the document/score. Joyce has written on the 
creative “possibilities for resistance, counterformation, 
and creativity” at the marginal space of the closet but she 
does not consider the consequences of binary notation 
systems.52 More needs to be investigated in order to 
understand the relationship between performativity, queer 
identification, and notation. This research is important not 
just for pedagogical reasons, as Joyce notes, but also as a 
method for understanding a new queer economic system. 
For Attali, music prophesizes political and economic 
systems. This paper articulated how difficult it is for 
notation-based music to escape from the Repeating 
network but also demonstrated how the queer 
document/score escapes it. Embedded in this escape is 
where I suggest we continue to look for a queer futurity.  
 
“All we communicate to others is an orientation towards 
what is secret without ever being able to tell the secret 
objectively”.53 As a queer artist, this resonates deeply 
with me because it allows me to think about the ways my 
queer identity may or may not be visible and in what 
ways I can use composition to express it fully. A 
notation-based score allows me to “orient oneirism” for 
an audience; but, due to its limitations in political, 
economic, and musical binary systems, it does not allow 
me to express queerness in its totality as the object, 
process, and the identity.54 The acoustic score allows for 
the expression of two things: pitch and duration. Live 
coding and network installations inherently allow for the 
exploration of an unknowable future by continuously 
being in flux, engaging with the body of the composer 
and audience, and by making the event a musical priority. 
Because the purpose of live coding is to destroy itself, it 
denies the past and present while continuing to march 
into the future through a lived event. It does this with a 
non-linear sense of time. Queerness is embedded in the 
document/score. 
 

                                                             
52 Joyce, p. 35. 
53 Gaston Bachelard, The Poetics of Space, (Boston, MA: Beacon Press, 
1958, repr. 1969), p.13. 
54 Bachelard, p. 13. 
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ABSTRACT 

Flutter echoes are usually thought of as a defect one 
simply wants to avoid. The physics of flutter echoes is, 
however, not simple. Repetitive reflections with Δt [s] 
between each reflections give a perceived tone with a 
frequency of fo=1/Δt [Hz] and multiples of this. Often 
this “Repetition Pitch”/“Repetition Tonety1” is used to 
explain the “tonal” character of a flutter echo in rooms 
with two parallel, reflecting surfaces and the other sur-
faces almost totally absorbing. However, fo=1/Δt is in the 
low frequency range but the characteristic “almost to-
nal” character of a flutter echo is of mid/high frequency, 
typically around 1-2 kHz. Also sound engineers mix up 
these effects, and several plug-ins called “pong-echo” 
etc. forget this special timbre of real flutter echoes. This 
paper gives an overview on several ways to explain the 
special timbre of flutter echoes, by inspecting Diffraction, 
Mirror sources, Fresnel Zones, Transformation from 
spherical to plane waves etc. This knowledge about flut-
ter was implemented as a sound effect not only in time 
but also frequency domain, in the composition FLUTR. 
 

INTRODUCTIONAL OVERVIEW 

The paper shows measurements of flutter in actual rooms 
compared with simulations in room acoustics modelling 
software (Odeon), empirical evaluations, Fresnel-
Kirchhoff approximations of diffraction and simulations 
in MatLab (Edge Diffraction Toolbox). Each of these 
methods does not fully describe the physics of flutter, but 
together they give interesting views on what is happen-
ing. For a deeper analysis, see [1] and [2]. The paper 
shows that the resulting characteristic mid/high frequency 
timbre of a flutter in ordinary rooms is not a “tone”, but a 
gradual band pass filtering of the broad banded impulsive 
signal, like a gradual subtractive synthesis. We find that 
this filtering is a combination of two filtering effects:  
Low frequency dampening due to the increasing source 
distance and diffraction, which gives that the sound field 
is transferred from spherical to plane waves, and High 
frequency dampening due to air absorption.  
 
Copyright: © 2019 Tor Halmrast. This is an open-access article dis-
tributed under the terms of the Creative Commons Attribu-
tion License 3.0 Unported, which permits unrestricted use, 
distribution, and reproduction in any medium, provided the original 
author and source are credited. 

The sound pressure level of a plane wave is reduced only 
by air absorption and the absorption at the surfaces, while 
a spherical wave is reduced by 6 dB per doubling of dis-
tance. Together these two main filtering effects give the 
characteristic mid/high frequency “almost tonal” charac-
ter of flutter, which we will call the “Flutter Band 
Tonety1” (or just “Flutter Tonety”), as a distinction from 
the “Repetition Tonety”. Depending on the amount of 
bass in the signal, its duration and especially the position 
of the sender/receiver with respect to the resonance peaks 
and nodes of the standing wave pattern of the room reso-
nances between the surfaces (and “overtones” thereof) 
will appear, but for most positions between the reflecting 
surfaces, and especially for short sounds like handclaps, 
the “Flutter Band Tonety-tail” in mid/high frequencies 
will last longer.  

MEASURMENTS  

OF FLUTTER ECHOES 

Measurements of several flutter echoes in real rooms and 
in anechoic chamber are given in [1]. A typical measure-
ment of a flutter echo in a foyer with absorbent ceiling 
and two reflecting, parallel walls is shown in fig. 1. 

        

 
Figure 1. Measurement of typical flutter echo in a 
room: Impulse Response, and Waterfall. 

 
1 The word “Tonety” is chosen by the author for such “almost a tone” 
because Pure Tones, Pitch and Tonality have more precise definitions. 
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We see that the decay ends up in a “tail” around 2 kHz, 
almost like a gradual subtractive synthesis. If the surfaces 
are somewhat absorbing for high frequencies, this “tail” 
appears at a somewhat lower frequency.  
(PS! The distance between the walls was app. 12 m, giving a 
room resonance between the two surfaces of app. 14 Hz, which 
proves that the room resonance/Repetition “Tonety” is far 
away from the flutter tail of 2 kHz). 
 

ROOM ACOUSTIC MODEL  

OF FLUTTER ECHOES 

1.1 Spherical to plane wave. 

A very simple Odeon [3] room acoustics model with two 
parallel, reflecting surfaces was prepared (all other sur-
faces totally absorbing). Figure 2 shows the radiation 
from a point source (spherical wave). The receiver posi-
tion is almost the same as the sender (as for a person 
clapping) and these are both positioned closer to the bot-
tom of the surfaces, giving the possibility to inspect the 
situation both for a small surface (in the upper part of 
each figure) and a bigger surface (in the lower part of 
each figure). 

 
Figure 2. Odeon simulation of flutter between two 
parallel, reflecting surfaces, showing the transfor-
mation from spherical wav to plane wave. 

 
Figure 3 shows another Odeon simulation, where we see 
the diffraction from the edges more clearly (the small. 
“later” reflections, gradually decreasing).  

 
Figure 3. Odeon simulation. Showing the influence of 
diffraction from the edges of the reflecting surfaces, 
which gradually combine in a destructive way, leaving 
the plane wave in the last part of fig.2. 

CALCULATIONS OF DIFFRACTION 

When you clap your hands at a distance from a surface, 
the result will be the combination not only of the direct 
sound and the reflected sound, but also the diffraction; 
which is the “reflection” from the edge of the surface. For 
some frequencies they arrive in phase and for other fre-
quencies, one or two of them might arrive out-of-phase 
with another. A typical situation for one reflecting surface 
is shown in figure 4. 

 

Figure 4. Mirror source and Diffraction from the  
edge of a finite surface. Receiver is at source position 
(as for a person listening to his own handclap) 

 

Fig. 3 showed how diffraction influenced the fluttering 
reflections between two walls. For our repetitive reflec-
tions the distance between mirror source(s) and its corre-
sponding reflecting wall grows very rapidly, giving that, 
seen from the mirror source, the surface(s) appears small-
er and smaller. The result is that they reflect gradually 
less and less in the bass and lower mid-frequencies. Sev-
eral methods for calculations of diffraction are given in 
[1], and are beyond the scope of this paper. The results 
[1] from the analysis in MatLab (Edge Diffraction 
Toolbox by Peter Svensson [7]), iterative use of Rindel´s 
approximations of Fresnel/Kirchoff [8] etc. confirm the 
main conclusions about flutter echoes. 

INFLUENCE OF DIMENSIONS AND AB-

SORPTION; KUHL´S EQUATION 

Flutter was investigated by Maa [4], Krait et al. [5] and 
Kohl [6]. Both [5] and [6] states that for a plane wave 
between two surfaces S [m2] with distance l [m], the 
wave is dampened only by the absorption coefficients α 
at each surface and the air absorption, m. (frequency 
dependent; 4m is typically 0 for low frequencies, 0.01 for 
1 kHz, rising to 0.03 for 4 kHz). More background for 
Kuhl´s equations is given in [1]. The frequency content of 
flutter can be looked upon as the “sum” of three reverber-
ation “asymptotes” for the reverberation time versus 
frequency, f.  

 

Diffraction 
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1. Low Frequency damping due to finite surface area:        

          !" = $.$&"	(	)*+
, 		                                  (1)                                       

                          (where c is the velocity of sound, typically 343 m/s) 
2. Damping due to absorption on the surfaces:      

          				!) = $.$&"×.
/                                               (2)                

3. Damping in the air (dissipation):    

              !0 = $.$&"
1                                                   (3)            

The total reverberation time, TFL, can be re-written as: 
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Fig. 5 shows how these three “asymptotes” work together 
to get the total maximum reverberation for a mid/high 
frequency band, and how the different parameters influ-
ence on the position of the “peak” and, to a certain de-
gree, how narrow this “tail” will be, (the “Q-factor” of 
the combined filter) (logarithmic freq.- and T-axis). 

 
Figure 5. Illustration of Kuhl´s equation, showing how 
the different parameters influence the reverberation time 
of flutter echoes 

LINKS BETWEEN ROOM  

RESONANCES AND FLUTTER TAIL 

The waterfall curves in fig. 6 show the two main “tonali-
ties” a flutter echo. The lowest “hill” (marked 1, 
red/dotted ellipse) indicates the “Repetition Tonety” 
(fo=1/Δt) between the surfaces. (Often disturbed by some 
background noise). For gradually higher frequencies we 
see the “harmonics” of this resonance (2fo, 3fo etc.) We 
see that the mid/high band (marked 2, black/solid line 
ellipses) last longer and one of these “overtones” will of 
course “win” in the competition of lasting the longest. 
The fact that a mid/high frequency band last longer than 
the fundamental of the Repetition Pitch/”Tonety” (fo), is 
therefore not a direct result of the fo-resonance itself, but 
as we only have the multiples of fo to choose from to-
wards the “tail”, there is of course a certain link between 
the two main “tonalities” of flutter. It is like a subtractive 

synthesis gradually resulting in one (or some) of the 
many higher overtones of the room resonances. 

 

Figure 6. Waterfall curves of flutter  
“Resonance Tonety” (1, red/dotted),  
“Flutter Band Tonety” (2, black/solid line).  

Fig. 7 shows an overview of these two main “tonalities” 
of flutter, now using a linear frequency axis. The equally 
spaced lines are the “overtones” of the “Resonance 
Tonety” fo. The overall filtering giving the mid/high 
frequency “tail” is the “Flutter-Band-Tonety” as a result 
of the High Pass Filter due to non-infinite surfaces and 
increasing distance between mirror source and surface for 
each flutter reflection, and the Low Pass filtering due to 
air absorption. The impact of the “Repetitive Tonety” 
(marked 1), combined with the room resonances is highly 
dependent on the signal and the positions of sender and 
receiver, but the flutter filtering towards the 
“tail”/”Flutter Tonety” (marked 2) is perceived much 
easier for all positions. 
 

 

 

Figure7. The two main “toneties” of flutter.  
Measurement and schematic overview 
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FLUTTER AS A SOUND EFFECT 

For the composition FLUTR, the author used flutter as a 
major sound effect, of course for rhythmic effects, but 
also regarding timbre. Because Kuhl´s equations are 
given for reverberation time, and thus not directly a sig-
nal processing algorithm, several typical input parameters 
were chosen, and used in patches both in Max and Pure 
Data, and also transferred to plug-ins in Reaper. To check 
the most simple patch, a Dirac pulse was used as signal 
and the result in fig. 8 shows good agreement with the 
measurements shown in the fig.1. 

 

Figure 8. Dirac pulse sent through Max/Msp patch.   
Impulse Response, Reverberation Time, Spectrogram 
and Waterfall 

For the composition FLUTR, the patches were always in 
stereo/quadro, so that all sounds are “ping-ponged”   
between sets of loudspeakers, as they are gradually fil-
tered to the calculated “tail”.  All parameters were heavi-
ly extrapolated to extremes not possible in ordinary 
rooms. When finalizing the composition, artistic deci-
sions were given more weight than for a plain academic 
lab-demonstration of the timbre of flutter echoes. In order 
to perceive the “stereo/quadro”-contact between loud-
speakers from the different “sides” of the listener, the 
piece is mixed in two layers: a quadrophonic layer and a 
spatialized/”ambisonics”-layer incorporating all 16 loud-
speakers, so that clouds of fluttering sounds are moved in 
space.  
The subtitle of the composition FLUTR is: “You wave 
your hands frenetically, like the fluttering of a bird´s 
wings, but you cannot fly”. The sound material is both 
chirpy mouth clicks, birdlike sounds and poly-rhythmic 
fluttering like abnormal heartbeats, and a piano-like flut-
tering theme trying to fly to an “out of reach” top-point. 
The impulsive sounds get the fast ping-pong echo and the 

filtering towards the “tail”. Also the longer sounds get the 
timbre of flutter echo, giving the impression that you are 
trapped in a small room/bobble, unable to fly. 

CONCLUSIONS 

This paper shows that the resulting characteristic 
mid/high frequency timbre of a flutter in ordinary rooms 
is not a “tone”, but a gradual band pass filtering of the 
broad banded impulsive signal, like a gradual subtractive 
synthesis. This filtering is a combination of two filtering 
effects:  Low frequency dampening due to the increasing 
source distance and diffraction, which gives that the 
sound field is transferred from spherical to plane waves, 
and High frequency dampening due to air absorption. The 
result is the characteristic “tonety” mid/high frequency 
character of a flutter echo, as a “tail”, typically ending 
around 1-2 kHz. Flutter should not be explained by room 
resonances/repetition “Tonety”, (but might actually be 
considered as a gradually filtering towards a very high 
harmonic of this). The knowledge and equations for the 
filtering towards the “tail” of a flutter echo have been 
used as the major sound effect in the piece FLUTR. 
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ABSTRACT 

The music innovation grafted with new media technology 
has been the focus of attention in the area. And multime-
dia overall interaction music theater not only has a larg-
er space, but also has a wealth of audio-visual apprecia-
tion and the mixing and matching art forms of drama, 
opera, dance, visual images, instrumental music perfor-
mance, vocal music, poetry, electric sound, lamplight art 
are full of exploring spirits. Fantasy Scene Music Thea-
ter of Chinese Traditional Instruments and Electronic 
Music combines electronic music, Chinese instrumental 
music and video art on the basis of co-melting of music 
and science and coexisting of art and technology, is a 
pioneering and innovative music theater in China in re-
cent years. This paper introduces the creative back-
ground of Fantasy Scene Music Theater, performers and 
creators, nine work of different compilation, deconstruc-
tion of the main technology of its realization and thinking 
in the successful realization of this new style of art.  

 

 

1. INTRODUCTION 

From May 29 to June 3, 2018, the seventh China-ASEAN 

Music Week was held in Nanning, Guangxi Province. As 

a large-scale international music event held in China in 

recent years, China-ASEAN Music Week is the third 

platform for new music creation, performance and aca-

demic exchanges in China after the Beijing Modern Mu-

sic Festival and Shanghai Contemporary Music Week. 

the Music Week brings together nearly 300 composers, 

performers, conductors and scholars from China, the 

United States, the United Kingdom, Luxembourg, Bel-

gium, Russia, Finland, Spain, Switzerland, Japan, Israel, 

the Philippines, Vietnam, Thailand, Malaysia, Indonesia, 

other countries and regions and 21 performance groups 

from home and abroad bringing in 23 high-level concerts 

as well as summit academic forums and other events. 

   Fantasy Scene Music Theater is based on the feature of 

co-melting of music and science and coexisting of art and 

technology and its successful premier reflects a phenom-

enon of the development of Chinese modern music in the 

new media era which has aroused the intense attention of 

Chinese and foreign scholars. 

2. BACKGROUND 

Nine pieces of work in the concert are live electronic mu-

sic combining with acoustic instruments. Because each 

piece has different chamber music formation, the elec-

tronic music has its set of design methods and technology 

realization and the video design of each work is custom-

ized. Nine pieces of work are combined as a whole by 

complex technological means illustrating the theme of 

Fantasy Scene from different perspectives and further 

fully realize the theatrical experience. It contains the col-

lective wisdom of the performer team. 

The performer team, Chengdu Modern Chamber Or-

chestra, was founded in 2016 as an excellent Chinese 

national music chamber orchestra that actives in music 

festivals and concerts at home and abroad in recent years 

and its purport is inheriting traditional Chinese music and 

exploring the multicultural music. Professional perform-

ers playing Erhu, Pipa, Dizi, Sheng, Zheng, Yangqin, 

percussion, Liuqin, Zhongruan and other traditional mu-

sic performances have solid performance skills. The in-

novative awareness and exploring spirit of the performer 

team provide essential conditions for the successful reali-

zation of Fantasy Scene Music Theater of Chinese na-

tional chamber music and electronic music. 

 
Figure 1. Chengdu Modern Chamber Orchestra 

   The creator team is mainly from the Electronic Music 

Department of Sichuan Conservatory of Music, with the 

outstanding characteristics of both art and science, and 

can be described as versatile people gathering. Except 

music composition, works of the team also include re-

cording technology, sound design, interactive technology, 

video design and other aspects. Some composers also 

play roles of video design, or the sound director and 
Copyright: © 2018 LU, Minjie et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution License 3.0 
Unported, which permits unrestricted use, distribution, and reproduction 
in any medium, provided the original composer and source are credited. 
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sound design. Cooperation with each other to solve tech-

nical problems clearly reflects the characteristic of border 

crossing of modern electronic music.  

   Fantasy Scene has put forward high demands on tech-

nical difficulty and artistic value. Using the technology 

means of electronic music and immersive video design 

and combining with the traditional deductive mode of 

national chamber music, the creator team realized the 

multiple interactions between Chinese instrumental music, 

audio and video in real time. 

3. Nine Pieces of Work 

The music theater takes the Fantasy Scene as the main 

clue, integrating the traditional instrumental music, 8-

channel of electronic music and LED vision. It connects 

new works composed in 2018 which are distinctive and 

befits each other in series. 

 

Title Performance Composer Duration 

Listen Zheng and Elec-

tronic Music 
ZHAO, Tian 7’ 

Liu Yue 
Pipa, Zheng, Per-

cussion and Elec-

tronic Music 

ZHANG, 

Xukun 
6’ 

Interlocution 
II 

Liquid and Elec-

tronic Music 

TAN, Jingang 

(Sound Design: 

HAN, Yanmin) 

7’40” 

Sacred Lo-
tus  II 

Sheng, Dizi, 

Yangqin and Elec-

tronic Music 

ZHANG, Zhi-

liang 
10’40” 

Flowing 
Sound 

A Pair of Cymbals 

and 8 Speakers 
LI, Kun 8’50” 

Tracing Dizi, Pipa nad 

Electronic Music 
LU, Minjie 9’10” 

Fantasy Sce-
ne II - The 

Mist 

Sheng, Zhongruan 

and Electronic 

Music 

HU, Xiao 

(Sound Design: 

HAN, Yanmin) 

9’20” 

The Impres-
sion of 

Huashan 

Dizi, Tianqin, Pipa, 

Percussion and 

Electronic Music 

MO, Junsheng 7’20” 

Lingering 
Charm 

Erhu and Electron-

ic Music 

LIN, Ge’er 

(Sound Design: 

BAI, Xiaomo) 

6’15” 

Table 1. Program List of Fantasy Scene Music Theater 

   The performance order of the nine pieces of work has 

been carefully designed, not only to coordinate the com-

bination of different compilation works, but also to con-

sider the concert order according to the style�content�

theme meaning and the feasibility of audio and video 

technology of each work. 

3.1 Listen 

The opening chapter, Listen is a typical interactive elec-

tronic music for Zheng and electronic music. The elec-

tronic music part is decided by Zheng performance. Not 

only the computer program gives the performer a large 

range of improvisational degree, the particular tone of its 

interacting with electronic music also forms a delightful 

contrast with Zheng. The work has four parts, expressing 

the constant cognition of people growing up, from the 

initial words of others in the ear to the growing whisper-

ing warnings close to ears with the advance of years 

which make people usually lose their opinions and drift 

along. The work emphasizes that people should always 

keep a peaceful attitude and listen to their own hearts. A 

twisted clock appeared in the video pictures before the 

opening of the work to echo the theme of the work- seek-

ing for and listening to the inner voice in reality and the 

virtual. The performer uses his fingernails left and right 

sliding on Zheng strings generating the string sound that 

triggers the electronic music and the luxuriant real-time 

effects of electronic music through computer programs 

echo and interlace with Zheng playing from beginning to 

end. The Zheng performance adopts glissando, overtone, 

tremolo, nail scraping strings and other skills, providing 

abundant voice material for the real-time electronic music. 

 
Figure 2. The work of Listen 

3.2 Liu Yue 

Liu Yue is composed for Pipa, Zheng, percussion and 

electronic music. The title of the work is taken from the 

abbreviation for Six Generations of music recorded in the 

Rites of Zhou, that is, the music dance for the ancestral 

temple in Zhou Dynasty (c. 1046 - 221 BCE). The com-

poser selected Pipa, Zheng, a big opera drum and real-

time electronic music to present the civil and the military 

dances. The work has three parts, the prelude, Civil 
Dance, Military Dance. The prelude is mainly based on 

Pipa playing which cooperates with the Zheng part to 

highlight the ancient rhyme of Chinese traditional music. 

The electronic part is not strong which interacts with the 

Pipa playing. In Civil Dance, the big opera drum and Pipa 

cooperated with each other forming a playing of sound 

effect like percussion, that is, drumsticks hit each other 

with staggered strikes on sides, frame and head of the 

drum and plucked Instruments produce fuzzy pitch, that 

is, the left hand puts gently on strings of Zheng with 

staggered sweeping of the index finger and the thumb of 

the right hand while the playing of Pipa adopts many 

skills such as picking, left hand putting gently on strings 

with right hand sweeping, twisting two strings and Sizhi. 

Military Dance is an allegro where Pipa playing adopts 

skills of Shuangtan, Shuangtiao, Fen and Zhi with alter-

nate single and dotted strikes by left and right hands on 
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drum sides and Zheng playing uses lots of decorative 

sound types and sweeping which cooperates with the pro-

cess of the electronic music making whole song reach the 

climax. Electronic music is based on the MAX/MSP and 

is designed for 4-channel or 8-channel. Bamboo leaves, 

carp, pine, Chinese classical dancers of strong Chinese 

elements appear in video. Liu Yue is filled with the color 

of traditional music as well as reflects the unique of its 

supplementing the modern electronic music. 

 
Figure 3. The work of Liu Yue 

3.3 Interlocution II  

Interlocution II is composed for Liuqin and electronic 

music. As the live electronic music, it puts up an amazing 

effect. Liuqin, as a high-music plucking instrument of the 

national music has a unique sound effect. But the work 

does not reflect the traditional performance characteris-

tics of Liuqin, and uses abundant tones and noise from 

Liuqin as the original sound material to design the whole 

song with ideas of sound electronic music and express the 

equality and the contrast of tones and noise. Different 

kinds of sound materials promote the progress of music 

in the presentation, contrast, development, variation and 

derivation. These sound materials which have structural 

tensions of the musicology and sound materials show a 

certain degree of organizational logic.  

 
Figure 4. The work of Interlocution II 

   The composer has fully excavated the plentiful playing 

techniques of Liuqin. For example, pizzicato behind the 

bridge, fast plucking and picking with plectrums, making 

noises of palm rubbing body, creating percussion effect 

by finger tapping, breathy speaking of the performer, 

string slap of metal rods and other 20 kinds of playing 

techniques, cooperate with the real-time electronic music 

produced by computer programs, creating a splendid 

sound. Except the ingenuity of the interaction design be-

tween Liuqin playing and electronic music, video take 

flowing light band, abstract lines as the basic material and 

the interaction of visual presentation content and sound is 

also manifested vividly, which makes the sound be more 

full of tableau senses. The theme of the work, interlocu-

tion, through interaction, constitutes the dynamic audio-

visual pictures of inter-producing, which brings great 

impact to the multidimensional senses. 

3.4 Sacred Lotus II  

Sacred Lotus II is composed for three Chinese traditional 

instruments and electronic music, trying to express the 

significance of Lotus to Tibet and the composer. 

BEIMAGABU in Tibetan means holy lotus and Tibet has 

always been full of holiness and mystery in the compos-

er's heart. The electronic music of this work adopts the 

combination of the real-time effect and the precast audio 

and the composition of instrumental part is relatively full. 

The work fully excavates rich sounds of the Sheng, the 

Yangqin and the Dizi and makes it contrast with each 

other for a rich color match which not only highlights the 

Chinese traditional music charm, but also is rich in the 

tone freshness brought by the modern composition tech-

nique. The keynotes of the videos are ink and wash paint-

ing where the abstract presentation, visual light and dark, 

ink effect of the blooming, perspective switching of dif-

ferent forms of lotus, seedpod of the lotus, petals, dragon-

flies, bells of Buddhist temples, distant mountains and 

other pictures are closely related to the development of 

music. The interaction between audio and video enhances 

the audio-visual experience of the elegant ancient rhyme. 

In the middle section of the work, the composer arranges 

three performers knocking on the Tibetan bells, slowly 

moving around separately from the middle of the back-

side, left front and the front center of the auditorium to 

the right rear of the stage. The design for the end is 

unique. The Dizi player holds and plays the Buddhist 

bowl slowly dropping off the stage, the Sheng performer 

disappears from the stage as the music fades out and the 

Yangqin part fades out with a continuous long sound as 

the lights dim. The sound effects and video of the transi-

tion immediately open echoing the theme of Fantasy 
Scene and making the presentation of the work incredibly 

impressive. 

3.5 Flowing Sound  

Flowing Sound for cymbals and 8 speakers, is a very dis-

tinctive work in the concert. The work is inspired from 

the Tao of Chinese traditional philosophy. A Yin and 

aYang, the nature of the Tao, exist in light and dark and 

the interaction between the two constitutes the general 

characteristics of the world. The work tries to explore the 

auditory field of sound in multidimensional space, visible 

acoustic instrument sound and invisible sound of 

electronics, apparent stage and implicit surround multi-

channel under the mutual and interactive actions. A pair 

of small Peking cymbals of 15cm diameter is the only 

instrument in the work, but the composer designed differ-
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ent delay times for the 8 speakers around the concert hall 

through a computer program, ranging from 0.66 seconds 

to 6 seconds. And the composer cleverly associates the 

performance of percussion with the delayed response 

time of different speakers closely, leaving enough pre-

senting room for the electronic music and making the 8 

speakers have served as a special and huge percussion 

instrument. The composer designed six kinds of basic 

playing methods for the performance of the live Peking 

cymbals——two cymbals striking each other without 

mute, two cymbals folding with rotate rubbing, two cym-

bals striking each other on edges, edges of a cymbal hori-

zontally rubbing the other on face, light resting after two 

cymbals striking each other, two cymbals striking each 

other with mute, creating a variety of sound forms. The 

electronic music part is full-time live generated, playing 

through the 8 speakers, together with the Peking cymbals 

constituting the wonderful percussion band of the actual 

situation and white. Video presents abstract visual pic-

tures with the intersection and response of patterns from 

simple to complex to the intensity and density of the 

sound, showing a sense of space-time interlacing. 

3.6 Tracing  

Tracing, for G bass Dizi, Pipa and electronic music, is 

born of a strong shock brought by the art of Dunhuang 

Caves to the composer.  Tracing not only refers to tracing 

the source of culture, but also refers to tracing of the soul 

and spirit of the cave builders. The composer absorbed 

some elements of Dunhuang score in her composition, 

properly retained part of the character of the traditional 

music and at the same time combined with contemporary 

composing techniques. The Pipa playing adopts tremolo, 

overtones, fake sliding, picking, hitting the board, sweep-

ing, hanging and other techniques while the Dizi playing 

substantially uses air sound, glissando, fluttering, bottom 

up tone, top-down tone, vibrato and so on. The work has 

made huge efforts in the electronic music part and blend-

ed real-time effect processing and prefabricated sound of 

electronic music into the traditional instrument perfor-

mance. The structure of the work is well-proportioned 

from the primer with remote artistic conception, to the 

story-telling exposition part, the development with alle-

gro cadenza and the broad and wide recapitulation in the 

end. The composer has designed the improvisation sec-

tions for the Pipa, especially in the cadenza paragraph of 

the development, where Pipa’s allegro develops and ex-

tends according to the progress of the electronic music 

bringing the music to high point by cooperating with the 

Dizi playing. In the recapitulation, the Dizi player im-

promptu extends the performance according to the acous-

tics formed by the electronic music and Pipa, and eventu-

ally fades out. The live video part is based on the free-

hand ink landscape painting, shows relations of parallel, 

interlacing and integrating with the development of the 

national music and electronic music performances and 

creates a special sense of historical crossing using 8-

channel system. 

 
Figure 5. The work of Tracing 

3.7 Fantasy Scene II - The Mist  

Fantasy Scene II - The Mist is for Zhongruan, Sheng and 

electronic music and presents a fantasy subjective music 

image using different techniques and tone of Sheng and 

Zhongruan through the programming processing and con-

trol of real-time sound effects of the electronic music. 

The work has three distinct parts, the mist of mountain 
streams, the clouds on the horizon, and the shadows of 
the far-away clouds. The work highlights a kind of ele-

gant temperament. In the composition of the instruments, 

the composer emphasizes the details of the inner sound 

traits of Sheng and Zhongruan while the electronic music 

is not significant and real-time processed mainly by re-

verberation, delay, modulation and other effects. The 

video design with abstract patterns as the material em-

phasizes the brightness change effect of the color forming 

interactions of audio and video by live pickup of the in-

struments through the microphones and setting off sound 

details of Sheng and Zhongruan. The performance abili-

ties of Sheng and Zhongruan have been extended because 

of the permeation of the electronic music design breaking 

the relatively regular sound pattern of the national cham-

ber music to the audience. Thus, in ways of multimedia 

creation and deduction, Fantasy Scene II is just like what 

the composer desire to show��The mist is flickering, 
like a faint layer of white yarn, a dream, a fantasy, a po-
em and a song. 

3.8 The Impression of Huashan 

The Impression of Huashan is for the percussion, Pipa, 

Dizi, Tianqin, a plucked stringed musical instrument from 

Guangxi Zhuang Autonomous Region and electronic mu-

sic. It interprets differently the legends of Huashan cliff 

painting in Zuo River basin. On the banks of the Min-

jiang River, about 25 kilometers southwest of the county 

of Ming Dynasty in Zuojiang Basin, Chongzuo, Guangxi, 

there are a large number of reddish brown rock paintings 

painted by the ancestors of Zhuang people, the Luo Yue 

people, on the rock face which record ancient and myste-

rious legends. This is world-famous Zuojiang Huashan 

Rock Art. The composer refers to the dance modeling of 

Huashan rock paintings considering presenting the func-

tional characteristics of dance music in design and the 

melody writing absorbs elements from the Zhuang music. 

Electronic music fully lays the groundwork for the ap-
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pearing of Dizi, Tianqin, percussion and Pipa playing in 

turns and makes it successively connected. The composer 

has left room for the live performance of each instrument. 

Electronic music design in this work is more unique, has 

the ideas of music composition mainly by computer and 

brings the live performance and electronic music part into 

band-like overall consideration. The work largely uses 

sound effects and electronic music to connect every part 

and section which not only add a mysterious color to the 

music but also put the national chamber music playing in 

a special audio space making it have more layering and 

fullness. Video design of the work takes patterns of 

Huashan rock painting modeling as the core material and 

the visual effect and the unfolding of the structure of the 

work form an echo enhancing the audio-visual richness 

and the theater sense. 

 
Figure 6. The work of The Impression of Huashan 

3.9 Lingering Charm 

Lingering Charm is composed for Erhu and electronic 

music. The melody creation is basically based on the to-

nality and the charm of traditional music is more promi-

nent. The electronic music all comes from the real-time 

effect processing of Erhu live performance by the com-

puter program, which mainly includes: Sound slicing, 

delay effect, modulation and cyclic recoding and display-

ing of Erhu. The work has four parts. The effect response 

of the electronic music shows delicate changes which is 

closely related to the melody and techniques presented by 

the musical instrument. Unlike other work, electronic 

music design of this work avoids the heavy sound effect 

and is intended to maintain a consistent style with Erhu 

playing.  

 
Figure 7. The work of Lingering Charm 

    The work leaves enough space for the electronic music 

and carries out the six-channel superposition cycle 

through the microphone picking up Erhu sound con-

trolled by the computer making Erhu playing and elec-

tronic music blend and interlace with each other. The 

video design continues the ink painting style, and repro-

duces the main video materials of the previous eight 

works such as sparkling water, bamboo, distant moun-

tains, petals, pine trees and so on. It makes the audience 

seem to be in the Fantasy Scene of the surrounding 

sounds and pictures. 

4. Technology of Fantasy Scene Music Theater 

For the overall creation of Fantasy Scene Music theater, 

in addition to composition based on mixed electronic 

music, video, electronic sound effect in transition, and 

playback control of sound are also related to the success 

of its overall artistic effect. It is due to these technical 

means that the nine pieces of works with different styles 

can be effectively linked into a whole, presenting a theat-

rical art form that is diversified and harmonious. 

4.1 Sound Design 

This refers to the change of scenes through electronic 

sound in works. Bits of decorative sounds freely and ha-

zily emerge in the shifts of scenes and sharply contrast 

the "complicated" sound of the works. The simple con-

cept of "linear disorder" is applied to connect the preced-

ing and the following at the shifts of scenes. 

 

Figure 8. Audio Mixer Setup for Liu Yue 

   In the Fantasy Scene Music Theater, the process of 

sound design and control are composed of three parts:  

   Sound pick-up: Close distance sound pick-up is used 

in playing all musical instruments, to reduce the feedback 

effect of playback. To do this, priority should be given to 

selection of microphones and application of various sup-

porting techniques. 

   Sound processing: The sounds picked up on site, the 

computer audio as well as other multiplex input signals 

are to go through the preset processing by the mixer, 

which presets the links of every piece of work and allo-

cate them to the corresponding modes of scene, then play 

them in order. In this way, it improves the efficiency to 

switch between different signal sources of works, and 

thus realizes seamless docking of sound broadcast. 

   Playback control: On the site, there are 8 Meyer 

Sound wide-angle full-frequency speakers UPQ-1P and 2 

high-power ultra-low frequency speakers 500HP. The 

microphones pick up the original sounds of the instru-

ments and amplifies them through the left and right sound 
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tracks in front of the stage. The electronic music is played 

back through preset circuits. 

4.2 Video Design 

After experiments and considering over and over again, 

the video designers, FAN, Hongshuo  and LI, Kun, se-

lected three LED screens according to the precise specific 

stage size, i.e. two 4m*2m small screens at the right and 

left side of the stage; and one 8m 2m large screen at the 

center of the stage. During the live performance, the per-

former in the middle of the stage is surrounded by three 

screens. The two side screens display the titles of the 

work dynamically following the playing order; while the 

main screen in the middle displays contents related to the 

work, thus forming different video and audio space. 

   Patterns of the main screen are mainly abstract paint-

ings. And subject to the musicality and styles of the 

works, the designers selected several kinds of ink paint-

ing dynamics, real-time rendering screen of ink painting 

style background, halo diffusion, simple three-

dimensional pictures and so on as the basic picture base 

according to the works, highlighting the common theme 

of Fantasy Scene. The small screens on both sides of the 

stage will gradually present a poem or song poem con-

taining the title of each work according to the track order 

from right to left in a vertical way. And the designers will 

change the word order deliberately to form a special Chi-

nese flavor. The video works with 8 speakers located 

around the concert hall to create immersive audiovisual 

effects.  

 

Figure 8. LED screens and Theater 

   Fantasy Scene not only has to highlight the musical 

characteristics of each work, but also needs to deliberate-

ly design the picture contents of openings, joints between 

the work and performance of each work to complement 

the music, realizes interactions of vision and sound and 

makes the order design of works and the time node of 

each work fit the visual presentation smoothly. This re-

quires the multiple cross-cooperation of the sound direc-

tor, the video artists, the composers and the performers in 

the completion of Fantasy Scene, the special work of art. 

5. Thoughts Brought by Fantasy Scene Music Theater 

Fantasy Scene Music Theater attracted a large number of 

people of the music world from 2018 China-ASEAN Mu-

sic Week and the concert had a packed auditorium. Fa-

mous composers GAO, Weijie, ZHOU, Long, WEN, 

Deqing, ZHONG, Qirong, GAO, Ping, music critic YU, 

Qingxin and others have given high praise to the works, 

performance and overall design of the concert. Professor 

Peter Swinnen, chairman of the International Society for 

Contemporary Music (ISCM): This is the electronic mu-

sic special theater of fine design, exquisite creation and 

beautiful performance they have seen. Professor ZHONG, 

Juncheng, the artistic director of Music Week, said that 

he hoped the next cooperation with the creator team of 

Fantasy Scene Music Theater at the ISCM2021 in China. 

   Nowadays, computer, internet and digital technology 

have set up a new media technology environment for art.  

many artists began to try cross-border team cooperation, 

merge a variety of art forms, and create new musical 

work of novelty and large scale. The music innovation 

grafted with new media technology has been the focus of 

attention in the area. And multimedia overall interaction 

music theater not only has a larger scale, but also has a 

wealth of audio-visual appreciation and the mixing and 

matching art forms of drama, opera, dance, visual images, 

instrumental music performance, vocal music, poetry, 

electric sound, lamplight art are full of exploring spirits. 

When sound, light, projection, body language, image, 

installation and other artistic elements are brought into 

the creative environment of new media technology, the 

artistic vocabulary will inevitably spark the new art forms 

of period feel.  It is no accident that the multimedia over-

all interactive music theater appears. If it is grafted with 

the traditional art, it will generate the aesthetic feelings of 

nature, origins, the primitive simplicity, charm, persis-

tence and interests.1 At the same time, multimedia over-

all interactive music theater can also stimulate modern 

aesthetic sensibilities of photo electricity, collections, 

thrills, irritation, moments, fragments, illusory, dreams, 

quirkiness, the dizzying. The visual feast of the conflu-

ence of tradition and modernity created by Fantasy Sce-
ne Music Theater can be described as a typical phenome-

non in this innovation trend. Subverting the traditional 

deductive mode, portraits of the virtual and dreamlike 

world of sound and pictures, are exactly from the various 

versatile people gathered in the creator team, sparking 

creative light and diversified beauty for the common ar-

tistic ideal. 
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ABSTRACT 
There are several established methodologies for the anal-
ysis of electroacoustic music, but color association may 
not have been previously employed. Using a non-verbal 
response interface such as color might allow analysists 
and composers to gain a broader understanding of how 
music affects listeners generally. This understanding 
would stimulate the design of multisensorial experiences, 
as well as richer feedback methods for use in therapy and 
education. In the present pilot experiment, participants 
(n=19) continuously matched color to audio stimuli from 
nine pieces, some well-known within the genre. A prelimi-
nary statistical analysis revealed significant associations 
between response parameters and musical features, espe-
cially between the green-to-red color dimension in CIE 
Lab space and timbral features extracted computationally. 
The paper discusses results in a perspective of ecological 
perception and listening modes. 

1. COLOR ASSOCIATION TO MUSIC 
Sensory information processing is inherently multimodal. 
In normal situations, an organism perceives the environ-
ment using all its senses simultaneously. Crossmodal cor-
respondence might take place at any stage of neural pro-
cessing (see the review by Spence [1]). While some as-
pects of crossmodal correspondences might have psycho-
biological basis, others are individual or culturally ac-
quired. This includes difference in audiovisual perception 
between males and females [2], and the influence of per-
sonality traits on soundscape perception, investigated in 
our previous work [3]. There are at least four mechanisms 
whereby crossmodal association can emerge: structural, 
statistical, semantic, and emotional [6] [14] [27]. When 
presented simultaneously, a crossmodal percept might re-
flexively be created. By this phenomenon (which Chion 

called ‘synchresis’ [4] p. 492), a common cause is at-
tributed to both, regardless of whether sensations are actu-
ally produced by a single source or several different ones. 
Furthermore, stimulation in one sensory modality might 
give rise to a perceptual experience in another modality. 
This phenomenon, synesthesia, can for some individuals 
lead to strong involuntary (even pathological) experiences, 
but there is growing insights into a form of ‘weak’ [25] or 
‘algorithmic' synesthesia [23][24] as a general trait. This 
research aims at discovering robust and generalizable pat-
tern of association between sensory modalities, and expli-
cating them. 
A wealth of studies have has provided evidence that many 
non-arbitrary correspondences exist between auditory and 
visual stimulus features. Previous research in color associ-
ation to sound has used synthetic stimuli [17] [7], word la-
bels [8], MIDI files [6], and natural music, e.g. from film 
[14]. However, few studies take electroacoustic music 
compositions as substrate for stimuli, despite the great var-
iations of timbre within and across such works. By 'elec-
troacoustic music' we refer to works of sonic art that are 
presented solely over loudspeakers (for alternative defini-
tions see [22]). Much knowledge of effective visual meta-
phors applicable to electroacoustic music is embedded in 
software [19] and mnemographic tools [21]. Since these 
analytical frameworks rely strongly on graphical symbols 
(cf. [18] [20]), the power of color on its own to index spe-
cific musical features might not have been fully explored.  
With this in mind, we conducted a pilot study of color as-
sociation to electroacoustic music, selecting published 
compositions that are, broadly speaking, representative of 
the genre. Four are well-known pieces (by Chowning, Har-
vey, Risset, and Wishart) that have been extensively ana-
lysed with other methodologies. Five works (including 
three by the author) are by comparison less well known. 
See Table 1. 

 
Electroacoustic Music long short 1 short 2 short 3 
John Chowning: Stria (1977) 362.9 22.9 72.5 102.1 
Jonathan Harvey: Mortuos Plango, Vivos Voco (1980) 0 33.7 75.1 101.3 
PerMagnus Lindborg: Graviton Dance (2011) 267.2 9 69.7 113.6 
PerMagnus Lindborg: Le mammouth englouti (2006) 0 28.9 85 120.1 
PerMagnus Lindborg: Extra Quality #2 (2002) 0 43.8 80.3 115.6 
Brona Martin: The Thing about Listening is… (2013) 122.1 23.7 67.2 99.6 
Jean-Claude Risset: Sud (1985) 0 17.8 50.9 99.6 
Jana Winderen: Isolation/Measurement (2010) 258.1 19.4 46.5 92.9 
Trevor Wishart: Encounters in the Republic of Heaven, act 3 (2010) 0 23.3 60.4 83.2 

Table 1. Selected electroacoustic music pieces, from which one longer and three shorter stimuli were extracted. Numbers for 
'long' refer to start point in the piece, and those for 'short' refer to offset within the long stimuli. 
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2. EXPERIMENT 

1.1. Stimuli 

Audio excerpts were taken from uncompressed audio 
sources such as CDs. As Table 1 indicates, a three-minute 
sequence was chosen, and within it, three shorter se-
quences of ~15 seconds each. The stimuli were adjusted to 
have identical K-weighted loudness (see e.g. [28]) accord-
ing to BS-ITU 1770 using a MatLab script [12]. In the ex-
periment setting, where a high quality loudspeaker system 
was used (Genelec 6030 and 7050B), the level was approx-
imately 75 dBA. 
Musical features were extracted using MIRToolbox [13] 
and psychoacoustic descriptors using PsySound [15]. Mu-
sical features [11] were grouped as Rhythmic–Dynamic, 
Timbral, and Tonal (see Table 2 for details). 

1.2. Response interface 

The listening experiment was conducted in a quiet room 
with low reverberation time. It was darkened to minimize 
visual distraction. A color patch was presented on a color-
calibrated LCD screen in front of the subject.  
Much of the experimental research in the field is difficult 
to replicate because previous studies have relied on de-
scribing color using RGB or HSL. A better option is CIE 
Lab which closely matches human perception. Details are 
discussed in our previous work [14], as well as in [10] and 
[29]). In Lab, the parameters are L (Lightness, dark-to-
bright), a (green-to-red), and b (blue-to-yellow). The pre-
sent experiment employs a Wacom tablet and slider as re-
sponse interface. Four physical-spatial parameters were 
mapped onto the screen patch: one for size and three for 
Lab color. 

1.3. Participants and procedure 

Nineteen volunteers (median age 30, eight females) re-
ceived a cinema voucher as a token. None reported any ab-
normal color vision or hearing impairment. Half of the 
group did the block of 9 longer stimuli first and then the 
block of 27 shorter stimuli, and the other half did the other 
way around. Within each block, stimuli were presented in 
randomized order, with a short silence between each. The 
participant continuously manipulated color and size of the 
screen patch using the response interface. 

3. RESULTS 
For the 27 short stimuli (15 seconds), color response val-
ues were averaged across the duration of the excerpt, using 
the method explained in [14] that gives more weight to the 
last part of each stimulus presentation. Agreement among 
participants was good for Lightness (Cronbach’s α = 0.70) 
and acceptable for Size (0.59), a (0.60), and b (0.65). As 
an example, Figure 1 illustrates a set of typical responses. 
A correlational analysis revealed that only the mean CIE a 
color parameter (green–to–red) was significantly 

correlated with several of the audio features, mostly tim-
bral such as Sharpness (Kendall's tau = -0.38**), Bright-
ness (-0.36**), and Flatness (-0.30*). The negative sign 
indicates that music stimuli with brighter timbre tended to 
be associated with greener tint. 

 
1. Figure 1. The circle of smaller colors patches are asso-

ciations by each of the participants for one of the 15-
second stimuli. While some responses are clearly dif-
ferent – blue or purple – most are somewhere between 
olive green and ochre. The large patch is the average 
color. 

For the nine longer stimuli (3 minutes each), the analysis 
focused on the development over time of the color re-
sponses. The four curves in Figure 2 illustrates the re-
sponse parameters (means across participants) for one mu-
sical excerpt. The curves were compared with suitably 
sampled time series of the musical features and psychoa-
coustic descriptors, using the distance correlation statistic 
dcor [26]. Results are given in Table 2. It is clear that not 
all relationships are equally important. The Size response 
appeared to correspond mostly with Loudness and Fluctu-
ation (which detects relatively slow tremolo-like ampli-
tude variation). The Lightness response appeared to relate 
primarily to Brightness and Zero-crossings (a proxy for 
noisiness). The CIE a response followed timbral de-
scriptors, including Flatness, but the relationship is less 
obvious than in the case of the shorter stimuli. Finally, CIE 
b (blue-to-yellow) showed rather weak relationships with 
audio features. Further analysis to estimate significance 
levels and confidence intervals should allow a more de-
tailed interpretation of the results. 
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2. Figure 2. Median response across participants for one 

of the longer audio stimuli, from Chowning's Stria. 
Patch size increases throughout, but there appears to be 
a rather swift transition from greenish tints towards red 
about halfway. 

 Size L a b 
LA 0.37 0.21 0.24 0.20 
Loudness 0.37 0.24 0.26 0.20 
Sharpness 0.26 0.26 0.27 0.21 
Roughness 0.21 0.16 0.24 0.12 
Fluctuation 0.35 0.28 0.32 0.29 
Centroid 0.30 0.27 0.29 0.20 
Brightness 0.26 0.29 0.25 0.19 
Spectral spread 0.29 0.27 0.31 0.24 
Roll-off 0.31 0.27 0.30 0.22 
Flatness 0.32 0.27 0.34 0.24 
Irregularity 0.31 0.21 0.22 0.17 
Zero-crossings 0.24 0.28 0.23 0.15 
Spectral flux 0.29 0.20 0.23 0.18 
Key clarity 0.14 0.11 0.17 0.11 
Tonal mode 0.11 0.11 0.13 0.09 

Table 2. Means across the nine three-minute stimuli of 
distance correlations between curves for color responses 
(means across participants) and curves for musical fea-
tures and psychoacoustic descriptors.  

4. DISCUSSION 
The results submitted here must be considered preliminary 
while further analysis is ongoing. We might also want to 
consider 'special situations' that are of musical interest, 
such as the ending of Risset's excerpt, and a timbral shift 
in Wishart's excerpt. At such points, what we can glean 
from color associations might supplement traditional anal-
ysis. 

When listening to electroacoustic music, experienced lis-
teners may shift between different modes of listening [5]. 
It is an open question as to how listening mode, or attitude, 
affects a task such as color association. Are colors different 
when we apply reduced listening techniques, as opposed 
to causal listening? How does emotion function in this con-
text? Gaver [16] proposed that if the perceived input is rich 
in information, the brain’s task of decoding is straightfor-
ward. Even in a situation of temporary sensory deprivation 
(such as in acousmatic listening situation), causal listening 
is still fundamental. In darkness, detecting environmental 
changes depends entirely on audition, while in daylight, 
both visual and sonic inputs are available. The capacity to 
match input from the two domains – to correctly associate 
sonic perception with an audiovisual memory of a visually 
verified physical source – gives a survival advantage. The 
ecological mechanism is thus produced via statistical cor-
respondences based on natural covariation of sensory at-
tributes. It could then be argued that crossmodal associa-
tions based on the principle of ecological perception are 
independent of emotional processing. Conversely, affec-
tively mediated modal correspondences in humans (and 
possibly in other higher animals) might arise from the lack 
of environmental stimulation. In a context of ecological 
listening, Gaver proposed that in cases where the sensorial 
input under-specifies a detected event, leaving the source 
uncertain in the mind of the perceiver, some other mecha-
nism might try to “fill the gap”. He wrote: “If the input for 
perception is inadequate to specify events, then processing 
mechanisms must be complex to compensate.” ([16], p. 
288). This perspective hints at where and when emotion-
based crossmodal mechanisms become dominant. 
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ABSTRACT

We describe remnant, a sound installation and a live elec-
tronic music piece, along with its realization. In remnant
we explore presence and absence by revealing the acoustic
disturbances caused in an interior space when bodies oc-
cupy it. Through sound alone, we can sense the presence
of others by the subtle changes their bodies make to the en-
vironment. In this work, we use those sonic disturbances to
make an oblique statement of presence and absence, mak-
ing the absent bodies themselves audible as acoustic re-
flections and shadows. To simulate the process by which
sound is scattered off the bodies of the musicians, we de-
sign a novel measurement setup, also described here.

1. INTRODUCTION

As musicians, we know that the presence of an audience
can affect the acoustics of a concert hall, because any sound
propagating through the air scatters off the bodies of every-
one within hearing range as it travels from the source to the
listener. If, for example, the absorption of the audience’s
clothes is greater than that of the seats they shadow, the
overall liveness of the hall decreases.

We also hear the directionality of acoustical disturbances,
as when we sense, sometimes consciously, the presence of
a person or other body in our vicinity, not by their own
sounds, but by their reflection of the ambient sounds that
we depend on to hear the geometry of our surroundings.
In the absence of ambient sound, we can’t hear the space
we’re in, and this is perhaps part of why it is so disorienting
to be in an anechoic chamber. One even hears the scatter-
ing of ambient sound by one’s own torso, which is why
binaural recording systems usually include not only a head
but an upper torso to recreate this scattering; otherwise the
listener might hear the unreality of listening without their
own torso present.

Of interest to us here will be the audible presence of mu-
sicians’ bodies, considered as part of the overall sound of a
musical performance. Whenever a musician plays, we hear
not only the incident sound radiated from the instrument,
but also the sound of the instrument as it is scattered off
the musician’s body. If more than one musician is present,
we also hear the sound of each instrument scattered off the
bodies of each of the other musicians as well.

Copyright: c�2019 Miller Puckette et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

Although it’s known that, under optimal conditions at
least, the musicians can detect the presence of each other’s
bodies acoustically, as far as we know nobody has tried to
isolate this scattering from the incident sound so as to el-
evate it to manipulable musical material in its own right.
The research and musical experiment described here takes
this idea as its premise.

The catalyst for this work was a residency offered by en-
semble mise-en, which offers a unique opportunity to pro-
duce new works of sound art in the context of a profes-
sional new-music ensemble. As we understand it, most
takers of this residency work purely in the sound art do-
main, but the availability of top-notch and highly commit-
ted musicians encouraged us to make something that could
function as a concert piece for four musicians, as well as a
sound installation.

In either situation, several (preferably at least eight) loud-
speakers play a non-deterministic sequence of short record-
ings of individual instrumental fragments. Each fragment
is pre-recorded in six channels, organized as three stereo
pairs. One such pair is chosen. Instead of playing the
recording directly, its reflection off one of the other musi-
cians is simulated using a procedure described below. The
simulated reflections vary depending on the position of the
reflecting musician and the directionality of the reflection
itself, as if the reflection itself were recorded in the room
with a second, variable microphone pair. Finally, a choice
is made of two speakers in the real space where the reflec-
tion will re-emerge.

Each of the four instrumental parts is treated in this way
independently, with silences separating the playback of the
various phrases, so that sometimes two or three playbacks
overlap, and sometimes a phrase is heard in isolation. Each
phrase is thus heard from a different speaker pair, as it
was recorded from a different direction of reflection from
a different microphone pair, off a musician moving along
a path. The result is highly figurative. Even though we
never hear these reflections in isolation (without the inci-
dent sound also present and presumably much louder than
the reflections), we do not get a plausible reconstruction of
a real acoustical situation but rather a poetic re-imagining
of a tapestry of wandering, shadowy sounds.

2. ANTECEDENTS AND MOTIVATION

Through a lifetime of listening to speaker-mediated mu-
sic and sound, we all become quite unconscious of the
strangeness of hearing someone’s voice or a musical in-
strument when, in fact, the person is not present in the
room. This is brought to the fore quite beautifully in Janet
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Cardiff’s Forty-Voice Motet[1], for example, in which the
act of listening to a choir is defamiliarized by substituting
a loudspeaker, mounted at head height, for each individ-
ual singer. In a different vein, a famous piece of computer
music, Charles Dodge’s Any Resemblance is Purely Coin-
cidental[2], brings the ghost-voice of Enrico Caruso to the
stage in a sort of seance. Here we make a similarly touch-
ing but more oblique statement of presence and absence
by literally making the absent bodies themselves audible
as acoustic reflections and shadows.

The consequences of working with these types of phe-
nomena and sounds also resonate with artists such as Flo-
rian Hecker[3], who uses psychoacoustic phenomena to
create new spaces. In his work the originating sonic ma-
terial is synthesized electronically for carefully controlled
auditory illusions. Similarly, Rolf Julius[4]’s “small sounds”
require listeners to attend to very quiet stimuli. It is this at-
tention that our piece seeks to engender, but with the added
dimension of presenting people who are absent.

3. MEASURING SCATTERING BEHAVIOR

We wish to measure, in the form of impulse responses, the
way a body scatters incident sounds. This scattering de-
pends both on the direction of incidence and that of the
scattered sound (and also on distance). To measure the im-
pulse responses we place a loudspeaker and one or more
microphones in the acoustic space. (For the moment, we
neglect the acoustical properties of the space itself but this
will be important later.) As shown in Figure 1, scattering in
directions different from that of the incident sound can be
thought of as reflections, and are sometimes plainly audi-
ble depending on the reflecting body. More subtly, in direc-
tions close to that of the incident sound, the scattered sound
interferes with it to make an acoustic shadow. This shadow
is most pronounced close to the scattering object, and, be-
cause sound at higher frequencies is less prone to diffrac-
tion than at low ones, the shadow is most pronounced at
high frequencies. The scattering signal itself may some-
times emphasize high frequencies more than lower ones.

Source

Scattering object

Shadow

Reflection

Figure 1. Scattering of an incident sound off a body. Sound scattered
back toward the source can be thought of as a reflection, and sound trav-
eling in the same direction interferes with the incident sound to make a
shadow.

In a real situation the acoustical environment affects the
measurement, because the microphone picks up not only
the scattered sound itself but the acoustical space’s response
to it. This situation is depicted in Figure 2. The signal
picked up by the microphone not only reflects the posi-

tion of the scattering body but also the room’s response to
sound radiating from that position. If several microphones
are present, each picks up this scattering behavior from its
own location differently, allowing us to compute the scat-
tering and its room response from multiple points of view.

Calculate 
impulse response

Calculate 
impulse response

-
Out

Figure 2. Computing the contribution of a body to scattering in a room.
This measures not only scattering of the body itself, but also the room’s
response to the scattering.

In our case, the acoustical space was MISE-EN_PLACE,
a large and comfortable gallery space provided by ensem-
ble mise-en. We decided to obtain scattering impulse re-
sponses from each of four musicians who would also pro-
vide the musical sounds used in the installation and per-
form in the live piece. Since we wished to obtain the scat-
tering responses taken from a variety of physical locations,
each musician was asked to move along a path through the
space, at each point of which we would obtain a new re-
sponse. The recording setup is as shown in Figure 3.

Musician’s path

Mic
pair

1

Mic
pair

2

Mic pair 3

Figure 3. A recording setup to measure scattering by a musician, as they
move through the space, and as picked up by three microphone pairs.

Originally we had planned for the instruments themselves,
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as well as the musicians, to be part of the measured im-
pulse responses; but for various reasons we ended up with
two non-portable instruments (piano and percussion) and
dropped this idea in favor of allowing the musicians to be
measured from more than one physical location.

4. IMPULSE RESPONSE MEASUREMENT

Since we wished to make a series of measurements for each
musician as they moved through the space, we chose the
maximum-length-sequence technique[5] (over, for exam-
ple, the swept-sinusoid technique) since it requires only a
relatively brief measurement period. If m(n) denotes an
MLS of length N , with 0  n < N , its circular con-
volution with its time-reversal m(�n) is an impulse �(n).
We played the MLS repeated end-to-end over the course of
about 100 seconds and then (non-circularly) convolved our
recording with the time-reversed MLS. If the room impulse
response (with or without the musician) is r(n), n � 0, the
result of playing the MLS repeatedly, recording the result,
and convolving with the time-reversed MLS is:

(· · ·+m(n�N)+m(n)+m(n+N)+ · · ·) ⇤ r ⇤m(�n)

= · · ·+ r(n�N) + r(n) + r(n+N) + · · ·

where ⇤ denotes linear (non-circular) convolution. Since
this process is linear in the impulse response r, we can
measure the difference (i.e., the scattering contribution to
the impulse response), which will also be wrapped around
every N samples. Although the room response of the scat-
tering will be wrapped around in the same way, the directly
scattered signal should be very short in duration, on the or-
der of the diameter of the object divided by the speed of
sound, in our case less than 10 milliseconds. We should
thus be able to resolve this component of the scattering
effect from the less time-localized room response com-
ponent. The direct scattering contribution will be more
salient as the length of the MLS is increased, reducing the
amount of room reverberation that wraps around on top of
it.

On the other hand, if the musician isn’t perfectly station-
ary over the N samples of the MLS, the deconvolution step
will not work exactly. In practice, the result of a time-
varying impulse response is to add non-time-localized para-
sitic noise to the measured impulse response, in proportion
to the amount of change that occurs over the N samples.
This is a reason to keep N small, and this consideration
must be traded off with the problem of wrapped-around
room response. In practice we found a workable compro-
mise at N = 4095 samples, about 0.1 seconds at our sam-
ple rate.

In order to get a clean succession of impulse responses
as the musicians moved through the room, we asked them
to alternately take a step and then stop, repeatedly, as they
traversed the room in a looping path (different for each mu-
sician.) We obtained 996 impulse responses, some of them
with the musician relatively stationary, and some as they
moved. We had planned to subtract from each of these an
empty room impulse response, but soon discovered that it
was more interesting to subtract from each response the
one computed from between two and five frames previ-
ously, thus superimposing each impulse response with its

slightly time-delayed negative. In this way of working, the
stationary moments became near-silences. On the other
hand, the periods of motion, in which the impulse response
measurements weren’t reliable, nonetheless were heard as
clearly spatialized moving sonic images as they were picked
up by the recording microphones, suitable for convolving
with instrumental sources.

5. INSTRUMENTAL MATERIAL

Practical considerations almost exclusively determined the
instrumental material. Given the nature of the residency,
only four members of ensemble mise-en were available for
the dates and durations required for recording and perform-
ing. Therefore, we scored the work for alto flute, trom-
bone, piano, and percussion.

Since the instrumental sounds are later convolved with
our measured scattering impulse responses, wide-spectrum
sounds were emphasized, such as taps, scrapes, multiphon-
ics, and breath sounds. These are not only more easily spa-
tialized than steady instrumental tones would be, but are
also better at making the scattering responses individually
audible.

Additionally, musical materials for each instrument were
composed for both congruency and contrast. Some ges-
tures, such as coloring breath sounds by embouchure shapes
or repeated trills or tremolos, were carried through multi-
ple parts. Other materials, such as pedal tones or jet whis-
tles, were selected for their uniqueness to the instrument.
Some example fragments are shown in Figures 4–9.
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Figure 4. An alto flute fragment indicating an air sound mixed with a
pitch transitioning into key clicks.
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Figure 5. An alto flute fragment with modified air sounds.
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Figure 6. A trombone fragment with modified air sounds.
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Figure 7. A trombone fragment with a variation of a rhythmic gesture
performed by striking the bell with the pads of the performer’s fingers.
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Figure 8. A piano fragment with a variation of a rhythmic gesture per-
formed by striking the soundboard with a hard percussion mallet.

.

Uncontrollable circumstances shortened the turn-around
between the confirmation of available instruments and the
residency dates. We decided to construct the work from 8
to 10 musical fragments for each instrument, ranging from
about 7 to 49 seconds in duration. This facilitated the in-
stallation design and ensured that the musicians could per-
fect their parts quickly.

Each musical fragment was recorded in six channels, us-
ing stereo microphone pairs, chosen to be as heterogeneous
as possible; typically, this meant two close spot mics, an
ORTF stereo pair a few feet away, and two omnidirectional
mics at different heights and distances from walls.

In installation form, the piece was set up using eight loud-
speakers of two different types, some on the floor and some
on stands, one in an alcove, one under a couch, two in the
entry hallway, and so on. Each fragment could be played,
as recorded using one of the three available mic pairs, then
as bounced off one of the four musicians as they moved
along a portion of their path, then as picked up by one of
the three mic pairs in that musician’s scattering response
measurement setup, and finally projected over any two of
the eight installation loudspeakers. For this last step, any
combination of loudspeakers was permitted without regard
to its appropriateness as a speaker pair, so that, for exam-
ple, a hallway speaker could be paired with the one under
the couch.

The fragments were also arranged into a fixed piece of
about nine minutes’ duration. The arrangement was de-
liberately kept fairly sparse, since it is not intended to be
heard except with the installation as accompaniment. There
is no synchronization between the installation and the per-
formed version of the piece; that is left to chance. The
piece was performed and recorded during the opening of
the installation, but can also be played, with the installa-
tion as accompaniment, in a concert setting; in this case
we would lose the heterogeneity of the speaker arrange-
ment but would keep all the other forms of spatial variation
as they were in the gallery setup.

Since the installation used multiple recording positions,
the relative balance of the individual instruments did not
figure into the musical materials. We normalized the record-
ings for the installation. However, in the live concert ar-
rangement, the alto flute was amplified with as little elec-
tronic or acoustic coloration as possible. Given the perfor-
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Figure 9. A snare drum fragment with a variation of a rhythmic gesture
performed by striking the rim of the drum while the performer scrapes
circles on the drum head with a fingernail.

.

mance space, we used two close microphones at the em-
bouchure and lower keys of the alto flute, which were then
mixed and sent to a stereo pair of small monitor speakers,
comparable to Genelec 8010A, at the performer’s feet.

6. CONCLUSION

It can’t be claimed that we have made a careful study (or,
much less, reconstruction) of the complicated and barely
perceptible interactions between the instrumental sounds
of an ensemble and each others’ bodies. As our project
took shape, the possibility of real, three-dimensional real-
ism came to appear much less interesting than the possi-
bility of putting on an auditory shadow play in which the
spatial relationships were constantly shifting in ways that
paid no heed to physical reality or even possibility.

The installation is highly portable, requiring only a com-
puter (running any OS) and several loudspeakers, and, if a
live performance is desired, four musicians.
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ABSTRACT 
 
During his study tour in Japan, the composer visited 
countless temples of different sizes and therefore became 
extremely interested in the typical eastern “Zen Culture,” 
in which “man can interact with heaven and realize 
psychic communion.” Such philosophy inspired the 
composer. In Shadow of Bells, the composer injected his 
“enlightenment” into the works. Through the sound of 
wind chimes and ancient bells, deep humanistic thinking 
and strong religious color were reflected. 
 

1. INTRODUCTION 
 
Hans Tutschku (1966—) is a contemporary German 
composer. He has been a member of Weimar Intuition 
Orchestra since 1982. He worked at several famous music 
colleges, including Hochschule für Musik and Koninklijk 
Conservatorium Den Haag. Currently, he is working as 
professor and supervisor of the electronic music 
laboratory at Harvard University. His music uses novel 
language and has strong compatibility. While combining 
electronic and modern composition techniques, he is 
committed to live-style and interactive music creation. 
Through film, poem, painting, sculpture and many other 
fields, the concept is combined with electronic media to 
form a unique musical structure.  

Shadow of Bells (hereinafter referred to as “Shadow”) is 
a new work created by Tutschku for piano and real-time 
electronic music in the year of 2015. The song lasts 20 
minutes. When he was in Japan, the temple music left a 
deep impression on him. The crisp sound of wind priests[1] 

changed with time and season and had a special rhythm, 
which inspired the composer. The transparent and singular 
passages of metal, the “dot-like” textures, the uneven lines 
and high-stack chords form the ever-changing difference 
in sound. The traditional and ancient bell sound is used. 
The lingering sound after strong strike aroused the 
sympathy in the heart of the composer. Through the 
mutual integration of electronic sound, bell sound effect 
and piano sound, the composer’s pursuit of “inner peace” 
in a noisy and fast-paced modern life is reflected. 

 
2.SOUND MATERIAL ORGANIZATION OF SOLO 

PIANO 
 
2.1. Pitch Material 
From the perspective of the piano, the work is built on a 
huge "linear" structure. A large number of "shapes" with 
similar melody hide their evolvement rule and the sound 
material. To describe the different characteristics of wind 
priests, the composer used two different musical forms. 

Example 1 

 
Material a: Linear form, which first appears in the first 

section of the whole song, is the core interval design 
dominated by � tritone and minor second,�  and it 
reflects the interval connotation of jumping character of 
the theme(fourth) and chromaticism(minor second). The 
multiple inconsonant sounds of �augmented fourth � 
perfect fourth� and �major second � minor second� 
derived from the fourth and chromatic scale emphasize the 
state of instability and continuous suspension, describing 
the changing sound of swaying wind priests. 

Material b: Longitudinal form highlights the contrast 
with a. The longitudinally complex pitch relationship 
presents two structural modes: major seventh (left hand) 
chord and minor ninth chord (right hand): 

Example 2 

 
It can be seen from observation that this is a recessively 

symmetric pitch complex. As is shown in the figure, even 
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though the chord forms of the left and right (hand) are 
different, they are built on the same set 4-16, which shows 
the consistency of deep musical logical relationship and 
reflects the characteristics of the �isomorphic� set. The 
�unconformity�  of longitudinal intervals (augmented 
fourth and second) strengthens the connection between 
material a and material b. Such �synchronous and point-
to-point�  vocalization method forms the most iconic 
sound of �bells.� 
 
2.2. Nature of material a and material b 
With �them - motivation� as the dominant trait, the 
song first has chromatic change and fourth interval and 
then enters into variegated � disorder state� , which 
means, no matter how the pitch changes, the topic form 
similar to the original form is kept (this can be seen easily 
from the score). By repeatedly emphasizing through the 
methods of shifting, deformation, repetition and derivation, 
etc, the core structure of the change/unity of the work is 
formed. 
 
2.3. Deformation and penetration of pitch material � 
the development logic of the theme pitch 
The organizational development logic of Shadow is 
forming the vertical and horizontal pitch-high relationship 
of the whole song by means of alternating the two 
materials. 
 
2.3.1. Horizontal Relationship 
Example 3  Section 93 

 
 

Like the 93 section, the whole song basically revolves 
around the "linear" structure. In Example 3, the circle 
basically represents the semitone relationship of pitch, 
which is almost infiltrated into each melody part of the 
song. Concerning the deformation development based on 
material a, although the pitch does not form a completely 
fixed �standard mode,� the �jumping� character is 
maintained. The progression of a large number of phrases 
emphasizes the connotation of tritone (frame shape), 
which is the key to forming a unified audio style.  
The "central interval" is widely used in the whole song. 
The relationship between �minor second + tritone� and 
a more flexible combination of sounds can also be 
observed by the following spectrum. 

Example 4   Section 242 

 
 
2.3.2 Vertical relationship 
Material b � the �longitudinal� form � the texture is 
clear and easy to distinguish regarding the development of 
the composition. By splitting, reorganizing and deriving 
the parent set 7-30 and alternating with material a, the 
longitudinal assembly form is mainly reflected in two 
ways: 

Example 5 

 
(1) Retaining the morphological frame to form a 
�unity� sound 
With major seventh and minor ninth as the basic contours, 
a new pitch structure is formed by shifting, deforming, 
increasing or decreasing the pitch of the "inner voice." For 
instance, Example 5 is not the original set 7-30, but the 
major seventh and minor ninth frame on the outline is 
extremely �similar� to the original form, forming a 
unified sound. 
(2) Changing the arrangement style to highlight the 
�disharmony� sound 
The right hand 4-21 clearly reflects the whole tone scale  
features (incomplete form). Based on b, the original 
�expensive� open arrangement style is compressed. 
Through �dense� cluster, the uncoordinated and low-
pitch sound of the bell (noise nature) runs through the 
song. 

In summary, the composer formed the whole song by 
contrasting, deforming and deriving the two juxtapositions. 
With its dynamic sound pattern of short time value, 
Material a establishes the basic style in the smooth linear 
form, which is the reflection of the �dynamic� musical 
element. Material b uses long-sound mode, especially in 
section 180 � 210, to sublimate the solemn theme with a 
special choir style by using a relatively �stationary� 
method. The two alternately interspersed forms 
successfully creates the sound image of �bells,� further 
strengthening the unity of music among the rigorous 
structural relationship. 
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3. ELECTRONIC AUDIO SOUND ORGANIZATION 
 
Electronic audio material is widely used in this work. In 
"Shadow," traditional sound deformation means (such as 
filtering, enveloping, shifting, frequency conversion, 
reflection and stitching, etc.) are not used. The electronic 
music part is used as the shadow of the piano [2]. The 
recorded default sound is played to connect and contrast 
with the sound of piano. 

Table 1 Electronic audio material – the default sound 
file used in Shadow 
N
o. 

Main 
sound file 

Name of 
default 

sound file 

Appear
ance 
time 

Location 
(Section No.) 

Audio 
characteristics 
of materials 

1 

“bell” 
theme…r
elevant 

document 

bell-
melody 1 75 It appears 

with the three 
forms of bells, 
bell-melody 

and bell-
theme. This is 
the core of the 

song.  

bells 15 

34, 64, 181, 
183, 186, 
189, 192, 
195, 197, 
202, 204, 
207, 210, 
247, 281 

bell-theme 1 211 

2 

“sequenc
e” 

relevant 
document 

gong 
sequence 2 55, 199 8 documents 

are formed by 
accelerating 
and falling 

tone based on 
different 

speed and 
pitch design. 

sequ.33 1 251 
sequ.23 1 274 

fast sequ.04 1 294 
fast sequ.05 1 300 
fast sequ.02 1 303 

Sequ.18 1 311 
fast sequ.06 1 316 

3 

Sound 
file with 

fixed 
pitch 

e-repeated 3 15, 29, 165 
By repeating 
the same tone 
or alternating 
two sounds, 

the "specific" 
sound is used 
to imitate the 
rhythm of a 

certain "bell" 
(or wind 
priests). 

d#+e 3 234, 254, 
328 

C#1 1 160 

4 

Documen
t with 

filler and 
color 
sound  

rin+bow1 2 4, 99 This is used as 
the color filler 

and piano 
embellishment

.  

chimes 2 10, 287 

 
We can see from the table: 
According to the characteristics of sound and materials, 

the author divides it into four categories, among which the 
"bells" theme (including bells, bells-melody and bell-
theme) is the most important theme in terms of length, 
number of uses (17 times) and function. The bell sound, 
melody and theme evolved from it go through the whole 
music in different forms and become the “soul” of the 
whole song after being strengthened.  

As the other 3 “auxiliary” acoustic materials, 
“sequence,” “fixed pitch” and “filling and color” give full 
play to the characteristics of "diversified" audio materials 
(the characteristics of their respective pitch materials can 

be found in Table 1). Instrumental sounds, wood and 
metal percussion sounds, and electronic synthesized 
sounds further enrich the tone organization of the work. 
The blending of various elements forms an organic 
entirety with the piano. 
 
4. THE CONNECTION BETWEEN PIANO AND 
REAL-TIME ELECTRONIC MUSIC 
 
4.1. Multiple sound space design - display and setting 
of stereo 
There are various forms of interaction. The relationship 
between specific sound and electroacoustic in this work is 
mainly realized by 6-channel stereo and MAX/MSP 
software platform. The performance signal picked up on 
site is stored and then played back in the "specified" time. 
To assign the specified files to different "locations," the 
composer placed the speakers on the show site as follows: 

Example 6 

 
 

The on-site 6-channel speakers are divided into 3 
groups, which are placed under the piano, in front of the 
hall, and on the rear sides respectively. Because of the two 
microphones placed under the piano and facing the bottom 
of the piano, when the sound of bells is played through 
channel 1 and channel 2, it sounds like the shadow of the 
piano. It can be reminded that during the performance, the 
piano and electroacoustic sound always come from the 
same “location”. It seems that the “Shadow” in the 
“Shadow of Bells” is no longer an abstract image. The 
composer brings such illusory and elusive inner feeling 
through various methods. The display and sound act in 
cooperation with the theme (shadow of bells), bringing 
certain expressive meaning to it. 

The special placing method of microphones 5 and 6, 
which are on the back side of the hall and facing the 
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corner, effectively avoids some of the “direct sounds”. By 
placing them in front of the wall corner, the composer 
seeks for the “reflection” of the space, trying to capture 
the more ethereal and delicate sound level. The six 
channels are placed on high position, low position, left 
position, right position, top position and bottom position. 
A better “sound field” is created by using multi-level and 
multi-channel stereo. The special multi-dimensional space 
can also express the delicate artistic conception of the 
work. 
 
4.2. Application Method and Writing Characteristics - 
Real-time Correlation between Piano and Electronics 
In this work, the electronic music part mainly interacts 
with the piano part through three methods: delay, non-
synchronous alignment and longitudinal tone compound. 

Example 7    Section 1-5 

 
 

As in Example 7, at the end of the first phrase when the 
last sound of the piano, e3 is completed, “rin+bowl”[3] 

material creates a lasting reverberation through the haze 
sound. At this point, the electroacoustic sound not only 
“expands” the piano sound but also creates a sustaining 
“pedal” effect. This means, when the “original sound” is 
extended, the characteristics of the original sound is kept. 

Non-synchronous alignment means that one or several 
parts of the longitudinal part of the sound are not at the 
same time, forming a staggered relationship between the 
parts and a special rhythm. 

Example 8    Section 55 

 
 

As shown in the example, the “gong sequence” material 
played by the electronic part is an audio file with a fixed 

pitch rhythm. The sound of “ding, ding, ding” repeatedly 
made by fixing the pitch forms a free two binaural 
contrast with the piano. It sounds like the sound of two 
silver bells. With the help of irregular rhythms and 
occasional elements in the rhythm, the swinging 
characteristics of two different wind priests are displayed, 
while their independent melody characteristics are kept.  

In addition to the delay, non-synchronized alignment, 
horizontally filling piano performance, the composer also 
creates a multi-element joint statement of the sound by 
using a multi-sound concept in the vertical direction.  

Example 9 

 
The electronic sound effect is infiltrated with the 

traditional musical instrument, and so are the overtone 
(virtual) and the chord (real). The simultaneous slamming 
sound forms a unique complex sound, creating a long-
lasting Zen connotation of striking temple bells. 
 

5. STRUCTURE AND LAYOUT 
 
As explained by the composer, the structure does not 
“replicate any existing structure or particular musical 
source” [4]. In terms of the structure setting, the composer 
uses 38 “phrases” of different lengths and “chained” 
layout to create the unique musical structure of the song. 
The aggregated phrase, chained structure and subtle 
differences form a unity. Based on the author's 
observation, the structure is mainly controlled by a 
“mathematical” form: 

Example 10 

 
 

As shown in the figure, the work consists of nine parts. 
With its “bell” sound, Section F becomes the full-fledged 
musical section of the song (see the example). Core 
material b is the main morphological feature, which points 
to the theme. In addition, in Example 10, the “short and 
long” structural proportion on the two sides of F coincides 
with the natural aesthetic principle, “the golden ratio.” 
From the overall macroscopic form of music, the whole 
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song has 338 sections, and Section F is at the 3/4 part of 
the song (338×0.618=208, 181-210 is at the golden cut of 
Section 338). At the most important structural position of 
the work, the alternation of “mf-mp” and sharp contrast 
show the Zen cultural connotation of “bell” sound. The 
functions and meanings carried by it are self-evident. 

Besides, pitch, time value, rhythm, intensity, and some 
special time value ratio or mathematical rationality also 
play an important role in the work. For example, “bells” 
appears two times in Section 34 and Section 64, which 
implies the large-scale appearance in Segment F. The first 
time is the second passage at the beginning, and the 
second is the penultimate passage. The two positions not 
only reflect the supporting function of D and S to T in 
terms of traditional logical relationship. Appearance at the 
beginning and end of the segment also represents the 
symmetry and echo of the structure.  
 

6. CONCLUSIONS 
 
Through the above analysis, we can further summarize the 
creative features of this work as follows: 

1. The performance form is simple and “clean.” All 
unnecessary razzle-dazzle and decoration are eliminated. 
The lightness of swinging wind priests is simulated in 
terms of sound, tone quality and strength by means of 
piano solo. 

2. The piano sound is “expanded” and “extended.” 
Rather than separately “presented,” the electronic music 
part of the work hinges on the piano part. By using three 
methods, delay non-synchronous alignment and 
longitudinal tone compound, the changing “phase” 
relationship of the piano is delicately depicted.  

3. The song has unharmonious acoustic characteristics. 
The “tritone + minor second” interval structure is taken as 
the leading factor. The vertical high stack chords and 
various non-coordinated sounds constitute the multi-sound 
structure of the works, which clearly reflects the 
characteristics of the music writing style. 

4. The song uses the continuity of linear thinking. There 
are single melody statement and non-synchronous sound 
alignment. The unique rhythm style is sometimes isolated 
and sometimes contrasted. The work as a whole is 
constructed with multiple “horizontal” structure.  

5. The work avoids tonality and “tradition.” The work is 
based on the concept of “full-range.” The highly 
chromatic method smoothes the shift of pitches.  

6. The work has ingenious music structure. The multi-
segment body derived from one theme and two materials 
blurs the boundaries between the parts, forming a new 
structural thinking mode. 
In summary, it is not difficult to find that whether it is the 
“traditional” music writing method that has been used for 
many years, or the interactive electronic music that 

appeared after the 1990s, it must be based on solid 
composition techniques. The song Shadow reflects this 
feature in terms of the concept of works, music writing, 
tone layout and structural logic, etc. As the composer is 
sensitive to the sound, he uses different speakers to 
establish a more “three-dimensional” and subtler “sound 
field” by combining the sound of the electronics and 
piano. The creation and design of the whole work not only 
reflects the composer's skill in building sound materials, 
but also reflects the new concept of electronic sounds that 
the composer carries on the tone. Instead of pursuing a 
certain kind of “technology”, it is placed in a 
“appropriate” position as an auxiliary creation or creation 
method. This not only fully demonstrates the "musicality" 
of the work, but also further highlights the art of truly 
valuable music work and its connotation and 
characteristic. 

 
7. NOTES 

 
[1] Wind priests refer to wind chimes, which are normally 
suspended under the eaves of ancient temples or towers. 
[2] See background introduction of the work. 
[3] In the quotation mark there is the preset sound files. It is the 
same in the below part. 
[4] In the text background introduction: “I’m not trying to 
replicate any existing structure or particular musical source.” 
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ABSTRACT 
The importance of valuable strategies for archiving com-
puter music works becomes more and more obvious, as 
technology rapidly changes. Besides the challenges 
caused by the digital technologies, ranging from compati-
bility problems to the question of how to store the work’s 
data, the strategies of saving information concerning the 
works, as well as the goals of documenting and archiving 
can be quite divers. In this article, a cycle of documenta-
tion, archiving and re-performance is proposed and dis-
cussed based on theoretical approaches and in combina-
tion with archiving strategies and their possible goals.  

1. INTRODUCTION 
When working on the issue of archiving computer music, 
many challenges discussed are connected to the rapidly de-
veloping (digital) technologies. Very prominent chal-
lenges are e.g. the short live cycles of technical equipment, 
compatibility-problems that appear between technological 
generations, and the task of transferring (technical) infor-
mation from one engineer to another, and between engi-
neers and musicians. In addition, archiving music always 
has to take into account questions concerning a perfor-
mance: Is there enough information to either replay (e.g. 
from recordings) or re-perform the piece (– if it is a work 
that was meant to be audible for an audience)?  

When looking at preservation or archiving projects, it be-
comes obvious that there exists a mutual influence be-
tween documentation, archiving and re-performances of 
musical works. Central questions hereby are: Which infor-
mation should be archived? How? And for what purpose/ 
performance tradition? For computer music and mixed 
music, also technical questions appear: How can the code 
be kept working? Which format should be used? How to 
deal with hardware systems? And in terms of sustainabil-
ity: How can digital data be stored in order to provide long 
lasting archives with accessible data? 

When aiming at a systematic structure along which a 
documentation is done, a major question also is: Who de-
cides what information concerning the composition and its 
performance is documented – and therefore will be ar-
chived? And, in consequence: What is accessible for future 
performances? 

Implicitly, these thoughts are closely connected to the 
well-known debate on performance practice, as well as to 
interpretative decisions. The notations of 1980s mixed mu-
sic works e.g. provide not only incomplete information on 
set-up and presets of the original hardware, they often also 
lack playing instructions for the electronics, or contain 
notes which were not made for use during a performance.  

The accessibility of information on how to perform a 
composition, however, can be essential for the future ex-
istence of these works. On the one hand, a piece can be 
buried in oblivion as nobody knows how to perform it. On 
the other hand, a lack of interest regarding re-performances 
can cause also a lack of interest in establishing a long-term 
preservation of still existing information.  

Documentation, archiving and (re-)performance of a 
composition therefore share knowledge and information 
within an abstract interactive system, which is strongly de-
pend and related to former and future content. In this pa-
per, this interrelationship is outlined as ‘cycle of documen-
tation, archiving and re-performance’, and discussed based 
on theoretical approaches deriving from Suzanne Briet as 
well as observed along archiving goals. 

2. DOCUMENTING, ACHIVING, 
(RE-)PERFORMING 

The assumption that information changes over time de-
pending on its documentation and archiving is already 
known from many music genres. In computer music, 
change and accessibility of information is directly linked 
to fast technological developments and quick changes of 
digital generations. This causes challenges for long-term 
archiving as discussed e.g. by Serge Lemouton and Samuel 
Goldszmidt, showing also a “Cycle de vie des versions”, 
in which they formalized the documentation process and 
the interlaced genesis of different versions of a composi-
tion’s available sources in context of Sidney, a data base at 
IRCAM. [1] In addition, a slightly more general cycle of 
documentation, archiving and re-performance can be pro-
posed, allowing the observation of basic knowledge trans-
fer and transformation within a clearly definable setting. 

 
Figure 1. Basic cycle of documentation, archiving and 
re-performance. 

Copyright: © 2018 First author et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and source 
are credited. 
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2.1 Basic sources 

In music, compositions are usually expected to be taken 
down by score and composer’s note, optionally accompa-
nied by performance instructions and a legend to the used 
symbols. In computer music, also code, programs, circuit 
plans and set-up descriptions are common. Besides the 
challenge of (precise) notation1, also the question on doc-
umentation of a work, including the decision on what ad-
ditional information should be kept in this documentation 
in order to properly contour the musical work, becomes 
more and more evident.  

Librarian Suzanne Briet describes in her treatise Qu’est-
ce que la documentation [2], which was published already 
in 1951, a discussion on the definition of ‘documentation’. 
She describes connected tasks and challenges, as well as a 
classification system that she developed for documenting. 
Amongst others, there are three aspects Briet discusses, 
which are especially interesting in the context of computer 
music: the definition of the content which is considered to 
be ‘the document’, the necessity to deal with technologies 
and suitable techniques, and the fact, that she sees docu-
mentation as a ‘cultural technique’, which is embedded in 
a social and cultural (historically grown) framework [2]. 
This last aspect is commonly important for analytical and 
historical observations, and often discussed concerning the 
performance practice, but yet hardly emphasized in con-
text of archiving or preserving music. Ronald E. Day, who 
co-translated Briet’s treatise from French to English, ex-
plicitly accentuates in his introduction, that Briet demands 
from someone who is in charge of documenting to be able 
to consider both, the work in its whole context, and “doc-
uments as assuming varieties of physical forms and for-
mats [3]”.  

The challenges and tasks described by Briet already in 
the 1950s concerning systematizing the process of docu-
mentation are currently still discussed. The thoughts on 
digital archiving and the challenges rising for example 
with the idea of a digital histography have been in debate 
for almost ten years. At the same time, the pressure to 
come up with sensible technical and archival solutions for 
long term preservation increases, as e.g. the live span of 
many technical devices from the 1980s and 1990s comes 
towards an end. This closely goes together with the obser-
vation, that the information on computer music works de-
rives from in-between the disciplines provided by compos-
ers, performers, music practitioners, sound engineers, mu-
sicologists and computer scientists. In all these related 
fields, there exist well-constructed approaches and ideas to 
work on emerging challenges, usually linked to very prag-
matic problems, such as saving (archiving) or (re-)per-
forming existing compositions or analytical tasks. Delib-
erating these interwoven challenges based on theoretical 
concepts can help to assign these different approaches onto 
more general structures and reveal recurrent processes. 
Briet’s thoughts on ‘documentation’ offer a possible theo-
retical outline. 

When transferring her approach to music, this implies 
that the original sources would consist of information 

                                                        
1  The term ‘notation’ refers in this paper to standardized and 
non-standardized ways of conveying compositional content in musical 
context. It includes e.g. graphical scores, text, and computer programs. 

concerning the work as well as its social and cultural 
framework. This framework can be established e.g. by in-
formation on composer, performer and technician, host in-
stitution, the premiere’s location and audience, and perfor-
mance habits, but it can also be outlined by information on 
the work’s genesis and the process of establishing the 
premiere. One approach that provides such insights in the 
genesis of compositions was presented by Guillaume 
Boutard and Fabrice Marandola. Focusing on the compo-
sitional process with live electronics, they followed the 
composer while developing the composition and its prem-
iere, including also eventual changes and further develop-
ments during this process in their documentation. For this, 
they proposed a multiple methods approach, following the 
idea of collecting “several kinds of traces of the activity 
during the creative processes (observation videos, 
sketches, annotations, diagrams, notes, and so on) [4]”, and 
accompanied this with methods of confrontation. Boutard 
and Marandola propose a method mix which provides a 
profound information package with a focus that is clearly 
set on the ideas of the composer.  

As a major goal of this project, Boutard and Marandola 
mention dissemination [4]. In terms of Briet, they define 
what they want to document, they face the challenge of the 
ephemeral technologies by their method mix, and offer in-
formation concerning social and cultural context. At the 
same time, this approach externalizes knowledge transfers, 
which have been restricted to oral tradition, such as infor-
mation on performance habits / performance practice, and 
the use of technology within musical performances. Com-
pared to the information on traditional music works, this 
creates a quite different set of source material, which can 
help to keep re-performances of compositions not neces-
sarily more similar, but closer to the composer’s ideas. 
Conversely, composer, performer, as well as researcher 
have to be aware that with this approach, they create the 
basic source material for a composition, and simultane-
ously become ‘documentalists’ along Briet’s definition 
[2], when creating a composition, or establishing or report-
ing from a premiere. 

2.2 Documentation approaches and their goals 

Decisions on the documentation of a composition and its 
premiere shape the source material – and therefore 
strongly influence not only the available information, but 
also the retrospective appearance of a work as well as its 
future presentation. These decisions are usually taken de-
pending on the documentalist’s goals. The intention with 
which a documentation is processed, however, can be quite 
divers: Briet discusses the influence of selection on the 
“[d]ocumentary unity [which] tends to get close to the el-
ementary idea […] [and the process of documenting] as ‘a 
cultural technique’ of a new type [2]” as separate but 
equally important aspects. She also emphasizes the pros, 
cons and challenges of different documentation strategies. 
Despite this, most other approaches show strong tenden-
cies concerning the goal of their documentation. Boutard’s 
and Marandola’s approach clearly focuses on the 
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composer and his artistic process of establishing the com-
position [4]. The main interest of Susan MacDonald, in 
contrast, is set on the audiences’ impression [5]. 

MacDonald, who specialized on conservation, aims at 
recreating the phenomenon of the art work in order to pro-
vide the audience with the same impressions as the ‘origi-
nal artwork’. In her concept, she refers to two approaches: 
Suzanne Briet’s idea of a document as a complex array of 
signs within “a social and technological framework, exist-
ing in multiple forms to meet multiple needs [5]”; and Si-
mon Tanner, who combines the information management 
metaphor of container, content and context with Briet’s 
idea of the information container, and uses this as basis for 
discussing challenges of digital preservation and web ar-
chives [4, 5]. MacDonald combines these two approaches, 
and classifies the container as ‘the pointer’ that connects 
the information with associated actions, taking place in a 
certain cultural and technological framework [5]. When 
following this argumentation, the question comes up, if 
(and to what extent) a documentation can incorporate ade-
quate information on container, content and context. How 
can the context be outlined e.g. in a documentation of a 
musical work so that the content ‘points’ in a suitable di-
rection? MacDonald’s approach implies, that the appear-
ance of an artwork can change within a certain range that 
is created by the interplay of content, container and context 
in order to be able to recreate the aspired impressions.  

In both cases – when focusing on the composer and his 
artistic ideas, and when aiming at the audience’s impres-
sion –, the documentation of a work contains the very basic 
source material, the (musical) art work itself (in traditional 
or explained fixation), as well as additional information, 
e.g. on context, inherent ideas or the framework that seems 
necessary to create a (re-)presentation of the work which 
serves the intended goal: a (re-)performance of the work 
along the composer’s ideas, or an impression that comes 
close to the one evoked by the original work.  

When transferring MacDonald’s terminology on com-
puter music, there are appear several possible assignments: 
the score can be seen as content which is provided using 
the container, e.g. a performance format or the knowledge 
on performance habits at a specific moment in time and a 
specific location, considering the context, e.g. the work’s 
cultural context or the circumstances under which the com-
poser created the work. It is, however, also possible to rate 
the direct surrounding cultural environment as well as the 
available technology as context, and information such as 
presets or the use of the electronics – which may not be 
explicitly provided by a score – as container. This can help 
to deal with the fact that artistic ideas and technical (digi-
tal) achievements have often been developed in close rela-
tionship, as the work can be examined within various pos-
sible view points and also according to the technical frame-
work. This approach includes, however, already strong in-
terpretational decisions. MacDonald emphasizes that her 
interest is to offer the audience a congruent impression of 
an artwork. This aspired impression usually derives from 
knowledge on the work but is also influenced by curational 
decisions, especially, as the challenge remains to present 
an impression that evokes a corresponding audience’s ex-
perience. As the cultural and technological framework has 
altered over time, a composition can cause a completely 

different experience for today’s audience, even when 
providing aesthetic impressions that are close to the ones 
shown at the premiere. Or a composer may have lowered 
his sights at the premiere due to technical restrictions – and 
may therefore not completely have intended the impres-
sion at the premiere but wishes to change that for future 
performances. The guidelines for a work’s impression can 
therefore be influenced by various motives, and the deci-
sions taken during the documentation of a work’s re-per-
formance therefore go hand in hand with the selection pro-
cess for archiving, shaping the work’s prospective source 
material. 

2.3 Archiving and preserving 

Joshua Sternfeld claims in his explanation on ‘Digital His-
tography’ that all systems of digital preservation “share the 
same objective, that is, they all use digital technology to 
represent history [7]”. He states that archival processes are 
the key to the contextualization of the preserved objects, 
which he calls ‘units of historical information’, as those 
has passed “a selection process, a search inquiry, and ar-
chival provenance [7]”. In other words, the archived infor-
mation reflects the understanding of historiography as well 
as the archival perspective of the person in charge of ar-
chiving. Sternfeld focuses in his remarks not only on orig-
inally digital content but any information that is archived 
in using current digital technologies.  

This approach implies that the technology used for ar-
chiving may also change the initial information and that 
additional steps are necessary to unfold the archived infor-
mation. In computer music, this process can be well ob-
served when looking at programs or patches of composi-
tions. Even though existing in digital formats from the very 
beginning, code creates major challenges for archiving 
which are directly linked to the archiving technology: if 
code is bound to hardware, it may have to be extracted and 
ported (again and again) to newer versions in order to run 
on other but newer devices. This usually means that there 
are several code versions that enter the archiving system. 
Is the goal of an archive to keep information on a compo-
sition in order to perform the piece, updated versions may 
replace the original code in the documentation over time. 
The original source material ‘code’ is ‘overwritten’, as re-
cent technology can neither archive nor access it. The ar-
chival process provides the necessary contextualization 
with which the preserved objects can be reclassified. The 
archival process as Sternfeld puts it, provides information 
on the work and becomes at the same time content as well 
as container, ‘pointing’ from content to associated actions.  

On the one hand, the documentation includes the result-
ing elements of a performance which add to the already 
existing archived source material; on the other hand, infor-
mation may implicitly get lost through archival selection 
processes. At the same time, it becomes obvious that a 
complete preservation of the whole original material con-
nected to a composition and its premiere is, at least in the 
field of computer music, almost impossible. This leads to 
seemingly incomplete states of source material, depending 
on the goal with which the information is retrieved from 
the archive. Musicological questions and practical per-
formative challenges, for example, often request quite dif-
ferent information structures and ‘units of historical 
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information’. This raises the question, at what set of source 
material a work is considered to be ‘well preserved’.  

Sternfeld addresses this question from a theoretical side 
in accentuating that it is necessary to distinguish between 
‘records’ and ‘documents’ in order to withdraw evidence 
from information. ‘Records’ preserve, following Sternfeld 
who refers to Luciana Duranti and Kenneth Thibodeau [8],  
“the context surrounding its creation and transactional his-
tory; [this] embodies more than the information contained 
within its documentary form [7]”. Interestingly, this defi-
nition of ‘records’ corresponds on a systematic level to 
MacDonald’s approach of documentation and conserva-
tion. [6] This assumption is encouraged by Sternfeld, who 
emphasizes that the archived information and its colloca-
tion within the archiving system is equally important but 
that both entities are interdependent and interactive [7].  

2.4 Re-performance and its documentation 

A main goal for archiving music compositions is usually 
to provide sufficient and substantial information based on 
which it is possible to develop a re-performance of a work. 
As outlined above, documentation and archiving can be es-
tablished with different aims, but while most of the classi-
cal (analog) music performances are (explicitly or implic-
itly) embedded in ongoing debates on (historically in-
formed) performance practice, many of the upcoming per-
formances in computer music seem to find themselves pri-
marily caught in debates on technical issues. This suggests 
that in computer music, the technical sources are strongly 
related to performance issues, which in consequence 
means that each technical framework is interlinked to a 
particular performance practice – a fact that should be re-
flected also in the documentation. Possible solutions for 
this challenge are as various as the underlying documenta-
tion and archiving strategies and goals. Sparse sources can 
cause thereby positive and negative effects: On one side, 
the re-performance may change due to decisions which 
were not intended originally by the composer (and which 
will enter directly in the ongoing documentation process), 
on the other side, there opens up a creative freedom con-
cerning the criteria for artistic decisions within this process 
of preparing the re-performance.  

This directly entails two questions: How can or should a 
re-performing process be documented? And, how do this 
re-performance and the premiere relate to each other? The 
first question can be related to Kevin Dahan’s approach of 
acknowledging reconstruction of works as preservation 
strategy, which to him includes already information on 
strategies of how to present the related artifact in an up-to-
date environment [9]. As Dahan looks also at electroacous-
tic works, reconstruction does hereby not necessarily mean 
re-performance, but can be also considered as such, de-
pending on the genre of the musical work. This also goes 
well together with the aspect, that the future existence of a 
musical work can be linked to an interest in its perfor-
mance. The second question brings up philological issues, 
but also touches the debate on authenticity and authentic 
performance. At the same time, it closes the ‘cycle of doc-
umentation, archiving and re-performance’ in – literally 
and in terms of MacDonald – pointing back to the process 
of documentation. In deciphering the archived sources and 
selecting information from the documented material as 

relevant for the re-performance, the examination of the 
sources is in full progress. If a (re-)performance in the end 
matches the criteria for authenticity depends also on the 
goal of the re-performance.  

3. CONCLUSION  
The outlined ‘cycle of documentation, archiving and re-
performance’ provides an abstract structure for a quite 
well-known challenge, relating to both, the practical pro-
cedure of documentation and archiving processes, as well 
as to archival theories. In deliberating this cycle based on 
theoretical concepts it is possible to retrace and reveal in-
herent (possibly existing) biases across involved disci-
plines in order to better understand ongoing strategies on 
archiving computer music and electro-acoustic music. The 
outlined considerations can provide basis for an analytical 
observation of current and ongoing archiving projects, 
which have been left out in this paper. 

4. REFERENCES 
[1] S. Lemouton, and S. Goldszmidt, “La préservation 

des œuvres du répertoire IRCAM: Présentation du 
modèle Sidney et analyse des dispositifs temps réel.” 
Journées d’Informatique musicale, 2016, hal-
01944619. 

[2] S. Briet, What Is Documentation? English Transla-
tion of the Classic French Text, translated by R. E. 
Day, L. Martinet, and H. G. B. Anghelescu, Scarecow 
Press, 2006; original: Qu’est-ce que la documenta-
tion?, Editions Documentaires, Paris 1951.  

[3] R. E. Day, “Preface”, in: S. Briet, What Is Documen-
tation? English Translation of the Classic French 
Text, translated by R. E. Day, L. Martinet, and H. G. 
B. Anghelescu, Scarecow Press, 2006. 

[4] G. Boutard, and F. Marandola, “Mixed Music 
Creative Process Documentation Methodology; 
Outcomes of the DiP-CoRE Project,” Proceedings of 
the 9th Conference on Interdisciplinary Musicology 
CIM14, Berlin, 2014.  

[5] C. MacDonald, “Scoring the Work: Documenting 
Practice and Performance in Variable Media Art”, 
Leonardo, vol. 42, no. 1, pp. 59-63, 2009. 

[6] S. Tanner, “Managing containers, content and context 
in digital preservation: towards a 2020 vision”, 
Archiving 2006. The Society for Imaging Science and 
Technology, pp. 19-23, 2006.  

[7] J. Sternfeld. “Archival Theory and Digital Histogra-
phy: Selection, Search, and Metadata as Archival Pro-
cess for Assessing Historical Contextualization”, The 
American Archivist, vol. 74, no. 2, pp. 544-575, 2011. 

[8] L. Duranti and K. Thibodeau, "The Concept of Rec-
ord in Interactive, Experiential and Dynamic Envi-
ronments: The View of InterPARES," Archival Sci-
ence, vol. 6, no. 1, pp. 13-68, 2006.  

[9] K. Dahan. “Reconstruction as preservation strategy”, 
Presentation at Symposium on Archiving and Reper-
forming Electro-Acoustic Music AREM2018, Bay-
reuth Universität, 2018. 

165



Is there a digital archivist in the room? The preservation of musique mixte

Guillaume Boutard
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ABSTRACT

Over the past decade, the field of musique mixte/mixed mu-

sic preservation grew separate from the digital preserva-

tion research (and practice) community. This paper presents

potential preservation directions for this repertoire, based

on current preservation frameworks, in relation to collab-

oration at the bit-level, logical-level, and conceptual-level

of preservation. It emphasizes the link to practice in a post-

digital (i.e. after the ‘digital revolution’) preservation and

curation perspective, institutional policies, the implication

and redefinition of all stakeholders, and the use of docu-

mentation as mediation.

1. INTRODUCTION

Bressan and Declercq [1] recently called for a fresh (re)view
of electroacoustic music preservation in light of seminal
philological papers of the early 2000s, with the argument
that “traditional approaches to ensure and assess trustwor-
thiness have proven inadequate for digital documents” (p.
275). They emphasized the need to go forward in a trans-
formed landscape of production. Inversely, the world of
digital preservation has considerably changed since the early
2000s and the beginning of standardization processes for
digital archiving. Still, we fail to see the impact on preser-
vation practices for music and technology cultural heritage,
especially in the case of musique mixte/mixed music, ar-
guably the repertoire the most at risk. This paper aims
at discussing this visible discrepancy in the case of mixed
music with live electronics (many points are however rel-
evant to the field of electroacoustic music as long as we
consider performance as a preservation perspective), that
is to say C* according to Tiffon’s classic taxonomy [2].
There is a critical need to take a look at where we stand
in light of the classic papers of the early to mid 2000s
like Chadabe [3], Zattra, De Poli, and Vidolin [4]; Bat-
tier [5]; Bernardini and Vidolin [6]; Tiffon [2]; Polfreman,
Sheppard, and Dearden [7]; Emmerson [8]; and Penny-
cook [9]. These papers as well as the projects of that time
period (running until the beginning of the 2010s) are still
(and rightfully so, from an academic discursive perspec-
tive) cited in recent papers (e.g. [10, 11, 12, 13]), includ-
ing this one. But conversations about electroacoustic and

Copyright: c�2018 Guillaume Boutard et al. This is
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mixed music preservation, almost exclusively, stay in the
music research domain though conferences (e.g. ICMC
2018 - Preserve, Engage, Advance), journals (e.g. Journal
of New Music Research 2018, vol. 47-4, Digital Philology
for Multimedia Cultural Heritage), and symposiums (e.g.
AREM 2018 Archiving and Re-Performing Electroacous-
tic Music at Bayreuth University).
Sometimes during the early 2010s, I would argue, as op-
posed to the museology community (which regularly dis-
seminates outcomes in the main international digital preser-
vation conferences and journals), a gap appeared, a dis-
crepancy between electroacoustic music preservation com-
munities and digital preservation research and practice, es-
pecially as regards the curation of complex objects (collec-
tion of atomic digital objects with unclear boundaries, de-
fined by processes and complex social human non-human
interactions, e.g. games, web archives, software art. See
[14]). Coming back to Bressan and Declercq’s [1] posi-
tion, they state: “we hope that these articles may prove
once again that preservation is a multidisciplinary field,
and results that impact reality can only be achieved when
experts in distant fields work elbow to elbow and learn
about each other’s approach and vocabulary” (p. 277). The
question of approach and vocabulary stemming from digi-
tal preservation is manifest in the new media arts domain,
where both are used for dissemination, as exemplified by
the work at Tate, MOMA and other institutions manag-
ing new media collections (e.g. [15, 16, 17]). The no-
tion of inter- and multi-disciplinary action was acknowl-
edged long ago in electroacoustic music preservation, for
example in the philological school: “[preservation] activ-
ities must be scheduled and made inside an institutional
framework, with adequate funds and with an interdisci-
plinary planning” [18, p. 289]. However, contemporary
digital curation alone requires a complex arrangement of
skills and knowledge [19]. Multidisciplinarity is posed as
a premise, but to what extent (which disciplines partici-
pate in the conversation), where (the locations where the
conversation takes place) and how (the articulation of both
previous points and the resources allocated to the task)?
In the case of mixed music preservation, computer sci-
ence and engineering seemed to take over in the late 2000s
and early 2010s as exemplified by projects such as Inte-
gra [20], or ASTREE (2009-2011, based on FAUST lan-
guage, see [12]). The second stems from an analytical
(and positivist) perspective which conflates and confuses
preservation with explanation. Both share the perspective
of constraining practice through technological frameworks
deemed to be preservation-friendly (another example, with
a different level of separation to practice, is Rekall [21]). It
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participates in the idea of gaining back control over digital
technology (in terms of technological obsolescence, pro-
prietary formats, etc.). However, constraining practice in
relation to technology is a gamble in the best-case scenario
(and a failure to acknowledge creative processes’ relation-
ship to misuse), and, I would also argue, a dead end as a
preservation strategy in the post-digital age.
In the museum context, Barnes, Kispeter, Eikhof, and Parry
[22] state: “the postdigital is allowing us to think about
the museum after the digital revolution, where digital is
managed normatively, and where digital pervasively be-
comes innate within a range of operations and definitions
within the museum” [22, p. 1]. In opposition to that view,
those preservation projects from the late 2000s-early 2010s
from the electroacoustic and mixed music community were
anti-post-digital. There is a critical need to rethink digi-
tal preservation in the post-digital age, integrating various
practices and expertise from content producers (we will
come back to the definition of producers and products)
and digital preservation communities. Integrating digital
productions as opportunities rather than issues within the
whole curation lifecycle, including use and re-use, should
be the aim of contemporary digital preservation. We can
see the preservation landscape changing once again in the
music and technology domain, the question is how and
where to steer it. The goal of this paper is therefore a
multidisciplinary perspective proposing a few theoretical
and practical directions and, for mixed music communities,
emphasizing the question: where is the digital archivist?

2. PREMISE

Over the last twenty years, Libraries-Archives-Museums
(LAM) have developed a wide range of expertise in digital
preservation which is relevant to this discussion. Each one
of these institutions has developed specific practices relat-
ing to the nature of their holdings. We should cherry-pick
what is relevant to the mixed music curation context. In or-
der to do so, we need to distinguish between the classical
digital preservation categories of bit-level, logical-level,
and conceptual-level preservation. Epistemologically speak-
ing these levels, as described by Thibodeau [23], stem from
the Data - Information - Knowledge - Wisdom (DIKW)
model. Bit-level preservation is the data level, logical-level
preservation is the information level, and conceptual-level
preservation is the knowledge level. While acknowledg-
ing the limitation of this view, which has been discussed
many times in the Library and Information Science (LIS)
community (e.g. [24]), it is an important mediation for a
discourse about digital preservation.
Bit-level preservation is the level of physical objects, the
0s and the 1s, the level of data integrity (usually related
to checksum algorithms). The logical-level is the level of
formats (and migration), that is to say the preservation of
syntactic and semantic content. The conceptual-level is the
level of contextualisation and practice.

3. BIT-LEVEL PRESERVATION

Historically, for mixed music, there has been a focus on the
logical and, to some extent, the conceptual levels of preser-
vation with questions about migration and intentions. The

bit-level has been taken for granted as an information technology-
related issue. We will later discuss the logical and concep-
tual levels, but first we may ask ourselves: where does the
mixed music community stand on bit-level preservation as
compared to the state of the art? Not very far, I would ar-
gue, considering that a version control repository is not an
archive.
Bit-level preservation relates to all categories described by
the Trusted Repository Audit Certification (TRAC), which
led to the ISO standard 16363 TDR. These categories are
not limited to technologies but also include organisational
and financial criteria. Besides the physical damage to con-
temporary music artefacts (see for example, a discussion
in [25, p. 159], about publishers and tapes, which we may
extend to the digital realm), bit-level preservation requires
thus a plan for the loss of institutions, publishers, or per-
sonal archives. However, coordination and collaboration
between existing repositories is never discussed at the data
level (but rather at the logical level and in terms of interop-
erability, e.g. [12]).
Still, going back as far as the early 2000s, models appeared
that should inspire bit-level preservation for mixed music.
At that time, Reich and Rosenthal [26] launched Lots Of
Copies Keep Stuff Safe (LOCKSS) at Stanford Univer-
sity. One goal was to go back, to a certain extent, to the
purchase-and-own library model which was lost in the dig-
ital age in relation to academic publishers’ web publishing
model. LOCKSS was thus “providing tools for libraries
to take custody of the material to which they subscribe,
and to cooperate with other libraries to preserve it and pro-
vide access” [27, p. 3]. The controlled version, known as
CLOCKSS, announced in November 2018 its TRAC re-
certification by the Center for Research Libraries (the first
certification dated from 2014).
The LOCKSS paradigm is relevant in many points to the
mixed music context. First, because of its validation by the
digital preservation community, with technological, finan-
cial, and institutional sustainability. Second, because of the
conceptualization of the role of publishers and librarians
in relation to digital preservation: “it returns the respon-
sibility for long-term preservation, and the corresponding
costs, to the librarians. Although publishers have an in-
terest in long-term preservation, they cannot do a credible
job of it themselves. Failures or changes in policy by pub-
lishers are the events librarians are most interested in sur-
viving” [28]. The role of publishers in mixed music has
always been problematic along similar lines. Polfreman,
Sheppard, and Dearden [7] emphasized it, and Berweck
[25] did a thorough review of issues: “behind closed doors,
publishers admit that things are not as they should be. [...]
If a publishing company takes on the work of a composer,
they have the ultimate responsibility to archive the work,
even more so when they are often the only source of infor-
mation after the death of the composer” (p. 168). Pub-
lishers do not (and probably never will) have the skills,
knowledge, and capacity for preserving mixed music work
in the long-term. The cost model of LOCKSS would have
to be adapted to the music publishing and production con-
text. Still, building a private LOCKSS-like not-for-profit
shared archive, with a subscription model that brings to-
gether publishers (and potentially personal archives), con-
temporary music archives as well as production centres and167



academic institutions, is in our view the best way (and ar-
guably the only way, according to current standards) to cre-
ate a sustainable trusted network for preservation of mixed
music works.

4. LOGICAL-LEVEL PRESERVATION

4.1 File formats

Bit-level is obviously not enough, and the logical level
as we defined it, subsumes many issues. The first one is
about formats from an identification perspective. Auto-
matic identification in digital preservation system should
be provided. This means that format registries should be
provided with signal processing software file formats sig-
natures (Max/MSP, PD, etc.). During the 2018 Interna-
tional Conference on Digital Preservation (iPRES 2018)
one of the workshops was entitled ’PRONOM in Practice:
Creating File Format/System Signatures for Submission to
PRONOM Technical Registry’. Notes from the workshop
include: “best situation is when the format developer de-
fined a signature (e.g., EPUB, Photoshop, ASCII, etc.)”.
Signatures of all versions of a format should be specified
within these registries so that digital archivists have the
ability to work with existing identification and validation
tools which are integrated in state-of-the-art Digital Preser-
vation Systems (DPS). The UK National Archive’s registry
PRONOM is an international reference used in many DPS.
It provides a signature development utility and a request
form for the submission of information regarding the ad-
dition of a file format. Close collaboration with DSP soft-
ware companies is thus strongly suggested.
LAMs have to deal with non-standard formats, even li-
braries do: “the British Library and the other [Legal De-
posit Libraries] need to determine their responsibilities for
collecting content created and made available in new and
innovative types of format, and to make these works avail-
able to users as part of their legal deposit obligations” [29,
p. 2], but solutions are context dependent. Normaliza-
tion (migration to standard format), for example, would
imply going back to the argument of the introduction about
the relation between preservation and actual work practice.
Strategies for mixed music have to be developed at a higher
level and be closely built on producers’ work activity (this
will be discussed in relation to the conceptual level).

4.2 Granularity

The logical subsequent point, after the registration of file
formats, is to define a digital preservation strategy at the
component level. There is nothing new about this, it was
a recommendation from the seminal new media preserva-
tion project Documentation and Conservation of the Media
Arts Heritage (DOCAM) (see [30, p. 57]) and it relates to
the characteristics of complex objects, as previously enu-
merated. DOCAM specifically recommended to add an
extra layer – the component layer – to the classic library
model Functional Requirement for Bibliographic Records
(FRBR), which is originally hierarchically divided in four
layers, namely, Work, Expression, Manifestation, and Item.
A repository for mixed music like Sidney (see [12]) at
IRCAM functions primarily at the work’s version level.
Components, according to the description provided by Lemou-

ton et al. [12], are addressed in terms of documentation
best practices in the charter that is provided to users. Struc-
tural, technical and preservation metadata is an important
topic at this level in relation to granularity, which should
be addressed, but this is outside the scope of this paper.
Granularity also allows for an effective connection between
Digital Preservation Systems (DPS) and Collection Man-
agement Systems (CMS) because the synergy (see next
section) relies on the flexibility granted by the level of
granularity. Sidney, which was developed at IRCAM (as
opposed to LAMs’ CMS/DPS solutions), is neither a DPS
nor a CMS (arguably, closer to an institutional repository
with limited preservation features) but, still, more than most
contemporary music institutions provide.

4.3 Digital preservation systems and collection

management systems

The interoperability of DPS and CMS has been a critical
development for digital preservation of new media arts dur-
ing the 2010s. While DPS work at both bit-level preser-
vation and logical-level preservation, it is really the in-
teraction between DPS and CMS that closely integrates
preservation levels. The paradigmatic example is the de-
velopment of the ‘Binder’ layer at MOMA between the
museum’s CMS and their recently implemented DPS (see
[15]). The services they were able to provide showcase this
preservation levels relationship.
CMS are dependent on the type of LAM, while DPS are, a
priori, agnostic (still fine-tuning relates to collection types).
The Tate is following on MOMA’s model along a very sim-
ilar technological profile but with a layer that is indepen-
dent from a specific CMS [31], which makes it a potential
candidate for adaptation to the mixed music context if ever
the same kind of DPS were to be used.
Several authors [32, 33] have discussed collaboration at
the level of repositories for mixed music, but they pro-
vided general ideas without a real conceptual and practi-
cal framework for this collaboration. The fact is that col-
laboration at the logical level is intrinsically linked to the
conceptual level from a post-digital perspective, as we will
discuss later. Still, the part that should be specified so far
is the articulation between the DPS and the kind of system
that we proposed at the bit-level preservation. Communi-
cation between a private LOCKSS network (PLN) and a
DPS may use the LOCKSS-O-Matic library with the Sim-
ple Web-service Offering Repository Deposit (SWORD)
protocol. The DPS thus becomes a content provider for
the private LOCKSS network. One current example of
such an integration is provided by the Council of Prairie
and Pacific University Libraries’s (COPPUL) Westvault in
Canada, which integrates services from a PLN and the same
kind of DPS that the MOMA is currently using.
Not all PLN content providers will manage a DPS (e.g.
publishers), but still they should be able to provide content
(as submission information packages - SIPs or archival in-
formation packages - AIPs) to the repository. Many op-
tions exist ranging from DPS-as-a-service to basic packag-
ing software such as the Library of Congress’ File Packag-
ing Format Bag-It.168



5. CONCEPTUAL-LEVEL PRESERVATION

5.1 Stakeholders of performance knowledge

collaborations

In order to build a trusted distributed repository for mixed
music, we proposed a solution for collaboration at the bit-
level and logical-level of preservation. There is now a crit-
ical challenge, which is the specification of collaboration
at the conceptual-level of preservation. In order to address
this challenge, we need to come back to the notions of per-
formance and performance knowledge. As Chadabe [3]
said: “the performance of music, in short, is a living pro-
cess. And the re-creation of performances is a wonderful
thing. It keeps the music alive” (p. 305). In the context of
mixed music, it is not just performance but interpretation
in general (see below) that keeps the music alive. Again,
the critical importance of performance knowledge was es-
tablished a long time ago. Already in 2005, the seminal
paper from Bernardini and Vidolin [6] presented general
preservation ideas for such a repertoire, finishing with this
thought: “last but not least, [we need] active communi-
ties of co-operating performers which will be conscious
enough to share and document their experiences [...]” (p.
7). While the paper did neither propose an epistemological
nor a methodological view on the documentation of expe-
rience, the point was well made, but, as we argue, poorly
received. Even before that, Zattra, De Poli, and Vidolin [4]
stated that ”[...] what is widely imperative is the preserva-
tion of the skills, rather than the preservation of a single
work or material” (p. 411). Still, it is confounding how
little has been achieved from this perspective.
Our argument is that one of the main reasons relates to the
question of performance expertise acknowledgment, that
is to say the recognition of the work of Live Electron-
ics Musicians (LEM). Plessas and Boutard [34] empha-
sised the distinction between Computer Music Designers
(CMD) and LEMs in order to conceptualise interpretation
of mixed music. Knowledge documentation, in the best-
case scenario, is still limited to CMD’s work in reposito-
ries, with the assumption that CMDs are also LEMs. This
is easily contradicted by an historical case study analysis of
mixed music performance (see [34]). If the CMD (when-
ever it is not the composer herself) tends to be the first
LEM, the career of the work may complicate the social dis-
tribution. CMDs’ work has only been recently the focus of
specific emic [35] and etic [36] musicological research (al-
though it was previously part of anthropological and socio-
logical analysis of contemporary music production), giving
a new visibility to the profession. While LEMs are musi-
cians, as emphasized by many (see [37, p. 185]), the work
of LEMs on the contrary lacks this academic support as
few studies are investigating this work activity.
Boutard [38] built on Plessas and Boutard’s [34] study to
theorize performance knowledge preservation and collab-
orative digital repositories in relation to Rabardel’s [39]
anthropotechnological and cognitive distinction between
instrumentation (the development of tool-operating skills)
and instrumentalisation (the adaptation of the tool to the
task). In summary, although not a direct correlation, instru-
mentation tends to represent the work of the LEM and/or
the acoustic instrumentalist (in a chamber music context)
during the performance (and rehearsals) and instrumental-

isation, the work of fine-tuning before the concert. Both
are activities of ‘interpretation’ [34].

5.2 Mediating knowledge and documentation

In light of this dichotomy of expertise, the relation to preser-
vation is becoming clearer (see [38]), and as I propose,
should be the building block of a post-digital perspective
on the conceptual-level (and therefore also the logical-level)
of mixed music preservation. To emphasise this point,
we should specify that instrumentalisation is a continuum
from fine-tuning and debug of the electronic part (see [40,
25]) to migration (either format migration or analogue to
digital migration). Migration, as part of instrumentalisa-
tion, and instrumentalisation in general, predominantly (if
not exclusively) happens within a context of production,
if only because it provides an ecological context for val-
idation. As we have argued in the introduction, preser-
vation strategies, at this level, which disconnect curation
from practice, are not sustainable.
If ever we were left with bit-level preservation collabora-
tion only, then emulation (which has progressed immensely
lately, in relation to digital preservation, see [16]) would
probably be the best bet for achieving basic readability.
However, it would be the result of a gap of interpretation
induced by a lack of policies at the conceptual level.
In this context, it is then logical that even at that latter end
of the continuum, LEMs and acoustic instrumentalists are
critically involved in preservation, they are the first content
producers along the whole spectrum of instrumentalisa-
tion. An example of fine-tuning knowledge was provided
by composer-improviser-CMD-LEM Gilbert Nouno dur-
ing a workshop at CIRMMT on the performance of Pierre
Boulez’s 1993 work ...explosante-fixe... during the first In-
ternational Conference on Mixed Music Pedagogy (2018).
As an expert in performing Boulez’ works (which started
as a mandate from IRCAM), Nouno keeps a library of fine-
tuning for this work for each venue he performed it into.
This explicit knowledge (related to extensive tacit knowl-
edge) is his personal archive and no formal system is avail-
able for its dissemination. Examples at the other end of
the continuum include numerous migrations of mixed mu-
sic works for production purposes, for example, Karlheinz
Stockhausen’s Mantra migration by Pestova, Marshall and
Sudol [41]. This kind of activities, leading to primary and
secondary documents, also fail to make it to the preserva-
tion planning of digital repositories.
The goal of including these activities that Plessas and Boutard
have discussed as acts of interpretation [34], is not to by-
pass other stakeholders such as composers and CMDs but
to establish conceptual-level preservation (as well as logi-
cal preservation) within the framework of an ongoing con-
versation, which transcends the unsustainable paradigm of
the composer babysitting her work. As in any conversa-
tion, there might be authoritative figures as well as various
agents providing valuable explicit or tacit knowledge man-
ifested in artefacts, audio-video recordings, and other types
of primary and secondary documents related to both instru-
mentation and instrumentalisation.
The modalities of performance documentation have gar-
nered a lot of research attention in multiple domains, es-
pecially in museum studies since the 1990s: “with the ar-169



rival of ephemeral, conceptual, processual, networked and
‘mixed reality? works of art, the document, by which we
mean the physical or digital remaining trace of a work,
has become a focal point of conservation and preservation
strategies” [42, p. 61]. The possibility of using documents
as mediations for practice (involving both tacit and explicit
knowledge) rather than representations of a work has been
discussed along different theoretical frameworks (a thor-
ough review is out of the scope of this paper), in different
domains including music research, e.g. [43, 44]. Leman
and Six [44] remind us that “documenting a technological
setup appears obsolete when every now and then there is a
better solution to your technical problem”. A post-digital
documentation practice should focus on mediating knowl-
edge for the development of practice, welcoming reuse and
transformations, feeding on a distributed vision of exper-
tise. We should then “focus less on documents that are
commonly misconstrued as documentation and focus more
on the processes of documenting where the ultimate aim is
systematic documentation, ideally through standard meth-
ods of archiving proposed by library and information sci-
ence” [45, p. 2].

6. CONCLUSION

We defined collaboration at the three levels of digital preser-
vation – bit-level, logical-level, conceptual-level – building
on the state of the art and the history of digital preser-
vation. We emphasized the need to stay close to prac-
tice in a post-digital paradigm and to include all stake-
holders of preservation according to each level, especially
those under-represented: publishers, software developers,
and LEMs. Bit-level collaboration should be the priority,
then we should design formal systems for instrumentalisa-
tion/instrumentation mediating knowledge collection, both
tacit and explicit. The challenge will then be to design the
integration of bit-level and conceptual level preservation
through logical-level preservation. Finally, we argue that it
is time for institutions involved in the production and the
dissemination of musique mixte to start working together
with digital preservation communities, as well as, hope-
fully, hiring digital archivists and curators.
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[13] I. Pires, F. Magalhães, and A. Nogueira, “Preservation
and technological obsolescence: Portuguese contem-
porary musical heritage in perspective,” Journal of New

Music Research, vol. 47, no. 4, pp. 355–364, 2018.

[14] J. Delve and D. Anderson, Preserving Complex Digital

Objects. London: Facet Publishing, 2015.

[15] B. Fino-Radin, “Open-Sourcing MoMA’s
Digital Vault,” 2015. [Online]. Avail-
able: https://www.moma.org/explore/inside out/2015/
05/13/open-sourcing-momas-digital-vault/

[16] K. Rechert, P. Falcão, and T. Ensom, “Introduction to
an emulation-based preservation strategy for software-
based artworks,” Tate, Tech. Rep., 2016. [Online].
Available: https://www.tate.org.uk/download/file/fid/
105887

[17] D. Alexander, M. Casad, D. Dietrich, J. Kovari,
L. Muller, T. Murray, M. Paolillo, and O. Rieger,
“Preservation & Access Framework for Digital Art
Objects,” Cornell University, Ithaca, NY, White paper,
2015. [Online]. Available: http://dx.doi.org/10.17613/
M6W087

[18] S. Canazza and A. Vidolin, “Introduction: Preserv-
ing Electroacoustic Music,” Journal of New Music Re-

search, vol. 30, no. 4, pp. 289–293, 2001.

[19] J. Kim, E. Warga, and W. Moen, “Competencies Re-
quired for Digital Curation: An Analysis of Job Adver-
tisements,” International Journal of Digital Curation,
vol. 8, no. 1, pp. 66–83, 2013.170



[20] J. Bullock, H. Frisk, and L. Coccioli, “Sustainability of
‘live electronic’ music in the Integra project,” in Pro-

ceedings of the 2008 IEEE Mediterranean Electrotech-

nical Conference. Ajaccio: Institute of Electrical and
Electronics Engineers, 2008.

[21] C. Bardiot, T. Coduys, G. Jacquemin, and G. Marais,
“Rekall : Un environnement open source pour docu-
menter, analyser les processus de création et faciliter la
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ABSTRACT

MIKA (Music Intelligence and Knowledge Agent) is a tool

to enhance harmonic development in lead-sheet based mu-

sic composition, performance, and pedagogy through the

use of AI analysis and interpretation. Results of this anal-

ysis can provide directions for refinements in realizing a

proximate historical style, and suggestions for further novel

developments. Here we document the initial stages of the

project, using a 12-bar blues framework as a starting point,

real-time symbolic data input is analyzed against a train-

ing set of historical evolutionary paths to generate deep-

structure harmonic analysis.

1. INTRODUCTION

The Music Intelligence and Knowledge Agent (MIKA) re-
search group seeks explore historical musical forms through
artificial intelligence and machine learning approaches. This
paper describes a two-part software architecture which, first,
infers harmonic progression and structure from real-time
performance through symbolic representation. The soft-
ware can also provide meaningful, stylistically valid chord
substitutions based on a range of considered, historical ma-
terial. In order to accomplish this task, the authors have
developed software which combines a bidirectional recur-
rent neural network (bi-RNN) with a variational autoen-
coder (VAE). This software accepts MIDI data as input and
is trained using a corpus of blues progressions of varying
styles and content.

Historically, musical form and structure has been suc-
cessfully modeled using a variety of approaches, including
Markov Models, Hidden Markov Models (HMMs), recur-
rent neural networks (RNNs)[1, 2, 3, 4], as well as genera-
tive adversarial networks (GANs)[5, 6] and variational au-
toencoders (VAEs)[7, 8]. While each of these approaches
can produce interesting and novel output, each has partic-
ular disadvantages, ranging from system output being lim-
ited to observed patterns in training data, as in the case of
Markov models, to difficulties modeling long-term tempo-
ral connections, as in the case of some generative, auto-
regressive recurrent neural networks. Our proposed ap-
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proach combines deep learning and deep probabilistic ap-
proaches, leveraging bidirectional recurrent neural network
architecture, allowing for increased context sensitivity, with
variational autoencoders, which can produce novel output
using several techniques, including feature vectors and data
set interpolation.

This paper will first outline the motivations and objec-
tives of this research. Then, the software that has been
developed will be discussed in depth, followed by a de-
tailed description of the training material: the development
and production of the training corpus as well as the pars-
ing methods which prepare it for input into our software.
Finally, training methods and results will be shared while
speculating about potential next steps forward in this re-
search.

2. MOTIVATIONS

Through research and development of new software us-
ing state of the art techniques gathered from the field of
machine learning and artificial intelligence, the MIKA re-
search group hopes to create new means for understanding
musical performance and structure, both in real-time and
"offline" applications. This research focuses on symbolic
representations of musical information (primarily MIDI,
along with additional annotations describing form and ver-
tical harmonic structure) and seeks to provide both new
ways of classifying and understanding musical performance
and a toolkit for the creation of novel musical content to
further creative investigation and experimentation.

In order to accomplish this task, we have developed a
pipeline for producing a large database of training data
based on historical jazz forms and structures, beginning
with the 12-bar blues form. The research presented in
this paper is primarily concerned with inferring harmonic
structure from symbolically represented musical perform-
ance and the beginnings of novel musical structure gener-
ation through the implementation of a custom variational
autoencoder.

3. TRAINING CORPUS

The training corpus was derived from the standardized 12-
bar blues structure, realized in 4/4 time. This structure was
chosen due to the well documented evolutionary historical
harmonic elaborations articulating a consistent underlying
harmonic structure. While the blues as a living music has
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complex origins, histories, and manifestations which ex-
tend far outside the terms of this project, our goal was sim-
ply to use the variations on the 12-bar form, as standard-
ized in the early 20th Century, to provide a graduated set of
extrapolations of the fundamental structure. This allowed
the generation of a corpus of realizations graduated in lev-
els of harmonic complexity and depth. As the project’s
ultimate goals are to investigate other forms of jazz har-
mony, the charts used in the dataset were focused on "jazz
blues" created or influenced by the such recognized figures
as Count Basie or Charlie Parker.

Two sets of graduated elaborations were used in the cre-
ation of the training corpus, drawn from established jazz
pedagogical texts. The first was a set of 9 progressions
set down in Jerry Coker’s Improvising Jazz[9]. The second
was drawn from Dan Haerle’s set of 17 "Examples of Blues
Progressions" in the Jamey Aebersold Jazz Handbook[10].
These two sets are not to be considered comprehensive by
any means, but rather simply sets of practical and com-
monly used elaborations of the form.

3.1 Musical Form

The 12-bar blues form provides an excellent model for
the initial training stages as the underlying form has a set
chords which arrive at specific deadlines within the fixed
structure:

�� I
�� �� �� ��IV

�� �� I
�� ��V

�� �� I
�� ��

Historically, these fixed points have provided a general
maximum limit to the speed of harmonic motion: in the
simplest forms, a single chord could be sustained for up to
four measures (such as the opening I chord), while in the
densest textures harmonic rhythm moved at the half-note
throughout.

Any fixed chord can provide the basis for an elaboration.
Possible elaborations can propagate in either direction of
time, either as an embellishment of the continuation of a
particular harmony (such as a IV chord in ms. 2 performs
a neighboring function of the underlying I established in
the first measure), or preceding the fixed chord as a prepa-
ration, such as I7 in ms. 4 functioning as an applied dom-
inant to IV that arrives in ms. 5. One of the vagueries
of blues harmony is the use of Major-minor 7th (Mm7)
chords. In many cases, the chord is treated as a stable
harmony rather than a dissonant Dominant 7th chord that
demands resolution, as it is in the triad-based common-
practice tradition. As the blues seems to have emerged as a
mixture of musical traditions, the interpretation of a Mm7
chord depends on treatment: a I7 chord in the first bar es-
tablished a tonic harmony, while the same chord preceded
by a v7 chord in bar 4 is easily interpreted as the dominant
in a ii7-V7 progression tonicizing the IV chord in bar 5.
In practice, this tonicization is often emphasized by reduc-
ing the tonic chord to a triad within the first four bars, so
that the chart becomes a mix between triadic and quartal
harmonies. For the training sets, all chords were initially
treated as extended tertian harmonies, with the Mm7 chord
as the default. Triad reduction then is treated as another
form of elaboration, as was adding upper extensions to the
chord (9ths, 11ths, etc.)

3.2 Generation

As the ultimate goal of MIKA is to interpret real-time in-
put and real-world use of harmonic embellishment, each of
the chord charts used was realized in a simulation of real-
time performance in MIDI data. The software Band-in-a-
Box[11] was used to create simulations, as well as XML
files to be used to check the accuracy of the AI analysis.
For each member of the training set, the harmonic progres-
sion was entered by hand in to Band-in-a-Box. A script
was then created to transpose the chart into all twelve keys,
each with a unique realization generated using Band-in-a-
Box’s jazz styles MIDI accompaniment algorithms. Only
two tracks–bass and piano–were used in the realizations.

3.3 MIDI

The MIKA bidirectional recurrent neural network (biRNN)
module takes as input the midi data from a real-time per-
formance. One of the difficulties with working with MIDI
data in this way is a potentially unknown number of "frames"
per beat in a given performance–"pulses per quarter note"
(PPQN). MIDI files can be created with a defined reso-
lution, which is frequently 96 PPQN, but may be much
higher. This definition of resolution also assumes a pre-
determined pulse and tempo, which we may not be able to
correctly assume in the case of a live performance. Instead,
we have assumed for the sake of this paper that it is pos-
sible to identify beats in a given performance, regardless
of MIDI resolution, and we segment the MIDI data based
on these beat segmentations. This permits a real-time im-
plementation where the performer may tap the tempo into
a foot pedal or where other beat detection algorithms are
used to determine the pulse.

The MIDI data is first segmented into beats, where each
beat contains a number of frames of data. We attempted
a number of methods for preparing the raw MIDI data for
input into the recurrent neural network, which by design,
requires a fixed-size input. First, there is the possibility
of using the full MIDI pitch range as input, where a sin-
gle input vector consists of 128 features, each representing
an individual pitch. We also experimented with using a
chromagram reduction of the MIDI data, where produces
an input vector with 12 features, representing 12 available
pitch classes and removing any indication of octave desig-
nation. 1

Chord symbols are used as the target output labels for
the biRNN and are taken as provided by the training cor-
pus generation process described above. Chord symbols
appear in the Band-In-A-Box-generated XML files as text
annotations: C dominant, C major 7, F minor 7, etc. The
complete collection of occurring chord changes found in
the training corpus is stored in a local dictionary associat-
ing each with an integer value. This integer value is used
as the target value for the biRNN; when running in evalu-
ation mode, the biRNN output will be converted back into
the chord symbol using this dictionary/look-up table.

1 Several discussions amongst the research group revolved around the
importance of this octave distribution data and approaches that might con-
sider it fundamental to structural harmony versus considering it merely
information about performer interpretation of the same underlying struc-
ture. At present, the software foregoes octave designation for the sake of
reducing the problem space from 88 or 128 possible MIDI pitches to 12
pitch classes.
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When dealing with the chord symbol material using the
VAE (discussed below, in section 4.3), all training sam-
ples are first converted into a relative notation–instead of
C dominant 7 (C7) in the key of C, this symbol would first
be converted to 0 dominant 7, where 0 indicates the chord
root interval from the key center, and dominant 7 remains
as before. A dictionary is generated to store all unique
chord symbols in the training corpus, resulting in a dic-
tionary with 432 entries, consisting of 36 different chord
types for each of the 12 root intervals from key center.
These chords include triadic harmonies, such as major, mi-

nor, as well as seventh chords and chords with additional
notes: major-13th #11, dominant b9 #11. Using an ap-
proach relative to key center for the VAE chord symbols
allows us to generate a key-agnostic system, providing the
means for manipulation of the full harmonic corpus in re-
lation to all others. "Key" in this case is understood to be
the values provided by the Band-In-A-Box generation pro-
cess, and, because this approach assumes that a key will be
accurately provided by the user or another system, the soft-
ware at its present state is not able to deal with the nuance
and ambiguities that occur in real jazz performance relat-
ing to the motion and identification of key or tonal centers,
which, given the complex and polyvalent lineage of the
melodic and harmonic language of jazz, this is deserves
further careful consideration in future developments.

4. SOFTWARE ARCHITECTURE (OVERVIEW)

The software is currently made up of two modules which
can operate in either a linked or an independent fashion.
The first module is comprised of a biRNN that takes as in-
put MIDI data which has been parsed and formatted appro-
priately (see above, 3.3, for notes about data preparation).
This module functions to infer the harmonic structure and
progression from the MIDI input in real time. The second
module, which is based on a variational autoencoder ar-
chitecture, can provide prediction for completion of a har-
monic form as well as the ability for novel harmonic con-
tent generation through latent representation manipulation.
A detailed description of the construction and function of
each module follows, below.

The software discussed in this paper makes use of sev-
eral publicly available software libraries, including Pretty
MIDI[12] for manipulating MIDI data, PyTorch[13] for
developing neural networks, and Pyro[14] for additional
capabilities related to variational inferencing.

4.1 Pre-Processing MIDI

MIDI data is prepared for input into the biRNN in one of
several ways. First, there is the option of using either the
complete MIDI state–represented by 128 values, one for
each available pitch–or by Chromagram–represented by 12
values, one for each available pitch class. MIDI operates
at a resolution set by software or user, denoted in the MIDI
specification as Parts Per Quarter (PPQ), and may be as
low as 96 PPQ up to several hundred or even over 1000
PPQ. Because of this unknown variable, it was important
to develop an approach which would function regardless
of whether or not the MIDI resolution was properly set
by the user. We tested three different methods, each of
which presumes accurate beat detection has already taken

Figure 1. MIDI Input and Segmentation. a. MIDI input from recording
or instrument organized as a vector of size 128, where each index rep-
resents a pitch and the contents of each index represents the velocity for
that pitch. b. MIDI input is appended to an array containing previous in-
put vectors. This array is segmented based on user- or file-defined tempo,
combining several contiguous frames by averaging, summing, or taking
the max value for each velocity. c. These segmented MIDI beat-frames
are collected. At each new beat, all previous frames are input into the
BiRNN for chord inference.

place, but does not make assumptions about MIDI reso-
lution settings. 2 MIDI data is segmented based on these
beat delineations and then one of three operations is per-
formed to transform the MIDI data into a vector represen-
tation that is usable as input into the biRNN module: max-
imum, mean, sum. Each of these has potential benefits and
shortcomings. Performing a maximum operation on MIDI
data will result in the loss of a great deal of resolution,
where the resulting vector does not provide any represen-
tation of temporal events or densities within a given beat–a
single 32nd note struck at full velocity would appear more
"important" than a held quarter note at half velocity. Per-
forming a sum operation is affected heavily by the MIDI
resolution (PPQ). If MIDI resolution is changed between
training and evaluation, grossly different outcomes can oc-
cur. Taking the average (mean) of the MIDI data within
a given beat seems to be the best balance between these
options, providing an output that is independent of MIDI
resolution while retaining a somewhat accurate description
of sub-beat events.

4.2 Bidirectional Recurrent Neural Network

The bidirectional recurrent neural network module of the
MIKA software infers the harmonic structure given a set of
MIDI data inputs. This MIDI data consists of either com-
plete MIDI state (as a vector-size 128) or as a Chromagram
state (as a vector-size 12), with each vector representing
musical content of one beat.

A bidirectional architecture has several benefits over a
unidirectional network.[15] In a unidirectional network, it’s
possible to input a vector of a set length (in this case, ei-
ther 128 or 12) sequentially, relying on the network’s hid-
den state to provide important context information regard-
ing current and past inputs. This approach is useful for
inferencing in instances where temporal relationships are a
vital aspect of the input data. However, this approach only

2 Beat detection may occur by another software application or
beat/pulse may be provided by the performer by setting a metronome or
tapping a foot pedal along with performance.

174



Figure 2. BiRNN. At each time-step (t), the entire pre-processed MIDI
sequence is input into the BiRNN. This permits for updated inference of
chord changes as more data becomes available (Seen at bottom).

considers temporal relationships in one direction, forward
in time, where each new input state is connected to previ-
ously occurring network states. In a musical context, and
specifically in the context of jazz improvisation, harmonic
structure can be understood as multi-directional: perform-
ers may rely upon future musical content to discern har-
monic meaning for a given structural location. For this
reason, we’ve used a bidirectional recurrent neural net-
work which takes an entire sequence of features as input
and reads the sequence both forward and backward, pro-
ducing additional context for each item–where context is
based on what came previously and also what comes after
a given item.

Logistically, this requires a sequence to be input at each
beat which consists of MIDI data from the start of the per-
formance through the current beat; i.e., given that the in-
put size is 128 (representing complete MIDI state), on the
first beat the input tensor would be of size 1x128; on the
fifth beat, the input tensor would be of size 5x128. The
hidden state for this network is not carried between each
successive input submission, but instead is reinitialized at
every input, because each input contains all the needed
MIDI information. This results in a larger (and growing)
input vector size (consisting of multiple beats), which can
potentially slow inferencing, but has the added benefit of
allowing future musical events to influence the harmonic
understanding of a given point in time.

The biRNN described here provides a robust harmonic
inferencing platform, enabling the software to rewrite pre-
vious inferences based on new content. In a jazz context,
where a given collection of notes may be interpreted or per-
ceived in multiple ways, these meanings and interpretation
are heavily dependent on future direction, i.e., what chord
or chords come next. The resulting software described here
is able to infer harmonic structure in real-time, while also
being able to rewrite previously inferred harmonies as ad-
ditional future information is gained.

The architecture presented here is the same whether MIDI
state or chromagram input is used (vectors with 128 or
12 features, respectively). Input is sent into a multi-layer,
bidirectional Gated Recurrent Unit (GRU), followed by two
fully connected layers, the second of which has an out-
put size equal to the number of harmonic symbols in the
existing dictionary. Finally, this output is sent through a
Log Softmax non-linear activation function, resulting in
the network output summing to 1.0. The index of the high-

est value occurring in an output tensor is used as a lookup
index in the harmonic symbol dictionary, converting the
network output to a chord symbol.

4.2.1 biRNN Training

The biRNN architecture was trained using each of MIDI
state and chromagram approaches, along with each sum,
maximum, and mean segmentation methods, as described
in 3.3. Attempts were made using a hidden layer size
as small as 128, along with sizes 256 and 512. Hidden
layer size 512 proved the most robust and able to prop-
erly learn from the training set, while larger hidden sizes
didn’t provide meaningful benefits over 512. The multi-
layer GRU in the biRNN consists of 5 layers. Fewer lay-
ers were tested, ranging from 2 to 4, with 5 proving the
most robust across the various pre-processing approaches.
Each network was trained for a period of 500 epochs on
1193 training samples, each consisting of Band-In-A-Box-
generated MIDI data in a 12-bar blues form. Training was
carried out using the Adam Optimization algorithm[16]
and a Negative Log Likelihood loss function.

4.2.2 biRNN Results

The biRNN module as described above is able to accu-
rately infer harmonic structure using real time beat-segmented
MIDI data. Because it is able to modify previous harmonic
inferences based on newly acquired context information,
the accuracy of the module fluctuates over time but shows
strong performance in the long term.

Target Progression:�� Cmaj9
�� D- G9

�� Cmaj9
�� C 13

���� Fmaj9
�� �� Cmaj9

�� ���� D-
�� G9

�� Cmaj9
�� ��

biRNN Output (after 4 measures):�� A13 D13
�� D- G13

�� Cmaj9
�� C13

��

biRNN Output (after 8 measures):�� Cmaj9
�� D- G13

�� C6
�� C13

���� G13
�� G13

�� C-maj
�� C-maj

��

biRNN Output (after 12 measures):�� Cmaj9
�� D- G9

�� Cmaj9
�� C 13

���� Fmaj9
�� �� Cmaj9

�� ���� D-
�� G9

�� Cmaj9
�� ��

4.3 Variational Autoencoder

The second module in the MIKA software is a Variational
Autoencoder (VAE) [17][18], which is trained using the
symbolic harmonic data (chord symbols) from the training
corpus. This module reconstructs the harmonic structure
of a musical form given a partial or incomplete harmonic
progression. It can also be used to interpolate between var-
ious harmonic progressions via manipulation of the latent
space representation produced by the VAE encoder.

An autoencoder is a network architecture which can be
trained through unsupervised methods (methods where la-
beling/annotation is not required) and which can be trained
to compress and encode complex data with fewer variables.[19]
This is achieved through a network which is made of sev-
eral layers which shrink in size towards the middle of the
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Figure 3. Variational autoencoder during training. Chord sequences are
used as input and target, permitting an unsupervised approach resulting
in a network that produces consistent latent distributions of the data. The
output of the encoder is two vectors–mean and standard deviation–which
are then sampled as a normal distribution (Latent Space). The resultant
vector is then decoded to reconstruct the input. Once trained, the repre-
sentations found in the latent space between Encoder and Decoder can be
manipulated in a variety of ways to produce novel output.

network, with subsequent layers increasing in size until the
final output layer is the same size as the initial input layer–
this might be thought of as having an "hour glass" shape.
The network is trained using the same data as input and
targeted output, and, when working as desired, such a net-
work architecture functions to learn to encode complex,
nonlinear data with fewer values. The inner-most layer,
which has the fewest number of nodes, is an encoded rep-
resentation of the original data. Then, subsequent layers
function to reconstruct the original input from this com-
pressed, internal representation. Variational Autoencoders
function much the same as autoencoders with the major
difference being that they encode a latent probability distri-
bution which can then be sampled for reconstruction. The
VAE is a stochastic approach which can produce robust
encodings and reconstructions when trained similarly to a
traditional autoencoder, as described above. VAEs have
been used for musical applications, such as the MusicVAE
project[7] by Magenta at Google[20], where it has been
demonstrated that manipulation of the latent z represen-
tation can produce novel output that is semantically and
stylistically valid. In the case of the MusicVAE project,
two different melodic segments are encoded to produce
a latent representation, interpolation between these latent
encodings followed by reconstruction can produce novel
melodic content that is not constrained by other statistical
segmentation and manipulation techniques. Additionally,
it is possible to isolate specific "feature vectors" within the
latent z space. These vectors can be applied to other en-
coded data in order to alter the features present when the
data is decoded.[21]

The VAE works with the chord symbol data directly, rather
than MIDI. It has an embedding layer which learns high-
dimensional, continuous representations of the discrete in-
put data (chord symbols).[22] This allows for a more re-
lational organization of chord symbols according to func-
tional usage to be learned, where similar chord symbols
might cluster closer together, representing some harmonic

Figure 4. Using the VAE for creating now harmonic sequences. Three
chord sequences are used as inputs. Each is first passed through the En-
coder to produce an abstract representation vector. In this case, The dif-
ference between inputs 2 and 3 are subtracted from input 1. The resultant
vector is then decoded to produce a new chord sequences.

or functional kinship. The embedding layer is followed
by a multi-layer, bidirectional Long Short Term Memory
(LSTM) unit, followed by two fully connected layers. The
encoder outputs the mean and standard deviation of a la-
tent representation, of size z, to be set during the train-
ing process. The latent, z mean and standard deviation are
used to produce values by sampling as a normal distribu-
tion. The latent representation is then used as input into the
VAE decoder, which consists of three fully connected lay-
ers joined by a Rectified Linear Unit non-linear activation
function (ReLU). Finally, the decoder data passes through
a Softmax layer before output.

4.3.1 VAE Training

Various hyperparameter settings were attempted, with the
most promising described here: the embedding layer di-
mensionality was set to 128, the LSTM unit has 2 layers,
each with 512 hidden nodes. The z size was set to 256. As
such, the encoder produced two output vectors of size 256,
one representing the mean and the other the standard devi-
ation, which was then used to sample a normal distribution.
The decoder takes input size equal to the z dimensionality,
has a hidden size of 512. The VAE as described was trained
on the training corpus for a period of 250 epochs using the
Adam optimization algorithm and the Trace ELBO (Ev-
idence Lower Bound [23]) loss function provided by the
Pyro probabilistic programming language library.

4.3.2 VAE Results

The VAE described in this paper can be used to interpolate
between two inputs to produce semantically valid, novel
output, providing interesting material for a performing or
improvising musician, or new content for compositional
experimentation.

Experimentation with the latent z representation within
the VAE is still in the early phases, with these early re-
sults showing promise for the generative capabilities of
such systems.

5. CONCLUSION

The two-part software model has proved reliable in provid-
ing interpretive frameworks for chord progressions while
maintaining fidelity to the underlying harmonic structure
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of the 12-bar blues form, and in generating predictive in-
terpolated harmonic paths between fixed points. This soft-
ware provides a user-driven input for harmonic exploration
and elaboration which builds on established stylistically-
grounded musical structure. Further refinements are needed
to solidify the biRNN response in more complex harmonic
environments and forms which move beyond the fixed for-
mat of the 12-bar blues. Next steps include the creation of a
pitch-class and interval-class dictionary of extended tertian
harmonies as well as expansion of the database to include
other standard jazz forms, such as "Rhythm Changes" and
other 32-bar forms. Future developments will leverage
this software to open up additional pathways for machine
learning-driven musical exploration via direct user input
and manipulation.
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ABSTRACT

“Computer Bending” is proposed as an experimental tech-
nique in which a performer uses a computer to carry out
computations of some social significance, while subverting
the operation of the hardware or software and listening to
the state of the computer as an audio signal at the audio
sampling rate. This technique is illustrated using a musi-
cal example in which a Raspberry Pi is analyzing gravity
wave data.

Also, in contrast with circuit sniffing, it is suggested that
“Circuit Vacuuming” can be a fruitful enhancement. In
Circuit Vacuuming, the state of a computer or circuit is
measured or estimated in a large number of points, to be
used for listening over a multichannel loudspeaker setup.

1. INTRODUCTION

1.1 Circuit Bending

Circuit bending can be conceptualized as an experimental
technique in which the intended usage of electronic circuits
is subverted in order to create strange sounds. It is quite
possible that the original circuit designers probably had no
idea that their circuits could produce such strange sounds,
but with circuit bending, the circuits are led to operate in
ways other than originally intended by the designers.

Circuit bending has a history beginning with musicians
such as Reed Ghazala. Typically, toys or other battery-
powered circuits with audio outputs are modified in or-
der to facilitate the creation of new sounds. Procedurally,
Ghazala recommends first listening to toys while probing
them, and then adding new wires, buttons, potentiometers
and/or other controls, in order to cause the circuits to work
differently [1].

Indeed there is something poetic about a Speak & Spell
toy being made to grind out weird rhythms, blend vow-
els into electronic textures, motorboat, growl, grunt, click,
and make all sorts of more or less speech-sounding yet
very electronic sounds. And there is something magical
about the normally very vanilla-sounding Casio SA-2 be-
ing brought to generate aleatoric music [1].

Despite the beauty of circuit bending, there are some tech-
nical challenges. One of them is that, by using the circuits
in ways other than originally intended, they can potentially

Copyright: c�2018 Edgar Berdahl et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

be broken. Some tricks can be used to help avoid damag-
ing the circuits being bent. For starters, both Ghazala and
Collins recommend only hacking with battery-powered de-
vices (this is also for safety) [1, 2]. Moreover, Ghazala rec-
ommends bending circuits that operate at only 6 or fewer
volts — he reports that in his experience, this significantly
reduces the risk of applying too much voltage to sensitive
components. For similar reasons, he also recommends not
connecting wires too closely to the highest potential of the
battery pack [1]. Nonetheless, when engaging in circuit
bending, it is advisable to have multiple (ideally identical)
devices on hand, so that if one of them gets damaged, one
can try moving on to the next device.

1.2 Research Variations on Circuit Bending

Some research is underway on an alternative to circuit bend-
ing in which circuit components are never damaged. In
“Bit Bending,” the circuit elements are simulated in order
to produce the sound. In this case, if a virtual component
becomes operated outside of its allowable parameters, it
can simply be re-instantiated. However, Bit Bending is a
research-level endeavor that is currently only being applied
to specific circuits [3].

McPherson and Zappi propose another variation on cir-
cuit bending called hardware-software feedback loops. In
this variation, a low-latency digital controller is connected
in feedback with circuit elements in order to create instru-
ment modules [4]. This technique has a lot of potential that
is waiting to be explored.

2. APPLYING THESE CONCEPTS WITH
COMPUTERS INSTEAD

2.1 Motivation

As the electronic circuits in toys and other audio products
becomes more advanced, it becomes more challenging to
circuit bend them. One reason for this is that more compo-
nents are surface-mount, and surface-mount capacitors and
resistors may tend to fall off if hobbyists are soldering onto
them. Furthermore, the spacing between the pins on the in-
tegrated circuits is tending to become smaller, which also
makes it harder to solder leads onto them using hobbyist
tools.

Concurrently, computers are becoming more advanced
and more ubiquitous, so it is gradually becoming more rel-
evant to think about applying circuit bending concepts to
computers.
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2.2 Challenges

However, circuit bending cannot really be easily applied
very well to computers. For one thing, most computers are
too expensive to risk breaking them. Also, even if circuit
bending a relatively inexpensive computer like a Raspberry
Pi, when making a bend, it will tend for either nothing to
happen, or the Raspberry Pi will crash, or it will turn off. It
is challenging to bend a Raspberry Pi to produce intriguing
results as comes more naturally with a Speak & Spell.

2.2.1 Additional Challenge of the Observer Effect

Even some buses on computers operate so fast that there is
an additional challenge due to the Observer Effect (collo-
quially referred to as the Uncertainty Principle) in that on
these buses, it is impossible to measure the voltage without
changing it [5] so much that the computer can stop work-
ing.

Consider the following example. The RAM bus speeds
in computers tend to be quite fast. The following was ob-
served with a Dell Precision T1700, which has RAM run-
ning at 1600 MHz. At frequencies this high, the wires con-
necting the CPU to the RAM modules do not behave in the
same way as wires do at low frequencies. Instead, they are
subject to transmission delays as well as potentially caus-
ing and receiving significant electromagnetic interference
[6]. A consequence of this is that even connecting a short
wire to the pin of a RAM chip, even if this wire doesn’t
connect to anything, has the potential to crash the com-
puter, because it changes the pattern of voltages appearing
on the wire. Indeed, such a crash was observed with the
Dell T1700. After such a wire was plugged into the RAM
socket in parallel with the RAM, the computer did boot
up once, but then it reported an error, it crashed, and then
Windows 10 ceased to boot up anymore. Clearly this kind
of setup is not so conducive to interactively creating music.

2.3 Circuit Sniffing

Circuit sniffing is a way of skirting the Observer Effect–
this is because it usually interferes a lot less with a electri-
cal circuit to hold an inductor near it than it does to con-
nect a wire to it. (Technically, holding the inductor near
the computer circuit still affects the circuit, but the authors
have not yet managed to crash a computer this way.)

So in circuit sniffing, one holds an inductor (also known
as a coil or an electromagnetic pickup) near a computer or
other circuit and listens to the audio signal that develops
across the inductor. In effect, one is listening to the low-
frequency components of electromagnetic signals emanat-
ing from the device. This is a mixture of the electromag-
netic signals due to a large number of different currents
flowing through different parts of the device. For example,
one can employ the inductor like a kind of electromagnetic
stethoscope, moving it around to different parts of a com-
puter listening to them until finding interesting sounds.

Christina Kubisch has used circuit sniffing to realize what
she calls “Electrical Walks.” Listeners wear headphones
that sniff out electromagnetic signals in the air while they
walk around a city, holding their heads near different elec-
tronic devices. A documentary video on this subject re-
veals an amazingly wide variety of sounds that could be

sniffed. 1

Circuit sniffing can also be performed using a radio [7].
Nicolas Collins discusses related issues at length in Chap-
ter 3 “Circuit Sniffing: Using Radios and Coils to Eaves-
drop on Hidden Electromagnetic Music” of his book [2].
For example, he writes that, some “of the earliest realiza-
tions of computer music were heard through radios placed
on top of the central processing units of mainframes: en-
gineers would run programs with instruction cycles whose
lengths were calculated to emit a composed sequence of
radio frequencies, which were duly demodulated by the ra-
dios” [2].

The practice of circuit sniffing of computers emphasizes
the fact that “digital” computers are implemented using
signals that are actually analog in their physical representa-
tion. Due to this property, computers unavoidably emit an
orchestra of electromagnetic signals, which can be picked
up using inductors or radios. Received as audio signals,
these signals vary at the audio sampling rate, depending in
detail on the operation of the computer. This procedure re-
sults in audio signals that can potentially have remarkably
complex structure.

2.4 Databending / Glitch music

Other techniques for computer emphasize the digital as-
pect of the computer. For example, the term databend-
ing indicates the process of creating something artistic by
opening a file of one format as if it had been stored in an-
other format, and then potentially editing it as well [8].
This process induces a particular kind of structure on a me-
dia file. When viewing the file as an image or listening to it
as music, a listener may not be able to understand all of the
aspects of the imposed structure, but she or he can usually
perceive some aspects of them. Usually, in this process, an
artist applies a technique multiple times in different ways
or to different files until arriving at a satisfying result.

Glitch music includes the process of applying databend-
ing to audio formats; however, glitch music also encom-
passes creating sounds using all sorts of failures or errors
(whether intentional or unintentional), as well as the music
created by using such sounds as samples [9]. For example,
early works of glitch music were created by the German
group Oval, who mutilated compact discs (CDs) and then
sampled the sound of CD players trying to play them back.

Indeed, in today’s society, with computers working cor-
rectly so often, digital media can sometimes become bor-
ing because it can seem so perfect and sanitized. In con-
trast, the failure of computers can potentially be more in-
teresting, which is part of the databending/glitch aesthetic.
By causing computers to fail in some way, new sounds and
sound structures can be derived [9].

2.5 Sonification of Computer Activity

The process of sonification also emphasizes the digital and
programmable aspect of computers. In sonification, one
begins with some important data, and then one runs an al-
gorithm to convert this data into sound for listening. Soni-
fication can be used in products, such as in a Geiger counter,
or it can be used for auditory display purposes, or it can be
used for artistic purposes [10, 11].

1
https://vimeo.com/54846163

180

https://vimeo.com/54846163


The applications and usages are as wide-ranging as the
possibilities enabled by computers. In artistic contexts, this
can present a limitation. If there are too many possibilities,
then it can be hard to decide how it should sound, and one
can get distracted by technical aspects rather than being
able to spend enough time on the sound design [12].

Some projects have aimed to sonify computer activity.
For example, parallel computation algorithms and other
program code for debugging have been sonified [13, 14,
15, 16]. Similarly, network activity has been sonified [17,
18]. Researchers have even sonified the behaviors of the
operating system [7]. However, events generating these
audio signals have, for the most part, not varied at the au-
dio sampling rate. Accordingly, the actual sounds of the
computers are not being listened to, but rather, the actions
being taken by the computer are somehow being sonified.

Another variation along these lines is lstn, a program by
Michael Chinen that uses a variety of tricks to access mem-
ory fragments that relate to a running process [19]. lstn
scans through vast volumes of memory and passes them as
audio samples directly to the sound interface.

lstn sounds quite striking, but it produces verbose sounds,
which can be hard to relate back to what a running process
is actually doing because the sound is not precisely syn-
chronized with the running process. One of the reasons
for this is that sonification by way of an operating system
is limited by the speed at which the operating system pro-
cesses interrupts. Most common operating systems do not
process interrupts much faster than once per millisecond,
so typically these approaches will not result in audio sig-
nals that are maximally representative of precisely what the
computer is doing.

3. COMPUTER BENDING

3.1 Concept

In contrast, the authors are currently interested in an ap-
proach that emphasizes electronics and the aesthetic of lis-
tening directly to what the computer is doing at the audio
sampling rate in an artistic context. Accordingly, the au-
thors would like to define “Computer Bending” as the
following: when a performer runs some computations
of social significance on a computer, while subverting
the operation of the hardware or software and listening
to the state of the computer at the audio sampling rate.

Unorthodox methods of (mis)using a computer are con-
currently employed in order to make the sound more in-
teresting. This generally involves pushing the computer
to its limits in some way. For example, running multiple
computationally-taxing applications simultaneously, over-
writing and then reading a disk, interrupting system actions
improperly, reading corrupt files, etc. can be incorporated
into the practice of Computer Bending. This results in the
operation of the computer or software being subverted in
an artistic way.

Computer Bending is therefore a form of glitch music
that places an emphasis on the computations of social sig-
nificance. However, in contrast with circuit bending, the
computer’s circuitry does not necessarily need to be al-
tered, sparing the device from any potential damage.

Figure 1. Metaphorical representation of Computer Bending.

3.2 Example

To test out some of these ideas, the first author created the
work Sound of Computing the Signal Analysis of Gravity
Waves. This work also featured the fact that small com-
puters are getting so powerful that even a Raspberry Pi can
analyze gravity wave signals. Indeed, the python software
from the Gravitational Wave Open Science Center could be
installed onto a Raspberry Pi [20]. Figure 6 shows demos
from the Gravitational Wave Open Science Center running
in the lower right and upper left windows. The bottom left
window shows the messages from the playback of “empty”
gravity wave sensor data as audio, and the top right win-
dow (see Figure 6) shows the video output from the Rasp-
berry Pi board itself.

Figure 2. Raspberry Pi shown with “SD Sniffer” from sparkfun.com

used for sampling the D0 and D1 data lines of the SD memory card.

For the creation of this work, various tasks such as these
were run on the Raspberry Pi. During this time, the audio
output from the Raspberry Pi could be heard. Also, the
sound of the typing itself could be heard. In addition, elec-
trical voltage signals from the SD memory were listened
to. This was accomplished by way of an “SD Sniffer” as
shown in Figure 2.

However, the data lines of the SD cards are sensitive to
the input impedance of audio amplifiers. It is therefore
best to use high-impedance buffer circuits to buffer these
signals before connecting them to sound interfaces. In this
context, the issue of the Observer Effect is accordingly mit-
igated.

A recorded performance of this work can be viewed at
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the link down below. 2 The different voltage signals can
be heard oscillating in related ways but nonetheless being
somewhat independent. Indeed most of the time in the
composition, these signals can all be heard as being dis-
tinct signals.

Yet Sound of Computing the Signal Analysis of Gravity
Waves is more than the sum of all of its signals alone. This
is because the signals oscillate according to intriguing and
complex structures, and the computer activity is also relat-
ing to a socially relevant task, the analysis of gravity wave
data.

4. CIRCUIT VACUUMING

4.1 Concept

The prior work resulted in the realization that listening to
multiple signals at the audio sampling rate could expose
even more structure in the signals. Therefore, the authors
are suggesting another concept. Circuit Vacuuming is
proposed as being the practice of measuring or estimat-
ing the state of a computer or circuit at a large number
of points, to be used for listening over a multichannel
loudspeaker setup. Circuit Vacuuming can be carried out
by directly sampling circuit signals such as using buffers,
or it can be carried out using inductors like the telephone
coil recommended by Nicolas Collins [2].

Figure 3 shows a metaphorical representation of Circuit
Vacuuming, in which a metaphorical circuit vacuum is used
to measure the state of a circuit over a large number of
points. Then the circuit vacuum passes these circuit sig-
nals on to a multichannel loudspeaker setup, so that the
signals can be heard in a spatial setting (see Figure 3). It
needs to be a multichannel loudspeaker setup in order for
it to truly be Circuit Vacuuming.

Figure 3. Metaphorical representation of Circuit Vacuuming with eight
channels of sound for listening .

2
http://edgarberdahl.com/%20listen/2018/10/01/

SoundComputingGravityWaves.html

4.2 Independent Components Analysis

With multichannel data at one’s disposal, it is intriguing to
think about applying source separation techniques to reveal
more structure in the data. The authors have investigated
how to do this using the FastICA (Fast Independent Com-
ponents Analysis) algorithm [21].

Consider the case of a Dell Precision T1700. As men-
tioned in Section 2.2.1, the Observer Effect made it too
difficult to sample the DDR memory lines directly. How-
ever, six telephone coils could be placed along the inte-
grated circuits on the DDR memory modules. A sample
recording over the course of a few minutes is displayed in
Figure 4, which shows that the amplitude envelopes of the
signals all tend to behave rather similarly while the com-
puter is working.

Figure 4. Unseparated channels. Here the input signals are displayed
from six telephone coils that were placed on the DDR RAM chips in a
Dell Precision T1700.

In contrast with the work in Section 3.2, in which inde-
pendent voltage signals were measured directly, the sig-
nals measured here by the telephone coils are each due to a
large number of source currents in the DDR memory mod-
ules (and elsewhere nearby) in the computer. Therefore,
these signals can be considered to be a memoryless mix-
ture of some more fundamental signals.

This is where the FastICA algorithm comes in. The al-
gorithm can take signal mixtures and separate them into
component signals that it considers to be more indepen-
dent. Specifically, the FastICA algorithm looks for signals
that are statistically independent and non-Gaussian, and it
tries to isolate these signals to reveal more structure [21].

When the FastICA algorithm was applied to the signals
shown in Figure 4, it was able to produce “unmixed” sig-
nals that seemed to be more independent. This can be ob-
served in Figure 5, whose amplitude envelopes can be seen
to be varying with somewhat more structure than in Figure
4.

In informal listening tests with this data and some other
data, the FastICA algorithm seemed to be able to reveal
some structures that were otherwise harder to hear in the
data. In any case, in the view of the authors as composers,
the FastICA seemed, at least so far, to be a useful step for
preparing more independent signals with Circuit Vacuum-
ing.

4.3 Example

The second author created the work Sifting through Dig-
ital Sands, an eight-channel fixed-media etude composed
through the Circuit Vacuuming of a Dell Precision T1700
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Figure 5. Channels separated to some extent using the FastICA algo-
rithm. More structure seems to be revealed in the signals.

desktop PC. The source audio was recorded by affixing
twelve telephone coil inductors around the interior of the
computer, namely upon the DDR memory modules (chan-
nels 1-6), an interior fan (channels 7), the graphics card
module (channel 8), the PSU (channel 9), the hard drive
(channel 10), and two flatpack IC’s on the motherboard
(channels 11-12). During the recording process, various
tasks were run on the PC, including working within Maya
Motion Graphics and Rhino 3D CAD, running computa-
tionally intensive projects through BOINC, and putting the
PC into and out of sleep/wake modes.

The recorded data was then source-separated using the
FastICA algorithm and loaded into a digital audio work-
station. The sound clips were re-arranged there in order to
create Sifting through Digital Sands.

A recorded version of this work can be heard at the link
below. 3 The most energetic moments of audio were pro-
duced by the DDR memory modules, especially during
moments of sleep/wake state changes and the resuming
of a BOINC data processing session. The motherboard
IC’s sporadically generated short bursts of pitched activ-
ity, mainly during the initial moments of waking or putting
the PC to sleep. Including a stronger preamp coupled with
a tighter fit around these ICs could reveal more interesting
audio results during normal use cases in the future.

Circuit Vacuuming appears to be a fruitful way of pre-
senting data derived from computer hardware in a large
number of channels. The FastICA algorithm could poten-
tially be used to reveal more structure in the data. It would
be interesting to consider whether there are any other ap-
plications in which the FastICA algorithm can reveal com-
positional structure in audio recordings.

5. CONCLUSIONS AND FUTURE WORK

Following a review of related prior concepts, the authors
have proposed the techniques of “Computer Bending” and
“Circuit Vacuuming.” These have been illustrated by way
of two compositions. These techniques seem widely appli-
cable and could be used to create a large number of future
compositions.

This topic might eventually be explored within the con-
text of cyber-security. The authors are planning to build

3
https://drive.google.com/open?id=

1xsNnN7WxgYo5rO0isG4cBRSth-wypfJn

an array of 24 inductors into a tabletop on which a lap-
top can be placed. It will be interesting to listen to these
audio signals in 24 channels while running programs of
cyber-security interest and testing whether people can hear
the sound of a password being checked, of encryption keys
being used, or other security tasks.
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ABSTRACT

This paper discusses an algorithm for the creation of poly-
rhythmic sequences of varying lengths that are synchro-
nized to a grid of small pulses. Multi-voice polyrhythms
that involve coprime ratios can lead to very long cycles
of many millions of pulses. In order to quickly navigate
this vast material, and to be able to interact in realtime
with such sequences, an efficient algorithm is proposed
that uses modulo operations to trigger sound events. Two
other implementations are also shown, one for a microcon-
troller board, and one for the generation of MDI files.

1. INTRODUCTION

Polyrhythms are sequences of two or more individual voices,
where each voice seems to proceed in its own tempo rel-
ative to the other voices, but it is at the same time bound
to a small underlying pulsation, which serves to synchro-
nize all voices together. A wider definition can also en-
compass the use of metric shifts, and the use of regular
accents that are not falling together with a previously intro-
duced metric grid of regular beats. In this paper, I present
three practical applications of an algorithm for generating
such polyrhythmic sequences of arbitrary length and struc-
ture. Polyrhythms are usually associated with the elabo-
rated complex forms of West-African drumming traditions
[1]. They are found also within the highly evolved cul-
tures of percussion in Northern and Southern India. Start-
ing out with having a rather marginal role in Western mu-
sic, polyrhythms have become more and more important
through Jazz [2], and among Western classical composers,
such as Nancarrow, Ligeti and Tenney [3], during the pre-
vious century 1 . Computer musicians too have contributed
with soft- and hardware instruments [3]. The author re-
cently published chunking - a software tool for algorith-
mic composition and analysis, composing rhythmic pat-
terns and musical forms [4].

1 The use of polyrhythms can be found throughout music history. In
the Western culture, one could go back to the Renaissance with Jo-
hannes Ockeghem’s Missa Prolationum, to the famous ballroom scene
in Mozart’s Don Giovanni, Stravinsky’s revolutionary Le Sacre du Print-
emps, culminating in many examples of the technique found in the works
by Ligeti, Nancarrow, or by Tenney.

Copyright: c�2018 Georg Boenn et al. This is an open-access article dis-
tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

2. CONSTRUCTION OF POLYRHYTHMS

There are two main approaches to polyrhythmic sequenc-
ing. The first one is based on integer subdivisions of a beat,
or by subdividing a relatively long duration. The key lies
in the integer ratios that are used in this process. They can
be found in Farey Sequences, which have been proposed as
a general model for rhythm and meter by introducing spe-
cific filtering methods [5]. A Farey Sequence is an ordered
set of integer ratios between, and including 0 and 1. They
are in their lowest terms and can be generated by build-
ing median fractions. An example of a Farey Sequence
together with its transcription is shown in figure 1.

Figure 1. Farey Sequence F6 notated as a 5-voice polyrhythm with ratios
2 : 3 : 4 : 5 : 6. The missing fraction 1/1 coincides with beat 1 in the
following bar.

The other approach uses a small pulse where its duration
is multiplied by a series of integers, thereby generating so-
called multiplicative arrays. This paper advocates the use
of the latter method for time-critical applications, and for
other practical reasons, over the use of the dividing method
via filtered Farey Sequences.

Both scenarios are, however, aesthetically valid, of course.
In both cases, seemingly independent cycles of events are
coordinated by a small underlying pulsation. The simulta-
neous perception of cycles of different sizes gives rise to
a specific aesthetic pleasure, which might be similar to the
simultaneous perception of certain proportions in harmony.
One might also think of carefully designed musical tuning
systems. Theories and concepts regarding the connection
between harmony and rhythm via integer ratios have been
used by many composers during the last century. Exam-
ples include Stockhausen, Cowell, Partch, and Barlow. It
is obvious that ratios of relatively small integers seem to
be predominant in both areas. A computational model of
polyrhythmic sequencing can serve as an experiential tool
that can be used in music production, musical training, mu-
sic analysis, and media applications.

Finally we would like to refer the reader to the rich in-
formation regarding rhythm and meter that is published in
the area of music-psychology [6][7], as well as in recent
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mathematical research [8].
One way of thinking about polyrhythm is that the individ-

ual rhythms on each layer share a common grid of small
pulsations where each layer works as a cycle that can map
its events onto the common grid. Each rhythmic cycle
has inter-onset intervals (IOIs) that are integer multiples of
the grid’s pulse duration. Graphic representations of me-
ter and rhythmic as cyclic patterns have been recently re-
introduced inspired by their Arabic origins [6]. The least
common multiple (LCM) is used for calculating the total
length of a polyrhythmic cycle before it repeats itself. Es-
pecially in Western music, these integer relationships are
realized either by subdividing a larger duration, for exam-
ple the whole note, or by multiplying a small pulse dura-
tion. In both cases, a small pulse duration can be obtained
by calculating the least common multiple (LCM) of the
integers involved in forming the polyrhythmic ratios. For
example the polyrhythm of 3 : 2 maps onto an equidistant
grid where the smallest pulse duration is 1

6 th of the entire
length of the rhythm. Furthermore, the notion of pulsation
is closely tied to the notion of musical tempo. Justin Lon-
don stated that the smallest pulse duration has to be at least
around 100 milliseconds in order to be perceivable still as
a pulsation and not to be confused with ornamentations,
such as the trill, flam, or tremolo, for example [6].

The LCM of a set of integers is calculated by the product
of the highest powers of the primes that result from the
factorization of each integer. If the set consists only of
prime numbers, then its LCM is equal to the product of
these. But, if one of the integers is a square of a prime,
for example, then that square becomes part of the product
instead.

If, on the other hand, one builds a polyrhythm by multi-
plying a small pulse by a set of factors, then the LCM gives
the length of the total cycle in pulses. As an example, let
us discuss now a polyrhythm that is built from multiplying
a small pulse by this set of prime factors:

{2, 3, 5, 7, 11, 13, 17, 19}

The result is an eight-voice polyrhythm, which we call P ,
where these integers represent the tempo relations between
the voices. Since the factors are all prime, the LCM of P
is 9.699.690, which means that only after this number of
pulses has passed will the sequence restart again. During
that time, of course, many repetitions of smaller cycles oc-
cur. For example, the three voices with beat lengths 3, 5
and 7, coincide after every 210 pulses. If one would play
the above eight-voice cycle with 600 BPM for layer 2 (100
milliseconds per note), listening only to one instalment of
the entire sequence would require approximately 5.6 days
of uninterrupted playing time.

If one wanted to generate this polyrhythm by using a
Farey Sequence one would have to generate F9.699.690, which
is a problem, because this sequence has an enormous num-
ber of ratios. An estimated length for a Farey Sequence
can be obtained with

|Fn| ⇠
3n2

⇡2
= 0.3039635509n2 (1)

Equation 1 would give an estimated length of over 28 tril-
lion elements!

Prime factors Length in pulses
2⇥ 3 6

2⇥ 3⇥ 5 30
2⇥ 3⇥ 5⇥ 7 210

2⇥ 3⇥ 5⇥ 7⇥ 11 2310
2⇥ 3⇥ 5⇥ 7⇥ 11⇥ 13 30.030

2⇥ 3⇥ 5⇥ 7⇥ 11⇥ 13⇥ 17 510.510
2⇥ 3⇥ 5⇥ 7⇥ 11⇥ 13⇥ 17⇥ 19 9.699.690

Table 1. Lengths of polyrhythmic cycles using only primes.

ratios � length ratios � length
5 : 4 : 3 0.816 60 11 : 5 : 2 3.742 110
7 : 6 : 5 0.816 210 11 : 4 : 3 3.559 132
9 : 8 : 7 0.816 504 11 : 5 : 3 3.399 165
11 : 10 : 9 0.816 990 11 : 7 : 2 3.682 154
5 : 3 : 2 1.247 30 11 : 3 : 2 4.028 66
7 : 4 : 3 1.7 84 13 : 3 : 2 4.967 78
7 : 5 : 3 1.633 105 13 : 5 : 2 4.643 130
7 : 5 : 4 1.247 140 13 : 4 : 3 4.497 156
7 : 3 : 2 2.16 42 16 : 5 : 3 5.716 240
7 : 5 : 2 2.055 70 15 : 7 : 2 5.354 210
9 : 5 : 2 2.867 90 17 : 5 : 4 5.907 340
8 : 5 : 3 2.055 120 16 : 7 : 3 5.437 336

Table 2. Selection of coprime three-voice polyrhythmic ratios catego-
rized by standard deviation �.

In addition, this Farey sequence would need to be filtered
so that only the eight voices for P are left, which means
a lot of computing time would be wasted for generating
elements only to be thrown away at the end. This would be
a very impractical way to generate P .

The Farey Sequence has great use for modelling poly-
rhythms, but it is not very practical for long sequences that
involve a number of different prime factors. Table 1 shows
the length of various polyrhythmic sequences. The increas-
ing number of different prime numbers for each polyrhyth-
mic cycle is correlated with a steep increase of its length.
Based on these facts, a multiplicative method of generating
polyrhythms is proposed.

2.1 Coprimality of Polyrhythmic Ratios

Sets of coprime ratios of IOIs, for example 3 : 4 : 5, or 9 :
10, also generate relatively long sequences. In these cases,
the lengths are 60 and 90. Table 2 shows the lengths for
selected three-voice polyrhythms. The standard deviation,
�, gives an indication of how close the integers are, and it
is calculated:

� =

rP
(x� µ)2

n
, (2)

where x is replaced by the integers denoting the the IOIs,
µ is the arithmetic mean of the sum of those integers, and
n is the number of voices in the polyrhythm. It is easy to
see from this table that the higher the value of �, the more
distance occurs, on average, between the integers within a
particular set of ratios.
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3. A POLYRHYTHMIC SEQUENCING
ALGORITHM

In this paper, I propose a more direct method of construc-
tion by simply using a few additions and modulo opera-
tions. Source code examples are available on the author’s
github repository 2 . The great advantage of this approach
is that one can easily generate arbitrary sub-sequences of
very long polyrhythmic cycles. Those sub-sequences can
start from any point within the large cycle, have any length
smaller than that of the large cycle, and repeat an arbitrary
number of times.

Suppose, a composer might wish to use the above com-
plex eight-voice polyrhythm P , but she does not want to
use the whole sequence, only a small section of it. The
composer also wants to be able to loop a section. How is
it possible to generate arbitrary sections without running
the calculation for the whole entire sequence? Algorithm
1 shows a simple but elegant solution to this problem using
modulo arithmetic. If the remainder of an integer division
a%b is zero, then b is a divisor of a. If we then count the
pulses starting at 0 and incrementing by 1 (i.e. counting the
equidistant triggers from METRO), every time a multiple
of b occurs, the program will trigger a particular sound for
this voice. This could be a sound file, or a computer music
instrument. The integer b can be any factor representing
a particular polyrhythmic voice. In our example, b would
take one of the prime numbers from our eight-voice set.
Next, the program will play a sequence from any starting
point and for any length of time. The counter just needs to
be set to a particular integer to start the sub-sequence. The
length of the sub-sequence can be smaller or even larger
than that of the entire cycle. The modulo operations make
sure that the correct ‘wrap-around’ occurs. For example,
if someone wanted to generate a sub-sequence starting at
pulse index 5 and lasting for 12 pulses, the count vari-
able would be set to 5, and the length variable would be
set to 12. The last counting index to be processed before
resetting the count is count+ length�1. This method en-
ables a composer to write polyrhythmic music, where sub-
cycles of any length can be extracted from any point within
a polyrhythmic cycle. Counting down would also reverse
the sequence, and this action could be triggered easily at
any time. The addition of an increment variable of value
1 for normal count would allow to reverse the count with
setting it to -1. Other increments of the counter would then
be possible as well, leading to a great opportunity for user
interaction, also including the reset of the counter at will,
for example.

Algorithm 2 shows a modified version of this algorithm.
Here, we are programming a microcontroller, for example
the ATmega328 of the Arduino, in order to trigger sep-
arate control voltages (CVs) in a number of independent
envelope generators (EG). The output of the EGs could
then feed into a number of voltage-controlled amplifiers
(VCA) who would control several channels of audio sig-
nals (VCOs, line signals) independently. The main differ-
ence to the previous Algorithm 1 is the parallel encoding
of all voice triggers as an 8-bit integer. The integer is then
sent to a shift register, for example the SN74HC595N. The

2 The source code is available at https://github.com/
gboenn/polyrhythms

shift register in turn outputs gate voltages. One way of vi-
sualizing a polyrhythm would be to connect LEDs to the
shift register outputs. The parallel encoding ensures that
the timing of all 8 voices is synchronous whilst the only
delay that needs to operate in the main loop controls the
duration of the smallest pulse, which is based on the global
tempo of the sequence. Of course, the blocking delay()
function of the Arduino IDE is not the recommended way
of controlling timing intervals, but it is used here to sim-
plify the code. Instead of delay(), a timer should be used,
for example millis().

Finally, I would like to show a version of the code aimed
at generating MIDI files for each polyrhythmic voice, see
Algorithm 3. The idea is to use the flexibility of working
with MIDI files in DAWs. To produce accurately timed
multiplicative polyrhythms, one has to trigger noteon and
noteoff events, but one also has to modify the noteoff time
if the sequence is shorter than the entire polyrhythmic cy-
cle. Since MIDI sequencers work with pulses per quarter
note (PPQ) to program the timing of events, each count that
triggers an event has to be multiplied with 240 MIDI pulses
(based on a PPQ value of 960). Therefore, the smallest du-
ration within the polyrhythmic sequence would be a six-
teenth note. The data portion of the code is meant to en-
capsulate other MIDI information (channel, key, velocity).
An implementation of this algorithm can use Craig Stuart
Sapp’s Midifile library, for example 3 . With slight modi-
fications, all voices could also be written to a single track.

Algorithm 1 Triggering Polyrhythmic Events.
1: function POLYRHYTHM(tempo, start, length)
2: count start
3: total start+ length� 1
4: trigger  METRO(tempo)
5: if trigger > 0 then
6: EVENT (instrID, 0, end, amp1, snd1)
7: if count%2 == 0 then
8: EVENT (instrID, 0, end, amp2, snd2)
9: end if

10: if count%3 == 0 then
11: EVENT (instrID, 0, end, amp3, snd3)
12: end if
13: if count%5 == 0 then
14: EVENT (instrID, 0, end, amp4, snd4)
15: end if
16: ...
17: if count%19 == 0 then
18: EVENT (instrID, 0, end, amp9, snd9)
19: end if
20: count count+ 1
21: if count > total then
22: count start
23: end if
24: end if
25: end function

4. CONCLUSIONS

The proposed algorithm has implications for creative work,
teaching and for music analysis. It can serve as an in-

3 https://github.com/craigsapp/midifile
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Algorithm 2 Parallel Encoding of Polyrhythmic Timing
using a Micro-Controller and a Shift Register.

1: cycle0 1
2: cycle1 1 << 1
3: cycle2 1 << 2
4: ...
5: cycle7 1 << 7
6: function TEMPO(bpm)
7: millis (60./bpm) ⇤ 1000.+ 0.5
8: return millis
9: end function

10: function TRIGGERPATTERN(count) . result word
returned should be at least 8 bits long

11: result 0
12: result result|cycle0
13: if count%2 == 0 then
14: result result|cycle1
15: end if
16: if count%3 == 0 then
17: result result|cycle2
18: end if
19: ...
20: if count%17 == 0 then
21: result result|cycle7
22: end if
23: return result
24: end function
25: function NEXTPULSE(value) . data, clock and latch

are the output pin numbers of the micro-controller.
26: digitalWrite(latch, LOW )
27: ShiftOut(data, clock,MSBFIRST, value)
28: digitalWrite(latch,HIGH)
29: end function
30: function LOOP . start, length and bpm are global

integer vars that could be updated via sensor readings.
31: count start
32: for count < length do
33: NextPulse(TriggerPattern(count))
34: delay(Tempo(bpm))
35: count count+ 1
36: end for
37: end function

teresting tool for percussionists to practice polyrhythmic
sequences of drumming. The use of sub-cycles of long
polyrhythmic sequences is beneficial for composition. There
are many sub-cycles to choose from. Changing the bal-
ance in amplitude between the polyrhythmic layers has a
profound effect on perception, which will be further inves-
tigated. Also, muting and un-muting of layers can lead to
instant change of the metric feel of a cycle. On the other
hand, using a cross-fade between two layers, one can gen-
erate very subtle and slow changes. Further complexity can
be derived from tempo changes that can be instantaneous
or gradual. The research proposed in this paper can lead to
the discovery of patterns that are unfamiliar. It could also
support a learning process about the inter-connectedness
of different musical cultures that use similar or related pat-
terns in different contexts.

Algorithm 3 Distributing Polyrhythmic Events to Separate
MIDI Files.

1: pps 240 . pulses per sixteenth note
2: function TRACKWRITER(track, start, length, n, data)
3: total start+ length� 1;
4: cuto↵  length ⇤ pps
5: count start
6: i 0
7: for count < total do
8: if count%n == 0 then
9: startpulse i ⇤ pps

10: endpulse startpulse+ n ⇤ pps
11: if endpulse > cuto↵ then
12: endpulse cuto↵

13: end if
14: file.AddNoteOn(track, startpulse, data)
15: file.AddNoteO↵ (track, endpulse, data)
16: end if
17: i i+ 1
18: count count+ 1
19: end for
20: file.write(name)
21: end function
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ABSTRACT

This paper describes clockblocks, a GPL3.0-licensed

pure-Python library for controlling the flow of musical

time, which is part of a broader framework for music com-

position in Python called SCAMP. Clockblocks allows for

the coordination of parallel and / or nested clocks run-

ning at different tempi, facilitates smooth acceleration and

deceleration, and sleeps precisely while compensating for

calculation time. The approach presented here is com-

pared with other systems for managing musical time, and

further development in terms of coordinating metric phase

is considered.

1. INTRODUCTION

1.1 Context

In recent years there has been a proliferation of interest in,
and tools designed for, algorithmic musical composition.
Among the options available, one might broadly distin-
guish between domain-specific languages, such as Super-

Collider or Max/MSP, and frameworks that operate within
general purpose programming languages, such as abjad

[1] or jMusic [2]. While both approaches have advantages,
one major advantage of situating a composition framework
within a general purpose language is the wide range of
powerful libraries that are made readily available.

Another important distinction exists between languages
and frameworks aimed at the direct generation of sound,
and those aimed at the creation of a score to be played by
live performers. These very different aims necessitate sig-
nificant differences in design; for instance, speed and effi-
ciency are critical concerns when generating real-time au-
dio, while for score-generation they are much less impor-
tant. On the other hand, traditional music notation places
very significant (and idiosyncratic) constraints on timing
and rhythm, as well as on other musical parameters.

SCAMP (Suite for Composing Algorithmic Music in
Python) [3] is a GPL3.0-licensed framework for musical
composition that aims to take advantage of the general-
purpose nature and compact, readable syntax of Python,
while at the same time situating itself as a hybrid be-
tween sound-oriented and notation-oriented frameworks.
Although the creation of traditionally notated scores is a
central aspect of the framework, SCAMP is nevertheless
strongly playback-oriented: rather than interacting with a

Copyright: c�2018 Marc Evanstein et al. This is an open-access article
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score, the programmer interacts with a virtual ensemble,
listening to and tweaking the resulting playback until he
or she is ready to translate the music to traditional western
music notation.

The key functions of the SCAMP framework are:

• To provide facilities for flexible and extensible note
playback, e.g. via Fluidsynth or over OSC. (Effort-
less microtonality and glissandi have been built in.)

• To manage the flow of multiple interconnected
streams of musical time.

• To record note-events, quantize recorded perfor-
mances sensibly and flexibly, and translate the result
to legible music notation, either as MusicXML or as
LilyPond (via the abjad library).

A key value underlying the development of SCAMP is
that of modularity and adherence as much as possible to
the Unix Philosophy. For instance, the MusicXML export
capability is available separately as pymusicxml, the flex-
ible musical Envelope class is available separately as ex-

penvelope, and the system for managing musical time is
available separately as clockblocks. It is this last library
that is the subject of this paper.

1.2 Goals

Clockblocks arose to address several recurring problems
with the scheduling of note playback events and the record-
ing of note event data in Python:

1. The built-in time.sleep function has limited ac-
curacy, especially for longer wait times.

2. Playback is slowed down by script execution, notice-
ably so if extensive calculations are involved.

3. In multi-part music running in parallel threads, dif-
fering calculation times result in drift between the
parts. This is especially problematic if note events
are to be recorded and quantized.

4. A system for controlling and modulating tempo is
needed, ideally one allowing for multiple indepen-
dent streams operating simultaneously.

Clockblocks solves the first of these problems by defining
a sleep_precisely function which repeatedly sleeps
for half the remaining duration until fewer than 500µs
are left, at which point it implements a busy wait for the
remaining time. The remaining problems are addressed
through a system of interconnected clocks that all inherit
from a single master clock. In this way, multiple indepen-
dent streams of musical time, potentially running simulta-
neously at different tempi, remain perfectly synchronized.
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2. A SIMPLE EXAMPLE

2.1 The Code

The following example will serve to introduce the clock-

blocks API:

from clockblocks import Clock

clock = Clock(initial_tempo=60)

def log_timing():
print(

"Beat:", clock.beats(),
"Time:", round(clock.time(), 2),
"Tempo:", round(clock.tempo, 2)

)

while clock.beats() < 4:
log_timing()
clock.wait(1)

# change to 120 bpm (2 beats per second)
clock.tempo = 120
while clock.beats() < 8:

log_timing()
clock.wait(1)

# gradually slow to 30 bpm over 8 beats
clock.set_tempo_target(30, 8)
while clock.beats() < 20:

log_timing()
clock.wait(1)

The resulting output of this program is:

Beat: 0.0, Time: 0.0, Tempo: 60.0
Beat: 1.0, Time: 1.0, Tempo: 60.0
Beat: 2.0, Time: 2.0, Tempo: 60.0
Beat: 3.0, Time: 3.0, Tempo: 60.0
Beat: 4.0, Time: 4.0, Tempo: 120.0
Beat: 5.0, Time: 4.5, Tempo: 120.0
Beat: 6.0, Time: 5.0, Tempo: 120.0
Beat: 7.0, Time: 5.5, Tempo: 120.0
Beat: 8.0, Time: 6.0, Tempo: 120.0
Beat: 9.0, Time: 6.59, Tempo: 87.27
Beat: 10.0, Time: 7.37, Tempo: 68.57
Beat: 11.0, Time: 8.34, Tempo: 56.47
Beat: 12.0, Time: 9.5, Tempo: 48.0
Beat: 13.0, Time: 10.84, Tempo: 41.74
Beat: 14.0, Time: 12.37, Tempo: 36.92
Beat: 15.0, Time: 14.09, Tempo: 33.1
Beat: 16.0, Time: 16.0, Tempo: 30.0
Beat: 17.0, Time: 18.0, Tempo: 30.0
Beat: 18.0, Time: 20.0, Tempo: 30.0
Beat: 19.0, Time: 22.0, Tempo: 30.0

Note that the faster the tempo, the less time advances
for a given beat, and the slower the tempo, the more time
advances. The speed of a clock can be set using any of
three interrelated properties: its rate, its beat length, and
its tempo. These are defined as follows:

R = 1/Lb (1)

T = 60 ·R = 60/Lb (2)

Where Lb represents beat length and is measured in sec-
onds (at least on a top level clock), R represents rate and is
measured in in beats per second, and T represents tempo

and is measured in beats per minute. Setting any one of
these properties for a clock automatically sets the other
two. In some ways, rate and beat length are the most nat-
ural descriptors, especially when clocks are nested inside
of each other. However, tempo is retained as a property
because of its associated musical intuition.

2.2 Implementation

Each clock internally uses a TempoEnvelope object to
manage changes of tempo. TempoEnvelope is a sub-
class of the Envelope class from the SCAMP package
expenvelope, which defines a piecewise exponential curve
similar in function to the Env object in SuperCollider [4].
In practice, this means that any accelerandi or ritardandi
can be given a non-linear shape, increasing the expressive
potential of clockblocks.

Figure 1. Graph of the clock’s TempoEnvelope from the example above

Although the user is likely thinking in terms of rate or
tempo, internally the tempo envelope is based on beat
length for ease of calculations. Figure 1 shows this beat
length curve for the above example; when the tempo jumps
to 120 bpm on beat 4, the beat length cuts to 0.5, and then
from beat 8 to beat 16 it slowly increases to 2 during the
ritardando. The TempoEnvelope class keeps track in-
ternally of the current beat, and whenever the user calls
clock.wait(beats), the area under the curve is inte-
grated from the current beat forward to the destination beat
to determine the associated wait time in seconds.

3. PARALLELISM

3.1 Parallel Clocks Example

The above example featured a single stream of musical
time. However, the true strength of clockblocks lies in its
ability to coordinate multiple parallel streams of time, as
in the following example:
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from clockblocks import Clock

master = Clock()

def child1(my_clock: Clock):
while my_clock.beats() < 6:

print("Child Clock 1 at beat {}".
format(my_clock.beats())

my_clock.wait(1)

def child2(my_clock: Clock):
while my_clock.beats() < 3:

print("Child Clock 2 at beat {}".
format(my_clock.beats())

my_clock.wait(1/3)

master.fork(child1)
master.fork(child2)
master.wait_for_children_to_finish()

In this example we create a master clock and define two
parallel processes, child1 and child2. The first func-
tion prints every beat until beat 6, while the second prints
every third of a beat until beat 3. We then fork these func-
tions on the master clock. The results are as follows:

Clock 1 at beat 0.0
Clock 2 at beat 0.0
Clock 2 at beat 0.333
Clock 2 at beat 0.667
Clock 1 at beat 1.0
Clock 2 at beat 1.0
Clock 2 at beat 1.333
Clock 2 at beat 1.667
Clock 2 at beat 2.0
Clock 1 at beat 2.0
Clock 2 at beat 2.333
Clock 2 at beat 2.667
Clock 1 at beat 3.0
Clock 1 at beat 4.0
Clock 1 at beat 5.0

Note that the child functions take a single argument
which gets passed a handle to the clock being forked. It
is also possible to call get_current_clock() to cap-
ture the clock running at any given moment.

3.2 Parallel Clocks Implementation

Whenever a child clock calls wait, it registers a wake up
time with its parent and then pauses execution until the
parent rouses it. The parent clock maintains a cue of wake
up calls from its children, and whenever it calls wait, it
looks to see if there is a child clock with a wake up time
in the near future so that it can rouse it at the appropriate
time. An example sequence of events with both parent and
child starting at t = 0 might be as follows:

t = 0:
- Child calls wait(0.5), registers
wake up time of 0.5 with parent.

- Parent calls wait(1), sees that
a child is set to be woken up at
t = 0.5, and so waits instead
for 0.5 beats.

t = 0.5:
- Parent wakes up and rouses child

- Child wakes and calls wait(1.0),
registering a wake up time of 1.5
with parent.

- Parent sees no other child wake
events during the rest of its wait
of 1, and so sleeps for the
remaining 0.5.

t = 1.0:
- Parent wakes from its sleep, calls
wait(2) this time, and sees that a
child has registered a wake up
time of 1.5. As a result, it waits
0.5 second.

t = 1.5:
- Parent wakes up and rouses child.
- Child wakes up and chooses to
terminate process.

- Parent sees no other child wake
events during the rest of its
wait of 2, and so sleeps for the
remaining 1.5.

t = 3.0:
- Parent wakes, sees it has no
children, suffers from empty
nest syndrome.

When a forked function reaches the end of its execution,
the child clock associated with it is terminated. In the ex-
ample in Sec. 3.1, the master clock, acting as the parent
to both child clocks, calls wait_for_children_to
_finish, which causes it to wait indefinitely, rousing its
child clocks at the appropriate times until all children have
finished execution.

Note that child clocks can fork their own child clocks,
and so on. In this case, a clock may find itself in the role
of both parent and child, waking its children at the ap-
pointed times, and registering a wake up call with its par-
ent whenever it wishes to wait itself. Only a master clock,
a clock with no parent, actually calls time.sleep (or
rather, the more precise version explained in Sec. 1.2). All
other clocks simply register a wake up call with their par-
ent when they wish to sleep.

4. COMPENSATING FOR CALCULATION TIME

One of the initial problems that clockblocks was designed
to solve was the fact that, unless compensated for in some
way, any calculation time on a thread will cause that thread
to slow down relative to the sum of all of its calls to
time.sleep. It should be clear from the above that this
problem is already solved for all but the master clock, since
wake up times are absolute and will not drift. It only re-
mains to ensure that the master clock itself takes calcula-
tion time into account.

When a master clock wakes up, it immediately notes
down the current time. Then, after all relevant calculations
have taken place and a new wait call is made, it refers
back to the time that it originally woke up in determining
how long to sleep.

In some cases, when calculations are intensive and the
wait time is short, it may already be past the the desired
wake up time, and the clock finds itself running behind. At
this point there are two main options:
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Figure 2. Relationship between the rates of three “generations” of clocks running at different tempi

1. Allow the clock to stay behind and handle subse-
quent wait times as faithfully as possible.

2. Try to catch up in future calls to wait by not wait-
ing at all until the clock has caught up.

Both options are available in clockblocks. The first is
termed a “relative” timing policy (since it emphasizes
keeping individual wait times as accurate as possible),
while the latter is termed an “absolute” timing policy (since
it emphasizes not drifting from the absolute time at which
events should have occurred). If the playback from clock-
blocks is being coordinated in any way with that of an ex-
ternal application, an absolute timing policy would likely
be preferred; if not, a relative policy may be preferred.

The default used by clockblocks is actually a third, hy-
brid approach. This policy allows for time to be shaved off
of subsequent calls to wait, but only to a certain degree.
Thus, rather than catching up all at once, the clock catches
up in small increments. In many cases this is sufficient to
remain faithful to the absolute times at which events should
occur without distorting subsequent wait times noticeably.

5. NESTED CLOCKS

5.1 Tempo Inheritance

The true power of clockblocks as a library lies in the fact
that each clock, regardless of its place in the family hier-
archy, is allowed to have and manipulate its own tempo.
However, the actual speed at which a clock runs depends
not only on its own tempo, but also on the tempo of its par-
ent, and its parent’s parent, etc. all the way on up to the
master clock.

To understand this better, consider that a clock has two
different views on the passage of time: what beat it is on
and how much actual time has passed. As we have seen
above, these two properties are related by the clock’s beat
length; time passed is the integral of beat length with re-
spect to beats passed.

In clockblocks, each clock inherits its sense of time from
its parent; a beat in the parent clock constitutes a “second”
of time in the child clock. The word “second” here is in
quotes, because unless the clock in question is the master

clock, it is not a true second, but rather a second as filtered
through temporal distortions of its parents.

For instance, in Figure 2, we consider three generations
of nested clocks: a master clock running at rate 1/2, its
child (e.g. the result of a call to fork) running at rate
3, and its child’s child, running at rate 1/4. Note that the
child’s sense of time is inherited from the master clock’s
beat rate, and the grandchild’s sense of time is inherited
from the child’s beat rate. Thus is should be clear from
this picture that the tempi of clocks in a parent / child re-
lationship multiply. The absolute rate of the grandchild
clock – its rate with respect to wall time – is the product of
its own rate, its parent’s rate, and its parent’s parent’s rate.

What is not depicted in the above example is that each
clock can in fact be smoothly changing rate according to
manipulations of its tempo envelope. The actual amount of
wall time corresponding to a wait of, say, two beats in the
grandchild clock is calculated by first integrating for two
beats under the grandchild clock’s tempo envelope, then
taking the result and integrating for that many beats under
the child clock’s tempo envelope, and then taking that re-
sult and integrating for that many beats under the master
clock’s tempo envelope.

5.2 A Nested Tempo Example

The following example will server to illustrate how nested
clocks can follow different, but interacting, tempo en-
velopes. It also introduces several new features for shaping
a clock’s tempo over time:

from clockblocks import Clock
import math

def child_process_1(clock: Clock):
clock.apply_tempo_function(

lambda t: 60 + 30 * math.sin(t),
duration_units="time"

)
# do something musical here
clock.wait(40, units="time")
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Master Tempo Envelope

Child 1 Tempo Envelope

Child 2 Tempo Envelope

Child 1 Absolute Tempo Envelope

Child 2 Absolute Tempo Envelope

Figure 3. Effect of a master tempo envelope of the absolute tempo envelopes of its children. Note that, unlike in Figure 1, these graphs are of tempo,
rather than the beat length.

def child_process_2(clock: Clock):
clock.apply_tempo_envelope(

[70, 90, 90, 55, 85, 70],
[2, 1.5, 2.5, 1.5, 1.0],
curve_shapes=[0, 3, 0, -2, 0],
loop=True

)
# do something musical here
clock.wait(40, units="time")

master = Clock()
child_1 = master.fork(child_process_1)
child_2 = master.fork(child_process_2)

master.set_rate_target(3, 15)
master.set_rate_target(1, 40,

truncate=False)
master.wait_for_children_to_finish()

Here, we create a master clock and spawn two child pro-
cesses. One of these processes follows a sinusoidal tempo
envelope, which we create by calling clock.apply_
tempo_function. (Internally, this tempo function is
being approximated by exponential curve segments, since
all tempo envelopes are piece-wise exponential.) The other
clock instead calls apply_tempo_envelope to define
this piece-wise exponential curve directly. Since the loop
flag has been set to True, the tempo envelope repeats for
as long as the clock is alive.

The master clock itself changes tempo over the course of
the example, going to a rate of 3 over the course of 15 beats
and back to a rate of 1 after 40 beats have passed. Note that
the truncate flag has been set to False in the second call
to set_rate_target; by default when a rate / tempo
/ beat length target is set, any existing targets are cut off,
but by setting the truncate flag to False, the first target
remains in place.

If, after the code above, we call the following, we gener-
ate the plots shown in Figure 3:

master.tempo_envelope.show_plot()
child_1.tempo_envelope.show_plot()
child_2.tempo_envelope.show_plot()
child_1.extract_absolute_tempo_envelope().

show_plot()
child_2.extract_absolute_tempo_envelope().

show_plot()

As Figure 3 illustrates, the tempo envelope of the master
clock affects those of the two child clocks. The plots in
the middle column show the tempo envelopes of the child
clocks with respect to their parent (the master clock), and
show the sinusoidal variation and explicitly defined tempo
envelope described above. On the other hand, the plots in
the right column show their absolute tempo envelopes, i.e.
their tempos with respect to wall time, having been altered
by the acceleration and deceleration of the master clock.

Before we leave this example, it should be pointed out
that the child clocks call waitwith the additional keyword
argument units="time". What this does is instruct the
clock to wait however many beats will correspond to 40
units of time, (which is the same as 40 beats in the par-
ent clock). This affords the ability to coordinate with the
parent clock; for instance, in this case the master clock has
been instructed to accelerate and decelerate over the course
of 40 beats, which will be the exact same length as 40 units
of time in the two child processes.

Notice also that time units have been specified for the si-
nusoidal tempo function defined on the first child clock.
This is why, in the graph of its tempo envelope, the peaks
are wider than the troughs; this is a graph of tempo with re-
spect to beats, and it will take more beats to cover a given
amount of time at a faster tempo than at a slower tempo.
On the other hand, the tempo envelope applied to the sec-
ond child clock is in the units of beats (which is the de-
fault), so the graph appears undistorted.
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6. COMPARISON WITH OTHER APPROACHES

In contrast to audio programming environments like Gib-

ber [5] and ChucK [6], clockblocks does not concern itself
with the audio thread directly, or with sample accuracy. As
the time management engine of SCAMP, clockblocks is de-
signed for scheduling events at the rate of notes and sound
objects. The actual production of sound samples happens
externally, for instance via FluidSynth or OSC messages to
some other external instrument. Temporal precision is of
course desired, but sample accuracy is not necessary.

Clockblocks does bear some similarity to ChucK in its
syntax, however: the user performs operations, sets up pro-
cesses and then then advances time. As in ChucK, subpro-
cesses can be forked, and these subprocesses can them-
selves fork subprocesses. However, clockblocks makes use
of nested tempo relationships in a way that ChucK does
not, or at least not natively.

SuperCollider [7] provides the ability to control multiple
independent streams of tempo via the TempoClock object.
In some ways, clockblocks also resembles SuperCollider in
its server / client dichotomy; the client language that is in
charge of scheduling is separate from the process of gen-
erating audio samples. However, it is not possible in Su-
percollider to nest TempoClocks, and any accelerandi and
ritardandi must be accomplished through rapid incremen-
tal changes of tempo.

Thus, the main contribution of clockblocks is that it com-
bines the nested structure of an environment like ChucK
with the ability to smoothly manipulate tempo at any layer
of this structure. It also provides this functionality in
Python, a general purpose programming language that of-
fers access to a vast array of packages from a wide variety
of disciplines, and one that has at present a dirth of options
for managing musical time.

7. DIRECTIONS FOR FURTHER DEVELOPMENT

Although in its current implementation clockblocks does
not offer sample accuracy (nor is this necessary for its
role within SCAMP), the nested tempo approach presented
here has the potential for broader application, including
some contexts (like the scheduling of microsonic events)
where sample-accuracy would be desired. Therefore, one
natural direction for further work would be to translate this
system to a language like C++, using it generating a cue
of sample-clock timestamped events. Even within its cur-
rent Python implementation, one planned development is
to allow time-sensitive playback events, such as OSC mes-
sages or calls to an external synthesizer, to be scheduled
on a queue for later dispatching by an audio callback (for
instance, via a PyAudio’s PortAudio bindings).

Another area of clockblocks currently being developed
is the ability to specify and synchronize rhythmic phase.
Here we take inspiration from “Tempocurver” [8], de-
veloped by Matthew Wright in collaboration with com-
poser Edmund Campion, as well as from CNMAT’s subse-
quently developed Max / MSP external, “Timewarp” [9].

As we have seen, clockblocks makes it possible to coor-
dinate clocks so that they reach specific tempi at specifi-
cally appointed times. However, it may also be musically
important to coordinate rhythmic phase; for instance, we
may want two clocks that are following different tempo

curves to land on the beat at the exact same moment in
time. This requires fine tuning of the relationship between
beats passed and time passed,

Time Passed

maximum time passed = 2 beats * 2 s / beat = 4 s

minimum time passed = 2 beats * 0.75 s / beat = 1.5 s

Figure 4. Illustration of the relationship between curvature and the length
(in time) of an accelerando.

As Figure 4 illustrates, the relationship between the num-
ber of beats passed and the amount of time passed during
a segment of a TempoEnvelope is mediated not only by
the start and end tempo, but also by the curve shape. In
the illustrated accelerando, by varying the curvature, we
can adjust the amount of time passed to anywhere between
1.5 and 4 seconds. Thus, if we wished for this 2 beat ac-
celerando to last precisely 3 seconds, we would need only
to find the appropriate curve shape.

By using adjustments of this nature, it should be possible
to specify the desired metric phase (in terms of time, or
beats in the parent clock) at the end of an accelerando or
ritardando.

8. CONCLUSIONS

Reviewing the initial goals of clockblocks, it is hopefully
now clear to the reader that the system described:

1. Is capable of waiting significantly more precisely
than the standard call to time.sleep.

2. Takes efforts to compensate for calculation time, and
has an intelligent system for adjusting when calcula-
tion time lasts longer than an intended wait time.

3. Keeps track of multiple interconnected threads of
musical time and ensures that these threads remain
in lockstep with one another.

4. Allows for complex control and modulation of
tempo, and for nested tempo relationships.

These properties make clockblocks an excellent founda-
tion for a note-event-based playback and recording frame-
work in Python. Several different streams of time can eas-
ily coexist, and the resulting music can be recorded and
quantized in relation to any one of these streams. This
has particularly exciting implications for the playback and
score generation of polytemporal music.
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ABSTRACT 
This paper describes an overview of our developed inter-
active music system called a "Melody Slot Machine," 
which is an application based on the generative theory of 
tonal music (GTTM). Generally, melody manipulation 
requires expert knowledge and is difficult for musical 
novices. Therefore, we developed the Melody Slot Ma-
chine, which provides an experience of manipulating 
melodies by allowing users to freely switch two original 
melodies and morphing melodies. We conducted an ex-
periment with a musicologist who understood the melody 
morphing method based on GTTM and attempted to use it 
for composition. When a melody generated with the 
method was unnatural, the musicologist added notes to 
correct it. The experimental results showed that 78.5% of 
the notes in the composed pieces were generated with the 
melody morphing method, while the remaining 21.5% 
was added by the musicologist. 

1. INTRODUCTION 
This paper describes a system called the "Melody Slot 
Machine," which enables novices without musical 
knowledge to manipulate melodies. In the Melody Slot 
Machine, melody fragments are displayed on the dial, and 
the melody to be played can be switched by rotating the 
dial. The valuations of melody fragments are composed 
on the basis of the generative theory of tonal music 
(GTTM) [1], and thus, switching the melody fragments 
does not change the overall structure of the melody. 

Various melody generation systems based on deep 
learning are being constructed [2, 3]. For example, 
DeepBach enables users to generate three voices from 
one voice by merging the learned networks of two long 
short-terms memories (LSTMs) and one neural network 
[2]. In another example, Celtic Melody Generation makes 
it possible to generate melodies of Celtic-style ethnic 
music using a recurrent neural network (RNN) [3]. Alt-
hough those systems performed well in specific tasks, 
they are not compatible with various music operations 
and are difficult at this stage for people to use to compose 
music [2, 3]. 

 We believe that a computer that understands music 
deeply must be developed to realize a composition sup-
port system that enables various music operations. There-

fore, for 15 years, we have been implementing the GTTM, 
proposed by Fred Lerdahl and Ray Jackendoff in 1983 [4-
7]. The performance of GTTM analysis by computers has 
recently been dramatically improved by introducing deep 
learning [7]. 

The time-span tree, which is the deep structure obtained 
as a result of GTTM analysis, shows the relationship be-
tween the main notes and the ornamatation notes struc-
turally. The main advantage of using the time-span tree is 
that it is possible to reduce the notes of a melody by de-
creasing the ornamentation notes step by step while main-
taining the main structure of the melody. One example of 
a melody operation by using the time-span tree is melody 
morphing, which generates an intermediate melody from 
two input melodies. Previously, we proposed a melody 
morphing method to generate an intermediate melody of 
two melodies as a melody operation that uses the time-
span tree [8]. We are also studying an operation called 
flip to invert the time-span tree [9]. We are planning to 
realize the operation of various melodies in the future by 
using time-span trees. 

We believe that melody manipulation by the time-span 
trees can give pleasure to musical novices by enabling 
them to manipulate music and can improve the composi-
tion efficiency of professional composers. To assess 
whether the former is feasible, we construct a system 
called a Melody Slot Machine. We conducted an experi-
ment to verify the effectiveness of the melody morphing 
method. In the experiment, a musicologist who under-
stood the method used it to manually generate an inter-
mediate melody. If the intermediate melody was unnatu-
ral, the musicologist added notes to correct it. We found 
that 78.5% of the notes were generated with the melody 
morphing method, while the remaining 21.5% was manu-
ally added by the musicologist. 

2. MELODY SLOT MACHINE 
The Melody Slot Machine, which enables users to ma-
nipulate melodies, has three features. 

2.1 User friendly interfaces  

To allow anyone to easily manipulate melodies, we 
adopted a dial type interface that makes it possible to 
replace a part of the melody (Figure 1). There is a rectan-
gular hole in a part of the acrylic board sandwiching the 
score, and the dial interface on a tablet can be operated 
with fingers through the hole. When the red lever on the 
right side of the score is pulled down, all the dials rotate, 
and one of the melody fragments on the dial is randomly 
selected. 

Copyright: © 2019 Masatoshi Hamanaka et al. This is an open-access 
article distributed under the terms of the Creative Commons 
Attribution License 3.0 Unported, which permits 
unrestricted use, distribution, and reproduction in any medium, provided 
the original author and source are credited. 
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Figure 1. Slot dial and lever 

2.2 Easy-to-understand operation results 

We prepare a display showing a performer so that the 
result of the operation can be confirmed visually as well 
as aurally. A holographic display was used for show the 
performer so as to increase the feeling of presence (Fig-
ure 2). The users can feel like they are controlling a per-
former by operating a melody. 

 
Figure 2. Holographic display 

2.3 Improve the feeling of presence 

We recorded all the performance sounds so as to increase 
the feeling of presence. For the recording, we used a stu-
dio with very little reverberation because otherwise only 
the reverberation of the preceding sound enters the be-
ginning of the melody fragment due to the melody split-
ting into fragments. Reverberation is added when the 
melody is played. Three pairs of speakers were installed, 
and panpot and reverb were set for each direction so that 
the holograph seemed to be a real performer (Figure 3). 
When putting your head between two pairs of speakers, 
both the sound and video enhance the presence. 

 
Figure 3. Three pairs of speaker 

3. TIME-SPAN TREE OF GTTM 
Melody morphing uses time-span trees obtained from the 
results of GTTM analysis. The GTTM consists of four 
modules, each of which assigns a separate structural de-
scription to a listener's understanding of a piece of music. 
As shown in Figure 4, the four modules output a group-
ing structure, metrical structure, time-span tree, and pro-
longational tree. The time-span tree is a binary tree, 
which is a hierarchical structure, representing the relative 
structural importance of notes that differentiate the essen-
tial parts of a melody from ornamentation. 

Prolongation tree

Time-span tree

Grouping structure

Metrical structure

 
Figure 4. Prolongational tree, time-span tree, metrical 
structure, and grouping structure obtained from GTTM 
analysis 

3.1 Abstraction of melody 

Figure 5 shows an example of abstracting a melody by 
using a time-span tree. The figure includes a time-span 
tree from melody, D, which embodies the results of 
GTTM analysis. In the time-span tree, important notes 
are connected to branches nearer the root of the tree, 
whereas unimportant notes are connected to leaves. We 
can obtain an abstracted melody, E, by slicing the tree in 
the middle (line E) and then omitting notes whose branch 
connections are below line E. In the same manner, if we 
slice the tree higher up at line F, we can obtain an even 
more abstracted melody, F. We can regard this abstraction 
of melody as a kind of melody morphing because melody 
E is an intermediate melody between melodies D and F. 

 
Figure 5. Abstraction of melody 

3.2 Primitive operations of time-span trees 

To implement melody morphing, we use the primitive oper-
ations: the subsumption relation (written as َ), meet (writ-
ten as ِ), and join (written as ّ ) [9]. As shown in Figure 6a, 
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subsumption represents the relation by which "an instantiat-
ed object subsumes an abstract object." For example, the 
relationship among TD, TE, and TF, which are the time-
span trees (or reduced time-span trees) of melodies D, E, and 
F in Figure 5, can be represented as follows: 

TF  َ TE  َ TD   (1) 

Figure 6b illustrates the meet operator, which extracts the 
largest common part or most common information of the 
time-span trees of two melodies in a top-down manner. 
Finally, Figure 6c illustrates the join operator, which 
joins two time-span trees in a top-down manner as long 
as their structures are consistent. 

ӷ

AbstractingInstantiating

AT BT

AT BTӺ

AT BT

AT BTӹ

(a) (b) (c)

 
Figure 6. Examples of subsumption َ, meet ِ, and join 
ّ operations 

4. MELODY MORPHING METHOD 
BASED ON GTTM 

In this section, we explain the melody morphing method 
based on GTTM we proposed in 2008 [8]. The initial 
melody A, target nuance melody B, morphing result mel-
ody C, and melody morphing method must meet the fol-
lowing conditions: 1 and 2 for melody C, and 3 and 4 for 
the method. 
1. A must be more similar to C than to B, and B must 

also be more similar to C than to A. 
2. When B is the same as A, C will be the same as A. 
3. The output of multiple Cs depends on parameters 

that determine the levels of influence of the features 
of A and B. 

4. C will exhibit monophony if A and B are mono-
phonic. 

4.1 Overview of melody morphing method 

Morphing means to change one image into another 
through a seamless transition. For example, a morphing 
method for a facial image can create intermediate images 
through the following operations. 
1. Link characteristic points such as the eyes and nose 

in two images, as shown in Figure 7a. 
2. Rate the intensities of shape (position), color, and so 

forth in each image. 
3. Combine the images. 

Similarly, our melody morphing method creates in-
termediate melodies through the following operations. 
1. Link the most common information of the time-span 

trees of two melodies, as shown in Figure 7b. 
2. Abstract the notes of a melody in a differing branch 

of the time-span tree by using the melody divisional 
reduction step of our melody morphing method. 

3. Combine both melodies.  
Figure 8 illustrates the melody morphing method. 

4.2 Linking of common information 

By using the respective time-span trees TA and TB from 
melodies A and B, we can calculate the most common 
information TA ِ TB, which includes the essential parts of 
not only A but also B. The meet operation TA ِ TB ab-
stracts common notes from TA and TB, and the discarded 
notes are then regarded as the difference information of 
TA and TB. 

When calculating TA ِ TB by extracting the largest 
common part of TA and TB in a top-down manner, the 
result may change depending on whether octave notes 
such as C4 and C3 can be distinguished. If we discrimi-
nate octave notes, then C4 ِC3 will be empty, denoted as 
ԋ. On the other hand, if we do not discriminate octave 
notes, the result is just C, which abstracts the octave in-
formation. Here, we regard a note and its octave as dif-
ferent notes, because processing is difficult if the octave 
information is not defined. 

4.3 Melody divisional reduction 

We next consider that the difference information of TA 
and TB includes features not present in the other respec-
tive melody. Therefore, we need a method for smoothly 
inserting or removing such features. The melody divi-
sional reduction step of our melody morphing method 
abstracts the notes of the melody in a difference branch of 
the time-span tree by applying the abstraction described 
in Section 3.1. 

Using this method, we can acquire melodies Cm 
(m=1,2,…,n) from TA and TA ӹTB with the following algo-
rithm. The subscript m indicates the number of notes in 
the difference information of the time-span trees that are 
included in TCm but not in TA ӹTB. 
Step 1: Determine the level of abstraction. 

The user selects a parameter L that determines the level 
of abstraction of the melody. L can range from 1 to the 
number of notes in the difference information of the 
time-span trees that are included in TA but not in TA ӹTB. 

Step 2: Abstract notes in the difference information. 
The note with the fewest dots in the difference infor-
mation is selected and abstracted. The numbers of 
dots can be acquired from the GTTM analysis results 
[1, 7]. If two or more notes share the fewest dots, we 
select the first one reading the music left to right. 

Step 3: Iterate.  
Step 2 is iterated L times. 
Subsumption relations hold as follows for the time-

span trees CmT  constructed with the above algorithm: 

(b) (a) 

Figure 7. Examples of linking two images and 
two melodies 
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AT BT   CnT   1�CnT … 2CT   1CT   AT .        (2) 
In Fig. 8, nine notes are included in TA but not in TA ӹTB. 
Therefore, the value of n is 8, and we can obtain eight in-
termediate melodies Cm (m=1,2,…,n) between TA  and TA  
ӹTB. Hence, melody Cm attenuates features that occur only 
 in melody A but not in B. Figure 9 illustrates this process. 

 In the same way, we can obtain melody D from TB and 
TA ӹTB  in the following manner: 

AT BT   DT   BT .                   (3) 

4.4 Combination of two melodies 

Finally, we use the join operator to combine melodies C 
and D, which are the results of divisional reduction using 
the time-span trees of melodies A and B. The simple join 
operator is not sufficient for combining TC and TD be-
cause TC ӺTD does not always exhibit monophony even if 
TC and TD are monophonic. In other words, the result of 
the operation has chords when the time-span structures 
override, and the pitches of the notes are different; there-
fore, the result violates condition 4 listed at the beginning 
of Section 4: C will exhibit monophony if A and B are 
monophonic.  

To solve this problem, we introduce a special operator 
[n1, n2], which indicates either note n1 or note n2, as a 
result of n1 ّn2. Then, the result of TC ّ TD is all mono-
phonic combinations given by the operators. 

5.  MANUAL GENERATION OF INTER-
MEDIATE MELODY 

Because of the problems described below with generating 
intermediate melodies on a computer with the method 
discussed in Section 4, we also had a musicologist manu-
ally generate a morphing melody. 

5.1 Time-span analysis of two input melodies 

Before linking the common information of two input 
melodies, we need their time-span trees. Although we 
have already developed grouping and metrical structure 
analyzers based on deep learning [7], we have not yet 
developed a high-performance time-span tree analyzer [4, 
6]. Acquisition of time-span trees thus requires manual 
analysis by a musicologist. 

If two input melodies are completely different, then 
their common information will be empty, ԋ, making it 
difficult to generate intermediate melodies. Therefore, the 
two input melodies must be carefully chosen by the mu-
sicologist. The musicologist selected a variation and 
theme from Mozart’s "Twelve Variations" (K. 265/300e) 
for the melodies, as explained in Section 6. 

5.2 Time-span reduction 

At present, the melody divisional reduction step of the 

Melody A 

TA 
TB 

4.3 Melody divisional  reduction 

TC 

4.4 Combination of   two melodies 

 

TC  TD 
 

TC 

Melody D 

TD 

Melody E 
A broken line in a time-span tree indi-
cates that the branch has a special 
operator [n1, n2]. 

Melody B 

4.2 Link of common information 

TA   TB 

TD 

Melody C 

Figure 8. Overview of melody morphing method 
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LA㸻5 
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Figure 9. Melody divisional reduction 

melody morphing method cannot be automated. This is 
because the height of each branch in the time-span tree is 
not given, and the order of the notes to be reduced cannot 
be determined. A musicologist who can analyze time-
span trees, however, can easily generate reduced melo-
dies by considering the inverse process of composition 
depending on his/her interpretation, as described in Sec-
tion 3.2. When multiple composition processes are possi-
ble, we consider all interpretations and then select one. 

5.3 Selection of note from special operators 

By selecting a note from each special operator after com-
bining two melodies, the output melody will be mono-
phonic when the two input melodies are monophonic. 
Therefore, depending on how this note is selected, the 
melody changes. When the intermediate melody is unnat-
ural, the musicologist adds notes to correct the melody. 
The details of these added notes are described in the fol-
lowing section on the experimental results. 

6. EXPERIMENTAL RESULTS 
We asked a musicologist to generate intermediate melo-
dies. The musicologist had over 10 years of experience in 
GTTM analysis and a deep understanding of the melody-
morphing method. 

For the input melodies, the musicologist selected the 
theme and Variation No. 1 of Mozart’s Twelve Variations 
on "Ah vous dirai-je, Maman", K. 265/300e. She con-
structed nine intermediate melodies between the two 
melodies. Figures 10 shows the first set of 8 bars for the 
theme, Variation No. 1, and 9 intermediate melodies, out 
of 40 bars in total. In the figure, nonparenthetical notes 
were generated with the melody morphing method, 
whereas parenthetical notes were added by the musicolo-
gist. For each melody, Table 1 lists the numbers of total 
notes, notes generated with the melody morphing method, 
and notes added by the musicologist. 

Notes were added in five ways. 
a)  Adding appoggiaturas, auxiliary notes, and pass-

ing notes. 
b)  Borrowing a note from a neighboring branch or 

swapping the order of notes in a branch. 
c)  Dividing a note into two notes of the same pitch. 
d)  Expanding or contracting the melody. 
e)  Quoting a melody. 

In Figure 10, morphing melodies 3 and 5 are exam-
ples of adding passing notes, denoted as (a), whereas (b) 
is an example of swapping the order of notes from Varia-
tion No. 1. In Fig. 10, (c) is an example of dividing a note 
into two notes of the same pitch; (d) is an example of 
expanding a melody, specifically the last two notes in the 
fourth bar of Variation No. 1; and (e) is an example of quot-
ing a melody from the fifth and sixth bars of Variation No. 1. 

All the notes in morphing melodies 1 and 2 were gen-
erated with the melody morphing method because both 
melodies were close to the common information of the 
theme and Variation No. 1, so melodies could be generat-
ed by simply choosing an appropriate note from each 
special operator without adding any sound. All the notes 
in morphing melody 5 were also generated with the mel-
ody morphing method because morphing melody 5 was 
very close to a melody ob-tained by divisional reduction 
of Variation No. 1, so all the notes were eighth notes. 

Among morphing melodies 1, 2, and 3, the three melo-
dies closest to the theme, only 1.5% of the notes were 
added by the musicologist. In contrast, morphing melo-
dies 8 and 9, the closest to Variation No. 1, had 37.9% of 
notes added by the musicologist. Notes needed to be add 
ed to prevent unnatural melodies when generating multi-
ple melodies between a melody with many eighth notes, 

Table 1.  Numbers of notes in each melody 

 Total num-
ber of notes 

Number of 
notes gener-
ated with 
melody 
morphing 
method 

Number of 
notes added by 
musicologist 

Theme 82 - - 
Morphing melody 1 51 51 (100%) 0 (0%) 
Morphing melody 2 51 51 (100%) 0 (0%) 
Morphing melody 3 93 90 (96.8%) 3 (3.2%) 
Morphing melody 4 121 96 (79.3%) 25 (20.7%) 
Morphing melody 5 94 94 (100%) 0 (0%) 
Morphing melody 6 157 129 (82.2%) 28 (17.8%) 
Morphing melody 7 176 157 (89.2) 19 (10.8%) 
Morphing melody 8 253 164 (64.8%) 89 (35.1%) 
Morphing melody 9 267 159 (59.6%) 108 (40.4%) 
Variation No. 1 271 - - 
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such as morphing melody 5, and a melody with many 
sixteenth notes, such as Variation No. 1. 

In total, 78.5% of the notes were generated with the 
melody morphing method, whereas the remaining 21.5% 
were added by the musicologist. 

7. CONCLUSIONS 
We developed the Melody Slot Machine, which enables 
users to manipulate melodies. For the Melody Slot Ma-
chine, we used our melody morphing method based on 
the generative theory of tonal music (GTTM) for compo-
sition. We made melody morphing possible by combining 
our melody morphing method with a manual process. 
Experimental results were obtained by having a musicol-
ogist compose with the melody morphing method. In the 
composed pieces, 78.5% of the notes were generated with 
the melody morphing method, while the remaining 21.5% 
was added by the musicologist. We confirmed that the 
arranging processes used in the experiment could be clas-
sified into five types. 

We plan to develop a support system for adjustment 
using the melody morphing method.  
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Figure 10. First eight bars of theme, Variation No. 1, and nine intermediate melodies 
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Trois Machins de la Grâce Aimante:  a Virtual Reality String Quartet  
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Rensselaer Polytechnic Institute 
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 Figure 1.  Performers for  Trois Machins de la Grâce Aimante  sit in traditional string quartet order [l to r: violin I, violin 

II, viola, cello] but face outward towards their tracking towers. In networked space, projected behind, each performer 
retains the same position but faces inward to see one another’s communicative gesture.  (Photo: Andreas Pirchner, 2018)  

 
ABSTRACT 

 

Composing electronic and electroacoustic music in the       
twenty-first century already requires artists to reconcile       
their own future-facing creative intents within a context of         
historical performance practice and precedent. The use of        
virtual reality environments as spaces for musical       
performance, creation and content dissemination adds an       
additional layer of complexity and possibility. This paper        
describes the technical and compositional processes and       
observed problematics devised and discovered during the       
creation of  Trois Machins de la Grâce Aimante , the first          
virtual reality string quartet composed for Coretet, a        
virtual stringed instrument and networked performance      
application.  
 
Copyright: © 2019 Rob Hamilton. This is an open-access article dis- 
tributed under the terms of the   Creative Commons Attribution License 
3.0 Unported , which permits unrestricted use, distribution, and 
reproduction in any medium, provided the original author and source are 
credited. 

1. INTRODUCTION 
 

Trois Machins de la Grâce Aimante is a composition         
intended to explore twenty-first century technological and       
musical paradigms. At its heart  Trois Machins  de la Grâce          
Aimante  is a string quartet descended from a tradition that          
spans back to the 18th century. As such, the work          
primarily explores timbral material based around the       
sound of a bowed string, in this case realized using a set            
of physically modeled bowed strings driven by Coretet        
[9], a virtual reality string instrument and networked        
performance environment. The composition is for four       
performers (see Figure 1) and takes the form of three          
distinct movements, each exploring different capabilities      
of the instrument itself and requiring different forms of         
communication and collaboration between each member      
of the ‘coretet’. For each movement a different method of          
notation and scoring is used: a fully-improvisational       
percussive performance, a graphical reference score, and       
an interactive visual in-engine scoring solution. 
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2. PRIOR WORK 
 

Trois Machins de la Grâce Aimante  and Coretet leverage         
infrastructures (such as a networked client/server model),       
hardware (Oculus Rift HMDs and Touch controllers) and        
software (Unreal Engine 4) commonly found in computer        
gaming systems.  The combination of game-based      
technologies, presentations, and interaction modalities     
with musical form and function have over the last few          
decades started to become more prevalent. As part of a          
1993 exhibit on virtual reality at the Guggenheim        
Museum in New York, Thomas Dolby presented  The        
Virtual String Quartet , a pre-recorded and non-real time        
animated performance of Mozart’s String Quartet no. 18        
in A Major viewable through head-mounted displays and        
spatialized by tracking audience members’ positions in a        
gallery space [4].  

Ensemble performance works that utilize networked      
software environments have a long history ranging from        
early work by The Hub [5], to laptop orchestra         
performance [13, 14], to musical works based upon        
existing/hacked video games [1, 6]. As commodity VR        
devices have become both readily available and more        
affordable and the computing hardware necessary to run        
such equipment has become faster and cheaper, it has         
become significantly easier for artists to leverage virtual        
reality as a platform for musical performance [7]. And the          
use of game engines to create enactive and interactive VR          
and rendered musical environments has been explored as        
well [2, 8, 12]. 
 

3. CORETET 

 

Coretet is a real-time VR instrument modeling basic bow         
and string interactions and performance practices      
idiomatic to stringed instruments such as violins, violas        
and cellos. Commissioned by the GAPPP project [10] at         
the IEM in Graz, Austria, Coretet and  Trois Machins de la           
Grâce Aimante showcase commodity technologies such as       
Oculus Rift head-mounted displays and the Unreal       1

Engine 4 augmented with Open Sound Control (OSC)        2

[15] and a Pure Data (PD) [11] audio engine driving a           
physical model of a bowed string from the Synthesis         
Toolkit  (STK) [3].  

Fundamentally Coretet is a single instrument which       
can be shaped and scaled by performers into different         
configurations (see Figure 2). Parameters such as neck        
length, body size, and number of strings can be         
manipulated in real-time to either recreate traditional       
stringed instruments such as violin, viola or cello or to          
create new and physically impossible instruments. For       
ease of use during performance, parameter presets for        
violin, viola and cello can be chosen and recalled instantly          
as can an experimental spherical instrument configuration       
known as the orb. 

 
 

1 www.oculus.com/rift/ 
2 www.unrealengine.com 

 
 

 
Figure 2.    Coretet can be played using four different instrument 

configurations.  From left to right: orb, violin, viola, cello and 
the Coretet bow 

 
4. COMPOSITIONAL STRUCTURE 

 

Trois Machins de la Grâce Aimante  was composed        
alongside the development of the Coretet instrument, and        
as such explicitly explores the performance practices and        
ensemble strategies made possible by Coretet.      
Commissioned as part of the GAPPP project in 2018,         
Trois Machins  de la Grâce Aimante  consists of three         
distinct movements, each combining improvisational and      
pre-composed materials in fundamentally different     
manners. At the time of this publication, only Movement         
II of the composition had been performed in concert, with          
two performances by the same ensemble in Gratz, Austria,         
one performance by a quartet in Mexico City, and one          
performance by a quartet in Porto Allegre, Brazil. Videos         
of performances as well as additional material about the         
composition and the Coretet instrument are available       
online . 3

 
4.1  Movement I 
Movement I  serves as an introduction to the performance,         
with performers first engaging Coretet using its orb        
configuration. The structure of Movement I is       
improvisational and rhythmic with a metronomic pulse       
being established by the ensemble. Notes on the orb are          
triggered by the collision of the avatar’s skeletal mesh and          
the surface of the orb generating pitched percussive        
sounds. Performers move from performing rhythmic hand       
strikes to bowing the orb, creating a single pitch similar to           
that of a bowed steel plate or saw. The movement          
concludes as each performer bows the orb, resolving to a          
static four-note chord across the ensemble. 
  
4.2  Movement II 
Movement II explores a function of Coretet that allows         
finger positions activated along each instrument’s neck to        
be quantized to a variety of modes and scales. To denote           
each selected mode or scale fret markings similar to those          
found on a viola da gamba or guitar are made visible           
along the instrument’s neck.  
 

3 www.coretet.io 
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These modes and scales include: 
  

● Octave : the neck is divided into two regions 
● Triad : major triad built on a string’s root pitch 
● Pentatonic : a five note scale 
● Whole-tone : a six note whole tone scale 
● Chromatic : a single octave chromatic scale 
● Quantized : the full range of the instrument with 

pitches quantized to the nearest note in a 
chromatic diatonic scale 

● Free : the full continuous range of the instrument 
without quantization 

  
A composed improvisation within each selected mode       

is performed by the ensemble for movement II and         
focuses on different rhythmic, harmonic and melodic       
ensemble performance practices. A traditional graphic      
score (see Figure 3) was prepared for Movement II and          
used by the composer and ensemble outside of the virtual          
environment for the preparation of concert performances. 
 
4.3  Movement III 
Whereas the first two movements of  Trois Machins de la          
Grâce Aimante are largely improvisatory in nature,       
Movement III was composed using traditional notation       
practices and focuses on vertical harmonic structure and        
rhythmic synchronicity. Within a virtual reality      
environment where performers wearing head-mounted  
 

 
Figure 3.    Four pages from the reference score for Movement 

II, each representing a different mode/scale setting. 

 
Figure 4.  Notes are sounded when strings are activated 

and the bow collides with the bowing bar.  
 

displays are unable to view notated scores in a traditional          
manner, Coretet instead displays notes from a musical        
score in real-time as glowing blue pitch location        
indicators along the instrument’s neck. Scores are       
synchronized across each of the clients and read        
individual MIDI tracks exported from a parent score using         
standard music notation software. 

 
5. PERFORMANCE PRACTICE 

 

Performers in  Trois Machins de la Grâce Aimante  control         
a virtual bow (see Figure 2) modeled after a traditional          
cello bow to activate the set of bowed string physical          
models when the bow comes into contact with a specific          
bowing bar on the instrument. Figure 4 shows a blue          
outline around the bowing bar indicating a collision        
between bow and bar, for which a tracking marker         
indicating the collision is represented as a white sphere. 

Bow pressure is controlled by calculating position       
along the bowing bar with one end representative of a          
high level of bow pressure and the other end         
representative of a low level of bow pressure. Bow speed          
is calculated by windowing bow position deltas.  

By pressing buttons on the left hand Oculus Touch         
controller, performers choose which string will be       
activated. By moving their left hand along the        
instrument’s neck and pressing each string’s associated       
button, performers change the pitch of the current        
sounding note. String positions activated by button       
presses are marked in real-time by dark-grey oval        
markers. For  Trois Machins de la Grâce Aimante  each         
string of Coretet is tuned to the same base fundamental          
frequency as the corresponding string on the violin, viola         
and cello in concert A 440 Hz tuning. 

In concert performance such as is utilised for  Trois         
Machins de la Grâce Aimante  a game server hosts each          
Coretet client instance (representing each performer)      
connecting across a local ethernet network. Performers in        
Coretet see each others’ head, bow and instrument in         
real-time within the virtual concert space (see Figure 5),         
allowing for the use of communicative visual gesture both         
of the head and of the instrument and bow. In live concert            
situations, a view into the networked space is presented to          
audiences from the game server. In a manner similar to          
e-Sports broadcasts of networked games, a series of        
virtual cameras on the server are projected in 2D for          
viewing by audiences seated in traditional concert halls.  
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Figure 5.  One client playing the Coretet cello as seen 
from a second client or from the server.  

 
6. PRODUCTION CONSIDERATIONS 

 

In its current state, the production of a performance of          
Trois Machins de la Grâce Aimante  is a challenge         
requiring a significant allocation of resources. To place        
four performers in a shared virtual reality space, four full          
virtual reality setups are required, each consisting of an         
Oculus Rift head-mounted display, two Oculus Touch       
hand controllers, two Oculus tracking stations, and a        
laptop with the cpu, memory and video card speed         
capable of running Coretet at high consistent framerates        
on the Rift headsets. Each laptop is connected via ethernet          
to a network switch, which is also connected to a server           
computer, also running the Coretet software. The server        
hosts all four game clients and displays camera views         
within the virtual environment - selected by an engineer in          
real-time using keys on the computer keyboard mapped to         
individual cameras or camera sequences - to a projector or          
display in the concert space. A separate laptop also         
connected to the network switch runs a four-channel Pure         
Data audio server for Coretet. 

While complex technology requirements for computer      
music performance works are by no means new or novel,          
a goal of both  Trois Machins de la Grâce Aimante  and           
Coretet has been to create a system that could practically          
and reliably used in live concert performance by        
musicians around the world. While commodity virtual       
reality headsets like the Oculus Rift are now priced at a           
relatively affordable level, they are by no means        
ubiquitous amongst consumers, either gamers or      
musicians. As such it is not reasonable to assume or          
require that musicians purchase or gain access to the         
necessary computing power to perform the piece.  

In that light, performances of  Trois Machins de la         
Grâce Aimante  have only taken place with the composer         
not only present, but also providing all equipment        
necessary to run Coretet and perform the piece. Similarly         
performers can currently only rehearse both the       
instrument and also the composition itself when the        
composer is in attendance. Indeed, for all four        
performances of  Trois Machins de la Grâce Aimante  to         
date, ensembles have only had between four and five days          
to first acquaint themselves with the Coretet instruments,        
and then, as an ensemble, learn the piece. 

7. DISCUSSION 
 

From the time of its inception,  Trois Machins de la Grâce           
Aimante  was intended to exist as a composition firmly         
descended from traditional ensemble instrumental     
performance practices with a goal of exploring how        
virtual implementations of musical instruments could      
leverage learned expert behaviors of highly skilled       
musicians. While the work’s grounding in traditional       
performance practice and the inherent limitations of the        
Coretet instrument have helped focus and constrain       
potential sonic and gestural exploration, as with any        
musical work composed for a novel musical interface,        
instrument or system there was a significant up-front        
investment of time and resources necessary to both        
design, create and then explore the physical and virtual         
affordances made available by Coretet.  

The development of Coretet was strongly influenced       
by the first generation of hardware on which it was to run,            
namely the Oculus Rift “consumer version”      
head-mounted display, Oculus Touch controllers and      
external tracking towers. As such, there are certain        
performance aspects of Coretet and transitively of  Trois        
Machins de la Grâce that are limited by the constraints of           
that hardware platform.  
 
7.1  Single Position Hand-Tracking 
Tracking of Coretet performers’ left hands along the        
length of the instrument neck happens simultaneously for        
all four strings, meaning the concept of “hand-positions”        
and the ability to use finger displacement to play intervals          
from the same position is not currently supported in         
Coretet. This is a significant limitation of the current         
version of the instrument.  
 
7.2  Lack of Tactile Feedback 
As with any virtual reality system, the virtualization of a          
physical control system is typically lacking the same        
haptic and tactile feedback offered by the original. In         
Coretet, when quantization of frequency is not selected, it         
is difficult to articulate specific notes without any        
fluctuation, as the performer’s hand is held in mid-air         
without any tangible surface on which to rest. While the          
Oculus Touch controllers do offer the ability to send         
haptic pulses and buzzes in response to events generated         
in software, the lack of a physical object with which to           
interact requires new contextualization for performer      
gesture and for the types of music that can be composed           
for the instrument. 
 
7.3  Occlusion of Non-Virtual Space 
Most current VR systems are differentiated from       
Augmented Reality (AR) systems by the focus on        
rendered spaces as a context within which presence is         
focused (VR) as opposed to the augmentation of physical         
spaces with digital construct and information (AR). The        
occlusion of performers’ vision when wearing the current        
generation of Oculus VR head-mounted display prohibits       
the use of many traditional methods of musical scoring,         
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performance, and communication that trained musicians      
have spent significant time and effort perfecting. 
 

8. CONCLUSIONS 
 

To date, successful performances of  Trois Machins de la         
Grâce Aimante  in Europe, South America and the United         
States suggest that the modes of networked virtual reality         
instrumental performance afforded by the composition      
and by the Coretet instrument could be a viable form of           
musical performance. While the production considerations      
in staging a performance of  Trois Machins de la Grâce          
Aimante  are considerable, they are not so far out of reach           
that such a project could only be performed once, by one           
ensemble in one fixed location. In contrast, the staging of          
Trois Machins de la Grâce Aimante  in multiple countries         
around the globe by multiple performance ensembles       
suggests that we’ve crossed a technological and financial        
inflection point, after which the production and       
performance of such works can only get easier.  

Moving forward, development of Coretet is currently       
focused on improving the user experience, bug fixing and         
implementing interface layers sufficient to submit the       
application to online software stores available for       
download by end users. Performers and funding to stage         
the full performance of all three movements of  Trois         
Machins de la Grâce Aimante  are currently being sought         
with a goal of resolving a full performance of the work in            
Spring of 2020. 
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ABSTRACT 

In this paper we introduce the Bookscapes project. Which 
focuses on augmenting the traditional book-reading ex-
perience through generative sound, music, and sound-
scape creation utilizing sound synthesis, music infor-
mation retrieval (MIR) techniques, and computational 
emotion analysis. The current prototype software is im-
plemented in MATLAB and MAX. The MATLAB envi-
ronment employs real-time convolutional neural net-
works (CNN) to detect speech when a user is reading a 
book (e.g. bedtime storytelling for children). MATLAB is 
also used to adaptively generate background sound-
scapes by reacting to the reader’s voice (when present) 
and text contained in pages of a given book. The MAX 
environment is used to generate synthesized sounds and 
“music” by exploiting the software’s well-documented 
utility as it is the most widely used computer music tool 
today.  

Keywords 

Computer Music System, Audiobooks, Generative Audio, 
MATLAB, Machine Learning, Soundscapes. 

1. INTRODUCTION AND MOTIVATION 

1.1 Electro-Acoustic Music and Traditional Books 

The genre of electro-acoustic music composition has a 
rich history that can be traced to pioneers like Pierre 
Schaeffer, Pierre Henry, Paul Koonce, Paul Lansky, and 
Jon Appleton. Composers like Barry Truax and R. Mur-
ray Schafer have also explored this area whereby sound-
scapes are created entirely from computer music synthe-
sis techniques (e.g. Riverrun from 1996) or by capturing 
and playing soundscapes without alteration (recordings 
from the World Soundscape Project from the 1960s to 
1970s, for example). Multiple approaches—found sound 
preservation, modulation, and sound synthesis—are em-
ployed, some of which aforementioned composers utilize 
in their works. In many of these electro-acoustic music 
works, storytelling and narrative elements play an im-
portant role. This includes pieces such as Appleton’s San 
Francisco Airport Rock (1996) and Park’s Aboji (2003), 
Omoni (1999), and 48 16 N, 16 20 O (2013). 

The practice and culture of reading is a universally 
shared activity that spans through space, time, continents, 
and most (if not all), imaginable boundaries and disci-
plines. Although there are countless examples where 
books are translated from their dynamic yet purely text-
based medium to the fixed cinematic audiovisual medium, 
it is not uncommon that the latter disappoints us as the 

nuances and expressions contained in the combination of 
words, sentences, paragraphs, chapters, and personal 
storyline pacing can hardly be recreated. 

The early concept of Bookscapes was motivated by 
Park as a system for “augmented storytelling”, driven by 
the very writing contained in digital books. The original 
idea combined electro-acoustic music techniques with 
book reading practices, and rapidly developed further 
with Tsuruoka’s Soundwriter project. In Soundwriter, the 
focus is enriching the bedtime storytelling experience for 
children where both computer music and machine learn-
ing techniques come together to render a sonically aug-
mented storytelling experience. Bookscapes, in its current 
design, provides a platform where one can either read 
alone, with one’s children, or in a group. 

In this paper, we summarize the current status of the 
Bookscapes prototype and potential future work towards 
immersive and interactive book reading augmented via 
“bookscapes”. 

 
Figure 1. Real-time automated segmenter developed in 
MATLAB for building a speech data corpus. 

2. RELATED WORKS 

2.1 Amazon Audible and Google Play Audiobook 

Ever since the rise of e-books, the publishing industry has 
adapted technologies whereby products have shifted from 
physical to digital mediums. Downloadable audiobooks, 
in particular, have proven to be the significant revenue 
stream and strongest growing consumer trend in 2018 [1]. 
Audiobooks essentially takes the idea of a person reading 
a book to another person having to actually read. Typical-
ly, celebrity actors and actresses (e.g. Kate Winslet, Jake 
Gyllenhaal, and Bryan Cranston) reads texts from a given 
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book verbatim, much like narrative voices that often ap-
pear in documentaries. One of the leading digital book 
competitors, Amazon Audible, provides a monthly-
subscription service through Amazon’s publishing plat-
form. Their services include the “Immersive Reading” 
feature via Kindle eBook devices that enables readers to 
listen to the narrated audio while following along with 
corresponding highlighted sentences in real-time 1. An-
other major system is Google Play, offering an alternative 
for the audiobook technology space 2. Google Play fea-
tures are similar, the main difference being the number of 
titles – Audible has over 4,00,000 audiobooks while 
Google has not disclosed any information on total num-
ber of titles they possess. 

2.2 Automated Scoring System for Audio Stories 

A study conducted by Rubin and Agrawala indicates that 
many publishers in the audiobook space are reluctant to 
produce music scores for their content [2]. This seems to 
be largely due to the sheer amount of required labor for 
producing music for varying dialogues and “scenes.” 
Given the scarcity of circumstances where this dilemma 
is bypassed and the production of highly produced con-
tent is feasible, the digital publishing industry seems to 
call for an automated system that generates emotionally 
relevant music without needing to manually create tai-
lored music scores. Rubin and Agrawala’s proposed sys-
tem relies on an annotation process that gathers emotion 
labels for generating music from two domains: (1) from a 
text transcript (representing speech signals in the form of 
paragraphs and/or small chapters) and (2) from a database 
of preexisting composed music. By correlating gathered 
emotion labels between (1) and (2), a speech signal is 
assigned to the music track that best represents the emo-
tional relevancy of the speech content. The selected mu-
sic is then automatically tagged (via splicing and looping) 
in a way that corresponds to the flow of the pre-recorded 
narration audio track.  

2.3  Music Book Series 

Brad Garton’s Music Book started out as a sabbatical 
book-writing project where he decided “… that the com-
puter music field didn't really need another pedagogical 
treatise …” and that his “… book would be a set of [his] 
personal observations about listening and doing music … ” 
leading him to create “… a book with a soundtrack!”3 
The software, which is available entirely online, uses 
JSyn [3] and requires approximately 400 MB. It “tracks” 
what is being read at various rates “so that the sound 
playing would reflect the text at the appropriate time no 
matter how quickly the book was being read.” The music 

 
1  
https://www.audible.com/ep/wfs?ref=a_hp_b1_desktop_footer_column
_3_2&pf_rd_p=63f9cf2c-0b22-42de-ad05-
7ac4ced6520d&pf_rd_r=MJGZ8YANQG1G4AFHAD49& 
2 https://play.google.com/store/books/category/audiobooks 
3  
http://sites.music.columbia.edu/brad/software/downloads/
My_Music_Book.html 

is algorithmically generated, running continuously with 
the text. Other projects including The Book of Dreams 
and MemoryBook have also been produced, adapting the 
original system to handheld devices like the iPad and 
using a number of other software systems including 
RTcmix, openFrameworks, and Max/MSP/Jitter. The 
sounds largely based on custom piano samples are beauti-
fully composed with some of the aforementioned soft-
ware systems. 

3. SOFTWARE SYSTEM  

The Bookscapes system consists of three modules— (1) 
the sound classification module, (2) the sound synthesis 
module, and (3) the web-book text view module. To test 
the system – generate ambient soundscapes with layered 
synthesized sounds from text contained on virtual book 
pages – we used the Snow White fairytale (a short Disney 
version) due to its well-known story line and also to man-
age the size of the total text that we would need to work 
with. The following subsections summarize each module. 

3.1 Sound Classification Module: Speech and Sound-
scapes 

The sound classifier uses a convolutional neural network 
(CNN) deep learning system for machine learning. In 
particular, we are currently using the real-time MATLAB 
CNN library to train ambient soundscapes and speech 
signals. Our deep learning model uses standard neural 
network architecture based on MFCC coefficients as the 
input space where a large number of utterances and ambi-
ent soundscapes are used as training samples.  

3.1.1 Datasets for Speech and Ambient Soundscapes 

In order to acquire a speech data corpus for a specific 
collection of possible words contained in Snow White 
(203 total unique words), we developed a rapid audio 
data and labeling system where we can quickly grow our 
training dataset in a short period of time. We exploit the 
fact that each word is usually less than one second in du-
ration whereby typically around 100 samples of a given 
word can be recorded, automatically excerpted and la-
beled in approximately 90 seconds. This is achieved by 
rapid articulations of a desired word interleaved by short 
pauses and by pre-selecting a label for the word one 
wants to train the CNN with (shown in Figure 1). As this 
can be conducted in a relatively quiet room, real-time 
automatic segmentation is achieved with an unusually 
high degree of accuracy: SNR are unusually high as there 
is little other than a clear, strong signal (voice) and close 
to zero background noise.  

Automatic segmentation is accomplished with simple 
analysis of the measured root means squared (RMS) en-
ergy of speech—a signal above an adjustable RMS 
threshold will be deemed a speech signal. We tested the 
system with a 2018 MacBook Pro 4.3 and its built-in mi-
crophone in a bedroom environment to best simulate typ-
ical indoor, private reading settings.  

This ground truth dataset acquisition module of 
Bookscapes has allowed us to rapidly acquire labeled 
speech segments and automatically organize the audio 
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samples, resulting in 65,452 unique samples for 203 
unique words used in Snow White. Additionally, ambient 
background sounds collected from six different indoor 
locations were included in our dataset for training the 
system to differentiate between speech and non-speech, 
background sounds.  

Ambient soundscape data was acquired from the publi-
cally available freesound database, YouTube, and other 
soundscape recordings from the Internet. A custom 
MATLAB program called freesound.m was developed to 
automatically download audio files with keyword search 
features. Likewise, a youtube.m program was also devel-
oped to automatically download samples from the Google 
AudioSet4. The software, however, can be used to down-
load any audio from a given YouTube media URL. 

The ambient soundscape ground truth dataset creation, 
once downloaded, was accomplished semi-automatically 
using the concepts of signal-to-noise ratio (SNR), apply-
ing RMS to compute the energy envelope of a sound-
scape recording, computing its “ambient level” set as the 
“ambient noise floor,” and extracting the ambient seg-
ments by automatically identifying portions that are be-
low a set SNR level as shown in Figure 2. This module is 
still under development and will be published separately 
in the near future. 

Once the ambient soundscapes samples are extracted, 
each sample is automatically organized according to five 
ambient soundscape classes with “noisy” and “quiet” at 
the extreme upper and lower “dynamic” ends, with neu-
tral in the middle, and two additional sub-categories as 
follows: noisy, somewhat noisy, neutral, somewhat quiet, 
quiet. This loosely coincides with dynamic markings used 
in Western music notation –f, mf, (“m”), mp, p – with the 
neutral category missing. 

The soundscape portion of the project is also currently 
being developed under the Citygram project, which fo-
cuses on real-time soundmaps, sound mapping, and au-
tomatic soundscape classification, and soundscape visual-
ization [4]–[7]. Further details regarding the ambient de-
tector will be published in separate paper in the near fu-
ture. 

3.1.2 Dataset Training  

Data samples in each classification label were divided 
into training, validation, and testing data sets. For speech 
signals, the 70% of the total samples for each word was 
used for training, 17% for validation, and the remaining 
13% for testing. This distribution was factored in so that 
the neural network compensates for the relatively small 
corpus size being used for this project. The result showed 
the validation accuracy of 97.46% along with the training 
error of 1.2%. Although this trained network is able to 
detect words in a controlled environment, such as a quiet 
bedroom (especially the same room where the data set 
was recorded), the seemingly convincing validation accu-
racy is not reflected in situations where the background 
characterizes change significantly – e.g. other indoor 
spaces such as university common areas.  

 
4 https://research.google.com/audioset/ 

For the ambient soundscape training portion approxi-
mately 2,500 for quiet, somewhat quiet, and neutral have 
been collected. For the somewhat noisy to noisy catego-
ries, approximately 1,100 samples have been collected 
respectively. For ambient soundscape training we used 
the k-fold technique (k=10) resulting in approximately 
73% correct classification between the five classes of 
ambient soundscape classes. We have recently acquired 
two weeks of soundscape recordings from five devices 
and expect to increase the dataset size. We anticipate that 
the deep learning network performance will improve. 

 

 
Figure 2. Automatic ambient detector screenshot 

3.1.3 Classification and Audio Feature Extraction 

The machine learning module computes the Short-Time 
Fourier Transform (STFT) in real-time signal as input 
images to the CNN (we plan to use and the Mel-
Frequency Ceptral Coefficients (MFCC) in our next itera-
tion for speech signals). The class decision is made either 
when the probability of class membership exceeds a set 
threshold or when a particular class outputs high values 
repeatedly over a set window length as shown in Figure 3. 
Once a word is classified the machine learning module 
computes semantic emotion ratings using a lookup table 
based on the ANEW library. Each word in ANEW in-
cludes three-dimensional emotion ratings of valance, 
arousal, and dominance. Thus, every word recognized 
through our classifier results in retrieval of real-time re-
trieval of valence, arousal, and dominance values from 
the ANEW library. In general, valence represents “pleas-
antness”, arousal represents “intensity”, and dominance 
perceived degree of control exerted by the stimulus [8] 
[9]. 

When the detected word’s ANEW ratings are non-
existent, Bookscapes outputs neutral ratings where all 
three dimensions have the same average values. The out-
put of these text-based emotion values is then piped to the 
ambient soundscape selection module and the Max/MSP 
for generating pre-recorded soundscapes, sound effects, 
and music created algorithmically using classic sound 
synthesis techniques including FM synthesis. The ambi-
ent soundscape class from noisy to quiet (five total) is 
selected by considering the arousal whereby the words 
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with maximum arousal (> 0.8) will result in selecting 
from the “noisy” soundscape class and minimum arousal 
(< 0.8)  will result in selecting samples from the “quiet” 
soundscape samples. By analyzing inputted words along-
side the pre-labeled sentence emotion, the system at-
tempts to circumvent misinterpretation of a word’s emo-
tional value that may arise due to the unknown context 
for ANEW rating process.  

 
Figure 3. Speech recognition detecting the word 
“dwarfs” alongside RMS energy and F0 tracking. 

The sound analytics module also computes low-level 
audio features in order to additionally infer other aspects 
of emotional dimensions of a speaker (see Figure 3). De-
spite the inconsistency found in an inter-annotator agree-
ment when interpreting the emotional characteristics from 
prosodic expressions of human speech [10], the anchor-
ing audio features that are found to be most influential in 
terms of their association with our perception of varying 
emotions are the intensity (RMS energy), speech rate, and 
fundamental frequency mean and range values. Based on 
this premise, the analytics module extracts these dimen-
sions in real-time alongside speech recognition pro-
cessing (see Figure 3). To transmit data from our system 
to Max/MSP, we use the IAC Driver Bus real-time music 
and sound generation.   

3.1.4 Speech Rate Analysis 

In the proposed system, speech rate is computed by ana-
lyzing the intervals between the peaks found in RMS 
energy values. As the speech rate increases, these inter-
vals get closer, and vice versa. However, we apply a 
smoothing function to adapt for false-positive peak detec-
tion, where such peaks have a tendency to distort the 
speech rate. For example, multisyllabic words tend to 
produce multiple peaks in RMS values. Such words in-
correctly inform the speech rate measurement to be high-
er than it actually is. This is because the intervals between 
syllables do not necessarily represent the global rate of 
speech that we perceive. We compensate for these types 
of irregularities by increasing the window size for the 
RMS calculation, thereby smoothening the peaks.  

3.1.5 Fundamental Frequency Range and Means  

A number of studies [11] [10] [12] argue that the funda-
mental frequency (F0) mean and range values have sig-
nificant impact on our perception of emotions. For in-
stance, fear is successfully represented by a 150% in-
crease in the F0 mean as well as a 20% increase in the F0 
range. In light of these studies coupled with our own ex-
perience as composers, we incorporate the F0 mean/range 
analysis to steer the sound generation behavior towards 
more emotionally relevant musical expressions. The F0 
mean value is calculated by simply taking the mean value 
of the detected fundamental frequencies over time (ap-
proximately over the period of one word). Similarly, the 
F0 range is calculated by taking the difference between 
the maximum and minimum detected frequencies over a 
short window of time. For both cases, F0 smoothening 
was necessary as is traditionally used in real-time F0 
analysis.  

Since this project is oriented around one of the author’s 
voices, the neutral state for speech rate and F0 
mean/range (in other words the definition of the normal 
speaking speed and voice range) was set manually in ad-
vance so that when the expression of the speech deviates 
from this pre-defined normal position (for the sake of 
expressive storytelling when reading, for instance), the 
magnitude of the deviation can inform the emotional 
changes, subsequently affecting the sound generation 
behavior. 

3.2 Sound Synthesis Module and Max/MSP 
The sound synthesis module is responsible for playing 
back “music” as well as the appropriate ambient sound-
scape samples through gradual fade-in and fade-out set-
tings as determined from the overall emotional setting of 
each page where change is gradual from page to page. 
We do not currently have implemented a speech follower 
module where we can exactly identify where on the page 
one is reading. However, our system allows for page-to-
page changes attained from page numbers of a given digi-
tal book.  

The acoustic features and the three emotional di-
mensions with corresponding valence, arousal, and domi-
nance weights detected in MATLAB drive the sound syn-
thesis module in Max/MSP. This module essentially gov-
erns the behaviors of synthesized sound, soundscape lay-
ering, sound effect triggering, as well as real-time nota-
tion generation for live performers in the case of 
Soundwriter. This is designed to allow composers to de-
termine the resulting musical characteristics according to 
the specific attributes of a given story rather than leaving 
this creative process to an algorithmic compositional sys-
tem that may generalize the result.  

The sound synthesis module currently implemented 
in the Max/MSP environment is built on Tsuruoka’s 
Soundwriter5 system where its focus is on children’s lit-
erature with the aim of augmenting traditional narrative 
storytelling practice through the lens of child develop-
ment. In Soundwriter, the three domains of emotive stim-
uli, namely semantic understandings, prosodic expression, 

 
5 Publication under consideration (Tsuruoka) 
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and musical expression (each domain paralleling the oth-
ers in its emotional conveyance), are merged with the aim 
of promoting children’s ability to infer emotions from 
their sound cognition skill (which is proven to develop at 
a slower rate than other emotion cognition skills [13]). 
Soundwriter classifies emotions from semantic and pro-
sodic features extracted from a narrative storytelling prac-
tice. The emotion classifications are computed over sen-
tence level lexical features of the story itself (emotionally 
salient words) as well as low-level audio features of the 
narrator’s voice (F0, intensity, and speech rate). 

3.3 Web-View Text View Module 
We implemented the book reading platform using HTML 
and JavaScript to flexibly make changes to the text and 
user interface while also preparing for a fully web-based 
reading system. We also used node.js to create a commu-
nication link between the web-browser, MAX, and 
MATLAB. Each page consists of a forward and back 
button that allows for page-turning, a home button, and a 
sound control section with an on/off button and volume 
slider.  

4. DISCUSSION AND FUTURE WORK 

Our initial efforts in creating a “bookscape” where sound, 
music, and soundscapes are dynamically generated using 
machine learning, speech recognition, and computer mu-
sic techniques are summarized. We were successful in 
creating proof-of-concept software where the book read-
ing experienced was sonically augmented as summarized 
in the above sections. 

While we were satisfied with our initial outputs, ample 
opportunity for further improvements on both technical 
and musical dimensions on the project exist. 

First, the text we used was short and included only 203 
unique words while the text itself in total included 448 
words. Our next phase of the project is to identify a num-
ber of additional stories that are longer, such as short 
books, in order to test the system in a more typical read-
ing setting. As such we plan to test the system with Nine 
Stories by J.D. Salinger (198 total pages) with an esti-
mated reading time of 165 minutes. This will allow us to 
potentially test the system in nine, 18 minute iterations 
and fine tune our system. 

Second, the speech-training module was mainly tested 
on one voice and in quiet environments. We, therefore, 
plan to expand our dataset to include different types of 
ambient soundscape environments as well as different 
types of speakers – including creating a standalone appli-
cation that can be used to crowdsource and share our 
growing dataset. Additionally, the speech recognition 
algorithm must be improved to take in account more 
complex rules such as grammatical syntax, conjoint word 
detection, environmental adaptation, etc. Also, the indi-
vidual text-based emotion rating fails when more com-
plex semantic circumstances arise, such as context-
dependent semantics, metaphors, emotional negation, etc. 

Third, while we have implemented a semantic emotion 
detection system, this area of research is potentially the 

most underexplored in terms of what is possible from the 
analysis perspective as well the sound synthesis perspec-
tive. The demand for an emotion-aware speech recogni-
tion system grows alongside the rise of technology with 
human-computer interfaces. However, there has not been 
a standardized system nor a method for a prosody-based 
emotion recognition system that is reliable over varying 
applications. This is largely due to the fact that the classi-
fication accuracy of such a system is highly sensitive to 
the similitude between the type of data set used to train 
the system and the circumstance of its real-life applica-
tion [14]. And recent studies vary in their intended appli-
cations; hence employing different databases (speech 
corpora) need to be paired with those that best correspond 
to their particular goals. And while some preliminary 
work has be done in conducting salient feature extraction 
(F0 and global energy levels), future work will entail 
training the CNN to recognize words articulated in differ-
ent ways so that more nuanced information can be direct-
ly retrieved from the speech in storytelling situations. In 
addition to the application dependency, the methodology 
through which to train speech to the system varies and no 
one approach has yet to become a widely accepted prac-
tice. This is largely due to the uncertainty of determining 
which prosodic feature contributes to what emotion [10]. 
Different audio features, such as pitch, intensity, voice 
quality, and speech rate, require different classification 
architectures in order to optimize the computation of pre-
diction probabilities for classified emotions. In general, 
several studies [12] [14] [15] agree that the most influen-
tial audio features that contribute to the detection of emp-
tions are: pitch, intensity, speech rate, and voice quality. 
And the most commonly used classifier architectures are: 
Support Vector Machines for global statics features (ut-
terance/phrase segmentation) and Hidden Markov Models 
for short-term features (words segmentation) [14].  

Fourth, the generative ambient soundscape module is 
still in its early stages of research. As such our plan is to 
crowdsource the annotation portion of ambient sound-
scapes through human annotation using a number of rapid 
annotation systems that we have developed and will pub-
lish in the near future. For example, one of the software 
we have developed was able to cut down annotation time 
by approximately 97% of the time it took conducting 
similar annotation work with the Audacity software. 

Lastly, although our current prototype is primarily im-
plemented in MATLAB, Max/MSP, and 
HTML/JavaScript, our ultimate goal is to make the sys-
tem runnable entirely on a web-browser using WebAudio, 
TensorFlow.js, and system JSyn.  

5. CONCLUSION 

In this paper, we summarized the Bookscapes project—
an augmented book-reading system whereby sound, mu-
sic, and soundscapes are generated as a function of spo-
ken and written texts. We provided an overview of the 
machine learning, text visualizer, and sound generator 
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module where, together, they create an immersive and 
interactive book reading environment. 
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ABSTRACT 
This article introduces a dialogue between an experi-
mental study and a creative process of an acousmatic 
piece. The relation of timbre and space regarding these 
techniques of sound synthesis and spatialization is dis-
cussed. We address the methodology of an experiment 
performed at the CIRMMIT of McGill University, in July 
2018. Our approach was to study the relation between 
granular sounds and sound diffusion by controlling digi-
tally the generated sounds and correlating granular syn-
thesis parameters with different orders of ambisonics. 
Further, we describe how the studied sounds where used 
in the acousmatic composition Substâncias Moldáveis 
(2018) for 8-channel. A short analysis of the piece is pre-
sented considering its form, spectral features, and spati-
alization strategy. In conclusion, we address the prelimi-
nary results of the experiment relating them with the cre-
ative process of composition. Finally, we discuss forth-
coming work relating to the manipulation of timbre in 
space and its reflections in perception.   

1. INTRODUCTION 
In July 2017 we performed a short-term experiment 
bringing together granular synthesis [1] and high-order 
ambisonics sound spatialization [2]. This experiment was 
performed at the Immersive Presence Laboratory of the 
CIRMMT, at McGill University, Montreal 
(https://www.cirmmt.org/about/facilities). 

The motivation for this experiment is our recent post-
doctorate research which deals with perceptual features 
produced by emergent timbre [3, 4]. In our view, these 
timbre features can be achieved from two possibilities: 1) 
in live electronic music, by the interaction of acoustical 
instrument sounds, live-electronic transformations, and 
electroacoustic tape sounds, and 2) in granular acousmat-
ic music, where the interactions among the grains in mi-
crotime domain (under 100 milliseconds) result in a mi-
crostructure (perceived timbre) that exhibits new proper-
ties not shared by the isolated grains [5]. 

Recent studies confirm that the higher is the ambisonics 
order employed, the richer is the diffused sound-field that 
is produced [2]. Complementarily, our intuition regarding 
this experiment is the idea that the combination of granu-
lar synthesis and ambisonics spatialization generates dif-
ferent states of decorrelation between the grains’ attacks 
in a multichannel system. Kendall [6] states that a ghigh 
index of decorrelation between different channels in 

sound diffusion produces diffused sound-fields. From an 
aesthetic standpoint, diffused sound-fields produce a 
dramatic effect in listening, even more, when the sound-
fields cover a 360º range, i.e. the emulation of our natural 
auditory field. 

It is important to emphasize that our auditory system 
has the ability to identify sounds coming from original 
sound sources and minimal delays between these sources 
and its reverberations which are related to space where 
the sounds were produced [7, pp. 287-288]. In our Ph.D. 
thesis [8, pp. 172-176] we have already verified that repe-
titions of a sound with prominent attack, such as the 
sound of a snare drum, in a sound-field formed by an 8-
channel system, are perceived as two or more sounds 
with distinct attacks only if the interval between them is 
higher than 70ms. If the time interval is under this limit, 
we perceive a unique sound exhibiting a timbral varia-
tion, such as a flanger or phaser effect.  

Previous experiments have already been performed ad-
dressing ambisonics spatialization and electroacoustic 
music [9]. The background concept of our experiment 
considers synthesis and ambisonics spatialization as a 
unique operation congregating the sound manipulation 
with the generation of diffused sound-fields [10]. It 
means that the sound transformation process is applied 
between the ambisonics’ encoding and decoding [11]. 
This synthesis/spatialization process was held in 
Max/MSP employing objects of HOA Library (High Or-
der Ambisonics).   

After producing and recording the sound samples of the 
experiment for further analysis, Rossetti started the com-
position of the acousmatic work Substâncias moldáveis 
(2018). Many of the recorded sounds in the experiment 
were used as sound material of the piece. This 8-channel 
piece, with 12’20’’ of duration, was conceived having a 
gradual transition from discontinuity to continuity. The 
process of composition started at the CIRMMT Laborato-
ry and then was finished at the NICS-UNICAMP Immer-
sive Laboratory.  

In the next sections, we will describe the methodology 
of the granular synthesis/ambisonics experiment and the 
creative process of the composition of Substâncias 
moldáveis. Then we will make a conclusion comparing 
and relating both processes.  

2. DESCRIPTION OF THE EXPERIMENT 
During the experiment, in a general view, we synthesized 
sounds in high-order ambisonics (orders 3, 5, 7 and 9) 
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and spatialized them in sound diffusion formed by an 8-
channel system. The sounds which were the basis of the 
synthesis processes were flute and violin sound samples 
(instrumental sounds with defined pitch) and short ex-
cerpts of the works Concret PH (1958) from Iannis Xe-
nakis and Schall (1996) from Horacio Vaggione.   

For each tested ambisonics order, we generated four 
sound samples (sources of flute, violin, Concret PH and 
Schall), totaling 112 audio archives. At first, for each 
sound sample, we produced 4 synthesized sounds with 
fixed granular synthesis (GS) variables (FGSV). We in-
tended to simulate an instrument having a prominent at-
tack and 5 seconds of resonance plus a changeable extinc-
tion of the sound, depending on the delay time of the 
grains. The following values of the GS parameters were 
used, emphasizing that the delay time was fixed in 3 sec-
onds and the feedback rate in 0.99, for all experiments: 1) 
grain size of 20ms and rarefaction rate of 0.9; 2) grain 
size of 80ms and rarefaction rate of 0.7; 3) grain size of 
150ms and rarefaction rate of 0.45; and 4) grain size of 
300ms and rarefaction rate of 0.1. 

We also synthesized, for each sound source in the four 
ambisonics orders tested, dynamic sounds in which the 
values of the variables gradually interpolated in time (use 
of ramps) – IGSV. These sounds started from an initial 
position (with duration of 5 seconds), made the gradual 
transition between the initial and final values in 20 sec-
onds, and remained 5 seconds in the final values, totaling 
30 seconds. In Table 1, we present the values employed 
in the GS parameters for this experiment. 

 
Sound Starting values Final values 

1 
Grain size: 20ms 

Rarefaction rate: 0.9 
Grain size: 80ms 

Rarefaction rate: 0.9 

2 
Grain size: 80ms 

Rarefaction rate: 0.7 
Grain size: 150ms 

Rarefaction rate: 0.45 

3 
Grain size: 150ms 

Rarefaction rate: 0.45 
Grain size: 300ms 

Rarefaction rate: 0.1 

Table 1. Dynamic values of the GS/ambisonics spatiali-
zation experiment (IGSV).  

   In Figure 1, we present the Max/MSP patch employed 
for the sound synthesis. In the main patch there is the 
sound module for the reproduction of the sound samples 
(1), the module of spatialization/sound diffusion in 8-
channel system (2), and the module for the recording of 
the synthesized sounds, in 8-channel (3). The sounds, 
during their diffusion, were also recorded in stereo format 
by a Neumann Dummy Head microphone, placed in the 
center of the space of the sound diffusion.  

This microphone seeks to emulate the human hearing in 
spatial terms, capturing a sound image that reproduces the 
sensation of immersion in a binaural experience (captur-
ing the sound movement in space regarding the spatial 
distance between the ears). Each microphone is placed 
inside the “ears” of its head. In the sub-patch shown in 
Figure 2, we have, from top to bottom, the sound encod-
ing for a 7th order ambisonics mode (producing 3 positive 
harmonics and 3 negative harmonics, in addition of the 
harmonic 0), the GS process and the sound decoding in 
an 8-channel spatialization.    

 

 
Figure 1. Patch employed in the GS/ambisonics spatial-
ization experiment. 

 
Figure 2. The GS sub-patch. The synthesis object is 
placed between the encoding and decoding procedures 
in ambisonics mode.  

Thus, we played the sound source and recorded the 8-
channel synthesized sounds and the stereo image captured 
by the Dummy Head microphone, both inside the patch. 
We performed this action several times for each generat-
ed sound, considering the methodology explained above 
(different ambisonics orders, different GS parameters, 
and sound morphologies). In the patch, there are also two 
sub-patches named pitchshift 1 and 2 which transpose the 
grains randomly with an 8-octave range (4 above and 4 
below from the original source). The result of the exper-
iment produced data with the following description:  

 
Order Source Morphology Dummy-Head Recordings Total  

3 
Flute, violin, Con-

cret PH, Schall 
4 static FGSV,  

3 dynamic IGSV 28 

5 
Flute, violin, Con-

cret PH, Schall 
4 static FGSV,  

3 dynamic IGSV 28 

7 
Flute, violin, Con-

cret PH, Schall 
4 static FGSV,  

3 dynamic IGSV 28 

9 
Flute, violin, Con-

cret PH, Schall 
4 static FGSV,  

3 dynamic IGSV 28 

Table 2. Description of the data collected in the experi-
ment (the sound samples). 

3. CREATIVE PROCESS OF THE PIECE 
The conception of this work sough to produce a process 
of gradual transformation of the sound material (from 
continuous to discontinuous) or, metaphorically, a trans-
formation related to the transition from dusk to dawn. 
Here, imagery such as magnetic movements, different 
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plasma whose forms are moldable, or even the phenome-
non of northern lights, act as mediators of the abstract 
compositional thought and the sonic construction. 

As already mentioned, most of the sounds employed in 
this piece (those found in its first part) came from the 
experiment performed at the CIRMMT, all of them hav-
ing the 7th order ambisonics processing. As we show in 
Figure 3 above (waveform of the stereo reduction), the 
work can be formally divided into two parts.  
    

 

 
Figure 3. Above: Waveform of the stereo reduction of 
Substâncias moldáveis. Below: Volume representation 
of the work (see definition of Volume in [5, 12]). 

In the first part of the work (from 0’ to 5’47’’), we 
sought to perform a gradual transition from discontinuous 
to continuous sounds. In our view, discontinuous sounds 
are produced in GS when grains of small size and high 
rarefaction rates are employed. On the other hand, con-
tinuous sounds can be produced in GS if huge-size grains 
and low rarefaction rates are employed. By definition, in 
HOA Library, GS is processed by the object 
hoa.2d.process~hoa.fx.grain~, the grain size is given in 
milliseconds and the rarefaction rate goes from 0 to 1. If 
the rarefaction rate is close to 0, continuous grainy clouds 
are produced, if it is close to 1, discontinuous grainy 
clouds are produced, i.e. many silent spaces are placed 
between the grains. 

Thus, to conceive this sound transformation, we super-
imposed, at the beginning of the piece, different textures 
of GS sounds (the recorded 8-channel sounds of the ex-
periment) achieved from acoustic instruments. For the 
generation of these sounds we used values of 20ms for 
the grain size and of 0.9 to the rarefaction rate. Gradually, 
the employed sounds had the variable values changed in 
time, producing gradually more continuous textures 
(changing from 80 to 300ms in the grain size and from 
0.7 to 0.1 in the rarefaction rate). Also, we defined a 
curve of amplitude which gradually increases, until it 
reaches a considerable amplitude (close to 0dB). 

In the second part of the work, all the sounds have a 
continuous timbre configuration. Here, we produced GS 
sounds in the same Max/MSP patch but having higher 
grain sizes (from 1.000 to 10.000ms) and a low rarefac-
tion rate (0.1). The conception which was employed in 
this part was the idea of a spatialization of different tim-
bre transformations of the same original sound, i.e. a tim-
bral spatialization.  

We took the sounds produced from the 8-channel GS 
and employed to each channel different timbral processes 
of the GRM Tools plugins (Reson, Comb Filter, and 
Pitch Accum). For each 8-channel GS texture produced 

four different timbral transformations were employed. 
The same transformations were performed to channels 
situated in opposite sides of sound diffusion. In Figure 5, 
we show how the timbral spatialization was conceived in 
the 8-channel system, forming the following pairs of 
speakers: 1-5, 2-6, 3-7, 4-8.  

 

 
Figure 4. Timbral spatialization strategy of the second 
part of Substânicias moldáveis.  

In Figure 3 below, we have the volume representation 
of the work [5, 12] (time X frequency), achieved from the 
calculation of curves representing audio descriptors val-
ues. By this graphical representation, it is possible to 
evaluate the timbre of an audio recording regarding the 
frequency space its sound texture occupies (measured by 
the area between the Spectral Centroid curve and the 
Spectral Standard Deviation curves). The color represents 
the Loudness or the perceived amplitude and it goes from 
the lilac to red, passing through light blue, green, yellow 
and orange colors.  

By observing this graphic, we have an overall view of 
the timbre behavior of the piece in time. Considering the 
sound amplitude perception of this piece, in the first part, 
we have a constant increase of energy, from silence to a 
high-amplitude excerpt (around 5’), represented by the 
red color. The overall energy of the second part is higher 
than the first part (shown by the colors orange and red). 
At the end of the piece, the energy decreases again, 
shown by the colors green, blue and lilac of this excerpt.  

Considering the Spectral Centroid, which shows the 
barycenter of the energy distribution of the spectral enve-
lope, the second part of the piece has a timbre perception, 
in terms of frequency, in a higher frequency-region in 
comparison with the first part. Still, regarding the Spec-
tral Centroid and Standard Deviation, both parts have a 
similar form. The parts start having a higher frequency 
perception, and gradually decrease to a low-frequency 
region. 

4. CONCLUSIONS 
The interdisciplinary dialogue between compositional 
strategies and experimental studies related to sound per-
ception is very important for the advance of the technolo-
gy of sonic spatialization and sound synthesis, as well as 
to foment new compositions that are originated in the 
aesthetics of the hybridization between technical process-
es and poiesis. As mentioned by Simondon, in his thesis 
about the mode of existence of the technical objects [13] 
all technical object can have its aesthetical epiphany, in 
that it extends and belongs to the world (p. 255). The 
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musical work is rather an extension of natural and human 
worlds and is the result of an elaboration that benefits 
from the technicality, maintaining an intermediate status 
between pure objective and subjectivity (p. 258).     

The conducted experiment opened possibilities for the 
creative though applied in the composition of Substâncias 
moldáveis. The dummy head microphone was used to 
capture the sounds to be analyzed since it intends to 
simulate auditory space perception [14]. We observed, 
regarding the sound morphology of the sounds produced 
by GS and spatialized in HOA, that sound 1 (see Table 1) 
is perceived as having a lighter texture compared to 
sounds 2 and 3 since the grains are sparser in the frequen-
cy region they occupy. On the other hand, sounds 2 and 3 
have a are denser texture. These features can be observed 
in the volume representation of the piece in Figure 3. It 
starts with a very light texture (sound 1) – lilac color in 
the volume representation informing the loudness level – 
which gradually becomes denser (combinations of sounds 
1 and 2) passing through light blue and green colors, and 
finally becoming yellow and red between 4’ and 6’ when 
there is a prominence in the use of sound 3.     
  Ambisonics is as powerful tool to a composer who 
works with electroacoustic music. It changes the para-
digm of spatialization based on the movement of a punc-
tual source in space. It also opens new possibilities relat-
ed to the creation of immersive sound-fields that are clos-
er to our natural auditory experience. And when GS is 
combined with this type of spatialization, one gets a very 
interesting result in which the grains actually “move” in 
space.  

The change in ambisonics orders, as Kendall [6] has al-
ready pointed out, interferes on the movement and depth 
of the diffused sound-field produced. It has to do mostly 
with phase variations, or temporal and space aspects. Our 
further analysis will intend to show and analyze those 
properties. 
  The idea of the spatialization of timbre was approached 
by two forms in the composition. We believe that this 
approach opens the possibility of new discussions about 
timbre that overtake the traditional time/frequency ap-
proach. The first form of dealing with timbre and space is 
reflected in the first part of the composition, where the 
ambisonics spatialization of the grains vary considering 
the changes in the grain size and rarefaction rates. This 
manipulation affects the movement and timbre perception 
in space.  

The second form is reflected in the last part of the 
piece. There, the speakers act as “instruments” that have a 
specific timbre. This timbre is given by the spectral trans-
formations employed in each track. As the result of this 
process, the listener does not identify which speaker re-
produces a specific sound, but rather he perceives the 
timbre amalgam resulting from the agglutination of all 
sound sources, with aesthetic features.         
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ABSTRACT 

With the advent of computer technologies, composers have 
begun to use computers for their compositions. Among 
many new compositional techniques, sound analysis and 
synthesis is a fundamental process for creating new tim- 
bres. Accordingly, computer technologies have changed 
composers’ actions during their compositions as well. Be- 
cause they may forgo writing sketches and scores on pa- 
per, some studies point out that it is difficult to analyze 
the compositional process of music created with comput- 
ers. To address this issue, we present a visual analytics 
system, Spectrail, to trace a compositional process made 
with sound analysis and synthesis using data taken from a 
software system, AudioSculpt. 

In this paper, after providing an overview of the latest ver- 
sion of Spectrail, the results of an empirical evaluation ex- 
periment with four composers who studied at IRCAM are 
presented. The actual analytics was performed with two 
aspects—one is how the composer used computers, and 
the other is how he changed the sounds during the com- 
position. The results of the evaluation experiment show 
that the features in the compositional processes are clar- 
ified through visual analytics and that the system allows 
composers to look back on their compositional processes 
for future creation. 

1. INTRODUCTION 

Since the twentieth century, composers have begun to use 
electronic sounds in their musical pieces. After computers 
became to be more commonly used, composers also began 
to use technologies such as spectral analysis and synthesis 
for their compositions. 

Among these new types of compositional techniques, sound 
analysis and synthesis is one of the fundamental processes 
of composition. A representative example is spectral mu- 
sic, where the acoustic properties of sounds themselves are 
used as the basis of the compositional materials. Kling-  
beil [1] summarizes composers’ methods when using spec- 
tral analysis and synthesis. He explains numerous kinds of 
methods for spectral modeling, analysis, and synthesis and 
also refers to graphical user interfaces for the methods. 
Some studies point out that it is difficult to analyze the 
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compositional process of music created with computers. 
According to Couprie [2], one of the difficulties in analyz- 
ing these musical pieces is that they do not have any visual 
supports; therefore, one must need to understand complex 
relations among parts, moments, and units without visual 
supports, which are hard to discover through simple lis- 
tening. This motivated us to create a visual interface for 
analyzing these musical pieces. 

In this paper, we propose a system, called Spectrail, to 
visually clarify the compositional processes of sound anal- 
ysis and synthesis by extending our precedent system [3]. 
A screenshot of the main interface of Spectrail is shown in 
Figure 1(a). 

Spectrail inherits the spatial substrate of the precedent 
system. The history of composition is visualized in the 
pixel-oriented spatial substrate and has its data taken from 
AudioSculpt, which is a known software system for sound 
analysis and synthesis, and the system allows the users to 
analyze features and sound changes in the compositional 
process. However, the precedent system does not provide 
any information on the exact timing of computer usage. 
Furthermore, it does not have any functions to precisely de- 
scribe sound changes in the compositional process either. 
Spectrail has functions that substantially address these is- 
sues. Hence, we conducted an empirical evaluation of the 
Spectrail system by analyzing pieces by and conducting in- 
terviews with four composers of the Institut de Recherche 
et Coordination Acoustique/Musique (IRCAM). 

The remaining part of this paper is organized as follows: 
The related work is summarized in the next section, and 
the basic architecture and primary functionalities of Spec- 
trail are described in Section 3. Then, in Section 4, the 
evaluation results using data provided by the four com- 
posers are presented, and the effectiveness and limitations 
of Spectrail are clarified through the interviews with those 
composers. Section 5 concludes this paper and discusses 
future research. 

2. RELATED WORK 

The related work of the current paper can be found at the 
intersection of three domains—musicological study for 
computer music, music visualization, and provenance 
visualization. In Spectrail, the compositional processes of 
musical pieces are focused on,  whereas the primary targets   
of most previous works on music visualization are only 
completed pieces. Our study aims at visualizing a specific 
provenance—the compositional process of sound analysis 
and synthesis—and can also be regarded as an initial at- 
tempt at managing the provenance of time-series events in 
the music visualization field. 
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2.1 Musicological Study 

Computer music is widely studied in many research fields. 
In this section, the analysis methods in graphical interfaces 
and sound descriptors are presented. 

 
2.1.1 Analysis with graphical interfaces 

Many visual interfaces that are used to analyze musical 
pieces, especially for electroacoustic music, have been de- 
veloped. It is because these kinds of music may not have 
any scores nor any other graphical representation. To ana- 
lyze these musical pieces, new kinds of visual representa- 
tions are needed. 

One of the representative systems is “EAnalysis,” which 
was first proposed by Couprie [2]. The system provides 
sufficient information about the electroacoustic music, in- 
cluding pitches and other sound descriptors. Park et al. 
[4] map three types of sound descriptors of several sounds 
in a 3D graph. In the system, twenty-six descriptors are 
used to analyze the sounds in the computer music. Malt [5] 
develops a system to analyze computer music with sound 
descriptors. He represents the changes of the sound in the 
music with a particular focus on the brightness of the sound 
and then analyzes Xenakis’s musical pieces. 

 
2.1.2 Analysis with sound descriptors 

Sound descriptors are developed mainly in the music re- 
trieval field and are widely used for music analysis and 
composition. One of the comprehensive studies of sound 
descriptors comes from Peeters [6], which proposes fifty- 
seven descriptors and provides a taxonomy of the descrip- 
tors. Malt et al. [7] proposes a library to interactively com- 
pute descriptors. There are several known studies aiming at 
composing musical pieces with sound descriptors. Indeed, 
Schwarz et al. [8] propose a method to generate sounds 
using descriptors. 

 
2.2 Music Visualization 

Music remains in time and space, but it does not have any 
intrinsic visual representations. Studies on visualization 
include visualizing the structure of a single musical piece 
and visualizing multiple pieces. Most of the research on a 
single piece aims at revealing the structure of the musical 
piece and focuses on elements of the music such as tonal- 
ity, melody, and harmony. 

Research to visualize the melodies of the musical pieces 
includes the study conducted by Snydal et al. [9], which 
visualizes the melodies of improvisations in jazz session. 
They represent the changes of the pitches in the melody 
with lines. 

There are also some studies that focus on repeated pat- 
terns.  Puzon´ et al. [10] propose a system using the pulse 
code modulation format. Chan et al. [11] visualize orches- 
tral music, focusing on the roles of the instruments. 

Several visualization studies peer into the relationship be- 
tween multiple musical pieces. A system developed by 
Muelder et al. [12] visualizes the relationship between the 
musical pieces by using graphs. Their method is based on 
physical acoustic similarity. 

 

 
Figure 1: Data flow of Spectrail. It takes as its input an 
SDIF file and audio files from AudioSculpt. 

 
2.3 Provenance Visualization 

Provenance visualization can also be regarded as another 
key aspect in our research because it concentrates on the 
history of sound processing. The term “provenance” has 
been used in a variety of ways to describe histories in visu- 
alization research [13]. A representative provenance visu- 
alization system is VisTrails [14]. There are other known 
systems that can support the design. Kurlander et al. [15] 
introduce an editable graphical history as well. 

 
3. SPECTRAIL 

This section provides an overview of Spectrail, which was 
developed by extending our precedent system [3]. 

The objective of studying compositional processes is 
twofold. The first is to clarify how the musical piece was 
composed. The second is to analyze how the sound was 
changed. To satisfy these two objectives, the following five 
requirements were defined for designing Spectrail: 1) To 
clarify the order of the manipulations on the software 
system in the com- positional process, 2)To find how the 
composer chooses the “treatment” functions on 
AudioSculpt, 3)To analyze where the composer is 
focusing, 4)To find how the com- poser makes sections, 
5)To track the change of the sounds during the 
composition. 

The target software of Spectrail is AudioSculpt [16], 
which was developed by the IRCAM (see Figure 1(c)). 
Our sys- tem takes full advantage of the functions called 
“treatments.” Spectrail takes two types of input data, as 
shown in Figure 1(b).  One is the SDIF [17] file, which is 
an intermediate product of AudioSculpt, and the other is 
audio files.  An SDIF file includes data that shows the 
order of sound processing. Many kinds of data items on 
the sound syn- thesis, the data on timestamps, the types, 
and the durations of treatments are utilized for the 
Spectrail. A single audio source file can be visualized on 
our system. 

The previous system has several limitations for analyzing 
precise compositional processes. First, we cannot see the 
time distance between the treatments nor understand where 
the composer took time in the composition. Second, users 
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Figure 2: Visualizing the time intervals between treatments 
as the distances between treatment blocks. The history of 
the composition is represented from bottom up. 

 
cannot precisely figure out the sound changes in the com- 
position. To overcome these limitations, we incorporated 
several extended functions, as shown below. 

 
3.1 Spatial Substrate and the Users of the Spectrail 

After extracting the input SDIF file, each of the treatments 
is represented by a colored block. They are referred to as 
the “treatment blocks.” Each of the treatment blocks has 
its own abbreviation that is denoted by unique four char- 
acters. The color of a treatment block represents its type. 
The left side of each block corresponds to the start time of 
the treatment of the sound material, while the width of a 
block is the duration of the treatment. In the system, the 
history of creating sounds is represented by a vertical se- 
quence of treatment blocks. In addition, spectrograms may 
be superimposed on demand on the back of these treatment 
blocks. 

The primarily targeted users include composers and mu- 
sicologists. Composers intend to create new unique sounds 
with spectral analysis, whereas musicologists aim to ana- 
lyze a compositional process. 

Using one of the functions of Spectrail, users can see the 
time distance between the treatments in the selected date, 
as shown in Figure 2, where the vertical axis shows the 
time distance between the treatments and the horizontal the 
time of the sound. Users can see where the composer took 
his or her time in the composition. 

3.2 Visualizing Change of the Sounds 

Pitch, loudness, and timbre are significant elements for de- 
scribing the features in computer music [18]. According to 
this, five kinds of sound descriptors were actually chosen 
for Spectrail to visualize the sound changes, as shown in 
Figure 3. The descriptors include pitch (depicted with the 
blue color), spectral centroid (red), spectral spread (green), 
spectral flatness (yellow), and loudness (purple). This vi- 
sualization shows the difference of the sound descriptors 
between the steps of the composition. First, we divided the 
audio into some small frames for 0.05 seconds and com- 
puted sound descriptors for each of the frames. Then, the 
different frames were extracted, and the means of them 
were computed. The saturation of each square represents 
the difference in values for the sound descriptors. The 
larger the difference is, the higher the saturation is. 

Spectral centroid,  spread,  and flatness are spectral  fea- 
tures that describe the characteristics of the spectrum. Pre- 

 

Figure 3: Visualizing the difference in values for the sound 
descriptors. 

 
vious studies have shown that the spectral centroid, spec- 
tral spread, and spectral flatness correspond to the bright- 
ness of the sound, the distribution of spectrum, and the 
noisiness of the sound, respectively [6]. 

 
4. EMPIRICAL EXPERIMENT 

To evaluate Spectrail, we conducted empirical experiments 
with actual pieces by composers and then held interviews 
with two in the four composers 1 . The actual analytics was 
performed with a particular focus on two aspects—one is 
how the composer used the software, and the other is how 
he changed the sounds during the composition. Four com- 
posers who studied at  the IRCAM were  asked to  create 
a piece with AudioSculpt version 3.4.6. First, the com- 
posers chose a sound file and then composed a piece only 
using the “treatment” functions of AudioSculpt. The orig- 
inal sound file for the composition was chosen by each of 
the composers. After the composition, they saved the data 
on treatments as an SDIF file and submitted it together with 
the audio files of the original sound and completed piece. 
The following are the profiles of these four composers. 
Composer A used a guitar performance with pizzicato, 
which continues for two minutes as the original sound of 
the piece. The total number of treatments is fifty-four, 
and he rendered the piece six times during the compo-
sition. Before the second rendering, Composer A used 
many treatments, and after that, he used only a few. 

Composer B usually composes his pieces with sound 
analysis and synthesis using the treatments of AudioSculpt. 
This suggests that his composition method is close to the 
composition required for this experiment. He used a gui- 
tar sound with pizzicato and composed the piece with one 
hundred treatments. He rendered the piece three times. 

Composer C is a composer who intermixes electronic 
sound and acoustic instruments and usually uses sound de- 
scriptors for his composition. He did not render the piece 
before completing it and composed only seven manipula- 
tions. 

Composer D composes his pieces using both electronic 
sound and acoustical instruments with multi-layered tex- 
ture using classical instruments and electronics. He used 
forty-nine treatments for his composition and did not ren- 
der the piece before completing. 

4.1 Visual Analytics 

The processes are analyzed by looking at the five require- 
ments mentioned in Section 3. With these viewpoints, it  
is expected to be clarified where the composer focused in 
the original sound file. Because many composers create 
their pieces based on the structure that they have planned 
before starting to compose, it is important to know where 

 
 

1 The four composers who participated in the empirical evaluation ex- 
periment are as follows: Composer A: Luciano Leite Barbosa; Com- 
poser B: Alessandro Ratoci; Composer C: Frédéric Le Bel; and Com- 
poser D: Maurilio Cacciatore. The piece by Composer D is titled Tape 

on Piano—Sketch for Audio Sculpt. 
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(a) Composer A. 
 

 
(b) Composer B. 

Figure 4: Compositional processes of Composers A and B. 

 
they focused by looking at the original sound file. In addi- 
tion, repeated treatment patterns indicate the intentions of 
the composer. From the viewpoint of acoustic changes, an 
overview of acoustic changes in the entire compositional 
process is provided. Hence, it can be seen how the com- 
poser used computers. 

4.1.1 Compositional process 

Figure 4 compares the compositional process of Composers 
A and B. Composer A composed the piece from the end 
of the original sound file (see Figure 4(a)). On the other 
hand, in the piece by Composer B, it is presumed that the 
composer divided the piece into three parts (a, b, c) ac- 
cording to the concentration of the treatments. Composer 
B first used many treatments in the middle part (b). After 
that, the composer composed in the former part (a) and fi- 
nally added the treatment in the last part (c), as shown in 
Figure 4(b). 

4.1.2 Repeated pattern 

Next, the repeated patterns of the treatments used by the 
composers are analyzed. It can be estimated that the com- 
posers were paying attention to the acoustic effects of the 
repeated treatments. Figure 5(a) shows that Composer B 
used a repeated pattern that consists of Gain filters af- 
ter the Transpositions. This pattern can also be seen 
in Composer D’s compositional processes. In addition, 
Composer D repeatedly used Spectral Snippets and 
Gain filters, by which the composer could copy and paste 
the sound spectral to another place, as shown in 5(b). 

(a) Composer B. 
 

 
(b) Composer D. 

Figure 5: Compositional processes of Composers B and D. 

 
4.1.3 Length of the treatments 

Figure 6 compares Composer B’s and Composer C’s treat- 
ments in terms of granularity. These visualization results 
show that Composer B composed the piece with small 
filters (see Figure 6(a)), whereas Composer C used the 
Transposition and Gain filters from the beginning to 
end of the original sound file (see Figure 6(b)). This sug- 
gests that Composer C composed the piece with two main 
treatments and that he manipulated the parameters of these 
treatments. 

4.1.4 Sound descriptor 

Figure 7(a) shows the sound changes in Composer A’s 
compositional process before the first rendering and Figure 
7(b) before the second rendering. Before the first render- 
ing, the pitches were notably changed. After the second 
rendering, all of the spectral features were changed, and 
then the spectral centroid, which indicates the brightness 
of the sound, became higher. 

Figure 8 shows the sound changes in Composer B’s com- 
positional process. In the first part of the composition, the 
treatments changed the pitches and the loudness. Then, 
the spectral centroid and spectral spread were higher, and 
in the last part of the composition, all of the descriptors 
were changed drastically. 

4.1.5 Relation between the treatments and sound changes 

The relation between the sound descriptors and treatments 
is discussed by taking Composer B’s compositional pro- 
cess as an example. First, it turns out that the pitch and 
loudness were changed drastically in the first part of the 
composition. Figure 9 shows that the changes come from 
Transposition and TimeStretch. 

4.1.6 Summary of the analytics 

First, the compositional processes of the four composers 
are visualized, and it turns out that composers used the 
same treatments repeatedly. For example, Composer A 
used Frequency Shift in the later part of the original 
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(a) Short treatments. 

 

 
(b) Long treatments. 

Figure 6: Length of the treatments. 
 

(a) Before the first rendering. (b) Before the second rendering. 
 

Figure 7: Change of sound descriptors in the compositional 
process of Composer A. 

 
sound file, while Composer D repeatedly utilized Spectral 
Snippet. 

Furthermore, the granularity of the treatments and the or- 
der of where the composer focused in the original sound 
are different. Composers C and D used short treatments 
after applying long ones. On the other hand, Composers 
A and B created their pieces using a lot of short treatments. 
Also, Composers B and C were applying treatments from 
the beginning of the original sound file. 

4.2 Interview with the Composers 

To evaluate the effectiveness of the Spectrail system, inter- 
views were conducted with Composers A and B because 
these two composers used similar original sound files for 
their compositions. First, we asked the two composers a 
question about their compositional processes to identify 
common points and differences between the visualization 
and the compositional process remembered by the com- 
posers. Then, we inquired about whether the composer 
made sketches or not, to better understand how Spectrail 
works in comprehending the compositional process, along 
with the future direction that Spectrail should take when 
applying their composition. The following parts describe 
the remarks provided by the composers. 

 

Figure 8: Change in the values for sound descriptors in the 
compositional process of Composer B. 

 

Figure    9: Pitch and loudness are changed by 
Transposition and TimeStretch. 

 
4.2.1 Evaluation of the analytics 

Composer A first used Freezes to make contrasts be- 
cause the granularity of the original sound was high. Then, 
the composer selected a Gain filter because he intended 
to emphasize (and normalize) the details of the sounds us- 
ing the filters. After that, the composer utilized some fre- 
quency shifts. In the original sound, the frequencies were 
uniform, and the treatment made the variations in the fre- 
quency domain. He also mentioned that he listened to the 
original sound file many times and then found what he was 
interested in. 

Composer B mentioned that he always composes with 
three phases as the compositional process in the piece. 
First, he stretched the complex sound and used Freezes 
in the first section of the piece because he was interested 
in the 
grains of the frozen sound. Second, he used Trans- 
positions to explore the relation between the electronic 
and the acoustic sound.  Then, the composer used Trans-
positions and transformed the sound.  Third, he used 
Gains to emphasize the resonances of the sound 
changed with Transposition. Composer B referred to 
the sections because he made three sections and the coda in 
the piece, but Composer A denied making any sections. 

4.2.2 Sketches 

The composers were asked whether they made sketches 
during the composition. Although Composer A some- 
times makes sketches for a larger piece, he directly works 
with a computer when he composes electroacoustic pieces. 
For the piece, what he wrote on paper is only the types 
and effects of the treatments. Composer B does not write 
sketches nor scores for electroacoustic music, either. In- 
stead, he composes the pieces by taking advantage of spec- 
trograms. 

4.2.3 Possibility to use Spectrail for compositions 

Composer B mentioned that it was interesting that a three- 
staged change of the sound occurred in the visualization 
of the sound changes.  This visualization made him find 

221



that the features in the sound changes corresponded to his 
compositional process because he rendered the piece three 
times. 

 
4.3 Discussions 

Through the interviews, it has been shown that the visual- 
izations effectively represent the order of using treatments 
in the compositional processes and that this reflects the 
composer’s intentions in the compositions. This suggests 
that Spectrail could provide a kind of “computational sketch” 
for creating music, even when composers do not make 
sketches during the composition. The interviews also 
clarified that Spectrail allows composers to find methods 
in their com- positions. 

5. CONCLUDING REMARKS 

In the current paper, we proposed a visual analytics sys- 
tem, Spectrail, to track the compositional process made 
with sound analysis and synthesis and described the results 
of the empirical evaluation experiment for the system. The 
analytics showed the methods used in the compositions, 
even when the composers did not make sketches in their 
composition. The evaluation also included interviews with 
the composers, and the results indicated that the present 
visual analytics approach is effective to clarify a compo- 
sitional process made with sound analysis and synthesis. 
Spectrail allowed the composers to look back on their com- 
positional processes after creating the musical piece for the 
next creation. 

For future research, Spectrail should be adapted to other 
software because composers always use multiple 
software systems for their compositions. Composers 
sometimes make sketches or draw pictures on paper, even 
when they use computers in their usual composition; 
however, the sub- jects here did not write sketches in this 
evaluation. We have to consider the multiple stages of 
composition to obtain a more comprehensible 
compositional process. 
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ABSTRACT 

This paper introduces the Fluid Decomposition Toolbox, 
a set of extensions to enable programmatic signal decom-
position for the most widely used musical creative coding 
environments. As part of the Fluid Corpus Manipulation 
project, the toolbox is aimed at helping to make musical 
sense of sound recordings, which we frame as a transition 
from a collection to a corpus. We present tools for decom-
posing signals in terms of ‘slices’, ‘layers’ and ‘objects’, 
and discuss the larger aims of the project and its toolkits.   

1. INTRODUCTION  
Much computer music revolves around working with some 
form of recorded sound. Despite this, and despite lowering 
storage costs making it easier to build up very large collec-
tions of recorded material, there is a surprisingly limited 
palette of options for working with such large collections 
in musical creative coding environments. Meanwhile, 
there are promising techniques from DSP, MIR and ma-
chine learning research that could be of musical value for 
working with large collections that have either never ap-
peared in the ecosystems that these musicking environ-
ments support, or have appeared but without sufficient 
documentation, or have failed to become embedded for 
some other reason. 

This paper presents early results from a longer-term pro-
ject on Fluid Corpus Manipulation1, that aspires to address 
such a gap between available technologies and the means 
to explore them musically. The overarching aim of the pro-
ject is to seed a musically diverse community of practice 
around this broad topic, by making available technologies, 
accompanied by musically-focused learning resources. 
The musical impulses driving this work are to provide 
scaffolding that enables creative coders to explore and em-
bed ways of querying corpora, hybridising and interpolat-
ing sounds, and playing with sound-symbol relationships.  

The project also aims to make a methodological contri-
bution, by taking the opportunity to explore the prospects 
for a practice-led cross-disciplinary collaboration between 
technological and music-practice researchers. Whilst these 
collaborations are quite common in practice, they seem 
seldom documented or theorised in such terms. Drawing 

                                                        
1 http://www.flucoma.org  
2 http://www.cycling74.com 

on the insights in [1] we hope to develop both methodo-
logical and practical tools that might help nurture a pro-
ductive cross-disciplinary agonism between computer mu-
sicians and colleagues in allied technical disciplines, with 
the aim that each finds better ways of understanding their 
shared object of study. For further discussion, see [2].  

In the present work, we are focused on an initial offering 
of tools concerned with making a corpus from a collection 
of recordings or real-time streams, through various tech-
niques of signal decomposition. The result of this has been 
the first of two planned toolkits which, so far, offers a suite 
of Max2 and Pure Data3 (Pd) externals and SuperCollider4 
(SC) plugins to perform decompositions both in real-time 
and non-real-time, as well as a command-line interface.   

The following section discusses the specific aims and 
questions of this initial phase of work. We then go on to 
discuss the methodology that we have arrived at, before 
presenting the toolkit itself and discussing the musical af-
fordances that have been found so far.  

2. AIMS AND QUESTIONS 

2.1 What is a Corpus? 

Within the planning stages of the project, it became clear 
that our desire to support diverse musical practices meant 
trying not to foreclose aesthetic possibilities too much with 
our own musical assumptions, and that thinking through 
what constitutes a corpus required some care. What, if an-
ything, distinguishes a corpus from any old collection of 
recorded sound?  

Our position is that the distinction could be as small as 
just a shift in one’s intentful orientation towards a collec-
tion; that is, corpus-hood connotes something that musi-
cians have settled down to explore, with some project in 
mind. Clearly, though, such explorations could take a wide 
variety of forms. Consider, non-exhaustively:  
• ‘Atomic’ sounds being queried by feature, as in concat-

enative synthesis [3] or concatenative orchestration [4].   
• Sections sampled from other recordings, to be explored 

for potential combinations, as in Hip-Hop.  
• Snippets built up in live performance, perhaps by some 

kind of automatic sampler.  
• Long recordings, for instance of soundscapes, being ex-

plored for moments of particular interest. 
Each of these scenarios implies a musician asking different 
questions of a body of recorded materials, looking for dif-
ferent things, some of which a computer can help with, 
others not. Also, they imply different steps in preparing a 

3 https://puredata.info/ 
4 https://supercollider.github.io/ 
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collection in the first place–some methodical and labour-
intensive, others more exploratory–as well as distinct 
modes of listening, at varied time-scales. This variety isn’t 
just limited to distinct scenarios: from moment to moment, 
musicians will be interested in exploring various levels and 
types of detail. For our purposes here, signal decomposi-
tion becomes something of an umbrella to collect together 
different manoeuvres we may perform in preparing a cor-
pus. Through our toolkit, we aim to facilitate program-
matic exploration of this process for creative coders.  

2.2 Taxonomy of Decompositions   

A key question is how to reconcile the open-endedness of 
the things that people may listen for with the available 
technical possibilities, to yield a taxonomy for guiding the 
design of both software and learning resources. Moreover, 
because we are interested not only in addressing problems 
that are already known, but want also to open up a space 
for communally exploring and learning musical possibili-
ties, the question becomes one of how to provide mappings 
between the kinds of thing a musician might ask, and the 
technical affordances now available.   

We have arrived at a simple, three-term taxonomy that 
describes the different kinds of entity that a musician might 
split a sound into:  
• Slices: A simple segmentation in a single dimension 

– most usually in time. At a minimum, isolating ges-
tures is a foundational part of preparing a recording for 
future use. We may also want to split at key moments, 
or try to locate longer-term gestures. In principle, one 
could slice on another basis, e.g. in frequency.  

• Layers: Approaching a sound as being an additive com-
bination of some sort, and decomposing along those 
lines. This could be separating into archetypes, such as 
sinusoids and transients, or exploring source separation 
techniques that model signals as additive mixtures.  

• Objects: A more open-ended category, where one might 
be looking for a type of thing in a recording, with more 
or less specificity. One could look for instances of cer-
tain specific time-frequency patterns, or for more 
loosely specified morphological characteristics.   

2.3 Design Criteria  

For the first incarnation of the toolbox, we set out to pro-
vide a suite of extensions for creative coding hosts, with 
each of the areas above served by at least one object that 
encapsulates some published algorithm (see §4). As well 
as ensuring that we fulfilled foundational design criteria 
for artistically-useful software, as established in prior work 
[5], we try to balance the following considerations.  

2.3.1 Target Audience 
The toolkit is aimed at people who, we assume, already 
have a degree of fluency in their chosen host environment, 
and are trying to push its possibilities further. At the same 
time, a certain amount of thought has gone into trying to 
avoid taking for granted that such fluency implies an ap-
petite for, or familiarity with, technical detail or mathemat-
ical explanation. Rather, we treat these as a matter of dis-
position rather than ability, and try to design our interfaces 
and learning resources (§2.4) on the basis that different 

registers of technicity will suit different people, differ-
ently, at different points in their ‘production cycle’ [2]  

2.3.2 Encapsulated and Idiomatic 
Each object should be useable in isolation. In contrast to 
powerful suites, such as FTM [6], MuBu [7], FrameLib 
[8], and Bach [9], we are not making a framework and do 
not want to make people learn a new grammar. It follows 
that our objects should be uncoupled, i.e. should not rely 
on communicating with each other, and should rely on the 
data structures and idioms of their host environment, to 
also enable a wider range of unforeseen usages.  

2.3.3 Granular 
The toolbox must balance the need to be approachable, yet 
enable and reward progressive, divergent exploration. This 
is a fundamentally ill-posed problem. On the one hand, 
simply providing an implementation of some abstract al-
gorithm, with all its parameters exposed, is unlikely to be 
musically suggestive or inviting. On the other hand, black-
box encapsulations geared at curated, high-level tasks can 
shut down possibilities to explore, and will imprint our as-
sumptions about what is musically useful or desirable.  

In practice, the solution is to aim for multiple ways in: 
to provide both encapsulations of operations that are fre-
quently called for, as well as making lower-level objects 
available for more experimental play.  

2.3.4 Back-end Reuse and Rapid Development 
This is an open-source toolkit that we hope will attract 
enough interest and involvement to outlive the project. As 
such, making the code re-useable and maintainable is a key 
priority. Our implementations of algorithms should not be 
tightly-coupled to the host environments, but should be 
available for future use in other contexts.  

Meanwhile, to support flexible development that can re-
spond swiftly to feedback from practitioners, we need to 
enable a rapid path from developing an algorithm to pro-
ducing a working host plugin. This means being able to 
specify the behavior of encapsulated objects in a way that 
is independent of host-specific issues, and bundle the de-
tails of the respective APIs in a generic, yet flexible way.  

2.4  Learning Resources 

Because we aim to make available techniques and tools 
that have not yet received a great deal of musical attention 
in creative coding contexts, and because we are more in-
terested in fostering a community around exploratory us-
age than in providing a pre-packaged suite of ‘solutions’, 
it is critical that the tools are supported by extensive learn-
ing resources, pitched at appropriate levels.  

In addition to a rich set of help files, tutorials and exam-
ples within each host, we aim to provide two online re-
sources. First, a forum in which the aspired-for community 
can come together to exchange ideas and support. Second, 
a website that provides musically-orientated explanations 
of the algorithms and techniques available.  

As with the solution of providing objects at various 
granularities (§2.3.3), these resources enable multiple 
points of entry, to offer ways in to people with a variety of 
dispositions towards technical details. However, we con-
sider the level and clarity of explanations offered by 
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Wishart in [10] to embody a useful basis from which to 
start, enriched by the imaginative use of visualisation and 
interactive display that can be seen in contemporary online 
resources, such as the Distill journal5.  

2.5 Practice-Led Design 

As noted in §1, we aim for the overall project to make a 
methodological contribution by paying particular attention 
to the ways in which practice-led and technological re-
search can enrich each other’s understanding. Our strategy 
here is to try and make artistic interrogation of our tools 
and assumptions as integrated and continual as possible, 
and to expose the toolkit to a progressively widening cast 
of practitioners, in the hope that new and surprising per-
spectives will present themselves. We contend that, to be 
effective, practical exploration needs to be as thoroughgo-
ing as possible. To that end, two waves of professionals, 
covering a range of musical proclivities, are given fully-
compensated commissions, using very early incarnations 
of the toolkits, culminating in public performances at the 
end of a year’s investigation. In this way, we hope that a 
variety of tactics for forming and playing with corpora get 
to be rigorously worked-through, and that the artists’ con-
tinual engagement and feedback supports our aim for a 
flexible, open-ended set of exploration-orientated tools.  

3. METHODOLOGY 
To give an impression of how our software-development, 
learning resource and artistic-integration aims intermingle, 
we offer a brief overview of our process. We proceed 
through a process of internal prototyping and develop-
ment, through to our commissioned artists’ first encounter 
with the toolkit, to preparations for public release.  

3.1 Prototyping and early tests 

Much of our prototyping was done in Python. In addition 
to having excellent facilities for signal processing, linear 
algebra, and visualization, one of the authors had led the 
development of a robust library that implements a number 
of the algorithms we were interested in exploring [11].  

To explore our vision for artistic interrogation and 
knowledge exchange at a local, team level, we established 
a pattern of work that has largely continued into later de-
velopment. The authors broadly embody a gradient of fa-
miliarity with the algorithms we are investigating. This en-
abled us to adopt a workflow where one person’s ‘naïveté’ 
is deliberately preserved, by avoiding implementation de-
tails and focusing on musical questions, whilst the other 
team members, with their technical insight, are responsible 
for developing useful explanations and examples. 

In parallel, we also needed to start to explore things in a 
more interactive setting. For this we were able to use 
Framelib [8], and to start developing prototype objects for 
Max and SC.  

                                                        
5 https://distill.pub/about/ 

3.2 Version 0.1  

From our prototyping, we arrived at an architectural 
scheme to support the requirements outlined above (§2.3), 
encapsulating functionality into three layers: one that pro-
vides base algorithms, one for composing algorithms into 
task-specific clients, and a layer for host-specific wrappers 
that embody interface conventions idiomatic to the respec-
tive environments (e.g. using attributes in Max).  

To facilitate rapid development, we use the Eigen li-
brary [12] for vector and matrix computing, and the FFT 
used in [5], [8], but encapsulate these dependencies into 
the algorithmic layer to build in some resilience to future 
change. At this stage many implementation details were 
still to be discovered, mainly for the client and host-wrap-
per layers, so a certain amount of code duplication had to 
be tolerated to produce a workable suite of objects.  

Wherever possible, the toolkit made available real-time 
and offline versions of algorithms, with the latter using the 
native buffers of the host environment. In Max, offline pro-
cessing took place on the main thread, and in SC, we used 
the asynchronous command facilities to process buffers on 
the server’s non-real-time thread [13] .  

3.3 The Artists’ First Encounter 

The artists were introduced to the first version of the 
toolkit objects at a project plenary in September 2018. As 
we will be working with this group of eight practitioners 
for a total span of two years, in two waves, part of the pur-
pose of the plenary was to explore the possible boundaries 
and hopes for the project, before introducing the concrete 
tools on the final day (of three), in concert with a first 
sketch of the learning resources, using explanations of al-
gorithms developed during prototyping. At this point, our 
online forum, using Discourse6, was also established, al-
beit on an initially private basis.  

Whilst the feedback we got was encouraging, it was also 
very clear that the learning resources needed considerable 
further development to really fulfil our goal of providing 
an inviting and inspiring way into the toolkit. Even for a 
group of very experienced creative coders, well-practised 
in devising divergent techniques, the consensus was that a 
gentler run-up, more focused on foregrounding some of the 
musical possibilities would be appreciated. One take-away 
from this is that, despite our efforts, the team as a whole 
was still too embedded in the project’s details to fully an-
ticipate a newcomer’s experience, which signals the use-
fulness of getting such feedback sooner rather than later. 

Fortunately, the engaged and thoughtful feedback we 
got from the artists has continued on our forum in the pe-
riod since. As well as much useful critical comment on is-
sues of interface and performance, we have–as hoped–
been able to watch and support the musicians delve deeply 
into the tools as they prepare their commissions.  

3.4 Towards Public Release 

Much of the work between the alpha version and a public-
beta has focused on integrating feedback from our musi-
cians, refactoring code, and adding a few new objects. At 

6 https://www.discourse.org/  
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the time of the plenary, we were quite aware that some of 
our interface decisions were still cumbersome, but that en-
gaged feedback would be needed to help choose between 
alternative improvements. For instance, many objects offer 
too many options, and that these need reorganizing; also, 
some objects will benefit from being encapsulated with 
some high-level abstractions for new users.  

Meanwhile, having tolerated a certain amount of code 
duplication for the alpha version, this didn’t serve our goal 
of rapid development. As such, the client and host-wrapper 
layers were refactored to take better advantage of modern 
C++’s facilities for generic programming, and to condense 
the host-layer down to a single template wrapper per target 
environment, making integration into further hosts in the 
future a simpler matter. Feedback from our musicians has 
also helped us to embark on a thorough re-working of the 
learning resources. Whilst much of this work consists 
simply in fleshing out our initial sketches, we have also 
sought to provide more, and richer ways in.  

The next process, in progress at the time of writing, is 
an extensive beta testing of the revised toolbox with crea-
tive coders with a wide breadth of experiences and inter-
ests, as well as supporting more operating systems and pol-
ishing the wrappers for Pd and the command-line.  

4. LIBRARY CONTENT 
We provide a brief overview of the algorithms that the 
toolbox provides access to, grouped along the lines of the 
taxonomy from §2.2. Some of these clearly address a sin-
gle aspect of our slices-layers-objects model, whereas oth-
ers can be plausibly addressed to any of the three. We fo-
cus here more on the musical affordances so far discov-
ered, than on technical detail.  

All internal processing happens using 64-bit floating 
point arithmetic, although the native buffers in Max, Pd 
and SC, and the real-time audio in SC, use 32-bit floating 
point. All of our spectral decompositions achieve resyn-
thesis through time-frequency masking [14], which allows 
for almost perfect reconstruction.   

4.1 Slices: Temporal Segmentation  

We provide a range of options for slicing signals in time. 
Real-time variants produce an output signal of 0s and 1s, 
and offline variants produce a buffer of slice indices. As 
well as more familiar onset-based segmentation, we are in-
terested in the possibilities of segmentation at longer time-
scales, as well as the affordances of a programmatic inter-
face, such as being able to tune the segmentation on the 
basis of a desired density of slices.  

4.1.1 AmpSlice and BufAmpSlice7 
The simplest way to slice is by detecting significant ampli-
tude changes. Our approach uses two stages of threshold-
ing, one fixed and one adaptive. Both have time and 
threshold hysteresis, use separate attack and release set-
tings, and can request a minimum duration for each state 

                                                        
7 As algorithms will adapt their name to respect each environment’s idi-
omatic naming conventions, we present here the common base. For in-
stance, AmpSlice becomes fluid.ampslice~ in Max and Pd, and 
FluidAmpSlice in SC. Also, the Buf prefix refers to the non-real-time 

(on or off). This scheme offers great flexibility at low com-
putational cost. Its uses range from classic silence removal, 
to identifying and subdividing loud segments in musical 
passages, to very tight time-based event detection. 

4.1.2 OnsetSlice and BufOnsetSlice 
SC has enjoyed a suite of spectral onset detection algo-
rithms [15] for some time, whilst Max and Pd have more 
limited options. We provide an expanded range of choices 
for the musician to select from [16]. These allow slicing a 
signal along lines that are possibly independent of level, 
such as changes in pitch or timbre, which can be useful for 
signals that don’t have pronounced amplitude profiles.  

4.1.3 TransientSlice and BufTransientSlice  
Using the transient modelling algorithm described below 
(§4.2.3), a recording can be segmented at impulsive mo-
ments. Whilst this method is quite CPU intensive, it allows 
for very sensitive and precise slicing.   

4.1.4 NoveltySlice and BufNoveltySlice  
To explore the possibility of slicing at a range of time-
scales, we provide an implementation of the algorithm de-
veloped by Foote [17], which has a simple mechanism for 
segmenting based on the convolution of a 2D kernel with 
an arbitrary feature representation. Because of the simple 
mechanism for adjusting the temporal scope of the algo-
rithm, it affords creating segments that exhibit cohesion in 
relation to the features of interest.  

4.2 Layers: Separation using Additive Models 

These algorithms model signals as being an additive com-
bination of components of some sort. By using masking in 
resynthesis, obtaining a residual is simple, and make the 
objects simple to compose. For instance, one could build a 
sines-transients-residual model by combining the objects 
from §4.2.2 and §4.2.3.  

4.2.1 HPSS and BufHPSS 
The harmonic-percussive source separation algorithm 
(HPSS), first proposed in [18], provides a computationally 
cheap way to separate a sound into more tonal and more 
transient layers, using median filtering of the spectrum. 
We implement both the original version, and the extension 
proposed in [19], which allows one to produce an addi-
tional residual layer. We also add our own extension that 
refines the latter version by introducing frequency-depend-
ent thresholding. This can reduce artefacts and allow for a 
more uniform separation across the spectrum. The simplest 
use for this process is to adjust the balance between per-
cussive and tonal elements of a complex signal, relatively 
transparently. Using larger adjustments, or layers in isola-
tion offers an exploratory way to derive new materials 
from composite sounds.  

4.2.2 Sines and BufSines 
Sinusoidal modelling has a long pedigree in musical signal 
analysis [20], but we lack implementations in creative cod-
ing environments that offer both high-quality analysis and 

version of the algorithm (e.g BufAmpSlice). Finally, the command-line 
interface implements only these latter versions, without a prefix and all 
lowercase (i.e. ampslice). 
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resynthesis. Our implementation uses peak-classification  
[21] and peak-tracking to tune the process for different 
complexities of material, and produces a residual that can 
be sent for further decomposition. Having this control at a 
programmatic level brings new affordances, as we can now 
play with the decomposition on the basis of other musical 
or analytical parameters; for instance, adaptively ‘de-voic-
ing’ material in real-time.  

4.2.3 Transient and BufTransient 
Whilst transient modelling algorithms have been an area 
of active research for some time [22] and are used in audio 
coding and restoration, they have perhaps been hitherto too 
CPU intensive for creative coding use. We employ an al-
gorithm from the restoration literature [23], again provid-
ing a residual signal that can be further decomposed. De-
spite the heavy computational cost, this algorithm has of-
fered fascinating sound design possibilities. For instance, 
the very short duration of the decomposed transients al-
lows for creative use of convolution with complex kernels, 
to produce new, hybrid materials.   

4.3 Objects: Finding Shapes 

Extracting and detecting time-frequency morphologies 
from signals is the most open-ended and challenging area 
of our taxonomy. Our starting point has been to implement 
and explore the well-established Nonnegative Matrix Fac-
torisation (NMF) algorithm [24], which can be used as a 
flexible device for both supervised and unsupervised 
learning of signal components.  

4.3.1 BufNMF, NMFMatch, NMFFilter 
NMF has enjoyed a long history as the basis of much re-
search in audio source separation [25], and provides the 
most flexible of our algorithms so far. One way of imagin-
ing how NMF works is as an adaptive vocoder: the algo-
rithm attempts to iteratively decompose a magnitude spec-
trogram into a set of sub-spectrograms that sum together 
to the original. These components are expressed as a set of 
discovered ‘filter shapes’ (bases) and temporal envelopes 
(activations).  

We offer a flexible offline object, BufNMF, that can be 
used to decompose a signal into a given number of layers. 
By default, the decomposition is unsupervised, but can 
also be used in a supervised mode, using either pre-discov-
ered dictionaries or activations. This added flexibility 
means that the process can also be used for temporal slic-
ing, or finding ‘objects’ in a signal. This latter task is also 
available in a real-time variant, NMFMatch, that produces 
activations against pre-made bases, and an extension, 
NMFFilter, that will resynthesise detected components.  

Uses found so far include creating composite sounds 
from sub-components; generating variations by purposely 
‘over-decomposing’ material; and selectively processing 
sub-components of complex signals. The offline object can 
be used to train dictionaries for use by the online variants. 
These can then be used for detecting desired spectral pro-
files in real-time streams, and for doing content-sensitive 
routing in real-time.  

                                                        
8 See www.flucoma.org/publications.html for a full list of outputs. 

4.4 Utilities 

As we started creative coding with the toolbox, we stum-
bled upon tasks where the tools built into the host environ-
ments were lacking some specific functionality. 

4.4.1 BufCompose 
Facilities for compositing offline buffers are surprisingly 
limited in both Max and SC. We provide an object, 
BufCompose, that enables buffers to be combined with 
enough flexibility to enable mixing, concatenating, stack-
ing and a variety of other operations.  

4.4.2 Curated Descriptors 
Whilst there are a variety of available libraries for gener-
ating descriptors available in Max and SC, we provide ac-
cess to a small range. Not only does this help provide con-
sistency between our target environments, but also our seg-
mentation algorithms need these, and they serve as a 
bridge to the second toolkit that our project will produce, 
which will concern querying and exploring corpora. The 
current selection of objects computes SpectralShape, 
MFCCs, MelBands, Pitch, Loudness, in both real-time and 
non-real-time. A BufStats object provides various statis-
tics on the acquired time series, and their time-derivatives. 

5. EARLY RESULTS AND FURTHER 
WORK 

The early outcomes of this work are promising. As well as 
already featuring in the latest music of the first author, be-
coming acquainted with the affordances and quirks of 
these algorithms constitutes ongoing ear-training and op-
portunities to think and listen differently. At the time of 
writing, the first wave of users is also exploring these pos-
sibilities, and helping us to refine and reimagine future di-
rections. For instance, HPSS has turned out to be useful as 
a pre-processing step before further analysis on otherwise 
challenging signals. Our research has also generated a 
range of other materials that document our various experi-
ments, sub-projects, and discoveries8. 

Our next steps on this toolbox revolve around continu-
ing to refine its codebase and its learning resources. There 
are extensions to some algorithms, particularly NMF, that 
we would like to explore, as well as integrating the de-
scriptors more flexibly into our segmentation schemes. 
There are also limitations we would like to address, in par-
ticular, for longer offline processes, we will investigate the 
option of running these in a dedicated thread to avoid lock-
ing-up the host whilst they run.  

In parallel to this work on the first toolbox, we will ap-
ply and refine this methodology and infrastructure in the 
design of the second one, focused on ‘fluid manipulation’. 
In this next wave we will be investigating the scope of re-
cent developments in machine learning to help musicians 
explore, play with and reshape their corpora.   

6. CONCLUSION 
We have presented the Fluid Decomposition Toolkit, as the 
first component in a project that aims to extend the scope 
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for musicking with large corpora in creative coding envi-
ronments. By distinguishing between a collection and a 
corpus as being a matter of musicianly intent, we position 
this toolkit as helping the transition from one to the other, 
in a flexible and contextually-sensitive manner. We also 
discuss the importance of rich learning resources to our 
broader project goal of developing a firmer basis for cross-
disciplinary research driven by musical practice. Our strat-
egy of integrating thoroughgoing artistic engagement from 
the outset has been helpful in making our early designs tes-
sellate with the practices of a wider pool of musicians. It 
has also underlined the value of expanding engagement 
sooner rather than later in the development process, and is 
why an effort for proactively seeking out interested artists, 
and their insights, forms a major plank of our future plans. 
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ABSTRACT 

Working with short soundfiles en masse in the fields of 
fixed media (acousmatic) and mixed music (instruments 
and electronics) has raised questions regarding useful 
assemblage and handling techniques. This paper traces 
out some different processes and systems that are current-
ly in circulation to automate and assist in such sonic dis-
tributions. A number of personalised techniques for 
sound organisation of breif sounds have surfaced in the 
author’s own outputs in response to working with short 
sound en masse for many years. Using excerpts from my 
own fixed media works; Ice Breaker (2015), Snap Happy 
(2017) and Landline (2018), this paper will reveal how 
new modes of micro-montage can assist in marking out 
structure and referencing in music making. The tech-
niques, applications and compositional aesthetic of mi-
cro-time and micro-montage, first articulated by Vag-
gione (1994) as observed by Roads (2005) will be dis-
cussed and used as a springboard into new compositional 
methodologies. Implications of using naturally occurring 
minute materials (milliseconds in duration) distinct from 
truncated materials (cut up, or shortened) will be com-
pared within a discussion on organic versus artificial-
sounding output. To conclude, the author will reflect on 
the creative results of handling large numbers of short 
sounds and how this defines her output as a composition-
al trait. 

 

INTRODUCTION 

Short soundfiles (up to 1-2 seconds in duration) have 
preoccupied my music making for the past 8 years. These 
materials, collected from the real world (recorded, not 
synthesized), have been used as the main feature within a 
series of pieces; Switched on (2011), Time will tell 
(2013), Ice Breaker (2015), Snap Happy (2017) and 
Landline (2018). Recordings of objects (on/off switches, 
clocks, ice cubes, cameras and telephones respectively) 

have yielded tiny sound materials, often milliseconds in 
duration. Assembling these materials into a composition 
requires a large number of files to fill and occupy an 8-10 
minute long piece. Dealing with so many short materials 
can be a complex process regarding how to stich such 
minutia together both in the horizontal and vertical do-
mains. Research in this area has been initiated to discover 
the possibilities of short sound use en masse, and asks 
‘can these materials be entirely relied upon within a work 
of fixed media music’? And ‘can they be subjected to the 
visual sound-shape methodology of composing as pro-
posed in Blackburn (2011) as a development of Smalley’s 
spectromorphology’? The answer to these questions in 
undoubtedly yes, however the literature surrounding this 
positing is slim and the impetus and methods used to 
work in this way appears fairly undefined or patchy. 

Short soundfiles 

2. Why short sounds? 

Audio data that is short in duration is no less valuable in 
composition than longer material. Sound material that is 
naturally brief often contains transient attack data e.g. an 
impact. A clap is a good example here as it has a large 
peak and quick decay lasting no more than 100 millisec-
onds. 
 

 
Figure 1. Waveform of an acoustic clap sound. 

Other naturally short sound materials include: a light 
switch flick, a balloon pop, a footstep or an egg crack.  
Providing the recording conditions are dry for a less reso-
nant result, these sounds will be under a second long. My 

Copyright: © 2019 Manuella Blackburn. This is an open-access article 
dis- tributed under the terms of the Creative Commons Attribution Licen-
se 3.0 Unported, which permits unrestricted use, distribution, and repro-
duction in any medium, provided the original author and source are 
credited. 
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interest in this area is the audible and creative potential of 
assembling many such brief materials together. This as-
semblage might happen in a short cluster, a morphologi-
cal string or a longitudinal process such as a crescendo. 
Short sounds are also attractive from the compositional 
perspective of control. A composer of fixed media music 
often attends to a multitude of decisions for each sound 
appearing in their sequencer – if this process is applied to 
each and every short sound found in a work, quality con-
trol may be enhanced or improved. Roads refers to this 
succinctly as performing “microsurgery on individual 
points.” (Roads 2000:302). Working with short sound 
files en masse has certainly enabled a closer level of con-
trol in my music, satisfying a particular ‘control freak’ 
attitude towards detail. 
 
Naturally occurring short sounds require close micro-
phone techniques for capture, often due to their insignifi-
cant, amplitude-lacking profiles in reality. Take for ex-
ample a stapler sound – this is a brief action (down/up) 
with a low dynamic profile. The use of close mic tech-
niques e.g. 2-3cm away from the source, can capture un-
heard detail and in composition this can translate as a 
fairly disproportionately loud sound for the source in 
question. The close microphone captures detail that often 
goes unnoticed in everyday life and exposing this in 
composition leads to ‘hyper-real magnification’ (Roads 
2015:86). 

Short sounds in the repertoire and practice  

Brevity, short sounds and smallness are concepts that 
have captured the imagination of other composers in the 
field.  

• JLIAT (James Whitehead) created The shortest 
piece of music (2000). This work lasts 1/44100 
of a second.  

• Pete Stollery’s Shortstuff (1993) explores the 
world of short sounds through accumulations of 
brief samples. “The sounds in Shortstuff are 
brief, crisp and fleeting. They gather together to 
form exquisite gestures and subtle textures.”1  

• Markus Popp from electronic music group, Oval 
has talked extensively about his short sound use 
in his music making. “You have these tiny 
frames of sound and you have to make an effort 
to make them move over time by gluing these ti-
ny pieces one after another. The sounds in the 
archive are basically just tiny sound files, which 
would not make any sense at all if they're played 
on their own.”2 The intricacies of Oval’s output 
are certainly observable and the gathering of 
these tiny materials heightens this. “Popp has 
created an archive consisting of tens of thou-

 
1 Stollery, Un son peut en cache une autre, (2006) CD liner 
notes. 
2 Inglis, Sound on Sound, ‘Markus Popp: Music as Software’, 
2002. (Accessed 18/12/18, 
https://www.soundonsound.com/people/oval-markus-popp)  

sands of tiny sound files. This archive serves 
both as the ultimate source for all the sounds 
used in his music, and as a resource for generat-
ing further archive material …Popp's work in 
creating an Oval track comes in assembling 
these tiny sound files to create longer, evolving 
sound fragments, which can in turn form part of 
a complete musical track.”3 

• Horacio Vaggione’s repertoire of work provides 
excellent examples of short sounds in action, es-
pecially in reference to his works Schall (1994) 
and Nodal (1997), which express the ‘micro’ 
implemented en masse. Interestingly his tech-
niques and application of brevity is often used to 
fill time (between individual sounds), leading to 
impressions of whole occupancy, as rather than 
bitty, scattered-ness. For example, the silence or 
emptiness between individual sounds is filled 
out to enrich the textures on display. Total cov-
erage (without silences/space between sounds) 
through short sound use is an interesting concept 
to contrast with the dotted texture of a time 
frame created with tiny sounds.  Vaggione’s 
work Fractal A (1983) uses a sound granulator 
that “chops a continuous sound up into tiny 
sound particles” leading to a “powdering of the 
sound material.” (Vaggione 1983). Vaggione us-
es the CARL system as a method of selecting 
“portions of soundfiles and creat[ing] new files 
containing only these selected portions.4  

• Artist, Yukio Fujimoto presented his ‘small 
sounds’ at the Venice Biennale in 2007 and has 
focused on the concept of ‘smallness’. Fujimoto 
“became enamoured with everyday, meaningless 
sounds, such as the clink of a cup being placed 
on a table or a page being turned in a book. 
…This drew his thinking to the particular forms 
of attention required for hearing “smallness.” He 
reminds us that “(‘Smallness’) isn’t easy to hear 
…the minute one turns their attention to some-
thing else, (the sound) quickly disappears.” This 
perspective is significant here for reiterating the 
insignificant nature of brief sounds. Directing 
the audiences’ attention back onto these short 
materials is a challenge often overcome by the 
reconstitution of brief sounds to build a longer 
whole. 

Short sounds en masse 

4. Short sound clustering 

Bringing many short sounds together has a number of 
attractive features and affects upon music making. Short 

 
3 Ibid. 
4 The author is also aware of the IRIN system developed by 
Caires (a student of Vaggione) to carry out micro-montage pro-
cedures. See Caires, 2004 for full documentation. 
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sounds together indicate detail and suggest granular be-
haviours or tactile, dynamic textures. The busyness of a 
short sound cluster (multiple short sounds together) is 
also effective within fixed media music creations. This 
busyness is exaggerated with soundfile density; packing a 
given time frame with many short sounds can indicate 
highly detailed textural information. My research in this 
area has focused on re-consolidating many short sounds 
taken from a given object back together, something I 
term: ‘en-masse reconstitution’. Taking ice cubes as an 
example from my fixed media work, Ice Breaker (2015) 
these were placed in water immediately from a freezer to 
capture the effect of differential expansion, resulting in a 
short crack sound. Collecting hundreds of iterations of 
these cracks (different pitches, attack sizes, and amplitude 
variants) as a means of capturing subtle variations of this 
natural phenomenon provided a suitable folder of short 
sounds for clustering activity (close to 200 individual 
sounds). Bringing them back together, arranging them in 
an audio sequencer suggests a hyper-real image of ice 
cubes cracks, orchestrating a cacophony of different vari-
ations of ice cubes. A sense of reality is maintained due 
to the lack of sound processing, but subverted purely by 
the sheer amount of short audio files in a given space. 
The piecing back together of sound materials is demon-
strated in a visual metaphor in Figure 2 where each 
dot/point refers to an individual sound recorded from the 
source. Stepping back from clustering of short ice sounds 
reveals the implied object of a cold beverage. In this ex-
ample, there is an analogy to the painting technique of 
pointillism.  

 

 
Figure 2. Visual metaphor for en masse reconstitution 

1.1 Micro-montage methods 

Micro-montage is described as “the assembly of many 
short sounds in high densities” (Roads, 2000:296) and 
links closely with the concept of micro-sound and micro 
time scales. In this technique, a “composer extracts parti-
cles from sound files and rearranges them in time and 

space” (Ibid). The term ‘extraction’ is important here 
since it appears to indicate fragmenting, truncating or 
cutting short an existing sound (see Figure 3). My own 
preference is upon wholeness as opposed to truncating.  

 
Figure 3. Selecting a fragment from a longer soundfile 
for truncating.  

Shortening of materials can leave a blunt edge (Figure 4) 
and this effect can sometimes cause a choked, artificial 
presence, without the natural attack decay profile inherent 
to a given natural sound (see Figure 1 for natural profile). 
 

 
Figure 4. Blunt edges arising from editing longer sound (Figure 
3) into a shorter sound. 

There is an audible difference in working with fragment-
ed sound versus naturally short sound material. This is 
primarily due to the ‘organic’ decay presence inherent in 
the naturally occurring short sounds. Fragmenting, as 
shown in Figures 3 and 4, also removes a sound’s transi-
ent information and its trajectory, resulting in a sense of 
incompleteness. Another issue worth mentioning here is 
that my focus on short sound use is a separate considera-

231



 

 

tion to granulation. Roads makes it clear that micro-
montage and granulation are distinct from each other but 
share many features. Granulation is an automatic process 
whereby the “composer’s brush becomes a refined spray 
jet of sound colour” as opposed to the ‘particle by parti-
cle’ approach belonging to micro-montage that “demands 
unusual patience” (Ibid). An important point to empha-
sise here is that my own interest and research is not upon 
granular synthesis techniques, but more focused on the 
collation of short sounds within a given time frame. 

1.2 Single sounds multiplied 

Some processing systems and VST plugins enable a sin-
gle short sound to be multiplied and scattered in time. 
Delay is a classic technique, which presents a linear dis-
tribution of a single sound, staggered in its repeated en-
tries. Inputting a single sound into the GRM Space Grain5 
“enables the generation of up to 100 grains and their plac-
ing in a multi-channel sound space.” Processing single 
sounds to achieve multiples achieves an automated mi-
cro-montage sound unit useful in composition, unified 
through the replicas of the original sound input. 

1.3 Multiple sounds distributed 

Micro-montages created through multiple short sounds 
can capture greater diversity in sound qualities and may 
yield particularly engaging sonic detail. In my own com-
positional activity, I have developed a number of strate-
gies for bringing large numbers of different short sounds 
together in manual assemblage.  

 

1.4 Vertical composite packing 

Within a sequencer short sounds may be arranged manu-
ally in audio tracks (Figure 5). Filling a brief time frame 
with many short sounds and then bouncing/exporting this 
out of the sequencer can be used as a technique to build 
complex moments into a given work.  

 
5 INA GRM Tools Spaces bundle: 
https://inagrm.com/en/store/product/15/spaces (accessed 
18/12/18). 

 
Figure 5. Dots denote the use of short sounds in a short 
time frame within a sequencer.  

Re-importing this bounced audio file (now as a single 
composite soundfile) can allow for further ‘packing’ of 
the timeframe with more short sounds to add to the mi-
cro-montage sound (Figure 6). 

 
Figure 6. Further short sounds can be added to the re-
imported sound file to increase the density of the micro-
montage.  

 
This process of exporting and re-importing may have 
several iterations for a satisfactory result. A level of den-
sity will be achieved through the use of this technique. 
This material has been especially useful in composition 
situations for marking out busy, active areas and also 
within structurally important moments, for example, a 
climactic build, and a shift in space/location/section. 
These clusters can also act as onsets or terminations. I 
have noticed that highly dense moments of sound cluster-
ing function much like ‘cadential decoration’ in my mu-
sic as a means of preparing the end of a phrase, section or 
the entire work. 
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1.5 Manual micro-montage 

 
Piecing together short sounds in a sequencer has domi-
nated the last 6 fixed media works I have completed in 
the past eight years. Taking naturally occurring short 
sounds and reassembling them into new composite 
shapes has demonstrated a very personalised and time-
consuming approach to composing. In my work Time will 
Tell (2013), the opening section is created through an en 
masse reconstitution of short sounds each derived from 
different clocks (individual tick tock audio recordings). 
Collating them in this way creates a ‘hyper-real’6 clock 
evocation, one that alludes to reality, but is entirely fabri-
cated through manual micro-montage (Figure 7).  
 

 
Figure 7. A Pro Tools screenshot of the opening to Time will 
Tell (2013.) Stacking of individual clock ticks implies a larger, 
more elaborate composite clock object. 
 
1.6 Clustering with visual sound-shapes 
 
Using visual sound-shapes (Blackburn, 2011) as tem-
plates for short sound clustering has provided a further 
personalised approach for composing with short sounds. 
Inspired by Batchelor’s clatter (Max/MSP incarnation of 
the sound toy Tiles7) I have established my own system 

 
6 Field, ‘Simulation and reality: the new sonic objects’, “Most 
commonly, the term hyper-reality refers to a situation where 
events appear to be ‘more real than real’. Although these events 
are undoubtedly produced by the processes of simulation, the 
result has all the gestures and signs of reality.” P45. 
7 Batchelor, “Clatter appears similar to brassage or granular 
synthesis insorfar as it combines (usually small fragments of 
sampled data to create larger gestural shapes or textures. Unlike 
these tools, however, which fragment material arbitrarily, each 
triggered sample in Clatter maintains its full morphology and 

for clustering short sounds over specified timeframes. 
Using the matrixctrl object in Max/MSP to animate the 
clustering of short sounds en masse through time enables 
short sounds to be collated together in different configu-
rations to create composite sounds. In Figures 8 and 9 
each circle/button refers to a different short sound play-
back. 
 

 
Figure 8. Short soundfile distribution using the 
Max/MSP matrixctrl object across a 1000ms duration. 
This distribution denotes an inverse attack/crescendo 
shape. 

 

1. 2.       

3. 4.  

5.  
Figure 9. Creating distributions of short sounds using visual 
sound-shapes as templates for clustering in Max/MSP (ma-
trixctrl object). 1. Inverse attack, 2. Attack-decay, 3. Parabola 
ramp up/ramp down, 4. Emergence-disappearance, 5. Random 
distribution. 
 
The organisation of multiple sounds within the matrix is 
flexible in terms of its timeframe and number of sounds 
allowed into the patch. The above images demonstrate 
space for 100 soundfiles, but matrixctrl object may be 
expanded for larger folders and the shapes can be loaded 

 
existing gestural profile, which in turn, perceptulally lends 
greater gestural realism to the outcome.” (website accessed 
21/12/18 http://www.peterb.dmu.ac.uk/maxClatter.html)  
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as presets or re-designed for bespoke configurations. This 
system allows sounds to be triggered in the sequence de-
termined by the present shapes over a specified 
timeframe. Exploring different shape configurations for 
sound clustering has enabled development of the visual 
sound-shapes compositional method (Blackburn, 2011) 
now demonstrating how composite structures can be 
formed via short materials. 
 
1.7 Morphological stringing with short sounds 
 
A further way the visual sound-shapes methodology has 
evolved to cater for short soundfile clustering is via an 
adapted form of morphological stringing8. In traditional 
morphological stringing, onset – continuant – termination 
sound units join together so that terminations become the 
onsets for the next unit (Figure 10).  

 
Figure 10. Morphological string comprised of seven sounds 
occurring in a 30s time frame. 
 
Stringing short sounds together in this way to create 
longer materials has one very distinct difference to tradi-
tional morphological stringing; due to brevity, the contin-
uation (middle) component belonging to the usual onset, 
continuation, termination model9 is not observable. Its 
existence is too brief too notice. Brevity itself detracts 
away from continuants since attention is drawn to how 
something starts (onset) and how it ends (termination). A 
continuant exists, but for a bare minimum, often prevent-
ing its identification. 
 
5.0 Results of working with brevity 
 
Working with brevity has certainly resulted in a produc-
tion of detail regarding my musical outputs. This refined, 
yet painstaking way of working relying on a greater num-
ber of materials occurring at any one time produces a 
rather playful result, with a defined sense of phrasing 
since assemblage and clustering becomes more intense at 
‘cadential’ moments. This behaviour complies with audi-
ence expectation and anticipation, developing a particular 

 
8 “Sound units can be strung together to form longer phrase 
lengths called morphological strings” (Blackburn, 2011). 
9 Onset, continuation and termination (start middle and end) 
terminology are taken from Denis Smalley’s descriptive aid 
known as Spectromorphology (1997). 

trait or sound quality to my music. I believe that placing 
emphasis on this lower level detail pays off in the long 
term, enhancing the overall quality of a work. This pro-
cess also places great value upon the starting quality of 
the sound recordings capturing the short materials – if 
these individual short sounds are captured with a good 
profile, this will continue throughout the whole composi-
tional chain to the finalised work. 
 

CONCLUSIONS 

This paper has presented a range of personalised tech-
niques and strategies for working with large numbers of 
short sounds in fixed media compositions. The paper has 
demonstrated the value of collating many short sounds 
together and how an individual sound’s insignificant, 
mundane and ordinary nature can be overcome through 
sound clustering. Manual and automated approaches have 
been considered along with the results of using fragment-
ed audio as opposed to naturally short sounds. 
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ABSTRACT

The objectives of this project were to empirically explore

high speed virtual trajectories of sound sources and, par-

ticularly, oscillation between differing signals in speaker

groupings at high rates. Two primary arrangements were

investigated: a binary oscillation of sinusoidal signals in

speaker groups and a binary oscillation of sawtooth wave

signals in speaker groups. The technique produces en-

hanced timbre and spatial effects as a result of moving

interference patterns influenced by the oscillation of the

groups. Artifacts are produced due to amplitude modula-

tion resulting from the oscillation design. The spatial and

textural results of this approach present an immersive al-

ternative to traditional localization and sound field repli-

cation approaches.

1. INTRODUCTION

One goal of sound localization in multi-channel speaker
array settings is to provide a controlled, repeatable pre-
sentation of sound phenomena for an optimally equivalent
perception by a maximum of audience members and to bal-
ance diminishing impact of seating location on that percep-
tion and refinement of sound placement and sound image
resolution. Major research and development efforts have
been invested to recreate soundfields in these performance
spaces and manipulate the balance and phase characteris-
tics of sound signals presented through large speaker ar-
rays.

Compositional choices and architectural design elements
of such settings are made in guidance toward such a goal.
Representational sounds or instrumental motives may be
situated in two dimensional or three dimensional virtual
settings for realization within the presentation space and
optimized as such before diffusion and audition. Limita-
tions of speaker placement in relation to audience mem-
bers due to the simple accommodation of multiple seats or
due to building restraints can lead to compromises of this
goal but many brilliant solutions in compositional tech-
nique and in technical implementations of software have
mitigated such limitations.

An alternative to such a goal is to create field patterns,
localizing audio effects in nodes of interference patterns

Copyright: c�2019 Michael Blandino . This is an open-access article dis-

tributed under the terms of the Creative Commons Attribution License 3.0

Unported, which permits unrestricted use, distribution, and reproduction

in any medium, provided the original author and source are credited.

Figure 1. Two groups of speakers share respective signals, and coordi-
nated envelopes oscillate the maximum amplitude of their signals.

across the presentation space as another possibility. Lines
of inquiry into the generation and control of such patterns
may be of interest as an immersive effect. Such an ap-
proach holds some promise in that it may be repeatably
realized without dependency on realization of localization
at a particular angle or magnitude that is difficult to achieve
in multiple configurations or equipment settings.

The availability of high density speaker arrays[1] [2] and
improved tools enabling channel mapping to groups of speak-
ers allows for the exploration of high speed trajectories of
sound sources[3]. Oscillation between differing signals in
speaker groupings at rates in the audio range is one trajec-
tory possibility that can create moving interference field
patterns. This study investigates the potential of this tech-
nique for creating a pervasive effect of textured movement.
Such an effect would be in keeping with broader goals of
enveloping experiences that have been sought in previous
research[4].

2. DIFFUSION SETTINGS

To pursue this research, two audio diffusion spaces were
used. The first, an eight channel studio contains an array
of equidistant identical Genelec loudspeakers. The second,
a 29 channel, variable-distance, balanced speaker array in
a continuous ring arrangement is the subset of a larger 92
speaker array in a 250 seat auditorium.

The signal chain was configured as follows for the larger
speaker array:

1. Cycling74 Max/MSP patch output through
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2. Dante Virtual Sound Card over ethernet to

3. Dante Controller software, mapping output to

4. three FocusRite Rednet hardware interfaces of 16
channels each, to

5. Cuestation software mapping these channels as in-
puts to buses and on to a speaker output matrix.

3. METHODS

With the speaker arrays arranged into two virtual groups,
two respective signal generators were connected to each
group and a sinusoidal signal oscillator was used to mod-
ulate the amplitude of the groups in an alternating fashion
(see figure 1).

e(t) =
cos ✓

2
+ 0.5 (1)

Utilizing this design and a methodical iteration, interac-
tions were empirically explored by oscillating two differ-
ing signal source types with varied frequency relationships
and varied speaker group oscillation frequencies. Begin-
ning with sinusoidal signals and proceeding to sawtooth
signals allowed for an investigation with lesser and then
greater textural and harmonic components of the audio sig-
nals.

First, sinusoidal signals of near-identical frequencies were
investigated with varied relationships to the frequency of
field oscillations. Second, sawtooth signals at near-harmonic
frequencies were investigated with similar variation of re-
lation to the frequency of oscillation between fields.

4. INTERFERENCE PATTERNS

Oscillation between two signal groups of the same fre-
quency will create constructive and destructive interfer-
ence at nodes within a space (see figure 2). Oscillation
between two signal groups of the slightly different frequen-
cies will create constructive and destructive interference at
different nodes within the space, changing the intersection
patterns (see figure 3). Interference of near-harmonic sig-
nals cause smooth amplification and cancellation effects
within the diffusion fields which are enhanced by the mod-
ulating oscillation in groups.

5. INVESTIGATION

Sinusoidal signals of near frequency or near-harmonic fre-
quencies introduce well-known beating effects at predictable
beat frequencies. Signals of this arrangement in two speaker
groups is no different; however, when modulated with an
oscillating control signal, the beating interference of the
signals influences the interaction texturally and spatially.
The textural effect is the result of amplitude modulation
by the modulating control signal and any attendant side-
bands. The spatial effect is one of smooth, continuous lat-
eral movement of a speed commensurate with the rate of
the beat frequency, resulting from the controlled interfer-
ence of the oscillating control signal.

For instance, the oscillation of 440 Hz and 439.44 Hz si-
nusoidal signal groups at 34.0 Hz causes a sense of steady

Figure 2. A two-dimensional lattice of alternating circular waves of equal

wavelength from eight equally spaced speakers.

Figure 3. A two-dimensional lattice of alternating circular waves of un-

equal wavelengths, whereby the interference pattern is altered.
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lateral movement with texture resulting from the amplitude
modulation. A listener encouraged to move through the
sound field will also hear differences dependent on loca-
tion in relation to the interference pattern’s nodes and anti-
nodes.

Reducing the source signals to 220 Hz and 219.61 Hz
yielded similar results; however with a lower frequency
pair of 110 Hz and 109.76 Hz, the spatial aspect of the
perception is reduced, and the sense of change is more tex-
tural than directional.

The limited harmonic content of the modulated sinusoidal
waves offers a clear demonstration of the field manipula-
tion taking place in the grouped oscillation. A more har-
monically rich yet simple signal of the sawtooth wave of-
fers higher frequency energies for enhanced perceptibility
of localization characteristics. Source signals of sawtooth
waves at low rates provide streams of discrete clicks that
assist in demonstration of localized effects.

Sawtooth waves at very slow rates such as 5 Hz and 4.95
Hz, if oscillated at a rate of 19.98 Hz in groups are notice-
ably canceled by the oscillating control at times. At such
a low source signal frequency, the energy of the pulse-like
sound of a very slow sawtooth wave is limited in time and
situated such that it is affected more often in multiplication
by the relatively higher frequency of the oscillating group
control signal. Phasing between these signals can be dis-
cerned through this cancellation and reappearance.

At higher rates of oscillation, such as 340.02, the con-
trol signal can seem to be the source signal controlled by
the slower contributing sawtooth signals of 20 Hz and 1.79
Hz; however, interactions in the interference patterns cre-
ate a sense of spatial movement of those modulated sig-
nals. Near-harmonic selections result in stable arrange-
ments that deviate smoothly.

Deviating further from harmonic relationships, such as
with sawtooth sources of 20 Hz and 9.43 Hz oscillated at
a rate of 340.85 Hz create a more chaotic and spatially vi-
brant effect. There is less of a sense of stable discernable
movement, but rather of bursts of sound in unpredictable
directions surrounding the listener. As with the sinusoidal
results and known spatialization characteristics, higher fre-
quencies have better defined location and movement char-
acteristics.

In the transition from applying these techniques within
an 8 channel space to a 29 channel space, it is found that
an alternation of speakers one by one to create the groups
yields a less-defined effect, purportedly due to the size of
the space and the diffusion of energy and definition as the
interference patterns interact. Grouping in alternations of
3 speakers (with a remainder of 2 placed in the center rear)
reinforces the interference in a wider pattern. As a result,
it then yields clearer definition with comparable results to
those found in the 8 channel space, in terms of perceived
localization effects.

6. FUTURE INVESTIGATION

Introduction of more than two source signals and more
than two sets of speaker groups would be a natural exten-
sion of this research, which may realize more complex and
varied spatial features in a large space. The introduction
of overhead speakers into group oscillations was not pur-

sued. The effectiveness of their introduction could be an
interesting comparison to make.

Multiple zones of group oscillations may create other means
of control and varied interference patterns. In a large space,
there may be adequate room to control discernible differ-
ent interference patterns within limited volumes of the au-
dition space.

Finally, investigation of this approach with signals more
complex than basic oscillators could be informative and
explore its utility in broader application.

7. CONCLUSIONS

Oscillation of speaker groups presents a novel technique
for creating and manipulating sound fields of constructive
and destructive interference patterns. The phased interac-
tion of signals of near-harmonic frequencies can cause per-
ception of a continuous flowing lateral trajectory related to
the beat frequency.

Oscillation of contributing sound sources in groups can
be used to isolate simultaneous signal features to embel-
lish and control the flowing or distributed effect. Because
the group modulation is effectively amplitude modulation
(AM), resulting texture and spectral effects are added to
the signals, accentuating the movement.

A possible detraction from the use of this technique is
that audible frequencies emerge from higher rates of group
modulation, although this may also be an attractive feature.

Modulation of low frequency sawtooth waves by the group
oscillation provides control to create discrete and/or con-
tinuous field effects of impulse-like sounds.

Finally, in addition to effects perceivable by a tradition-
ally seated concert participant, interference patterns ma-
nipulated in oscillation are perceivable by observers in mo-
tion throughout the diffusion space. While not a traditional
concert element, motion within the sound field may be en-
couraged in other contexts or in an altered concert or in-
stallation context.

8. REFERENCES

[1] S. Spors, H. Wierstorf, A. Raake, F. Melchior,
M. Frank, and F. Zotter, “Spatial Sound With Loud-
speakers and Its Perception: A Review of the Current
State,” Proceedings of the IEEE, vol. 101, no. 9, pp.
1920–1938, Sept 2013.

[2] M. A. J. Baalman, “Spatial Composition Techniques
and Sound Spatialisation Technologies,” Organised

Sound, vol. 15, no. 3, pp. 209–218, 12 2010.

[3] R. M. McGee, “Spatial modulation synthesis.” in Pro-

ceedings of the 2015 International Computer Music

Conference, 2015.

[4] H. Lynch and R. Sazdov, “A Perceptual Investigation
into Spatialization Techniques Used in Multichannel
Electroacoustic Music for Envelopment and Engulf-
ment.” Computer Music Journal, vol. 41, no. 1, pp. 13
– 33, 2017.

238



AntesCollider: Control and Signal Processing in the Same Score

José Miguel Fernandez
Sorbonne Université⇤

jose.miguel.fernandez@ircam.fr

Jean-Louis Giavitto
CNRS⇤

⇤ STMS – IRCAM, Sorbonne Université, CNRS, Ministère de la culture
giavitto@ircam.fr

Pierre Donat-Bouillud
Sorbonne Université⇤

pierre.donat-bouillud@ircam.fr

ABSTRACT

We present AntesCollider, an environment harnessing An-

tescofo, a score following system extended with a real-

time synchronous programming language, and SuperCol-

lider, a client-server programming environment for real-

time audio synthesis. The environment enables the def-

inition of a centralized executable score specifying com-

plex timelines driving sophisticated controls, audio synthe-

sis and their synchronization with a performer. The audio

processing information is distributed to the SuperCollider

servers using the OSC protocol under the supervision of

the Antescofo scheduler taking care of the synchronizations

with external events. Audio processing can be distributed

over several SuperCollider servers to maximize CPU effi-

ciency. We showcase the system on a new piece, Curvatura
II for live electroacoustics.

1. INTRODUCTION

AntesCollider is a library programmed in the Antescofo
language to provide higher level and expressive control on
the SuperCollider scsynth server. The library is organized
around a set of concurrent objects to easily create dynami-
cally audio processes and to implement them using scsynth
servers. The motivation is to use the Antescofo language’s
expressiveness to write complex electronic musical pro-
cesses and synchronize them relying on the score follower
capabilities of the Antescofo meta sequencer and taking
advantages of the optimized and versatile audio synthesis
dynamic capabilities of scsynth.

The library has already been used for the production of
several electroacoustic, mixed and multimedia works, in-
cluding sensors, lights and video in real time. Compared to
the usual approach where the Antescofo score controls au-
dio processes implemented in Max (or PureData) through
messages, the resulting systems are more robust and more
CPU efficient.

The paper is organized as follows. Section 2 gives some
background information on SuperCollider and Antescofo
and its object system. Section 3 is devoted to the dynamic
organization of audio chains, the communication between
Antescofo and scsynth, the expressive control of the syn-
thesis, some strategies to achieve load balancing, and the
real time monitoring of the system through a dedicated

Copyright: ©2018 José Miguel Fernandez et al. This is an open-access
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GUI. Section 4 presents the use of the system in the devel-
opment of Curvatura II, a real time electroacoustic piece
using an HOA spatialization system developed by one of
the authors.

2. BACKGROUND

2.1 SuperCollider

SuperCollider [1, 2] is a real-time audio synthesis and al-
gorithmic composition environment and programming lan-
guage. It is divided into two components, as shown on
Fig. 1: a server, scynth, and a client, sclang, which com-
municate using the OSC protocol [3]. The client translates
the high level object oriented and functional language of
SuperCollider (see Code 1) into OSC messages sent to the
server. SuperCollider processes audio through an ordered
tree of unit generators for analysis, synthesis and process-
ing. It can use any number of input and output channels.
Unit generators are typically grouped statically in a higher
level processing unit, called a synth. Another server for
SuperCollider, Supernova [4], exploits multicore and mul-
tiprocessor architectures by providing a new instruction,
ParGroup, that parallelizes the unit generators. Super-
Collider provides ways to plan and to schedule events, but
only refering to physical time or to a fixed musical time
that does not follow the dynamic tempo of the interpreta-
tion. The specification of complex temporal relationships,
especially in an interactive setting where the dynamic tim-
ing of external events must be taken into account (synchro-
nization), remains difficult. These shortcomings motivate
the coupling with the Antescofo system.

sclang scynthOSC
audio output

audio input

Figure 1. SuperCollider is split into two components: the client, sclang,
using a object oriented and functional language, and the server, scynth,
which processes the audio. Both communicate using the OSC protocol.

{ SinOsc.ar(440, 0, 0.1) + WhiteNoise.

ar(0.01) }.play;

Code 1. A simple program sclang that generates a sine at 440 Hz with
phase 0 and an amplitude of 0.1, and white noise at the audio rate (i.e.

ar), adds them, and plays them. Sclang implements the evaluation of
this expression by sending OSC messages to the scsynth server.

2.2 Antescofo

Antescofo [5] is a score following system combining a
listening machine with a synchronous reactive program-

ming language. Antescofo is embedded into Max/MSP [6]
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or Puredata [7] as an external. An Antescofo program is
an augmented score using the dedicated programming lan-
guage to define the musical events to follow, the electronic
reactions to the events, and the synchronization between
computed actions and human performers. In the following
excerpt of Antescofo code, the first line defines a musical
event, a note with pitch C4 and duration of half a beat.
The following lines are actions that are launched when the
event is recognized: rcvr1... is a message sent to re-
ceiver rcvr1 in Max or Puredata, followed after a delay
of half a beat (relative to the tempo of the performer) by a
message to the receiver print.

NOTE C4 1/2
rcv r1 harm1 60 87 0.5
1/2 p r i n t HELLO

The system decodes an input audio stream to retrieve the
musical events specified in the augmented score but may
also process sensors input data (e.g., accelerometers, kinect,
midi input). Beside audio processing, it has been used to
control video displays, light, and mechatronics, using Max
messages or OSC messages [3]. Antescofo is used at Ir-
cam and elsewhere for the realization of various mixed
music pieces. The underlying technology is also used in
Metronaut, 1 an automatic accompaniment system for the
general audience.

Antescofo handles complex timelines with musical time
(in beats) and physical time (in seconds). Control of au-
dio synthesis can be expressed using curves (piecewise de-
fined functions) that adapt to the tempo. The way the sys-
tem synchronizes with the human performer is explicitly
specified by synchronization strategies [8]. For instance,
in the loose synchronization strategy, the scheduling of the
actions follows the real-time changes of the tempo of the
musician, whereas in the tight synchronization strategy, ac-
tions are triggered taking into account the occurrence of the
nearest event in the past. The choice of a relevant synchro-
nization depends on the musical context.

Actors in Antescofo. The notion of object is now wide-
spread in programming. This concept is used to organize
code by gathering values together into a state and mak-
ing the possible interactions with this state explicit through
the notion of methods. A related and less popular no-
tion is the concept of actor. The actor model of program-
ming was developed in the beginning of the ’70s with the
work of Carl Hewitt and languages like Act [9]. Later, Ac-
tor programming languages include the Ptolemy program-
ming language [10] and languages offering “parallel ob-
jects” like Scala or Erlang.

While objects focus on code reuse with mechanisms like
inheritance, method subtyping, state hidding, etc., actors
focus on the management of concurrent activities of au-
tonomous entities. Antescofo provides actors as entities
that encapsulate a state and provide concurrent, parallel
and timed interactions with this state. 2 An actor defini-
tion can be instantiated into an actor instance. Methods
can be called on this instance and correspond to instan-
taneous computations [11]. Processes can also be started
from these objects: they correspond to timelines and per-

1
https://www.antescofo.com

2
http://support.ircam.fr/docs/Antescofo/

manuals/Reference/actors

form computations that last over time. A method can also
be simultaneously executed on all instances of a given ac-
tor (e.g., for synchronization purposes), to trigger arbitrary
reactions when some logical expression becomes true, or
to kill an instance (which may trigger some instance han-
dler). All actor’s computations are subject to synchroniza-
tion with the musician or on a variable, they can be per-
formed on a given tempo, etc. The concurrency between
method, process, synchronization, reaction and handler in-
vocations, is managed implicitly and efficiently by the An-
tescofo run-time system [12].

Audio in Antescofo. Antescofo is usually used in conjunc-
tion with Max/MSP or Puredata for the audio synthesis part
and is directly embedded into it. Compared to Max/MSP
and Puredata, Supercollider can easily modify the audio
graph during execution which is a requirement of our tar-
get applications. Composers have also used Csound [13]
with Antescofo and have created a shallow layer in the
Antescofo language to control it [14]. Csound is a well
known audio processing language but Supercollider pro-
vides a more modern implementation, especially with Su-
perNova, which is able to exploit hardware parallelism.
In [15, 16], the Faust language [17] as well as custom C++
audio effects are natively embedded into Antescofo and au-
dio processing graphs can be created and modified on the
spot. Further developments are required to make this ex-
tension more robust and usable at a large scale.

3. BRIDGING ANTESCOFO AND
SUPERCOLLIDER: ANTESCOLLIDER

AntesCollider uses Antescofo to describe the synchroniza-
tion strategies and the timeline for a musical piece, and
SuperCollider, for the audio synthesis and processing, as
shown on Fig. 2. The audio processing routing is defined
in the Antescofo score and sent directly to scynth using
OSC.

Antescofo

score:
timeline, synchronization, audio effects

scynthOSC
audio output

audio input

audio input

Figure 2. AntesCollider does not use the sclang client for audio rout-
ing and interacts directly with the scsynth audio server. The Antescofo
score describes the timeline, the synchronization strategies and the audio
effects, and scynth processes the audio.

3.1 Defining Supercollider audio processing in an
Antescofo score

AntesCollider uses the paradigm of tracks (as in a DAW)
for the organization of the different chains and modules of
synthesis and treatments. Audio chains are organized in
four layers, each layers corresponding to specific scsynth’s
groups, as shown on Fig. 3:

• default group, as in the sclang node representation, the
group that embeds all groups and audio processes,

• mix_group, the group that encapsulates tracks. Tracks
in a module are eventually mixed .
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• track, the group that contains all the modules. Modules
are stacked in a track.

• module, real time audio processing for treatments and
synthesis. It corresponds to a synth.

This organization allows us a great flexibility on the gen-
eral controls such as the amplitude of several tracks, for
example, the control of a mix_group or the creation/de-
struction of a module, track, mix_group or server, both in-
dividually or globally.

Figure 3. Multiserver configuration, with N scynth servers. Audio pro-
cessing is organized in a tree fashion inside each server.

To instantiate a server, a mix_group or a track, we use the
actor system of Antescofo. The sc_server object represents
a scynth server in the Antescofo score. It can be initialized
with several optional arguments such as UDP port num-
ber, number of input and output ports, sampling rate, etc.
For instance, obj :: sc_server("server1", 57110) instantiates a
scynth server with name serve1 on port 57110. Methods of
the object can be used to control and monitor the server, as
shown in Code 2.
/ / add a 24 c h a n n e l s o u t p u t m a s t e r t o t h e end o f
/ / a l l c h a i n s t o c o n t r o l t h e g e n e r a l v o l u m e
$Servers ( " server1 " ) . master_out (24)
/ / s e t t h e g e n e r a l o u t p u t m a s t e r v o l . t o �20 dB
$Servers ( " server1 " ) . volume(�20)
/ / r e t u r n s c s y n t h ’ s c u r r e n t v e r s i o n
$Servers ( " server1 " ) . vers ion ( )
/ / r e t u r n s c s y n t h ’ s c u r r e n t s t a t u s
$Servers ( " server1 " ) . s ta tus ( 1 )
/ / q u i t t h e s c s y n t h s e r v e r " s e r v e r 1 "
$Servers ( " server1 " ) . q u i t ( )

Code 2. $Servers is an Antescofo dictionary that binds server names to
server objects. Here, we control and monitor server1.

Mix groups are instances of obj :: mix_group. At creation,
parameters provide group name, server name and the num-
ber of channels or the HOA order and decoder required
for higher order ambisonics [18] outputs. Tracks are cre-
ated inside a mix_group. Tracks automatically adapt to the
mix_group type (number of channels or HOA order and de-
coder). AntesCollider track objects have different methods

to control parameters, to change the behavior, to activate
different process or to kill the object and his representation
in the server side. For instance, the following code snippet:

$audioChain := [
[ " BassSynth1 " , " f r eq " , 35.9 , " fmrange " ,

1 .5 , " fmfreq " , 7 .85 , " l p f " , 214. , " hpf "
, 51.2 , " rq " , 0 .35 , "amp" , �10] ,

[ "TPan8" , " pos " , 0 . , " width " , 2 , " lag " , 0 ,
"amp" , 0 ] ]

ob j : : c rea_t rack ( " sc_track2_1 " , 0 , 1 , 0 ,
$audioChain , " group1_s2 " )

$ t racks ( " sc_track2_1 " ) . mod_add ( [ " TFlanger " , "
f l a n g e f r e q " , 1 .822 ] , " a f t e r " , " BassSynth1 " )

$ t racks ( " sc_t rack1 " ) . rand_ l fo ( " TRingMod1 " , "
modfreq " , 150 , 300 , 164.4 , " l i n e a r " , 200)

creates a track sc_track2_1 in group group1_s2. The ini-
tial audio chain array controled by the track is a mod-
ule called BassSynth1 followed by a panner TPan8. The
variable $tracks refers to the dictionary of all tracks in the
system, and is used to retrieve track sc_track2_1, to add a
Flanger effect TFlanger after the BassSynth1 module. Then,
the method rand_lfo creates an Antescofo process that does
continuous random control to modulate the parameter modfreq
of TRingMod1 module between 150 and 300 Hz with spe-

cific interpolation curve and tempo.

3.2 Communications between Supercollider and
Antescofo

The scsynth server is driven by the AntesCollider library
relying on the builtin OSC communication capabilities em-
bedded in Antescofo. The management of OSC messages
is achieved in Antescofo through 3 primitives: oscsend de-
fines an OSC output channel used to send messages to a set
of OSC receivers specified by an IP address, a port number
and, optionally, a predefined message header. oscrecv de-
fines an OSC input channel used to handle the OSC mes-
sages incoming to a set of specified ports. Optionally a
message header can be specified to restrict the messages
handled to those with this header. These two primitives
establish only an unidirectional channel with an external
processs. Bidirectional communications relying on these
two primitives require two channels (one to send and one
to receive), which is not the communication pattern used
by scsynth which rely on the UDP metadata of a message
to answer to the message sender [19, chap. 8]. This com-
munication pattern is handled by an osc_client declaration.
The command uses the following syntax: osc_client id host
: port * handler attributes .
Once initiated, the name of the command can be used to

send OSC messages to a receiver, called the server, while
the callback is activated to handle incoming messages from
the server. The Antescofo program acts as a client in a
server-client relationship: the server answers the requests
of the client but does not engage in an interaction not ini-
tiated by the client. An osc_client does not specify a pre-
defined message header. It means that when a message
is sent, the first argument of the message is used as the
header, and the rest of the parameters are the arguments of
the OSC message.

For instance, communicating with the scsynth typically
involves an initialization phase:

/ / l a u n c h i n g t h e S u p e r C o l l i d e r s e r v e r
/ / l i s t e n i n g t h e r e q u e s t s on p o r t 57110
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@system( " scsynth �u 57110 " )

/ / Open an o s c c h a n n e l i n c l i e n t mode . P r o c e s s
/ / : : Recv i s c a l l e d t o p r o c e s s i n c o m i n g msgs
o s c _ c l i e n t scServer l o c a l h o s t :57110 * : : Recv

/ / i n i t i a t e t h e c o n n e c t i o n w i t h S u p e r C o l l i d e r
/ / by s e n d i n d t h e " / n o t i f y " command
scServer " / n o t i f y " 1
/ / t h e s e r v e r w i l l a n s w e r / done / n o t i f y

Here, the command osc_client introduces a new command
scServer that can be used to send messages to scsynth.

3.3 Handling the incoming server’s messages

Two distinct mechanisms can be used to handle the incom-
ing messages. In the previous example, a process is used
as a callback launched each time an incoming messages is
received, in parallel with the main computations.

Antescofo follows the synchronous paradigm: computa-
tion are carried in a strict sequential mode, but elemen-
tary computations are assumed to take zero time to exe-
cute. So some computations are done "in parallel", i.e.

take place in the same instant, but are scheduled sequen-
tially [11]. This approach articulates in an odd way the re-
lationships of simultaneity and succession but is logically
well founded [20] and presents the benefits of not requir-
ing locks, semaphores, or other synchronization mecha-
nisms (computations that occur simultaneously execute se-
quentially and without preemption, behaving naturally as
atomic transactions with respect to variable updates).

The header and the arguments of an incoming message
are dispatched on the parameters of the callback. If there
are more arguments than parameters, the last parameter
receives a vector gathering the remaining arguments. If
there are fewer arguments than parameters, the additional
parameters are given the undef value.

An alternative mechanism can be used to handle the in-
coming messages. Instead of a callback, the osc_client com-
mand specifies a list of variables. These variables are up-
dated on the reception of the message arguments, follow-
ing the previous dispatch strategy. They can be used else-
where in the program, asynchronously, and their value re-
flects the information brought by the last received message.

3.4 Controlling Audio synthesis from Antescofo

Using the previous communication mechanisms, the con-
trol of the scsynth audio processing is interleaved in the
Antescofo augmented score, through OSC messages in-
stead of using MAX messages. Compared to a MAX-
based implementation, the only additional specification is
the sequence of messages required to dynamically create
the audio graph: in MAX this audio graph is not computed
at run time but statically patched by the programmer at pro-
gramming time. This is not a drawback but a benefit of the
approach: only the audio transformations that are really
needed are allocated once an audio treatment is no longer
required, the corresponding resources can be released by
scsynth, thus optimizing audio buffers, CPU processing,
etc.

There are several benefits in controlling the audio pro-
cessing from Antescofo, even if the score following fea-
tures are not used. Antescofo has been instrumental in the

development of several purely electronic pieces, as well as
mixed music pieces. As a matter of fact, the Antescofo
programming language offers:

• expressive constructions (breakpoint functions that are
data, higher order functions and processes, iteration,
temporal recursion, reaction to arbitrary conditions, tem-
poral patterns [21], . . . ) help to control arbitrary pro-
cesses through time;

• an actor system (autonomous objects that can be in-
stantiated and run in parallel) which helps to define and
parameterize autonomous musical voices;

• sophisticated synchronization primitives on events but
also on tempi [12] that make possible to gather these
voices in a relevant polyphony.

The ability to start an Antescofo program at an arbitrary
point proved also especially useful during composition phase
and during rehearsals.

3.5 Load-balancing ugen allocation

The pieces, especially when using many channels and many
ugens, can be computationally expensive and overload the
capacity of one scynth server, even if CPUs are not sat-
urated. If a server becomes overloaded, the sound is de-
graded and we can hear clicks. The parallel-execution server,
Supernova, can be used but requires the user to explicitly
mark the parts of the audio graph to parallelize using the
ParGroup function. Instead, we tried to exploit multicore or
multiprocessor architectures by launching multiple scsynth
servers and to transparently balance the load by distribut-
ing the groups and synthesizers on the servers, as shown on
Fig. 4. The load-balancing strategy is however constrained
by the data dependencies induced by the audio graph.

Antescofo
+ score

audio input

scynth1OSC

audio output

audio input

scynth2

scynth1

Figure 4. AntesCollider launches several scynth servers, for instance, one
per core on the processor. It watches the load on the server and tries to
place new synths on the least loaded servers.

We have observed that the load on a server is roughly con-
stant if the number of groups, tracks and modules remains
the same, as shown on Fig. 5. Therefore, we load-balance
our set of servers only when adding a new group, track or
module. When creating a new group, we place it on the
server with the minimum load. We cannot choose as freely
where to put tracks or modules as they are embedded into
a group. For tracks, we just put them in the server of their
group. For a new module, if the load on the the server of
its group is too high (given a threshold ↵), we migrate the
whole group on the server with the minimum load. If all
the servers have the same high load close to the thresh-
old, we just put the module on its group without migrating
and warn the user. The migration of a group consists of
the removal of all the tracks and modules in the group in
the origin server and its creation on the destination server.
To prevent the audio from clicking, we fade it out on the
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origin server and fade it in on the destination one. Fig. 5
shows the peak and average CPU load for one server and
two servers: for one server, peak CPU load goes above
100% whereas with two servers, we can distribute the load
more evenly and keep it below 100%.

Not all audio graphs can benefit from this simple paral-
lelization approach. For example, a chain of effects (i.e.

one group) will be placed on the same server, irrespective
of the number of synths in the group. A more sophisticated
approach in this case would be to cut the group into sev-
eral groups and transport audio between the servers using
the jack audio server [22] or a multiple input/output sound-
card (but that would also increase latency).
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Figure 5. The CPU load (calculated as a moving average), peak CPU
load, number of unit generators and number of synths, during an execu-
tion of the piece Curvatura II on one server. We also show the peak load
on each server for the execution of the same piece with the same timings,
load-balanced on two servers. A synth is made of several ugens. We
scaled the number of synths by 100 on the graph, to make it visible.

3.6 Graphical interface

In complex pieces, the current status of the audio chain is
difficult to grasp. And even if Antescofo provides a tex-
tual interface for live coding, the textual control of audio
chains can be painful. So we decided to develop a graphi-
cal component for the creation and the manipulation of au-
dio processing directly with an user interface. This com-
ponent is also used to visualize the content of tracks and
modules dynamically. This GUI is implemented in Super-
Collider sclang using the Qt embedded interface, as shown
on Fig. 6.

To send the data parameters from the graphical interface
to AntesCollider the user can rely on two methods. The
user can create presets directly in the GUI and then import
it in AntesCollider via a JSON file. Another option is to
send the parameters data of a track directly from the GUI
to AntesCollider via OSC. At reception, Antescofo creates
a new dictionary of parameters (called a map in Antescofo).
The map can be saved on disk to be read latter. This map
represents a snapshot of the node tree and can be used to

create or restore an audio chain later, playing the role of a
preset.

4. CASE STUDY: CURVATURA II

Several pieces of mixed music have already been com-
posed with preliminary versions of AntesCollider. The first
one was Dispersion de trajectoires (2014) for baritone sax-
ophone and electronics using the Antescofo score follower.

Curvatura II is a real time electroacoustic piece made
with AntesCollider for an HOA system. The whole com-
position is entirely written in AntesCollider, validating the
notion of centralized executable score where all data needed
to perform the piece are gathered into a single document,
an Antescofo score. The piece is performed in real time.
Because of the use of the SC_HOA library [23], it can be
decoded in different loudspeaker configurations.

Curvatura II is first and foremost an exploration and re-
search on the creation of different superimpositions of sound
layers and on the transformation of sound material through
time. The “curvature of time” corresponds to continuous
deformation and distortion of the tempi (accelerando, ral-
lentando, modulation, as shown on Fig. 7). These distor-
tions are easily specified in the Antescofo language where
all processes can be parameterized with arbitrary tempo ex-
pressions. It enables the creation of complex rhythms and
simplifies the computation of continuous controls on pa-
rameters for the sound synthesis as well as their superim-
positions. The superposition of all these elements in con-
stant transformation and mutation gives rise to sound ag-
gregates to produce a global perceptual effect which, at the
same time, constructs the directionality and course of the
musical discourse. Antescofo processes are heavily used
to generate both the micro (sound, timbre, texture) and the
macro structure (gesture, phrase, form) of the piece. The
flexibility and CPU performance of the multi server Super-
Collider scsynth setup also allow to create complex tex-
tures that can be spatialised in the HOA environment.

The following techniques are used in the piece, showing
the versatility of the architecture:

• Various classical audio synthesis techniques (additive,
subtractive, frequency modulation, amplitude modula-
tion).

• Spatial granular synthesis: AntesCollider can generate
hundreds of grain simultaneous, each grain with his

Figure 6. Overview of the GUI of AntesCollider.

243



Figure 7. Graphical representation of tempi modulation for process and
music events; tempo1 and tempo 2 have his own modulation tempo in
time and tempo 0 is the main tempo which in turn embedded and modu-
lated both tempo 1 and 2.

Figure 8. Sound sources used for the Curvatura II piece placed in the
listening space and position of the listener, thanks to HOA.

own 3D position, envelope, rate, etc. This allows to
create sorts of spatial grain clouds in the space.

• Concatenative synthesis with different envelopes.
• Physical models for synthesis and control.
• Control models (3D Mass Spring, Boids, orbitals) are

programmed directly in the Antescofo language using
objects.

5. CONCLUSION

We created an integrated environment, AntesCollider, for
mixed music, with complex timelines and synchronizations
handled by Antescofo, and advanced audio synthesis, by
SuperCollider. We showcase our system on a new piece
for electronic music, Curvatura II. The system is a pre-
liminary implementation of the notion of centralized exe-

cutable score. A centralized score gathers in one document
all the information needed for the definition of the tempo-
ral media (electronics, performer score, interactions and
audio constructions) within the same language. The no-
tion of “executable score” is motivated by the development
of more dynamic, precise and musically expressive elec-
tronic scores, enabling new couplings between computers
and musicians, and renewing the problem of interpretation
both at the level of the composer and the instrumentalist.

The pieces developed so far with AntesCollider show that
the centralized executable score is relevant for the execu-
tion of the performance. This paradigm supports the ex-
plicit writing of instrument/computer interactions and fa-
vors a dynamic approach in the management of audio pro-
cessing and synthesis: audio chains are easily created and
destroying “on the fly” in direct relation to internal and ex-
ternal events. However, more abstract representation are
certainly needed, e.g. for the conductor or the performers.

Future work includes the distribution of the AntesCol-
lider library together with the Antescofo system and sev-
eral enhancement of the GUI to monitor Antescofo events
and actions. We will also develop several physical models
in Antescofo to control synthesis.
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ABSTRACT

Participatory artworks aim at creating an experience that
is open to interpretation. We argue that such interpreta-
tions should not be just entirely predetermined by the cre-
ators’ expectations; rather, they should vary among au-
dience members. We also argue that audience members
that experienced the artwork could act as co-designers for
the successive iterations of the artwork and broaden the
creative process. We investigated these arguments with
an exploratory approach aimed at transforming creative
practices, by reflecting on the case study of an interac-
tive audio-visual installation based on an augmented type-
writer. Audience engagement, designers’ feedback, and re-
flections of expert audience members are discussed in this
paper.

1. INTRODUCTION

Participatory art practices are often linked to the concept of
“democratization“, since their main objective is to broaden
access and encourage creative engagement with the art-
work. The predominantly social orientation of such prac-
tices has often lead to a confusion between the aesthetic
and ethicopolitical value of participatory artworks [1], i.e.
the value of the artwork is judged based on the social rela-
tionships it mediates, rather than its aesthetics. The most
prominent example of this approach is Bourriaud’s “Rela-
tional aesthetics” [2], in which “socialities [are placed] at
the core of a new conception of the aesthetic” [3].

Unlike “relational aesthetics“, our intention is not to as-
sess art practices based on the social context they mediate
[3], but rather use this social context as a starting point
in order to transform the socialities between creators and
audiences – and potentially the art practices themselves.
We are particularly interested in connecting art creation
and perception / participation in an iterative process with
the aim to foster creativity and encourage artistic reflec-
tion. For this reason, we have adopted an exploratory re-
flection approach that combines social context with HCI
and aesthetics. Most importantly, our focus lies on for-
mative rather than summative approach [4], i.e. evalua-
tion that has the potential of informing and transforming

Copyright: ©2018 Visda Gourdarzi et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

creative practices, rather than merely assessing them. A
more comprehensive exploration/evaluation of the artwork
was attempted in a workshop with selected expert audience
members that took place a few days after the concert. The
workshop included participants from the fields of music
performance, musicology, music technology and sound de-
sign, who were invited to participate in a lab performance,
a focus group discussion and a brainstorming session. The
purpose of the workshop was twofold: (1) engage in criti-
cal discourse and reflection on the artwork at hand (Cem-
balo Scrivano), and (2) engage in creative ideation with
the artwork as a starting point. The latter serves the gen-
eral objective of establishing a feedback loop between art
creation and evaluation: the evaluated artwork is taken as a
starting point for collaborative creative ideation using vari-
ous brainstorming techniques. Previous work in that direc-
tion [5, 6] has demonstrated encouraging results, with one
of the ideas generated as part of a brainstorming session
later developing into an audiovisual installation (rect 0011
by Benjamin Stahl and Paul Wolff).

2. CEMBALO SCRIVANO

The Cembalo Scrivano .2 (CS2) is an interactive audio-
visual installation based on an augmented typewriter [7]
that generates in real-time audio and visual materials by
detecting the user’s typing activity.

The theoretical groundings of this project are media ar-
chaeology [8] and technology re-mediation [9], which are
concerned with the idea that new media re-mediate and re-
fashion prior media forms. Following this idea, we wanted
to take into account historical and cultural considerations
to reconsider the device’s usage within a new interactive
context. The design of the CS2 was inspired by the writing
machine created in 1855 by the Italian inventor Giuseppe
Ravizza. Ravizza called his invention Cembalo Scrivano
(Scribe Harpsichord) due to the usage of piano-keys (see
Figure 1). Ravizza’s invention repurposed the interface of
the harpsichord: an existing musical instrument was used
as source of inspiration for the development of a new ma-
chine, shifting the context from art technology to typewrit-
ing. The CS2 mirrors this shift insofar as a typewriter is
converted into an interactive art installation (from type-
writing to art technology). At the outset of the project,
we approached the design of the CS2 taking inspirations
from Sengers‘s and Gaver‘s suggestions to offer multiple
interpretations of a design artifact [10]. The first idea we
took from Sengers and Gaver was to clearly outline us-
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Figure 1. The Cembalo Scrivano invented by Giuseppe Ravizza in
1855. Picture retrieved from Museo Nazionale della Scienza e Tecnologia
Leonardo da Vinci, on-line archive.

ability (typing activity), while leaving the audience space
to freely interpret the generated sonic and visual materials.
The second idea refers to the stimulation of new interpreta-
tions by purposefully blocking expected ones: rather than
producing a typed sheet of paper the CS2 generates audio
and visuals.

The typewriter used in the project is an Olympia SM9
(Figure 2). In the typewriter, each key is connected to
an individual metal bar that slides down a few centime-
ters when the key is pressed. To detect user interaction,
we place two touch sensors (TouchKeys [11]). Specifi-
cally, we used the information describing where about the
TouchKeys has been hit to detect which key has been pressed,
prior having assigned a specific position of the sensor to a
specific symbol of the keyboard. In the board, this data is
(i) converted into specific ASCII values, (ii) used to con-
trol the behavior of eight LEDs placed inside the type-
writer (Figure 3). The detected ASCII values are then
sent to a computer for audio and video generation using
Max-MSP and Processing. The communication between
the various hardware and software units is based on serial
port (Arduino to Processing) and OSC (Processing to Max-
MSP). From an interactive point of view, the CS2 is char-

Figure 2. From left to right: the Olympia SM9 typewriter used in the
CS2; the sensing mechanism – by pressing a key (blue) the metal bars
touch the touch sensor (yellow) in a specific point; the Olympia SM9
suitcase base equipped with Arduino, sensors and LEDs.

acterised by two states. The first is the idle state, which
is associated to a condition of quietness: when no inter-
action is detected for more than 5 seconds a background
sound is generated and the LEDs constantly fade in and
out. The second state is triggered when a key is pressed.
The background sound suddenly changes, additional (pre-

recorded) sounds are triggered, and the LEDs bright up for
a fraction of time. Once the system enters into the second
state the various sounds are organized following an activity
metaphor. The typing activity is interpreted in relation to
the quantity of energy injected into the system. A slow and
short typing is associated with low energy levels, while a
fast and continuous writing gradually increases the amount
of energy detected by the system. The CS2 organizes the
materials generated based on the amount of typing activ-
ity: low activity produces quiet and punctual audio-visual
events; high activity produces dense, articulated, and loud
sequences of sound and visuals.

We developed three different audio-visual environments
that looped. The three environments are intended as a jour-
ney carries aesthetic and symbolic elements linked to the
concepts that inspired the installation (i.e. technology, mu-
sic, and communication).

1.“Machines” – the sounds designed for this environment
are recorded samples and synthesized sonorities evoking
mechanical gears and automated machineries. Following
the activity metaphor, the system alternates short, punc-
tual and granular sounds with denser and louder metallic
sonorities. The visual shows the typed letter that randomly
roams throughout the screen leaving a trace behind it. The
behavior of the tail is entirely decided by stochastic pro-
cesses, calling for reflections on delegating controls to the
machine.

2.“Melodies” – pre-recorded instrumental sounds are used
as sonic material (mainly short samples related to Western
monophonic classical instruments). The section was con-
ceived to feature the way music is traditionally interpreted,
although reinterpreted with a contemporary aesthetic (e.g.
once triggered, each sound is manipulated by changing the
original speed rate). The result is a mix of sonorities oscil-
lating between traditional music instruments and abstract
sonorities. The visual displays the typed letter as an ex-
ploding entity while at the same time maintaining a harmo-
nious behavior, mirroring the tension between the acoustic
and synthetic sounds.

3.“Voices” – sampled male and female voices speaking
different languages (English, Italian and German) are used
as sound material. Although it is possible to perceive the
various voices, they were designed to offer a degree of am-
biguity by means of segmenting and overlapping the sam-
ples. This choice was motivated by the idea of not fill-
ing the composition with semantics to avoid influencing
the audience interacting with the system. The sounds vary
from whispering to loud speaking. The shift between the
different vocal qualities is organized following the activity
paradigm: slower typing generates quiet and soft articu-
lations while fast typing produces louder and more dense
voicing. The visual matches the concept of human voices
by displaying abstract representations of mouths that open
and close.

3. METHODS

Interactive artworks have been mainly evaluated by apply-
ing HCI research methods such as usability and UX. These
methods have allowed artists to improve their usability and
interaction design [12] and to get insight into audience’s
experience. For example, Hőők suggested a two-tiered
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Figure 3. Figure 3: A view of the typewriter with the visual output gen-
erated by the CS2.

evaluation model using adaptive evaluation techniques to
fine-tune interaction design [13]. Some of the questions
that has been tackled by these works have been: How to
access information about audience experience? Which as-
pects of experience and qualities of interactivity needs to
be evaluated? These studies have explored hybrid methods
between HCI and art to be more suitable for open-ended
scenarios [14]. Furthermore, HCI research methods began
to focus on “pleasure and aesthetics” as innovative goals
[15, 16, 17]. Ethnographic and qualitative methodologies
such as informal interviews, surveys, video, and verbal
data evaluations have been used for modeling audience be-
havior [12, 18, 19], in documentation of long term partici-
patory artworks activities [20], and for providing feedback
to creators [21, 22, 23].

We would like to extend evaluation beyond the practices
mentioned above. Mainly because artworks are meant to
give insights into audience’s emotional experience, social
relationships between them and the art creators, and their
experience with the environment around.

One of the challenges is the fact that although artists are
usually clear in their practice, it is rather seldom that they
have an explicit aesthetical intention. Simply, artworks
are not created in order to support a single interpretation
[6, 24]. Some parameters we explored are: the balance be-
tween control and randomness; the interaction cycle; the
extent to which participants have to be actively engaged in
order for the artwork to be successful.

For the evaluation of the work we used a combination
of methods including observation, log data analysis, video
analysis, as well as expert and non-expert audience ques-
tionnaires. Similar sets of methods have been used by pre-
vious studies for the evaluation of participatory and collab-
orative music-making [25, 26, 27]. These methods were
complemented by an in-depth evaluation in the context of
a workshop, in which selected expert audience members
were invited to participate in a lab performance, a focus
group discussion and a brainstorming session. The inten-
tions of the two creators were also recorded through a semi-

structured interview and a questionnaire and were taken
into account in the evaluation process.

3.1 Creators’ feedback

Designer/creator questionnaire and interview Prior to the
performance, the creators of the piece were asked to an-
swer some questions regarding their intentions and expec-
tations with respect to the interaction with the interface,
the notion of agency, the social interaction among partici-
pants and the ways in which different performances of the
work can vary. This questionnaire was informed by a pre-
vious semi-structured interview with the creators, focus-
ing on the compositional idea and their artistic and design
goals. Both creators were asked to answer the question-
naire individually.

3.2 Performance analysis

Our evaluation of the work is based on a performance that
took place at the Institute of Electronic Music and Acous-
tics at University of Music and Performing Arts Graz in
July 2018. This performance was documented and ana-
lyzed using a combination of methods: observation, log
data analysis, video analysis and an audience survey.

Observation: the first and second author of the paper
were responsible for observing the performance and tak-
ing notes regarding the participants’ interaction with the
interface and each other.

Log data analysis: all text entries made during the perfor-
mance were recorded and saved in a single text file. The
log data was later used to analyze the semantic content of
the users’ text input.

Video analysis: the performance was recorded using three
different cameras, including a “first-person” video and au-
dio recording, documenting a single participant’s experi-
ence of the concert. The video files were analyzed and
cross-checked in order to calculate the exact duration of
each interaction with the interface and segment the log
data.

General audience questionnaire: after the concert, the
participants were invited to fill-in a short questionnaire
meant for a non-expert audience and focusing on human-
computer and social (human-human) interaction during the
performance.

3.3 Expert audience workshop

Our evaluation was completed with an expert audience work-
shop with selected participants who attended and partici-
pated in the concert.

Expert audience questionnaire: the workshop participants
were asked to answer a questionnaire focusing on simi-
lar parameters to those used in the creators questionnaire:
interaction with the interface, agency, social interaction
among participants etc.

Lab performance: as part of the workshop, the partici-
pants were also asked to participate in a “lab performance”
of the piece and subsequently describe and compare their
experience to that of the concert. This had the purpose of
giving all participants the opportunity to interact with the
interface - including the ones who have not done so at the
concert - and enable a comparison between the two differ-
ent contexts (concert vs lab). Data collected during the lab
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performance (log data and video) was later compared to
the data collected from the actual concert.

Group discussion: the lab performance was followed by
a focus group discussion on the concept of agency; par-
ticularly the two different types of agency potentially in-
volved in Cembalo Scrivano: human agency (participants’
control over audio and visuals) and software agency (the
system’s ability - or lack thereof - to display autonomous
behaviour).

Bootlegging: the last part of the workshop was devoted
to brainstorming in the form of bootlegging, a technique
specifically chosen in order to stimulate creativity and link
creation and evaluation in an iterative and recursive pro-
cess.

4. CREATORS’ INTENTIONS

Before the concert, we asked the creators of the CS2 to
share their opinion and intentions about the interface.

Interaction, intuitiveness, hidden features, correct/incorrect
interaction: they intended the interaction with the interface
to be intuitive using an interaction paradigm that is familiar
for everyone. Nevertheless, the novelty of the object (be-
cause of it’s distorted nature compared to a real typewriter)
should not allow an immediate grasping of the intentions
and is supposed to encourage the curiosity of the audience
to explore.

There are three hidden features in the work. First, the
more energy the user uses in typing, triggers more com-
plex, louder, and more energetic sounds. Furthermore, the
creators were controlling when to switch from one section
of the three to the next by a midi controller that was far
from the interface and was hidden from the audience. Fi-
nally, the machine produces various random or stochastic
behaviors (e.g. background change, re-purposing of previ-
ously typed letters, audiovisual glitches).

Certain behaviors are constrained by the physical nature
of the typewriter. One simply cannot type too fast, thus
there is an ’upper-bound’ to the intensity of the visuals-
music which leads to a slower interaction throughout the
performance.

Fast typing can block the mechanism of the typewriter.
Interactions besides typing keys such as rolling to scroll
pages can create acoustic sound which does not influence
the composition but adds to the overall experience.

Agency and Form: the notion of agency is more compli-
cated. Although the creators indicate that the only active
agent during the performance is the participant, their in-
teractions’ possibilities are limited to the presets and rules
that govern the audiovisual outcome which is designed by
the creators.

The audiovisual work has a formal structure consisting of
three parts each with a different sound and visual material.
The interaction with machine doesn’t change, but the ma-
chine agency gradually increases throughout three stages
of the piece. (Autonomous interventions)

Performance: the creators expected the performances to
be different only in terms of audience participation; some
being completely absorbed or totally unengaged and dis-
interested. In spite of similar sonic and visual outcomes
throughout the piece, there are several micro structures that
vary based on stochastic behaviors. The creators expected

that the participants would type a lot of typos (since we are
so used to correcting our typing using computers). They
expected some users to ignore the content of the text and
only use a lot of punctuation, ... They also expected a high
diversity among participants, but mainly they expected that
people converse through the text and complete each other’s
story by typing collaboratively.

For the creators, this is the first time they present this
work where it is possible to type “readable” words and
sentences. So they had high hopes that it contributes to
the level of engagement and participation of the audience.

5. ANALYSIS

5.1 Performance analysis

The performance had a total duration of about 18 minutes,
with 13 out of 40 (32.5%) audience members actively par-
ticipating in it. The average duration of individual interac-
tions with the interface was 34.63 sec (Std. Dev. 20.67).
The average interaction time per person was 50.62 sec (Std.
Dev. 34.55).Three audience members interacted with the
interface twice and only one audience member interacted
with the interface more than three times. It’s important to
note that all users who interacted with the interface more
than once were identified as professional musicians (com-
posers or performers).

Out of 22 entries, 3 were made by the creators of the
piece: 2 in the beginning of the performance (“this is a
magic typewriter.... there might be some keywords. . . “,
“or maybe not....? your turn now...“) and one in the end
(“thank you“). Two of the entries made by audience mem-
bers could be interpreted as a search for these “keywords“,
as they made use of “magic words” commonly used in
stage magic tricks (“simsalabim“) or popular movies (“ex-
pecto patronum“).

Two more entries cited popular movies, one making a ref-
erence to the act of typing as well: “all work and no play
makes jack a dull boy” - a proverb obsessively typed by
the lead character in the movie “The Shining”, based on
the homonymous novel by Stephen King.

Two of the entries commented on the process of the per-
formance itself, while four different entries referred to the
nature of the interface, inquiring whether it is a computer,
a living organism or an Artificial Intelligence, Only one
entry, made by a professional musician, was entirely non-
lexical and seemed to explore the sonic potential of the in-
terface, e.g. typing in different speeds, rhythmic patterns,
or even dynamics - an option that was not explored by any
other user during the performance. Two other entries con-
sisted partly of random typing patterns, which could be at-
tributed to a sonic exploration of the interface.

Finally 27% of all entries were references to previous en-
tries by other users (e.g. asking or answering other users’
questions, repeating or completing words from a previous
entry etc.), indicating the social character of the interaction
among participants.

5.2 Audience feedback

By the end of the concert audience were kindly invited to
fill out a questionnaire if they were interested and had a
few minutes time for it. We did not collect demographic
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data about the audience but there were in total 40 people
and 17 of them filled out this survey.

The questionnaire included five same questions regarding
each piece of the concert. The audience were asked to rate
each question between 1-5 (strongly disagree - strongly
agree) to evaluate the following criteria: their participa-
tion, physical interaction with the interface, the sonic im-
pact of their actions, the effect of their actions on other
participants’ actions and vice versa, and how musically in-
teresting was the sonic outcome.

6. EXPERT AUDIENCE WORKSHOP

Collaborative workshops are defined as “collaborative de-
sign events providing a participatory and equal arena for
sharing perspectives, forming visions and creating new so-
lutions” [28]. The workshop was designed for an expert
audience of musicians, musicologists, music technologists/sound
designers and took place two days after the concert.

6.1 Questionnaire

Four out of six of the workshop participants found the in-
teraction with the interface to be intuitive and did not ob-
serve a learning curve, while the other two did not express
an opinion on the matter.

All participants reported that the level of control that par-
ticipants had during the performance was relatively low
and limited to the semantic content of the text, in contrast
to the sound output, which – as one participant observers
– “felt composed”. The participants were able to observe
a formal development in the piece, although there was no
general agreement as to whether different parts of the piece
were distinguishable from each other. Only one participant
was able to identify all three parts.

No hidden interaction components were observed by the
participants, including the “keywords” promised by the artists
at the beginning of the performance. As “incorrect” ways
of interacting with the interface they named misspellings,
too fast typing resulting in type bars getting jammed, and
forgetting to return the carriage at the end of a line.

All participants agreed that the semantic content of the
text input was central to the performance. Regarding ways
in which different performances of the piece can diverge
from each other, most participants mentioned the semantic
content of the dialogue taking place among audience mem-
bers (e.g. through answering each other’s questions), as
well as a possible shift in focus between semantic content
and sonic exploration in different performance settings.

All participants agreed that the work encouraged social
interaction among audience members, though two of them
pointed out that the single-user interaction paradigm al-
lowed for asynchronous rather than synchronous interac-
tion.

6.2 Group discussion

Regarding system autonomy, the opinion was divided. Some
of the participants suggested that the system displayed low
agency and was rather reactive than interactive, while one
participant suggested that the reappearance of words typed
by previous users could be interpreted as a form of agency.
Several participants agreed that this notion of agency could

be enhanced if in the last part of the piece, which was
largely based on recorded speech as a source of sound ma-
terial, these old messages would return as spoken words.
Two of the participants mentioned that the opening lines
typed by the artists (“this is a magic typewriter.... there
might be some keywords... or maybe not....? your turn
now...“) created the expectation that the system would per-
form some semantic processing of the words typed (e.g.
recognizing or relating words based on their meaning).

There was general agreement among workshop partici-
pants that the level of control that the users had over sound
was rather low. One participant suggested that a more dif-
ferentiated mapping of the keys (e.g. mapping number
keys or same row keys to similar sounds) could help shift
the focus of the performance from the semantic content of
the text input to the sonic interaction with the interface.

All participants agreed that the single-user interaction with
the interface created a type of “stage“, putting pressure on
the participants-performers, though this was not necessar-
ily evaluated negatively. One participant commented that
this gave the performance an almost “ritualistic” character,
while someone else suggested that using more than one in-
terfaces could help distribute the attention and encourage
interaction among participants (e.g. using 2 typewriters
and thus enabling the participants to engage in “conversa-
tion“).

6.3 Lab performance

Five of the workshop participants furthermore participated
in a “lab performance” of the piece using a computer key-
board as an interface. The participants reported that the
pressure in the lab concert was much lower than in the ac-
tual concert and while only one of them had participated
in the actual performance, all of them had the chance to
contribute to the lab performance. One of the participants
observed that there was less social interaction between par-
ticipants in the lab concert. This is confirmed by the log
data collected during the performance: out of 10 entries
only 1 makes a semantic reference to a previous entry from
another user.

Two other participants mentioned that they focused ex-
plicitly on the differences between the computer keyboard
and the typewriter as interfaces – specifically the typing
speed limitations that apply to the typewriter, as opposed
to the computer. Another participant suggested that the key
sounds of the typewriter constitute an important aesthetic
component of the piece, which was missing from the lab
performance. The “enter” key seemed to also play an im-
portant role in the lab setting. This key is used to start and
stop the rendering in Processing and, as there is no such
key on the typewriter, its function was not originally de-
signed as an interaction component. When one of the par-
ticipants accidentally discovered the function of the key, 2
other participants chose to experiment with it.

Another significant difference between the actual and the
lab concert was the shift in focus from text to exploratory
interaction with the interface. Concretely, 50% of the en-
tries were non-lexical. Among the entries with semantic
content, 1 consisted of letters and individual words without
syntactic relations, 2 referred to the concept of “future“,
1 made a reference to the search for keywords (“magic
words“) and 1 (in Spanish) reflected on the interaction with
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the machine, wondering what would happen if the software
did not work. The average duration of individual interac-
tions with the interface in the lab performance was 59.7
sec (Std. Dev = 41.05), in comparison to 34.63 sec (Std.
Dev. 20.67) in the actual performance. The lab perfor-
mance lasted about 13 minutes, giving all five participants
the opportunity to interact with the interface twice. The av-
erage interaction time per participant was 119.4 sec (Std.
Dev. = 60.74), as opposed to 50.62 sec (Std. Dev. 34.55)
in the actual performance.

6.4 Brainstorming

Participatory artworks rarely aim to define a specific type
of experience. Instead, they aim at creating an experience
that is open to interpretation. It is valuable if such interpre-
tations are different from designer/creators’ expectations
or inconsistent among audience members.As key elements
for the participatory process, we used creative workshop.
The main approach in this workshop is to balance com-
plexity and interactivity to create processes that are engag-
ing and interesting both technically or musically.

Bootlegging is a “structured brainstorming technique par-
ticularly suited to multidisciplinary settings“[29]. In boot-
legging sessions, participants mix familiar concepts in a
way that stimulates creativity. A bootlegging session re-
quires a theme. Our theme was text-communication in-
spired by typewriter. It also requires the definition of four
categories for idea generation, two relative to the user side
and two related to the theme and technology. Our two
user related themes were audience, experience or activity.
The two other categories were the medium, and technol-
ogy. The participants, divided into two groups, rapidly
generated ideas on coloured Post-Its notes for each cate-
gory, mixed those ideas and created random combinations
of each category per group. Those combinations then be-
came the trigger of a brainstorming session, attempting
to imagine different potential applications to support each
combination.

7. REFLECTIONS

The workshop findings were shared with the creators of
the work, who were additionally asked to provide some
feedback on their usefulness for future work. The creators
mentioned that they were likely to work on a new installa-
tion based on the knowledge they acquired while working
on Cembalo Scrivano. One of them considered the partic-
ipants’ difficulty to identify all three parts of the piece to
be a significant finding, suggesting either a high degree of
coherence, or insufficient differentiation between different
parts of the piece.

When asked whether they would integrate any of the par-
ticipants’ suggestions in a next iteration of the piece, they
mentioned that they would be interested in using AI or a
second “hidden” user – in place of an AI – in order to per-
form semantic analysis of the text, and that actual “key-
words” could be used as triggers in order to “progress the
story line”. Furthermore, they suggested that the piece
might work better in a smaller performance setting, with 3-
4 participants. Regarding their expectations from the per-
formance, they mentioned that they expected some of the

users to interact with the interface longer, producing larger
segments of text.

Overall, from analysis of participants’ interactions with
the interface/piece, comparing it with creators’ expecta-
tions, and designing further iterations with the participants
during the workshop; we created a process that could be
useful as a creative approach by itself. We hope it helps
designers, composers, and audience members collaborate
more often during the creation process and switch or over-
lap roles within a shared context.
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réel Dijon, 2002.

[3] G. Born, E. Lewis, and W. Straw, Improvisation and
social aesthetics. Duke University Press, 2017.

[4] C. Bossen, C. Dindler, and O. S. Iversen, “Evaluation
in participatory design: a literature survey,” in Pro-
ceedings of the 14th Participatory Design Conference:
Full papers-Volume 1. ACM, 2016, pp. 151–160.

[5] V. Goudarzi, E. Tomás, and A.-M. Gioti, “Collabora-
tive Design Methods towards Evaluation of a Tangible
Interface,” in ICLI, 2018.

[6] F. Morreale, R. Masu, and A. De Angeli, “The Influ-
ence of Co-Authorship in the Interpretation of Multi-
modal Interfaces,” Wireless Communications and Mo-
bile Computing, 2019.

[7] G. Lepri and A. McPherson, “Mirroring the past, from
typewriting to interactive art: an approach to the re-
design of a vintage technology.”

[8] J. Parikka, What is media archaeology? John Wiley
& Sons, 2013.

[9] J. D. Bolter, R. Grusin, and R. A. Grusin, Remediation:
Understanding new media. mit Press, 2000.

[10] P. Sengers and B. Gaver, “Staying open to interpreta-
tion: engaging multiple meanings in design and evalu-
ation,” in Proceedings of the 6th conference on Design-
ing Interactive systems. ACM, 2006, pp. 99–108.

[11] A. McPherson, “TouchKeys: Capacitive Multi-Touch
Sensing on a Physical Keyboard.” in NIME, 2012.

[12] Z. Bilda, B. Costello, and S. Amitani, “Collaborative
analysis framework for evaluating interactive art expe-
rience,” CoDesign, vol. 2, no. 4, pp. 225–238, 2006.
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ABSTRACT

A common approach to generating symbolic music using

neural networks involves repeated sampling of an autore-

gressive model until the full output sequence is obtained.

While such approaches have shown some promise in gen-

erating short sequences of music, this typically has not

extended to cases where the final target sequence is sig-

nificantly longer, for example an entire piece of music. In

this work we propose a network trained in an adversarial

process to generate entire pieces of solo shakuhachi mu-

sic, in the form of symbolic notation. The pieces are in-

tended to refer clearly to traditional shakuhachi music,

maintaining idiomaticity and key aesthetic qualities,

while also adding novel features, ultimately creating

worthy additions to the contemporary shakuhachi reper-

toire. A key subproblem is also addressed, namely the

lack of relevant training data readily available, in two

steps: firstly, we introduce the PH_Shaku dataset for

symbolic traditional shakuhachi music; secondly, we

build on previous work using conditioning in generative

adversarial networks to introduce a technique for data

augmentation.

1. INTRODUCTION

Recent years have seen several new proposals for gener-

ating symbolic music with deep neural networks [1, 2, 3,

4, 5, 6, 7, 8]. Many of these comprise training of a single

network, typically consisting of layers of some recurrent

unit such as LSTM [9], and predicting the target sequence

one time step at a time. The task of music generation has

proven sufficiently complex so as to limit the overall

lengths of sequences whose inherent structural-temporal

features are learnable by these approaches, whereby gen-

erated samples consistently demonstrate those same key

features. Consequently, complete pieces of music of any

moderate length have been difficult to synthesise in their

entirety using neural networks, unless a lack of adherence

to the musical qualities of the training data over time is

acceptable to the composer utilising the network.

   While some recent works have demonstrated the ability

of neural networks to generate different styles of place-

holder

music, from Bach [1] to the Blues [2], comparatively lit-

tle work has been done regarding generating music with

specific instruments in mind. This is counter to a situation

composers may commonly find themselves in, where

they are commissioned to produce music not only with a

certain stylistic expectation, but for a specific instrumen-

tation. 

   In this work, we propose a deep neural network to gen-

erate entire pieces written specifically for the shakuhachi.

Our aim for these pieces is that they should maintain key

aesthetic qualities expected of shakuhachi music, derived

from the traditional repertoire, including long term struc-

tural-temporal features. They should also be idiomatic

from a performer's perspective, which includes utilising a

notation system specific to shakuhachi music. We do not,

however, purely want plain pastiches of classical

shakuhachi music; rather, we seek for a model that,

through its own (possibly nonintuitable) idiosyncratic

qualities, adds novel features in a systemic way, thus hav-

ing the ability to make contributions to the contemporary

shakuhachi repertoire which some humans may subjec-

tively deem to be worthwhile. These contributions should

demonstrate variety among themselves, including in their

lengths.

   Generative Adversarial Networks have been proposed

as a framework for training generative models [10], and

they have shown a great capacity to generate completely

original samples which clearly reflect important features

of the training data; for example, [11] generated convinc-

ing images of human faces which were unseen in the

training set. Furthermore, [12] leveraged conditioning the

input of a GAN in order generate realistic samples of sin-

gle cell RNA-seq data when few real samples of such se-

quences were first observed in the training set. We build

on these findings to introduce a technique for data aug-

mentation, which we then apply to the process of training

our own model.1

2. RELATED WORK

Symbolic monophonic melody generation at the note lev-

el with deep recurrent neural networks has been illustrat-

ed by [3] with their well-known MelodyRNN model,

while [3, 4] and [5] have generated melodies with a larger

base unit. In [6], an LSTM-based GAN is used to gener-

ate melodies, representing the data as a fully continuous

1
All code, data and samples for this project can be found at the follow-

ing link: https://github.com/omarperacha/GANkyoku

Copyright: © 2019 Omar Peracha et al. This is an open-access article

dis- tributed under the terms of the Creative Commons

Attribution License 3.0 Unported, which permits

unrestricted use, distribution, and reproduction in any medium,

provided the original author and source are credited.
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sequence rather than a discrete sequence of distinct note

categories. 

   MidiNet, a conditional GAN for music generation, was

proposed by [7] and can generate symbolic melodies one

bar at a time, conditioned by a chord progression and a

priming melody. Unlike the majority of music generation

approaches seen to date, MidiNet uses convolutional lay-

ers. Temporal dependencies are not sufficiently learned

by the convolutional layers in this approach, and so con-

ditioning on a previous part of the sequence is required to

generate melodies of more than one bar in length.

  Generating polyphonic symbolic music with longer-

form structures was illustrated by [1] and [8], with the

former synthesising Bach chorals and the latter outputting

pop songs with relatively simplistic arrangements consist-

ing of melody, drums and a chordal accompaniment. Few

of the available output samples from either of these mod-

els are significantly longer than one minute in length,

however, suggesting that they were not able to learn fea-

tures which keep music in those styles engaging over

longer periods of time.

  Given the nature of shakuhachi notation used in this

work, there is a perceptible relevance to natural language

generation in this task. Char-rnn [13] demonstrates the

ability to generate samples of text at the character level

which strongly correlate with the training set, though it is

not able to maintain clear themes or topics for more than

a few words in its outputs. In [14], a GAN architecture is

proposed which places the adversarial training process in

a reinforcement learning framework in order to optimise

it specifically for the task of modeling sequences of dis-

crete tokens, including Chinese poetry. This seems a

promising approach to sequence generation with adver-

sarial networks, however our work favours a continuous

representation of the data.

  Finally, a GAN is used in [12], consisting simply of

affine layers, to generate single cell RNA-seq data.

Through training over a large dataset consisting of multi-

ple classes of related data, all of which they wished to

model, and conditioning both the generator model and the

discriminator model on the class label, they were able to

generate realistic samples of the specific classes observed

in their training set, including a class for which there

were comparatively very few samples present during

training. We leverage their findings by first synthesising

otherwise non-existent classes of data related to that

which we wish to model, and similarly conditioning our

network on the class label, allowing us to dramatically

augment our training set and better learn features of the

single class with which we are in fact concerned.

3. DATASET

3.1 Shakuhachi Music

The shakuhachi is traditionally associated with monks

from the Fuke school of Zen Buddhism. The classical

repertoire, or honkyoku, comprises pieces played by these

monks for the purposes of seeking both alms and enlight-

enment. Common perception of the shakuhachi's sound

and music is strongly influenced by its Zen origins, with

many contemporary pieces for shakuhachi continuing to

make use of its idiosyncratic qualities in ways which re-

flect and reference these origins.

   Today, there are multiple schools of shakuhachi play-

ing, which can differ to varying degrees in playing style,

notation and repertoire. The two most popular schools of

playing are Kinko Ryu and Tozan Ryu. The former has a

greater focus on the traditional repertoire, which numbers

at approximately 40 pieces [15]. Because of its greater fo-

cus on these 40 original honkyoku, we opt for Kinko Ryu

notation as the method of symbolicating the music ob-

served and output by our network. A further reason for

this preference is that both authors of this work have pre-

viously studied shakuhachi playing from the Kinko lin-

eage, with the second author considered an expert.

3.2 Notation

Kinko Ryu notation is different to Western music notation

and unique to the shakuhachi. The sheet music consists of

columns of predominantly Katakana characters, read

from top to bottom, each of which may indicate a note,

playing technique or other metadata such as specifying an

octave. The columns themselves are read sequentially

from right to left. See Figure 1 for an example of Kinko

Ryu notation.

Figure 1. A single phrase of shakuhachi music in Kinko

notation [16].

   Certain characters refer to a specific pitch, while others

may refer simply to the pitch class, with information

about the octave coming from a separate symbol or from

traditional convention. A key feature of honkyoku is that

rhythmic durations are usually unspecified. The length of

a vertical line separating two characters may be used as a

rough guide to inform playing length, but in general

rhythmic notation is far less precise than in Western nota-

tion. This contributes greatly to shakuhachi music's par-

ticular aesthetic qualities. This also provides an advan-
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tage to honkyoku in terms of their fitness to use as the ba-

sis of a generative model, because less musical informa-

tion needs to be encoded into the symbolic representation,

theoretically reducing the complexity of the sequence to

be modeled.

  Similarly, form is observed to be flexible across the

honkyoku repertoire; while certain patterns do emerge,

such as the middle third of a piece usually showing the

greatest intensity, or certain gestural shapes tending to re-

cur throughout a piece, there are no clear-cut rules that

must be followed. The compositional process behind

many pieces would appear to be relatively intuitive, with

a greater concern for dependencies between local events

than long-term structural dependencies. In some senses

this may further reduce the complexity of the sequence to

be modeled, however it also serves to reduce the correla-

tion between different samples in the training set, poten-

tially causing any long-term structural qualities which do

exist to be less apparent.

3.3 Dataset and Representation

3.3.1 PH_Shaku Dataset

Given that our goal was to capture qualities from the

honkyoku repertoire and add novel features, it follows

that these honkyoku should feature in the set of data ob-

served by the model during training. Unfortunately, these

pieces are not available in any representation other than

the sheet music described above. Because the notation

has idiosyncratic qualities, is typically handwritten, and

relatively few pieces exist in the first instance, automated

transcription of the Kinko Ryu set of honkoyu pieces is

beyond the scope of this work. We therefore went

through the process of transcribing some of these pieces

manually. 

   These transcriptions are made available publicly as the

PH_Shaku dataset, and consist of CSV files where each

file contains a tokenised representation of a single piece,

made entirely from ASCII characters. Each unique sym-

bol observed in the sheet music is given its own unique

token, usually consisting of a romanised version of the

character's name, or that of the playing technique it repre-

sents. We also add start and end tokens, bringing the total

number of distinct tokens to 45.

3.3.2 Representation

As described in [14], GANs can show limitations when

trying to generate sequences of discrete tokens. Secondly,

when calculating the cost of an incorrect prediction in a

classification task, typical loss functions, such as categor-

ical cross entropy, treat all incorrect predictions with

equal weighting; that is to say that there is no concept of

some predictions being more wrong than others. In many

music generation tasks, this may not provide the optimal

method to train a model. For example, an incorrectly pre-

dicted note which is also in the wrong key could in many

contexts be a worse prediction than an incorrect note

which belongs in the underlying chord. It is not an arbi-

trary task to decide how such a hierarchical penalty sys-

tem should be constructed, as this would clearly depend

to a great extent on several contextual and musical fac-

tors. While future work may consider creating a model to

aid in this task, or introducing new methods of calculat-

ing the loss for music-specific problems, we approached

this problem with a naive method.

   We represent our data as continuous, as a preprocessing

step. First, we manually assign each of our tokens an inte-

ger label, from 0 to 44, with the intention that those to-

kens whose labels are close to one another are more

closely contextually related. The start token is 0, the end

token is 44, and the token which signifies breathing

points, a key structural marker, is given the central value

of 22. These values are then normalised to have a mean

of 0 and a standard deviation of 1, meaning the aforemen-

tioned tokens are remapped to -1, 1 and 0 respectively.

Thus our symbolic music data is represented as values be-

tween -1 and 1, with elements of the final output se-

quence being rounded to the nearest value which corre-

sponds to a token mapping, before being converted back

into the human-readable token for evaluation. 

3.3.3 Dataset Augmentation

The process of manually converting handwritten hand-

written honkyoku into a tokenised dataset was very te-

dious. Furthermore, there are only a maximum of 40

training samples which could be obtained in this method.

This would typically considered a very small dataset and

seemed likely to need augmentation. We therefore

stopped tokenising honkyoku once we had converted ten

such pieces, which demonstrated variety and ranged in

length from 67 to 576 elements. Instead, we turned our

focus to synthesising more data.

   In [12], conditioning of a GAN was used in order to

generate realistic samples of a class of data of which

there were few examples in the training data. This is

deemed to be because the model was able to learn those

features it shared with the remaining classes from the ex-

amples of those other classes, which were far more abun-

dant in the training data.

   Our aim was not to generate realistic synthetic exam-

ples of the training data, but to introduce new qualities to

samples which also perceivably correlate to the honkyoku

repertoire. Training a model to try approximate the

honkyoku closely did seem a reasonable approach, how-

ever, because of the small data set; we could anticipate

that the model might add unique and interesting musical

features precisely corresponding to the particular way in

which it fails to grasp some of the honkyoku's features.

Should the model generate samples too close to the clas-

sical repertoire, we could introduce temperature during

sampling, or simply use a different set of weights.

  The problem remained that we had a small amount of

honkyoku pieces available to train on. We therefore lever-

aged the findings of [12] to create a framework in which

we could successfully train our model. Making use of the

fact our data was represented as continuous real values,

we created synthetic data by adding a controllable

amount of noise to our real-world data.  Firstly, we define

a variable N for the noise factor that determines the ex-

tent of the noise being added to the original sample,

where 0 <= N <= 1. Then, for each value in the original
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sequence besides the start and end tokens, we multiply by

a number chosen randomly from the range (1-N, 1+N).
Finally, we return the hyperbolic tangent of the obtained

value, ensuring all values in the new sequence remain be-

tween -1 and 1. Thus we have a new sequence with a con-

trollable amount of dissimilarity from the original real-

world example. All sequences are end-padded with end

tokens up to the maximum sequence length of 576.

   A key quality of this function is that an input 0 remains

as 0 when output. In our data mapping, 0 equates to the

symbol which marks a breath or phrase end. The posi-

tioning of these symbols is deemed by us to be a key con-

tributing factor to creating the appropriate feel in

honkyoku. From a more practical perspective, it is impor-

tant that the performer is given sufficient opportunity to

breathe. Therefore we are able to synthesise data that

varies from that which we are trying to model most close-

ly, but shares key structural characteristics.

   We now classify our total dataset, honkyoku and syn-

thetic samples, according to the degree of dissimilarity

from a real sample, as dictated by the value of N. A class

label of 0 is given to an instance of an actual honkyoku

piece, 1 for 0 < N < = (8/25), 2 for (8/25) <= N < (17/25)

and 3 for any other value of N, creating a total of four

classes. The class label is provided to both the generator

and discriminator models as inputs during training. In this

way we could recreate the circumstances seen in [12] to

improve our likelihood of generating samples demon-

strating the intended characteristics.

4. MODEL

Our model consists of an LSTM-based generator, G, and

a convolutional discriminator model, D, trained in adver-

sarial process to minimise the Wasserstein distance,

which has been shown to improve the often unstable

process of training a GAN [17, 18]. Following conven-

tion for so-called Wasserstein GANs, D is trained five

times for every single epoch that the G is trained, and

RMSProp, with the a learning rate set to 0.00005, is used

as the optimiser.

    G's input is a noise vector of length 128, and a one-hot

encoded vector representing the label of the class trying

to be generated. The two inputs are concatenated end to

end and fed into a dense layer with 576 units, followed by

two 1024-unit LSTM layers with dropout applied to each.

The output tensor is then fed into another 576-unit dense

layer with a tanh activation function, which in turn out-

puts the predicted sample.

    D's input is either a sample generated by G or a sample

from the training set, and a one-hot encoded vector repre-

sentation of the intended or actual class label. The input

sample is fed through four 1D convolutional layers with

an increasing number of filters, a consistent filter size of

2, and no zero-padding. A leaky ReLU is used as the acti-

vation function of these layers. All these layers use

dropout, and all but the first undergo batch normalisation.

The final output of the last convolutional layer is end-

concatenated with the condition vector, before being in-

put to a single unit dense layer. 

  Training was undertaken on a GPU with a batch size of

100, across 17,701 batches, taking approximately two

days.

5. EVALUATION

Our outset was specifically to create novel sounding and

engaging music, which creates a challenging environment

for evaluation. Firstly, metrics such as prediction accura-

cy or positive correlation to training data are not directly

relevant, because we are intentionally trying to create dif-

ferences that would score lower in these analyses, and

there is otherwise no clear guidance on how to interpret

these scores in order to evaluate the performance in the

given task. In terms of pure training metrics, GANs are

notoriously difficult to assess because improvements in

the loss do not necessarily correlate with improvements

in the output samples. While minimising the Wasserstein

distance reduces the opacity of GAN loss metrics to an

extent, one still has to inspect the samples to truly gauge

performance. Secondly, determining the success of a

piece of music can be highly subjective in many respects.

Consequently, the most effective method of evaluation is

possibly for humans to inspect the audio and symbolic

text samples contained among the files in the code reposi-

tory. The overall evaluation process would in this case be

much like how a composer would first evaluate their

work themselves, followed by evaluation an audience and

critics upon public release.

   While a lack of an appropriate scientific evaluation

method may be deemed unsatisfactory, one fact remains

true of the model's outputs which from a practical per-

spective is arguably the most important measure of their

success; they are regularly performed in a concert envi-

ronment. At the time of writing, 30 samples have been

generated by our model using the optimal set of weights

obtained during training. Three of these have been played

by professionals in concert programmes consisting of

both traditional and contemporary shakuhachi works.

However, a variance in quality across the set of all gener-

ated outputs has been observed.

   Several positives have been discerned by examining the

generated samples, and also some room for future im-

provement. Among the positives is that variety in output

samples is clearly demonstrated. Output pieces vary

greatly in length, with samples ranging from 78 tokens to

568 observed so far. They also demonstrate differences in

features such as their phrase lengths, the consistency of

phrase lengths over time, types of gesture appearing with-

in the phrases and consistency of gestural shapes across

time. Crucially, pieces can maintain a perceivable musi-

cal trajectory with relative consistency right until the end

of the piece. That said, there can still be occasions in out-

puts when this trajectory is lost and the piece seems to

wander aimlessly, though often it will find its way back.

   Other than some irregularities in development of mate-

rial over a long term structure, there are some instances of

unideal tendencies on a more local scale; there may be in-

stances of two consecutive breath tokens, for example,

which could stem from the technique for augmentation

technically not preventing this from occurring in the syn-
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thesised data. Secondly, there can be occurrences of sev-

eral symbols tokenised as meri occurring in a row. This is

likely a combined result of meri being a very common

symbol in the training data, and its relative positioning in

the naive mapping to continuous values of the tokens be-

ing unideal. Finally, some outputs may immediately start

off on a path that would perplex a player, usually coming

to an abrupt end. This may be solvable by a more effec-

tive method of conditioning, such as in [12]. 

6. CONCLUSIONS

We have demonstrated that a generative adversarial net-

work can be used to model entire pieces for shakuhachi,

in a symbolic form. We have shown that these pieces can

demonstrate variety, musical sense over long periods of

time and idiomaticity. We have also shown that these

pieces can feature some novelty and creativity, without

losing reference to aesthetic expectations set by historical

associations.

   We introduced a technique to augment datasets of con-

tinuous sequences, and improve the ability to model a

dataset with a small number of such samples by condi-

tioning the model to see the real-world samples as be-

longing to one class, and the synthesised samples as be-

longing to other classes. This may be helpful in the cases

where a composer wants to model music in styles which

do not have large datasets available.

   In doing so, we have explored the viability of deep neu-

ral networks today for playing a significant role in the

composition of new pieces with musically forward-think-

ing intent. We have demonstrated how this is possible,

but there remains room to improve the model's ability to

meet expectations, for example by better representing the

musical data or creating cost functions which are optimi-

ised for this purpose.
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ABSTRACT 
This paper distinguishes between “spatialization,” in 
which a sound is situated within a multi-speaker simula-
tion of a sound field, typically specifying the azimuth, 
elevation, and distance of the sound’s virtual location 
within the simulated sound field, as is the case for Ambi-
sonics and Vector-based Amplitude Panning (VBAP), and 
by contrast, multichannel sound design, in which the 
sound is treated as a multichannel unit throughout its 
processing cycle, rather than being spatialized only at the 
final stage of processing. Spatial granulation, spectral-
spatial partitioning of sound, and multichannel variable 
filtering are all examples of multichannel sound design. 
While spatialization maintains the integrity of the sound 
object, either statically positioned or moving in virtual 
space, multichannel sound design tends to decohere the 
sound object, resulting in a class of techniques in which 
audience location near the sweet spot is much less criti-
cal than for more traditional spatial techniques.  
   This paper defines multichannel sound design, reviews 
existing examples of multichannel sound design in the 
literature, introduces new examples of multichannel 
sound design techniques contextualized within the au-
thor’s compositional practice, and suggests future direc-
tions for the development of multichannel sound design.  

1. INTRODUCTION 
As the tools, facilities, and opportunities for multichannel 
composition continue to improve, and interest in multi-
speaker artistic creation continues to develop, it is timely 
to consider multichannel sound design from both a tech-
nical and compositional perspective.  This paper encour-
ages a distinction between “spatialization,” in which a 
sound object is positioned within a simulation of a sound 
field, and multichannel sound design, in which the source 
sound is treated as a multichannel unit from the outset, 
rather than being spatialized only at the final stage of its 
processing. As will be shown, this distinction promotes 
treating the class of multichannel sound design tech-
niques as a specific creative domain of computer music 
with different design goals and aesthetic possibilities, 
compared with traditional approaches to spatialization. 

  

2. MULTICHANNEL SOUND DESIGN 
DEFINED 

    
The dominant multichannel spatialization model treats 
spatialization as a finishing process applied to source 
sounds at the end stage of their processing chain, prior to 
which the sounds are preserved and treated in monophon-
ic or stereo format. Spatialization techniques for multi-
channel deployment attempt to produce the effect of an 
intended acoustic environment and an intended sound 
object localization or trajectory by means of various digi-
tal techniques, such as Ambisonics [1] or Vector-Based 
Amplitude Panning (VBAP) [2]. These techniques have a 
strong track record of producing unique and compelling 
spatial percepts, especially on high-density loudspeaker 
arrays (HDLAs). At the same time, these approaches rely 
to varying extents on situating the listener within the 
sweet spot, and of greater concern from an aesthetic 
viewpoint, they are all based on a naturalistic model of 
sound spatialization, which may not be what is wanted in 
creative contexts where a decidedly unnatural spatial ex-
perience is desired.  
   This paper argues for a distinction between the estab-
lished spatialization model described above, and a more 
fluid approach designated here as “multichannel sound 
design.” Multichannel sound design is defined here as 
any approach to multichannel sound synthesis or pro-
cessing that does not preserve the sound object in virtual 
space as a coherent unit. Many examples of multichannel 
sound design already exist, and many more remain to be 
imagined.  

3. MULTICHANNEL GRANULAR SYN-
THESIS 

Granular synthesis is an ideal technique for multichannel 
sound design. The typically huge number of constituent 
grains in a granular synthesis texture lend themselves 
well to spatial deployment without a clearly localizable 
aggregate sound object, and the technique scales nicely 
from stereo up to full HDLA contexts. Individual grains 
can be assigned to individual loudspeakers, as is the case 
for Richard Garrett’s Audio Spray Gun [3] and Javier 
Alejandro Garavaglia’s Granular Spatialisation approach 
[4], both designed specifically for HDLA environments. 
Large-scale envelopes can be applied to statistical proper-
ties of the grain clouds, allowing for compositional de-

Copyright: © 2018 Eric Lyon. This is an open-access article distributed 
under the terms of the Creative Commons Attribution Li-
cense 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and source 
are credited. 
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sign over multiple parameters, including spatial distribu-
tion, degree of correlation, localization of different tuning 
systems to different spatial regions, and so forth.  
   Granular synthesis is a technique that has been in use 
for decades, first associated with the experimental music 
of Iannis Xenakis [5]. Granular textures, obtained by re-
cording burning charcoal, are a defining feature of Xena-
kis’s electroacoustic composition Concret PH which was 
premiered in 1958 at the Phillips Pavilion, itself one of 
the most iconic and pioneering HDLA performance spac-
es [6]. The wide range of new opportunities gained by 
deploying granular synthesis in a multichannel sound 
design context illustrates how multichannel sound design 
can provide new life to well-established computer music 
techniques. 

4. MULTICHANNEL SPECTRAL PRO-
CESSING 

Decomposition of a time domain sound into time-varying 
energy estimates in narrow-bandwidth bins by means of 
short-time Fourier transform techniques (STFT) lends 
itself very well to the numerous channels available in 
HDLA systems, or alternatively, multiple virtual loca-
tions in a simulated spatial environment. A multichannel 
approach to spectral sound processing requires some cau-
tion. While there are large numbers of bins available in a 
typical Fast Fourier Transform (FFT) frame, for many 
types of sounds, significant energy is found in relatively 
few bins at a time, with most of the other bins containing 
either noise or negligible energy. This issue can be ad-
dressed with partial tracking, such as is implemented in 
Michael Klingbeil’s SPEAR program [7] for spectra with 
well-defined spectral peaks, such as in harmonic or in-
harmonic sounds. Sounds with broadband spectra lend 
themselves better to multichannel spectral processing, 
with noisy sounds perhaps the best. With that caution in 
mind, multichannel spectral processing can produce strik-
ing spatial effects that are qualitatively different from the 
sense of linear motion or fixed spatial location character-
istic of traditional spatialization techniques. 
   Robert Normandeau describes two techniques involving 
multichannel spectral processing. “Timbre spatialization” 
refers to distributing different parts of a spectrum to dif-
ferent speaker locations in a performance space. “Spectral 
diffusion” is achieved by using bandpass filters to segre-
gate a sound and distribute it to multiple speakers [8]. 
Timbre spatialization and spectral diffusion are related, 
since an FFT frame can be viewed as a stack of very nar-
row bandpass filters. In practice the bandpass filters de-
scribed by Normandeau for spectral diffusion are consid-
erably wider than typical filters obtained with the FFT, 
since only four bandpass filters are deployed in the arti-
cle’s use-case for spectral diffusion, Normadeau’s com-
position Éden. Normadeau also mentions two aesthetic 
advantages that generalize to many multichannel sound 
design techniques: first, separating sounds into multiple 
spectral components sends less complex sounds to each 
individual loudspeaker, compared to sending a complex 
stereo mix to just two loudspeakers, allowing for better 
accuracy and clarity of sound reproduction in the multi-

channel case, and second, the spectral segregation of a 
complex texture allows audience members to better per-
ceive polyphony, since different musical layers can arrive 
from different locations in the performance space. 
   A brief historical contextualization of spectral multi-
channel sound design going back as far as the early 1990s 
is presented by Stuart James in [9], discussing work by 
Normadeau, Cort Lippe, Zack Settel, David Topper and 
others. The history of such techniques goes back even 
further, though it is somewhat spottily documented since 
composers often invent (or reinvent) techniques but do 
not always have the time or inclination to formally docu-
ment them. A notable early example of multichannel 
spectral synthesis is found in Gordon Mumma’s 1964 
composition The Dresden Interleaf 13 February 1945. 
Although this work is known almost exclusively in its 
stereo format, the piece was composed in quadraphonic 
format, and I heard this four-channel version in a concert 
I organized at UCSD in 1986. Listening to the quadra-
phonic version, I experienced intensely disorienting spa-
tial effects in the entire second half of the piece, starting 
at 6’29”. Mumma explained at the time that he had creat-
ed these effects using analog electronic amplitude modu-
lation circuits of his own design to produce four channels 
of similar spectra, but with the partials tuned to slightly 
different frequencies in each spectrum, resulting in beat-
ing patterns and complex spatial effects when played 
back on a four-channel system [10]. 

5. MULTICHANNEL SIGNAL DECOR-
RELATION 

 
Whereas spatialization tends to produce coherent spatial 
imagery, multichannel sound design tends to produce 
decoherent imagery, resulting in a different set of spatial 
perceptual effects. An early example of a spatial decorre-
lation DSP technique is described by Gary Kendall [11]. 
Kendall’s key insight is that a monophonic signal can be 
transformed into an arbitrary number of timbrally invari-
ant derived signals with controllable decorrelation by 
convolving the original signal with specially designed 
allpass filters. Kendall was particularly concerned with 
the spatial perceptual effects of decorrelating signals with 
his technique. Of five perceptual effects reported in his 
paper, of particular interest here is the creation of diffuse 
sound fields without reverberation. Kendall reports that 
“the impact of decorrelation is that the sound image does 
not appear to emanate from any one direction.”  
   Although Kendall’s initial experiments were in stereo 
and binaural formats, the technique scales well to a mul-
tichannel context. While the original paper provides spec-
ifications for controlling the degree of decorrelation be-
tween impulse responses, in practice good results can be 
obtained by convolving a monophonic source signal with 
different white noise sequences that have not been con-
trolled for decorrelation. White noise segments will gen-
erally approximate the flat frequency spectrum required 
for an allpass filter. If desired, a flat frequency spectrum 
can be forced by converting an FFT frame from Cartesian 
to polar form, and then multiplying just the phase com-
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ponents of the source signal by the white noise filter coef-
ficients. Experimentation with the size of the FFT is 
worthwhile, since larger impulse responses, even though 
considerably smaller than typical impulses used for con-
volution reverb, will still produce increasing amounts of 
time-smearing, which will be particularly noticeable 
when applied to impulsive sounds such as percussion. In 
addition to white noise, it is also recommended to exper-
iment with impulse responses obtained from colored 
noises, such as pink or brown noise.  

6. COMPOSITIONAL MULTICHANNEL 
TECHNIQUES 

The techniques described in this section are derived from 
the author’s compositional practice, and were designed 
for specific pieces composed for either lower order multi-
channel formats such as octophonic, or for HDLA sys-
tems. 

6.1 Multichannel Harmonics 

Reduction of FFT data to tracked partials allows for many 
useful effects, particularly when working with harmonic 
spectra. In a passage from my composition Dualities 
(2015) for biomuse [12], solo cello, ensemble, and live 
electronics, a solo clarinet G5 note is sustained, and then 
transitioned to electronic playback of individual harmon-
ics of the same clarinet note, this time controlled by arm 
positions of the biomuse performer (played by Ben 
Knapp in the premiere). The biomuse performer adjusts 
the sound from a full range of 6 odd harmonics down to 
just the first harmonic of the clarinet note. At a transition-
al moment, the biomuse performer sustains just the fun-
damental, and then initiates an imperceptible transition 
between the first harmonic of the clarinet G5 to the 11th 
harmonic of open string cello note G2, which was previ-
ously sampled and broken into its constituent harmonics 
using the program SPEAR [7]. With the transition com-
plete, the performer gradually spreads his arms, resulting 
in the gradual introduction of all of the lower harmonics 
of the cello note, down to its fundamental, each playing 
in a loop. This downward arpeggio of harmonics is spa-
tially distributed to virtual locations on a quadraphonic 
array surrounding the audience. The biomuse performer 
then gestures to initiate rotation of the entire group of 
harmonics around the audience, as the cellist (Kate Ellis 
in the premiere) completes the work with a notated solo 
comprised exclusively of harmonics on the C string. 
   In my composition Shakers (2015), composed for the 
Virginia Tech Cube, an analyzed trombone C3 note (rec-
orded by Jay Crone) is introduced on the Cube’s HDLA, 
with each harmonic staggered in time, and also in space, 
with subsequent harmonics placed in increasingly high 
spatial locations until the 16th harmonic, C7 is articulated 
on the ceiling. At this point a spatial counterpoint of pi-
ano notes is initiated on the ceiling on the same C7 note. 
A similar harmonic arpeggio technique is described in 
Canfield-Dafilou and Abel [13], applied to a carillon 
note. A considerably earlier example of independent spa-
tial processing of partials from analyzed instrumental 
sounds is found in Roger Reynold’s Summer Island 

(1984) for ensemble and quadraphonic tape, in which an 
oboe note is segregated into its odd and even harmonics, 
with independent spatial trajectories assigned to the two 
groups of harmonics [14].  

6.2 Dynamic Segregation of FFT Data 

In 2003, I developed a set of Max externals to dynamical-
ly split incoming spectra [15]. The technique makes use 
of the pfft~ system in Max. Essentially, an incoming FFT 
frame is segmented into derived frames where the data 
from each input bin is assigned to one of the output 
frames. All unassigned bin values in the derived frames 
are set to zero. The bin assignment mapping is kept con-
stant across successive FFTs, with various possibilities 
for transforming the bin assignment mapping. Since the 
FFT is in use, the number of derived frames must be a 
power of 2, and in the original implementation, separate 
externals were created for stereo, quadraphonic, and oc-
tophonic output. (The current version of the external, 
splitspec~ scales to any power of 2.) Various mapping 
options are provided, but most commonly a random dis-
tribution is used. Typically, many bins in an FFT analysis 
frame do not contain significant information. However, a 
random assignment of many bins to a relatively small 
number of derived FFT frames practically guarantees that 
there will be significant information in each derived 
frame. Each derived frame is assigned to a separate out-
put from the external, which is then reconstructed inside a 
pfft~ abstraction. The individual derived frames can then 
be directly routed to different loudspeakers.  
   Kendall and Cabrera raise the question: “Why do I still 
hear a single image when I put the harmonics of a sound 
in different loudspeakers?” [16]. This question is perti-
nent to the split spectrum paradigm described above. 
Kendall and Cabrera conclude that a single image is often 
heard due to conflicting auditory cues – on the one hand, 
separate spatial positioning of fragments of a spectrum, 
and on the other, the coherence of the spectrum as a 
whole, due to shared spectral features such as formant 
regions or common fate of individual harmonics of a 
note. This weakening of the split spectrum effect present-
ed here is indeed observed when the listener is stationary 
and seated near the sweet spot. However, as soon as audi-
ence members are permitted to move about a space, they 
quickly discover that they can radically alter the spectral 
balance of the sound by simply walking around the room. 
And for seated audience members, as soon as the map-
ping is dynamically altered, the multichannel spatial ef-
fect takes precedence over spectral coherence. The fur-
ther one is seated from the sweet spot, the more dramatic 
are the perceived alterations. Generating a new random 
distribution of FFT bins produces a dramatic change in 
the perceived sound. Even more effective is a gradual 
interpolation between pairs of distribution mappings. In 
contrast to the sense of linear motion produced by chang-
es of position within traditional spatialization schemes, 
with interpolation of split spectra in a multichannel con-
text, most or all of the bins are moving to different loca-
tions in tandem, such that the percept is not of linear pan-
ning, but rather a cloud-like spatial evolution of the sound 
source. This technique is most effective when the source 
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spectrum is evolving more slowly than the changes in 
multichannel spectral assignments. Another useful varia-
tion of this technique is to resynthesize the derived spec-
tra with oscillator banks. This allows for independent 
tuning of the derived spectra, either for subtle beating 
effects, or more extreme harmonizer-type effects. This 
variation is implemented in the LyonPotpourri external 
splitbank~. 

6.3 Multichannel Dynamic Filtering 

FFT-based FIR filtering is a long-established digital pro-
cessing technique. In Max, the technique is easily imple-
mented with a Max buffer, and a pfft~ abstraction that 
reads the buffer and multiplies its individual values by 
successive amplitudes in incoming FFT frames. A power-
ful variant of this technique is for the contents of the filter 
buffer itself to be dynamically altered. To this end, a cus-
tom external called buffi~ was designed to dynamically 
interpolate between two Max buffers, each containing 
different filter values, and write the result to a third Max 
buffer, with interpolation running at the control rate. Fil-
ter interpolation is controlled by an input signal ranging 
from 0 to 1, which the user can devise within the Max 
environment. The derived buffer is then used for FIR 
filtering in a pfft~ abstraction, resulting in dynamic filter-
ing at arbitrary speeds, up to the Max control rate. Utility 
functions are provided to randomly populate the source 
buffers with useful filter patterns. This technique scales 
well to multichannel deployment for any number of loud-
speakers. The resulting spatially differentiated filtering 
effect is stronger near the periphery than in the sweet 
spot, but even in the sweet spot, strong effects are ob-
served. Variation in rates of change of the filters yields a 
wide range of useful musical effects. In addition to the 
defined filter generators, the user could hand-draw de-
sired filters into the Max buffers, or generate new filter 
shapes through JavaScript buffer access. This technique 
was first presented in concert at Envelop SF in 2018, in a 
live 32-channel configuration. 

6.4 Multichannel Tremolo 

The final technique presented here is incredibly simple. 
LFO amplitude modulation with a raised cosine is applied 
to each output channel, with each LFO oscillating at a 
different speed. The source could be monophonic, stereo, 
or multichannel. Monophonic source signals could bene-
fit from Kendall’s decorrelation technique, but even in its 
absence, multichannel tremolo is surprisingly effective. 
Seated near the sweet spot, the result is a spatial liveliness 
that is strikingly different when compared with directly 
assigning an unprocessed monophonic signal to each 
speaker. Nearer to the periphery, the effect becomes 
stronger, and when the listener gets very near to a single 
speaker (beyond the area where an audience would nor-
mally be seated), the effect collapses and the individual 
LFO effect at that speaker becomes predominant. The 
effectiveness of multichannel tremolo underscores how 
multichannel sound design can bring new life to even 
extremely simple DSP techniques. Unlike established 
spatialization techniques, multichannel tremolo, along 

with the other effects introduced here, does not collapse 
outside the sweet spot. Rather, its character changes, cre-
ating an aesthetic dialog between the sweet spot and the 
periphery. In cases where the audience is invited to move 
about the space, audience members do have the ability to 
collapse the effect by moving very close to individual 
loudspeakers. This context invites participation, empow-
erment, and the capacity for autonomous discovery on the 
part of audience members. One can also envision concerts 
of music emphasizing multichannel sound design in 
which the program is played twice, with the audience 
sitting in different locations for each performance, and 
having a significantly different experience each time. 

7. MULTICHANNEL HYBRIDS AND 
PLUGINS 

An important area for future research involves hybrid 
techniques, and a plugin approach to multichannel sound 
design. Several hybrid approaches to multichannel sound 
design are already documented in the literature. David 
Kim-Boyle hybridized an FFT spectral routing system 
with Ambisonics for post-segregration spatialization. The 
system is gesturally controlled by a LEAP Motion Con-
troller [17]. Muhammad Hafiz Wan Rosli & Curtis Roads 
hybridized granular synthesis with Ambisonics, using 
spatial information extracted from Ambisonic recordings 
to drive a variety of spatial granular synthesis models 
[18]. Michael Norris and Jason Post hybridized a particle-
system granular synthesis algorithm with a combination 
of VBAP, filtering, and reverberation to produce granular 
textures with controlled spatial trajectories [19]. Stuart 
James controlled Normandeau’s Timbral Spatialisation 
model by navigating wave terrain curves [20]. Many 
more such useful hybridizations may be envisioned. A 
related approach with great promise is the plugin model 
that has proved so successful for harnessing the power of 
audio DSP innovations from the 1960s-1990s. Post-
processing the output from established spatialization 
models will generally damage the coherence of the in-
tended virtual sound field and simulated spatial trajecto-
ries. This is less of a concern for multichannel sound de-
sign, where the spatial image is already fairly incoherent 
(but aesthetically potent). Instead, sequential multichan-
nel processing can add further spatial richness where de-
sired. A plugin model for multichannel processing could 
lead to many new aesthetic discoveries by simply com-
bining existing multichannel processors in series. Such 
capabilities are not yet readily accessible in modern 
DAWs. However, it is relatively easy to implement such 
multichannel plugins in more flexible audio programming 
environments such as Max or SuperCollider. 

8. CONCLUSION 
As new multichannel sound design techniques are intro-
duced, and the tools for applying these techniques be-
come increasingly functional and interoperable, learning 
to apply these techniques in an imaginative, tasteful, and 
effective manner may become one of the most interesting 
aesthetic challenges for computer musicians in the com-
ing decades. 
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ABSTRACT

Listening Here is an algorithmically generated, geospatial
listening score that uses the medium of mobile web app.
Listening Here is informed by the traditions of Deep Lis-
tening, soundwalking, and text scores with inspiration from
augmented reality and geo-location technologies. We situ-
ate Listening Here within this context, provide an overview
of the underlying algorithm, share our techniques for data
collection, and address accessibility issues that shaped our
approach to the work.

1. ABOUT LISTENING HERE

Listening Here is a progressive mobile web app 1 that de-
livers geolocated text scores for sonic engagement in pub-
lic space. Installed on a mobile phone, the app delivers
site-specific written prompts for listening to, and sounding
with, your immediate environment (fig 1).

Its initial version was designed in and for the city of Al-
bany, NY. Listening Here provides users with a map of the
city that displays listening sites marked with pins (fig. 2).
Listening Here’s text scores can be accessed anywhere, but
the pins provide users with listening “hot spots,” helping
them find places to visit that have particularly rich, local-
ized, instruction sets.

As users listen with the app, they receive algorithmically-
generated listening instructions related to their geo-location.
For example, a prompt might be triggered in a park to find
the largest tree and listen to the sound of its branches. Or
a prompt in an underused parking lot might ask the user to
listen and then to imagine what other uses that space might
be put to.

Listening Here is designed to allow (and encourage) ex-
ploration; whenever a listener requests a new instruction,
it will be based on the listener’s current location. So a lis-
tener who walks from a busy street to a park will see the
kinds of instructions they receive shift with their move-
ment.

1 This means that it is developed using javascript/HTML/CSS, runs in
any major browser, and can be installed as a stand-alone app on most
mobile devices (iOS and most Android builds). Although it cannot be in-
stalled as an app on some old or stripped-down devices, it will run within
any modern browser window. Once the app has cached, it will work with-
out internet access anywhere the user is (GPS does not require an internet
connection).

Copyright: c�2018 Cristyn Magnus et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

Figure 1. Listening Here from a listener’s perspective.

2. INFLUENCES

In our commitment to the transformative potential of lis-
tening, we are shaped by the participatory instruction scores
of Pauline Oliveros [1]. In our attention to public space
through listening and walking, we are informed by Acous-
tic Ecology [2] and Psychogeography [3]. Finally, we are
indebted to the Fluxus event scores [4] of La Monte Young
[5] and Yoko Ono [6], and the web [7] and app-mediated
[8] instructional artworks of Miranda July.

2.1 Deep Listening

Deep Listening, a practice of aural awareness developed by
Pauline Oliveros [9], calls for attending to the sonic envi-
ronment as fully and continually as possible. Oliveros saw
this mode of attention as promoting connection with all
varieties of life around us, as well as creativity, which she
believed should not be limited to specialized professional
practitioners.

In the 1970s, Oliveros began meeting with a group of
women to workshop ideas around sonic attention, ritual,
and erasing the performer/audience hierarchy. The partic-
ipatory scores that were developed in this feminist collec-
tive were published in 1974 as a book of written instruction
scores called Sonic Meditations [1]. Sonic Meditations are
fully participatory; there are no spectators in these perfor-
mances. Because they are communicated through writing
rather than musical notation, they do not require any spe-
cialized knowledge to be performed. They are intended to
provide opportunities to any willing participant, whether
trained in music or not, to practice strategies for listening
and responding.
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Figure 2. A map of hot spots (pins) and the listener’s current location
(star)

2.2 Soundwalking

Soundwalking is a practice of moving through any environ-
ment with heightened attention to sound. These walks may
be led in silence, or may be guided by written or verbal in-
structions. Participants may be encouraged to activate—or
play along with—the soundscapes they move through, or
to dramatically slow down their natural walking rhythm.
The practice was developed in the context of the World
Soundscape Project [10] which was founded by R. Murray
Schafer in the late 1960s in an attempt to document and
raise awareness of the world’s acoustic environments [2].

Schafer, who coined the term ‘soundscape,’ argues that
there is a relationship between the over-saturation of, and
lack of attention to, our sonic environment and our abil-
ity to be attentive and responsive to the world around us.
Schafer proposed soundwalks as an activity that would force
us to attend to the sonic environment we have produced.

Hildegard Westerkamp [11], a research associate at the
World Soundscape Project, popularized the form. Others
who have been influenced by and expanded upon this work
include Kathy Kennedy [12], Todd Shalom [13], and An-
dra McCartney.

Soundwalking is well-suited to artists who want to bring
attention to the ecological and social health of public places.
As McCartney states, “Walking generates embodied knowl-
edge through encounters with the dynamics of place” [14].
Two wonderful examples are Amanda Gutierrez’s sound-
walks [15] in gentrified neighborhoods in Chicago and New
York City, and Lisa Gasior’s listening guide to Griffentown
in Montréal, Canada [16].

2.3 Listening Scores as Augmented Reality

Listening Here seeks to use attention as a form of aug-
mented reality. In this way, it is in the tradition of apps such
as Pokémon Go and Zombies, Run! that provide a layer of
visual or auditory stimulus over the audience’s map to give
them new things to explore and interact with in their im-
mediate environment.

Unfortunately, many augmented reality apps only work
on the latest, high-end, mobile devices. This leaves users

who choose to use old phones, whether for financial, en-
vironmental, or other reasons, unable to use these appli-
cations. In developing Listening Here, we felt this kind
of technofetishism was exclusionary and therefore at odds
with our goal of connecting a wide range of people with
their acoustic environments.

One of the central observations of Deep Listening is that
while we are always hearing, we are seldom actually listen-
ing. Simply focusing people’s attention on sounds already
in the environment provides a significantly altered expe-
rience from the usual way in which we pass through the
environment.

Listening Here aims to intervene into the way that smart-
phones are used to hijack our attention away from the world
around us. We deploy text-scores as a hyper-simple form
of mediated reality: we ask users to turn from their earbuds
and screens, and open themselves to their surroundings
through musical experiences created via listening scores.

3. COMPOSITIONAL ALGORITHM

Listening Here employs both top-down and bottom-up al-
gorithmic approaches. Most of the bottom-up work is ac-
complished through instructions and their associated meta-
data. A collection of large scale musical forms provides
top-down organization to create particular musical experi-
ences within the piece. Finally, a variation on the com-
positional algorithm allows users without smartphones to
experience a printed version of the piece.

Listen for the smallest sounds you 
can hear around you.

Figure 3. An instruction to listen for the smallest sound you can hear,
accompanied by an image of many tiny dots.

3.1 Instructions

Instructions are the fundamental building block of Listen-
ing Here. Instructions consist of the written instruction
itself and an accompanying image designed to both cap-
ture attention and direct it towards the user’s environment.
Each individual instruction text is short. This means they
should be legible, from a comfortable distance, on the small-
est of mobile devices. Listeners tap through multiple screens
of instructions, over time, to experience a complete com-
position. This means that if a listener moves through space
as they experience a single composition, the composition
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will adapt to their new position with each new instruction
they display.

Metaphorically, it is useful to think of the instructions as
a deck of cards. Every time the user taps for a new in-
struction, the deck is shuffled and a new card is dealt. The
previous instruction is discarded. (Fig. 4)

Under the hood, instructions are associated with the fol-
lowing metadata: weight, story, location, environment, and
musical type.

Select durationStart

Assemble
instruction deck

YesNo Environment,  
location, or required

musical type  
changed?

No

Add instruction to
discard pile

Yes

No

No

Yes
Go again?

End

Randomly choose
next instruction from

deck

No

Yes
Instruction in  
discard pile?

Piece done?

display  
instruction

Randomly choose  
large scale form

Remove
instruction from

deck

Yes

Instruction has 
next card? 

display next 
card of story 

Figure 4. An overview of the algorithm.

3.1.1 Weight

By default, instructions have a weight of 1. If we want to
increase an instruction’s probability of occurring, we give
it a higher weight. This is similar to putting two of the
same card in a deck. However, if a card is used, all copies
are discarded.

3.1.2 Story

Instructions are categorized as either stand-alone or part of
a story. Most instructions are stand-alone, but sometimes
instructions need to be longer than is easily viewable on
a phone. Additionally, some instructions benefit from a
sequential, multi-part structure (fig. 5). From the listener’s
perspective, a story is a sequence of instructions with its
position in the story displayed on the bottom of the card
(e.g. “[1 of 2]”). From the algorithm’s perspective, only
the first part of the story occupies a position in the deck
of cards. When a story is begun, each successive card is

displayed until they are used up, then a new instruction
card is dealt from the deck.

Find a plant to listen to (a tree, a
leaf, a blade of grass...)

Amplify its sound in your mind.

[1 of 2]

[2 of 2]

Figure 5. A two-card story that asks listeners to find a plant to listen
to and amplify its sound in their mind. The first card shows a flower-
ing dogwood branch, the second card shows a soundwave increasing in
amplitude.

3.1.3 Locations

Locations are defined by geospatial polygons (that is, poly-
gons whose coordinates are latitude and longitude) (fig. 6).
We compare the user’s own latitude and longitude with the
polygons that define each location. If the user is within
a location’s polygon, all instruction cards associated with
that location’s polygon are added to the deck. If the user
leaves the polygon, all instruction cards from that loca-
tion’s polygons are removed from the deck. Polygons can
overlap, resulting in large decks. If an instruction card with
a weight of 1 is associated with n overlapping polygons, it
is functionally equivalent to that card having a weight of n.

3.1.4 Environment

By default, a given instruction can occur at any time. How-
ever, some instructions are more meaningful in particular
environmental contexts. For instance, a street might be rel-
atively peaceful until rush hour, at which point instructions
relating to traffic, horns, a multitude of people, and so on,
might be desirable. A park might have interesting wildlife
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Figure 6. The polygons for the neighborhoods of Albany, NY. Each of
these overlaps with many, smaller polygons.

sounds at dusk and dawn, in the summer. Weather such as
rain and wind creates its own sound, and snow significantly
alters a space’s acoustics.

In addition to being associated with locations, instruc-
tions can be associated with times of day (both clock-based,
such as rush hour, and calculated from position, such as
sunrise, sunset, etc.), times of year, and current weather.

Environmental modifiers behave similarly to location. For
an instruction card to be added to the deck, the listener
needs to be within is geospatial boundaries, during the right
time of day, during the right season, and with the right
weather.

3.1.5 Musical Type

Instructions are assigned one or more musical types. These
are musical or sonic qualities that we expect to be per-
ceived by a listener engaging with the instruction. Musical
types are things like “entry,” “sparse,” “rhythmic,” “noisy,”
“dense,” “loud,” etc. Musical type is useful in giving the
sequence of instructions a large-scale musical form.

For instance, the musical type designation of “entry” picks
out instructions that are designed to orient the listener from
general hearing of the environment to the kind of focused
listening we want them to use throughout their experience.
Many large scale forms (but not all) start with an “entry.”
Instructions tagged with the musical type “responding” call
for the listener to respond to sounds in the environment (i.e.
making sounds along with them, moving towards them,
etc). The musical type “imagining” calls for the listener to
imagine something (i.e. a sound, an environment, a feel-
ing, etc.). A given instruction can be tagged with multiple
musical types.

3.2 Large Scale Form

Musical type metadata allows for large scale musical forms.
These serve to sculpt the musical experience and, since
there are multiple forms available, provide listeners with a
variety of different, musically structured experiences, when
experiencing Listening Here in the same physical spaces.

Listeners can choose a listening experience of the follow-
ing durations: 1, 3, 5, 10, 15, or 20 minutes. Each duration

is associated with one or more musical forms. Short musi-
cal forms need to be simple. Longer durations have space
for more complexity.

For instance, a one-minute form might simply be an in-
struction of the musical type “entry” followed by any other
type. A longer form might be more complicated. For in-
stance, an entry, followed by quiet sounds, louder sounds,
instructions that call for moving, instructions that call for
making sounds, and, finally, instructions that call for sitting
still.

3.3 Printable Instructions

Many people have reasons not to use smartphones: finan-
cial concerns, privacy concerns, precaution against distrac-
tions, etc. Additionally, groups of people may want to ex-
perience the same instruction sequence on a group sound-
walk. Since one of our motivations is to make Listening
Here as accessible as possible, we wanted an alternative
for people who do not use smartphones. To this end, the
Listening Here app offers printable instructions (fig. 7).

 Albany, NY

Listening prompts for Washington Park

Take a minute to no ce what you can hear around you right now.

Can you focus on those quiet sounds un l they sound louder to

you?

Walk as loudly as you can.

Now try walking as quietly as you can.

Listen for the most pleasant sound you can hear, and then focus on

it for a while.

Consider the source of that sound.

Bring your a en on to whatever you can see right now. (Does this

affect your experience of what you can hear?)

Listen for the sounds of human voices. (No ce the melody of how

they rise and fall.)

How many sounds can you hold in your a en on at once?

Listen for a mechanical sound. (How much detail can you hear in

that one sound?)

Listen for sounds along the ground.

Listen for a vehicle in the distance, and follow it un l you can't

hear it anymore.

Slow down.

Stop.

Close your eyes and con nue to listen that way for a while.

Figure 7. A printable instruction score for Washington Park.

Printable instructions are limited to a curated list of loca-
tions: Albany in general, Downtown, Empire Plaza, Wash-
ington Park, or a random neighborhood. Downtown, Em-
pire Plaza, and Washington Park were chosen because they
are large enough to be worth exploring as a destination out-
ing, are popular destinations for both locals and tourists,
and are sonically distinct from each other.

Printable instructions have their own list of possible mu-
sical forms, drawing from the same collection of forms
as the app’s algorithm, and are designed to fill a single,
printed page. Listeners who want a longer experience can
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re-roll the printable instructions and generate as many dis-
tinct, algorithmically generated scores as they wish.

The printable instructions are created with a variation on
the app’s algorithm. Environmental metadata is disregarded—
a person may print out a score the night before, the weather
may change in the meantime, and so on. Repeated instruc-
tions are not allowed. And story instructions are not al-
lowed to be started if there is not enough space on the page
for them to finish.

Since printable instructions cannot assume a listener is at
any particular hot spot within the selected location’s bound-
aries, the algorithm creates compositions that use sounds
tied to the listener’s general location. For instance, Wash-
ington Park has nature sounds throughout, an outdoor the-
atre, and several fountains. The score will rely on na-
ture sounds associated with the park and physical features
found throughout the park, such as benches. But instruc-
tions relating to the acoustics of the theatre, the fountains,
or other hot-spots within the park can only be accessed
through the app.

4. SOUND DATA

4.1 Sound Mapping

We pursued several methods for creating soundmaps of Al-
bany: interviews, soundwalking, and identifying features
from existing maps and satellite images.

To ground the project in local, socio-economically di-
verse, perspectives, we interviewed residents about their
sonic experiences through a ‘Sound Memories’ interview
booth that we took to neighborhood events. Additionally,
an online ‘Sound Memories’ questionaire was distributed
via local listservs and community organizations. The anec-
dotes and memories we collected provided the initial inspi-
ration for our listening hot spots and instructions.

We, along with volunteers, have been physically explor-
ing and documenting Albany’s sonic features through sound-
walking. We have focused on highly used public spaces:
major streets with shops and restaurants in walkable neigh-
borhoods, popular parks and nature reserves, and areas we
have reason to believe have unique soundscapes. In our
initial forays, we took notes in notebooks. Once we had
a sense of the kinds of features we were interested in, we
created a form that could be used by volunteers. The form
asks for an evaluation of intensity, business, frequency, res-
onance, periodicity, noise floor, sonic features (such as ma-
chines, humans, wildlife, wind, commerce, traffic, etc.),
and when these sounds might occur (time of day, season,
weather). This information is then associated with poly-
gons drawn on maps.

We supplemented these field research methods with ex-
isting maps and satellite images. Features such as ma-
jor roads, parks, playgrounds, and bus stops have certain
sonic characteristics that are reliable. We need not walk
every major road in the city to know which roads are ma-
jor and which ones are busy during rush hour. It is also
easy to identify major geographic features (such as parks,
playgrounds, shopping malls, bodies of water, bike/hiking
trails, and so on), that are likely to share sonic features.

These existing maps were then supplemented with satel-
lite views. For instance, we systematically created loca-
tion polygons for every park in the city. Then we looked

at satellite views to see if we could identify distinctive
features within each park such as playgrounds, fountains,
ponds, or thickly wooded areas. These distinctive features
would receive their own, smaller polygons. The resultant
locations might not be completely precise—for instance,
a well-shaded playground might show up on a satellite as
a wooded area. In this case, listeners in this playground
might miss out on instructions related to the sound of swings,
for example, but they will still receive instructions associ-
ated with the overlapping park location and wooded loca-
tion that have been created based on the satellite view. As
time permits, further detail can be added through physical
exploration.

4.2 Database of Sounds

Listening Here is backed by a mySQL database that serves
instructions based on the user’s location. The online database
is mirrored client-side to support the progressive web app
goal of requiring no internet connection to function.

There is a collection of non-location-specific instructions
that are downloaded the first time a user loads the app.
This means that the app will always work anywhere, albeit
without location-specific instructions, even if the internet
connection is terminated before the rest of the database
is cached. Next, locations near the listener’s location are
cached, so they can wander freely and receive location-
specific instructions. Finally, the rest of the listener’s re-
gion is cached. Unless the user’s internet connection is
extremely poor, this entire caching process is quick.

At this time, there is only one region in our database (Al-
bany, NY), but this infrastructure will allow us to extend
Listening Here to other areas. When a listener opens the
app in a new region and has internet access, that region
will be cached following the same pattern.

5. CONCLUSION

After a year of development, the beta version of Listening
Here launched in September 2017 with a series of pub-
lic events that included artist-guided walks and listening
workshops (at Albany Center Gallery, Opalka Gallery, and
Albany Barn). Users reported experiencing a heightened
awareness of the sounds around them, engaging with their
surroundings in new and surprising ways, and feeling more
deeply connected to their environment.

5.1 Future Directions

There are, broadly speaking, three different areas in which
we hope to expand this work.

First, we hope to extend Listening Here to new regions.
While the app can deliver generic (not location-specific or
environmentally responsive) listening instructions every-
where, we hope to create new, densely mapped areas, rich
with listening instructions, by applying our process for en-
gaging with communities in different areas.

Second, we hope to incorporate publicly available loca-
tion data sets into our database. This will result in richer
instructions available to listeners who want to use the app
in areas that we have not systematically mapped. There
are many publicly available data sets containing mapping
information. Most of these are location polygons that do
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not contain sonic information. With thoughtful considera-
tion of the kinds of sounds that are likely to occur in the
spaces they represent, we ought to be able to incorporate
these into our database.

Finally, having developed the database and data collec-
tion infrastructure, we hope to create further location-based
artworks that differ substantially from Listening Here but
that utilize the same database of soundmapped locations.
For example, we are currently workshopping a piece that
collects geolocated desires, fears and reflections on public
space. We are also interested in collaborating with other
artists who wish to use our underlying architecture for their
own geolocated sound art projects.
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ABSTRACT

In this paper, we explore the application of a biologically

inspired artificial ecosystem to real-time interactive music

composition. Particularly, we examine the use of a food

chain hierarchy and animal behavior to create emergent

and complex compositional structures. We discuss the al-

gorithmic creation of musical forms through the temporal

layering of agent species that populate a musical ecosys-

tem. We also explain the compositional implications of sit-

uating the listener as an interactive agent in this system.

We provide examples from our ongoing research project

that investigates the compositional affordances of interac-

tive augmented sonic environments and how listeners ex-

perience such works.

1. INTRODUCTION

The artistic potential of artificial ecosystems has been ex-
tensively used in multimedia arts. Such systems often give
way to emergent behavior based on computational models
such as swarming simulations [1], L-Systems [2], evolu-
tionary algorithms [3], and ecosystemic models [4]. The
organisms in these ecosystems are modeled in the form of
software entities called agents, which display life-like in-
telligent behavior and autonomy. The concept of autonomy
is employed by many artists to give self-organizing proper-
ties to software-based systems. Autonomous agents often
display the ability to observe their environments and make
decisions accordingly; they can also interact with other
agents with varying degrees of complexity based on rule
systems. Inhabiting complex dynamic environments, these
agents act towards “a set of goals or tasks for which they
are designed” [5]. Similar to those in natural ecosystems,
artificial agents are often functions of energy flow and nu-
trition cycles. Occupying hierarchical structures such as
food chains, these agents trade token units (e.g., energy,
biomass) within systems that simulate community dynam-
ics [6].

In this paper, we discuss the design of one such artifi-
cial ecosystem that generates music in real-time. We de-
scribe our ongoing research into autonomous interactive
sonic environments where the sonification of animal be-
havior within an ecological simulation is used as a means
to create augmented reality music compositions [7]. In our

Copyright: c�2018 Zeynep Özcan et al. This is an open-access article

distributed under the terms of the Creative Commons Attribution License
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tion in any medium, provided the original author and source are credited.

Figure 1. The data flow across the components of Proprius, including an
artificial ecosystem implemented in Processing, an audio engine which
sonifies the various agents that make up this ecosystem, and a position-
tracking system that both situates the listener as an interactive agent in the
ecosystem and renders a binaural output of the system relative to the lis-
tener’s position. The visual representation of the simulation is underlain
here to illustrate the listener’s navigation of the ecosystem.

piece Proprius, the composer imparts creative license to
not only the agents of a virtual ecosystem but also the lis-
tener that interacts with these agents in augmented space [8].
Here, we discuss this system’s ability to create musical el-
ements at various structural levels ranging from gesture to
form: we look at the inherent musical abilities of the agents
in terms of their behaviors and their sonification character-
istics, which are themselves inspired by natural phenom-
ena. We then look at how the listener’s involvement in
this system as an interactive agent affects the work’s pro-
gression. While doing so, we provide reports and insights
gained from previous performances of this work.

2. IMPLEMENTATION

Fig. 1 illustrates the overall implementation of Proprius.
The artificial ecosystem and the behaviors of the agents
that populate it are implemented using the multimedia pro-
gramming platform Processing 1 . The output of the simu-
lation is visualized in the form of an overhead view of the
ecosystem, as seen in Fig. 2. This visualization serves as
an interactive score of the piece, allowing the composer to
view the progression of the work in terms of the agent pop-

1 https://processing.org
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Figure 2. Screenshots from the 5 scenes of Proprius, showing the pro-
gression of the piece in 5 movements. The red square towards the bottom
right-hand side in Scene 1 indicates the listener’s current position. The
green circles represent the plants, the pink circles represent the insects,
the blue circles represent the birds, and the yellow circles represent the
big cats.

ulation. The composer can also monitor the movements of
the listener, who experiences the composition in the form
of an audio augmented reality without any visual cues.

The simulation data generated in Processing is transmit-
ted to Max via OSC for the musical output to be gen-
erated in real-time. The audio engine allocates a unique
voice for each agent based on its species. To augment the
listener’s physical surroundings with the musical ecosys-
tem, we track the listener’s position and orientation with a
Kinect sensor. The tracking data is transmitted to Max via
Synapse [9]. This is then fed into the simulation to situate
the listener as an interactive agent within the system.

For the spatialization of the individual voices, we use
the ICST Ambisonics Externals for Max [10]. The Carte-
sian coordinates of the agents generated in Processing are
converted to polar coordinates relative to the listener be-
fore they are fed into the Ambisonic encoder for the corre-
sponding voices to be localized in space. The Ambisonic
scene is then decoded to binaural audio using the IRCAM
Spat Tools [11]. The resulting binaural rendering of the
scene is broadcast to the listener via headphones.

3. MUSICAL ECOSYSTEM

Musical ecosystems are artificial systems that are devised
to generate musical output [12, 13]. When composing such
a system, the artist is often concerned with the design of the
artificial agents and their behaviors, including how they in-
teract with one another and, in some cases, with the audi-

ence. In these systems, the autonomous agent population
can be structured in various ways. In Filterscape, for in-
stance, this structure is based on the recycling of resources
in the food chain [12]. In Living Melodies, a genetic pro-
gramming framework governs the evolution of the musical
communications among the agents [3].

In Proprius, the trophic structure of a food chain is imple-
mented to create hierarchical dynamics across the species.
A trophic structure defines the feeding relationship between
organisms in an ecosystem. An organism’s place in the
food chain, which is based on its feeding behaviors and
its prey-predator status, determines its trophic level [14].
Driven by their survival instincts, the artificial agents in
Proprius navigate a virtual space to seek resources. The
real-time sonification of these behaviors form the composi-
tional elements of the piece. Once a simulation is initiated,
the listener experiences the work by exploring the physical
space onto which the ecosystem is superimposed.

3.1 Musical Agents

Humans possess an evolutionary inclination to identify the
sources of sounds in daily life [15]. In electroacoustic mu-
sic, the degree to which a listener is capable of, or inter-
ested in, associating a sound with a particular real-world
source can vary depending on the sonic context and the na-
ture of the sound (e.g., environmental sounds vs. the sound
of a sine wave). The composer Denis Smalley refers to the
listeners’ reflex to create a link between a musical work
and the sounding world outside as “source bonding” [16].
In Proprius, we exploit this reflex to guide the listener
through their experience of the work. To achieve this, we
implemented sonification algorithms for each species based
on the natural vocalization characteristics of the animal it is
modeled after. In sonification studies, this is described as a
model-based approach, which exploits “the human ability
to associate the characteristics of a perceived sound with
the source that may have generated it” [17]. Since the lis-
tener’s experience of Proprius relies solely on audio cues,
this approach helps the listener distinguish between dif-
ferent species and navigate through the composition both
spatially and temporally.

The selection of the species for each trophic level of Pro-

prius was based on the unique behavioral characteristics
of the species in order to diversify the compositional struc-
tures introduced in each movement. These species are:

• Plants as Producers: Plants in Proprius are passive or-
ganisms that lack mobility. Situated at the bottom of
the food chain, the plants function as a source of nutri-
tion for other organisms in the ecosystem. Musically, the
plants establish the tonal framework of the piece. For the
sonification of the plants, we followed the metaphor of
a choir by implementing a variant of formant synthesis
with the fundamental frequency of the individual voices
tuned to the size of the plants. These tunings are quan-
tized to a common scale to create a harmonic structure
across individual plants.

• Insects as Primary Consumers: Insects in Proprius

feed on the producers. The sound of an insect is gen-
erated by passing filtered noise through amplitude en-
velopes that are modeled after insect vocalizations. The
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center frequency of the peak filter applied to the noise is
mapped to the size of the insect. This results in chirping
sounds at different frequencies, resembling the stridula-
tions of the insects in nature.

• Birds as Secondary Consumers: The size of a bird dic-
tates this omnivorous organism’s eating behavior: the
small birds eat plants while the big birds act as preda-
tors that feed on insects. Birds in nature inherit song
templates that consist of a rich range of notes [18]. To
emulate the spectral richness of bird song, we imple-
mented an FM synthesizer, where the carrier frequency
is mapped to the bird’s size and the modulator frequency
is mapped to the bird’s energy. The amplitude envelopes
applied to the resulting sounds are modeled after natural
bird vocalizations.

• Big Cats (i.e. Felidae) as Tertiary Consumers: In Pro-

prius, the Felidae are the apex predators, who feed on
the primary and the secondary consumers. Big cat vo-
calizations exhibit a wide range of frequencies starting
from glottal pulses below the audio range to dense roars
at higher frequencies [19]. To emulate the breathing and
vocalization characteristics of these animals, we used
amplitude modulations that range from low-frequency
to audio-rate oscillations. An overall amplitude enve-
lope also controls the fundamental frequency of the vo-
calization to create the spectral modulations observed in
lion roars [20].

3.2 Common Mappings

Although unique synthesis algorithms are used for each
species, some parameter mappings are common across all
organisms. These are:

• Size to Fundamental Frequency: In nature, the size of
an animal’s vocal tract and the fundamental frequency of
its vocalizations are correlated to its overall size. There-
fore, small animals tend to produce higher frequency
sounds than larger ones [18]. Accordingly, the size of
an organism in Proprius is inversely proportional to the
fundamental frequency of its vocalizations.

• Health to Dynamic Range: In Proprius, the health of
an organism determines the dynamic range of the sounds
it can produce. Although a decline in health due to the
presence of a disease agent manifests itself as an over-
all decrease in the loudness of an animal, some animals
can also act quietly when performing certain behaviors,
which will be discussed in the following section.

• Age to Vocalization Rate: The age of an organism is
mapped to the rate at which its vocalizations are trig-
gered. Therefore, all organisms exhibit a gradually de-
creasing (i.e. rallentando) tempo throughout their lifes-
pan.

• Energy to Spectral complexity: Energy transfer is the
primary function of the food chain in Proprius. When
an organism feeds on another organism, it absorbs the
prey’s energy. The organism then uses this energy to
perform other behaviors. The spectral complexity of an
organism’s sound is manipulated by a mapping between
its energy level and the threshold of a normalized wave-
folding applied to its sound.

4. COMPOSITIONAL FRAMEWORK

4.1 Behavioral strategies

Fig. 3 shows the compositional structure of Proprius in
terms of the organization of its scenes and the agent be-
haviors introduced in each scene. These behaviors deter-
mine the structural function of the sounds produced by
the agents. Behaviors based on prey-predator interactions
(e.g., flee and pursue) have shorter spans whereas other be-
haviors, such as grazing and wandering, last longer. This
creates structural variations between the scenes of the piece:
for instance, due to a lack of prey-predator relationships
prior to Scene 4, the sounds of the organisms in the first
3 movements exhibit more textural qualities. As a result,
the work displays a 2-part form as shown in Fig. 3. The
introduction of the hunting animals in Scene 4 introduces
gestural sounds that mark the transition from Part A to Part
B. The temporal contrasts between the simultaneous textu-
ral and gestural elements in Part B establish foreground
and background relationships. Whereas a hunting event is
perceived more as a figure phrase, the concurrent dormant
behaviors establish a textural context for these figures.

Throughout the piece, organisms switch from one behav-
ior to another based on their current drive (e.g., feeding,
flight, pursuit). The change in an organism’s behavior af-
fects its attributes, which, in return, changes the outcome
of its sonification. For instance, when an insect’s energy
falls below a certain threshold, it can transition from the
wandering behavior to grazing. While grazing, it might
encounter a predator, which will prompt its behavior to
switch to fleeing. If it manages to evade this predator, it
might rest or return back to grazing. The emergent com-
binations of these behaviors will create complex musical
phrases that can span from seconds to minutes.

Furthermore, some of the behaviors bring about collec-
tive actions across multiple agents. In Fig. 2 Scene 4, the
birds represented with blue circles appear to have formed a
cluster at the bottom right side of the scene. Here, the birds
are performing the flocking behavior, which generates a
highly dense sonic structure that travels through space.

A transition between behaviors can also create significant
dynamic variations. For instance, during the stalking be-
havior, the predator reduces its amplitude to approach its
prey stealthily. This results in a pianissimo phrase that will
rapidly transition to fortissimo as the predator switches to
the pursuit mode when it gets close enough to its prey.

Animals in nature adapt their vocalizations to their cur-
rent situations. For instance, they can use rough and low-
frequency vocalizations to sound intimidating, or tone-like
high-frequency vocalizations to sound non-threatening [21].
Mimicry is a similar adaptive behavior, where an animal
emulates another animal’s behaviors to go unnoticed. In
Proprius, the mimicry behavior, whereby a prey copies
the actions of another organism to deceive a predator, cre-
ates phrases that are reminiscent of the call and response
structures in improvised music. Furthermore, this behav-
ior can push an organism’s sonification algorithm to new
limits. For example, when a bird performs mimicry, it
adopts the fundamental frequency of its predator (i.e. the
big cat), which is outside of the bird’s regular frequency
range. When this frequency is applied to the bird’s sonifi-
cation algorithm, new and unexpected timbres emerge.
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Figure 3. Compositional structure of Proprius. After Scene 1, a new species is introduced into the ecosystem in each scene. The behaviors of the
individual species are indicated here per scene. Also shown are the approximate durations of each scene, and the overall dynamics for each species.

4.2 Temporal Layering of Scenes

Proprius consists of five musical scenes, four of which rep-
resent the trophic levels of the ecosystem as seen in Fig. 3.
Instead of transitioning from one movement to another,
each new scene is added on top of the existing ones. With
each consecutive scene, a new species is introduced into
the system, creating a new musical layer in the composi-
tion. The timing of when a new species is introduced is
the only pre-composed aspect of the work. The gradually
increasing durations for consecutive scenes, as shown in
Fig. 3, allow the listener to observe the behaviors and the
resulting hierarchical relationships introduced into the sys-
tem with each new species.

While each scene serves as the exposition of a new species,
the opening scene, namely Scene 1, functions as an open
space devoid of any organisms. In this scene, a continu-
ous ambient noise gives the listener an impression of an
open landscape. As the listener navigates this space, their
movement sweeps a resonant filter on this noise following
a random curve. This allows the listener to explore the nav-
igable space of the composition and get a sense of how the
system reacts to their movements without being guided in
a particular direction. The noise from the first scene grad-
ually fades out with the introduction of each new species.
The noise becomes completely inaudible by the time Scene
5 is introduced.

To articulate the introduction of a new species, the sys-
tem applies a subtle amount of dynamics compression to
the sounds of the existing agents with a compressor side-
chained to the sounds of the newly introduced species. This
strategy effectively gives the new species a dynamic promi-
nence by slightly decreasing the sounds of the other agents
whenever an agent from the new species makes a sound.
The threshold of this compressor is gradually increased to
remove this effect over time, withdrawing the temporary
emphasis given to the new species.

Furthermore, with the introduction of each new species,
the distance modeling for the sounds is altered. By increas-
ing the amount of low-pass filtering and reverberation ap-
plied, distant organisms are made to be perceived farther
away as the piece progresses. This results in a perceived
expansion of the augmented audio scene throughout the
piece while the navigable space remains the same.

5. INTERACTIVITY

In 1977, the composer Joel Chadabe argued that compos-
ing through interactive processes is fundamentally differ-
ent than traditional methods of composition [22]. The feed-
back loop between actions and perceptions assume a crit-
ical role in such processes [23]. Interactive systems can
incorporate the listener into this loop, effectively granting
them an artistic license over the progression of the work.

5.1 Composing Interactions

Natural ecosystems have inspired many works of art through-
out history. Advances in digital computing in the 20th cen-
tury have enabled the real-time simulation of such systems,
where the audience can influence the system’s evolution
over time. Today, artificial ecosystems can afford a great
variety of user interfaces [24].

The primary mode of interaction in Proprius is the navi-
gation of the physical space which the composition is su-
perimposed onto. The listener is introduced into the sys-
tem as an interactive element both to give them a sense of
agency in the composition and to enable musical progres-
sions that are unique to the listener.

The design of a musical ecosystem can be used to com-
pose not only its musical output, but also how the audience
interacts with it. The two-part form of Proprius seen in
Fig. 3 is intended to promote the latter. The textural ele-
ments that gradually evolve in the first three scenes of the
work encourage the listener to explore the physical space
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and gain a sense of the system reacts to their presence. The
ensuing scenes, which form Part B of the piece, introduce
more animated elements with foreground qualities that in-
vite the listener to be more attentive of their surroundings.

Despite such design choices, the listener’s personal choices
can override the pre-conceived expectations of the com-
poser (i.e. the designer of the system). For instance, in
a performance of Proprius, one listener indicated that the
sounds of the plants were their favorite aspect of the piece.
As a result, this listener was very dynamic during Part B in
an attempt to avoid predators so as to retain the prominence
of the plants in the observed environment.

5.2 Listener as a disease agent

Musical ecosystems can employ a variety of methods to
integrate the audience into the progression of a piece. A
common technique situates the user as a resource where
the organisms tend to flock to the user to gain food or en-
ergy [13, 25].

In Proprius, we found that the contextualization of the
listener as a resource in the system has inhibited the lis-
tener’s navigation of the space. In this configuration, the
listener becomes a point of attraction, which the agents
flock to. We observed that this approach created a sig-
nificant amount of compositional variation around the lis-
tener, which effectively mitigated the need for the listener
to move in physical space. Since the composition is con-
ceived to emerge from real-time algorithmic and interac-
tive processes, the listener’s active embodied involvement
is conceived as an integral component of the work.

To achieve this, rather than contextualizing the listener as
a point of attraction, we introduce them into the ecosystem
as a disease agent. As a result, the health of the artificial
agents that are in the vicinity of the listener gradually de-
grades, prompting the agents to move away from the lis-
tener to seek resources that will improve their declining
health. This causes the compositional elements to move
away from the listener over time, effectively forcing the
listener to explore the physical space to search for other
musical agents.

Since the plants in Proprius are immobile agents, the
proximity of the listener to a plant will cause a steady de-
cline in the agent’s health, resulting in a gradual fade-out
in its auditory output. To further articulate the effect of
the listener on the plants, we also mapped their health to
their fundamental frequency. Since the plants are the only
musical agents in the scene that exhibit harmonic interrela-
tionships, this mapping causes the plants in the vicinity of
the listener to be detached from the harmony that they are
a part of. A listener has expressed that, upon noticing this
deterioration in the harmonic structure of the piece, they
tried to maintain their distance to the plants to retain the
harmony.

Overall, we observed the use of the listener as a repelling
force to create less cacophonous musical outcomes than
when we introduced them into the system as a resource.
Furthermore, we also noticed an increase in the listeners’
tendency to explore the augmented space. Some listen-
ers likened their experience to playing a game. One lis-
tener described that they tried to pursue the big cats to curb
their population so that they wouldn’t prey on the birds.
Another listener mentioned having tried to move with the

birds, but upon noticing that the birds were actually trying
to move away from them, they decided not to disturb them.
Such instances can be indicative of the listeners’ ability to
empathize with the artificial agents. We find this type of
connection between the listener and the parts of a musical
composition to be an intriguing affordance of interactive
musical ecosystems, and we hope to further explore this
aspect of Proprius in its future iterations.

6. CONCLUSION

In this paper, we described our ongoing research into in-
teractive agent-based musical ecosystems. More specifi-
cally, we discussed the compositional strategies utilized in
the design of Proprius. The creative decisions made in
the conception of this work were predominantly inspired
by ecological models. Other compositional choices were
made to articulate the form of the piece and to highlight the
interactions between the listener and the artificial agents.
Overall, the organisms in Proprius are conceived as parts
of a musical ensemble that occupy different portions in the
frequency spectrum and the temporal progression of the
piece, ultimately serving different musical functions.

Moving forward, we plan to add new species to our ecosys-
tem to expand its musical capabilities. This will not only
further diversify the timbral qualities of its output, but also
enable new emergent interactions that will lead to new mu-
sical phrasings. Furthermore, by integrating Inviso, our
cross-platform authoring tool for immersive sonic environ-
ments [26], into the artificial ecosystem, we intend to im-
plement agents that emit sounds with limited directionality,
increasing the spatial complexity of the musical output.

We also plan to explore the incorporation of visual ele-
ments in our ecosystem. When asked about whether they
would have liked Proprius to be accompanied by visuals,
most listeners have indicated that they would prefer it to
remain an exclusively auditory experience. However, with
recent advances in virtual and augmented reality technolo-
gies, we expect new possibilities in this domain to emerge.
Particularly, with the upcoming wave of VR systems that
rely on inside out tracking (i.e. those that do not require
an external tracking system), it could be possible to super-
impose Proprius onto much larger spaces. Furthermore,
using such systems, visual interfaces and hand-held con-
trollers can be utilized to implement rich user interactions
that can have more nuanced or more exaggerated effects
on the compositional outcome, facilitating new immersive
musical experiences.
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ABSTRACT 
This paper explores the significance of handmade produc-
tion in electroacoustic music. I begin by addressing the 
role of the human hand itself and discuss its part in the 
creation of meaning and beauty in art. The hand is a com-
plex sensing organ and it plays an important role in cog-
nition generally. It also plays a role in expressing person-
hood and in displaying the distinctive characteristics of the 
musical performer. The hand’s traces and the presence of 
the performer’s body have been evident throughout music 
history. What does this mean for the perception of electro-
acoustic music, which now not only includes disembodied 
music but the music of nonbody, music produced entirely 
by algorithm. The presence of the body is crucial to listen-
ers. Additionally, handmade music bears the maker’s mark 
and exhibits unique personality and charm. Being aware 
of the significance of the presence or absence of the human 
body can help electroacoustic music composers become 
more aware of the special challenges we face musicians 
and may help us make better connections with our listen-
ing audience. 

1. INTRODUCTION 
Work done by hand exhibits both uniqueness and variety 
and may seem an antidote to the automated mass produc-
tion that now surrounds us. There is a resurgence of inter-
est in older, slower methods of production, in the creation 
of articles that exhibit all the idiosyncrasies of the human 
touch and the human eye. 

Handmade works tell us something about the maker. 
When items are constructed without standardized tools or 
machines, there is a tendency to disregard precise meas-
urements and do more by feel and by eye. If making food, 
clothing, pottery, and furniture is done using strict weights 
and precise measurements, the end results will be identical. 
Such strict uniformity rejects the variabilities that arise 

                                                        
1 Briefly, allographic works are not forgeable and therefore are non-au-
tographic. A work of art is autographic “if and only if the distinction be-
tween original and forgery of it is significant; or better, if and only if 
even the most exact duplication of it does not thereby count as genuine” 
[1, p. 113]. However, music, dance, theater, and literature each allow for 
various instantiations of the work that are independent of the work’s ini-
tial production. A performance of a work of music is considered ‘the 
same’ whether the music is played from the composer’s autograph 

from changes in time, place, mood, circumstance, and his-
tory. It also disregards the personal differences among in-
dividual makers. For the creation of items made by hand 
there may exist fixed rules and standard forms and styles, 
but no two articles will be identical even if they share all 
the general morphological features. Handmade articles are 
of the instant and exhibit a unique charm and beauty. Fur-
thermore, they bear the mark of the maker. 

It is much easier to see what handmade production 
might mean for a calligraphic work, a painting, or a sculp-
ture. If an item is handmade, traces of the maker's hand 
may be visible in the physical object. Handmade items as 
are especially prized, at least in part, precisely because 
they are made by hand. However, music is intangible and 
doesn't have a physical form. What follows is an examina-
tion of the significance of handmade production in music, 
a decidedly allographic art form.1 But first I will address 
the human hand itself in order to uncover its role in the 
creation of meaning and beauty and in cognition more gen-
erally. 

2. HANDS ON 
The hand speaks to the brain as surely as the brain speaks to the 
hand. 
—Robertson Davies, What’s Bred in the Bone 

Hand and brain function are interdependent. An examina-
tion of this hand-brain interdependence helps to problem-
atize the notion that intelligence is entirely a phenomenon 
of the mind and helps dissuade us of the troublesome no-
tion of disembodied cognition. 

Where is the hand? The very boundary of the hand is 
difficult to define. I intuitively feel that the hand begins 
somewhere at the wrist, but if someone asks precisely 
where, I am already in some difficulty. And what of the 
arm and the shoulder? Years ago, I suffered a severe wrist 
injury. During therapy I was surprised to learn that many 
of the muscles that control the movement of the hand are 
not actually located in the hand itself, but in the arm. An 
injury to the arm or wrist or to the tendons that run the 
length of the forearm can leave the hand almost entirely 
immobilized. Further, an injury to the forearm, and to the 
median nerve which runs along its length, would leave 
roughly four fingers without sensation,2 so it is difficult to 

score, a copy of the score, a transcription, or even from memory. Any 
performance which corresponds to a score is counted as authentic. For a 
fuller discussion see Nelson Goodman’s Languages of Art: An Ap-
proach to a Theory of Symbols [1]. 
2 More precisely the thumb, index finger, middle finger and half the 
ring finger would lose neurological communication with the cutaneous 
(“tactical”) receptors in the hand, leaving the injured with reduced abil-
ity to feel texture and temperature. The pinky and one side of the ring 

Copyright: © 2019 Kevin Parks. This is an open-access article dis- tributed 
under the terms of the Creative Commons Attribution Li-
cense 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and source 
are credited. 
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say precisely where the hand begins. Anatomical debates 
aside, this boundary problem should already an idea of just 
how deeply integrated our bodies are and how profoundly 
intertwined our sensory-motor experience is with our cog-
nitive function. 

Since bodily movement and brain activity are interde-
pendent, it follows that hands and brains change each 
other. This is true at an individual level, throughout one’s 
lifetime. It is also true that hands and brains have co-
evolved. As Frank Wilson notes in his book, The Hand: 
How Its Use Shapes the Brain, Language, and Human Cul-
ture, “we find evidence that, from the beginning, the hom-
inid hand and its growing repertoire of movements were 
integral to what was happening in behavioral, cultural, and 
cognitive evolution” [2, p. 290].  Elsewhere he remarks 
that, “structure and function are interdependent and co-
evolutionary. The brain keeps giving the hand new things 
to do and new ways of doing what it already knows how to 
do. In turn, the hand affords the brain new ways of ap-
proaching old tasks. That means that the brain, for its part, 
can acquire new ways of representing and defining the 
world” [2, p. 146].  

Wilson outlines how dynamic interactions between 
the hand and the brain became increasingly refined and 
how that process relates to the character of human thought 
and creativity. Wilson reviews many distinguishing fea-
tures of the human hand, what changes occurred in the 
hand as we evolved (still an incomplete picture), when 
these changes may have taken place, the purpose these 
changes may have served, and ultimately how they apply 
to tool making, social interactions, and even their influence 
on human reproduction. Wilson traces the development of 
the hand through anthropological, evolutionary, biome-
chanical, and neurobehavioral perspectives, outlining and 
defining many of the anatomical features that have led to 
significant increases in power, precision and maneuvera-
bility in the human hand. Importantly, he also recounts the 
links between speech3 and other cognitive developments.  
Patricia M. Greenfield [3] suggests that the human brain 
organizes and directs the child’s interactions with objects 
in nearly the exact same way that it organizes and manages 
the production of speech. These two specific skills, the in-
tricate manipulation of objects and assimilation of compli-
cated grammar, and the developmental progression associ-
ated with the child’s mastery of those skills proceed in 
such a closely synchronous manner that Greenfield con-
cludes that the brain must be applying the same logic or 
procedural rules to both and employing similar anatomic 
structures as it does so. For a fuller story on the links be-
tween the development of neural circuits for complex 
grammar and the complex manual combination of objects 
see Greenfield’s seminal Language, Tools, and the Brain: 
The Ontogeny and Phylogeny of Hierarchically Organized 
Sequential Behavior [3].  

Wilson concludes that, “the hand is involved from the 
beginning in the baby’s construction of visuomotor, kines-
thetic, and haptic representations of the world and the ob-
jects in it. This is a profoundly important role for the hand, 

                                                        
finger is served by the ulnar nerve which travels around the dorsal side 
of the hand. Rarely noted, but also significant to the musician, is the 
complete inability for the skin to harden and form calluses when nerves 

whose importance in both cognitive and emotional ontog-
eny cannot be overstated” [2, p. 197]. We often speak of 
hand-eye coordination and, as Wilson recounts, the brain 
teaches itself to synthesize visual and tactile perception. 
The brain orients the eye in a process of exploration. The 
hand, like the eye, is a sense organ. Touch is important for 
cognition and our whole blanket of skin is a sensing, esti-
mating, logic-seeking organ of perception sending infor-
mation from the world to our brains and from our brains 
back to our musculature. The density of nerve endings in 
our fingertips is especially high, allowing us to learn many 
things simply by touching and moving objects in space. 
Wilson recounts the neurophysiologist Charles Sherring-
ton’s assertion that the most sensitive portion of the skin at 
the tip of the thumb and index finger is treated by the brain 
in much the same way as the macula (the most sensitive 
part of the retina) [2, p. 98]. 

We use our hands to learn, but, as any musician or 
dancer knows, the hand is also “an articulate organ of ex-
pression” as Wilson puts it. He also writes of a lifelong 
“shared apprenticeship of the body,” [2, p. 275] which I 
think is a turn of phrase that any musician can instantly and 
intuitively appreciate. He gives his own account as a doc-
tor of how the sense organs all work together to help us 
navigate the world and attain some proficiency with our 
manual work [2, pp. 275–76]. Here I am writing about mu-
sic, but it would be easy to substitute carpentry, calligra-
phy, sports, sewing, jewelry making, origami, cooking or 
any other endeavor that might require manual dexterity 
and fine motor control and see its relevance. 

As a musician, you may sit or stand with your hands 
on your instrument. Your hands send messages to your 
brain as your hands grasp, feel and measure the instrument. 
Your finger touches a string and you immediately sense 
how lively and taut the string is. You feel the texture and 
resistance to the pressure on your fingers and gauge how 
the string might respond if struck. That information is re-
turned to the brain and “written in the tactile and kines-
thetic language of manipulation” and then “compared with 
information coming from the visual system, as part of a 
process through which the brain creates visuospatial im-
ages” [2, p. 276]. 

Related to the hand and the notion of embodiment is 
what Curt Sachs calls the instrumental impulse, inherent in 
the concept of instrumental music: As Sachs and Kunst 
wrote, 
 

The original concepts of vocal and of instrumental music are ut-
terly different. The instrumental impulse is not melody in a ‘melo-
dious’ sense, but an agile movement of the hands which seems to 
be under the control of a brain center totally different from that 
which inspires vocal melody. Altogether, instrumental music, with 
the exception of rudimentary rhythmic percussion, is as a rule a 
florid, fast, and brilliant display of virtuosity. Unlike the distinct 
and clearcut melodies of voices, it consists of quick figures and 
passages, which often remind the listener of seventeenth century 
‘divisions.’ Quick motion is not merely a means to a musical end 
but almost an end in itself, which always connects with the fin-
gers, the wrists, and the whole of the body. [4, p. 110] 

are damaged. 
3 Actually, language, not speech, as the subsequent research into sign 
language now attests. 
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Here, Sachs is talking about something we might call 
“hand music” as opposed to music made with the voice, or 
planned out on paper. I propose that the performer’s musi-
cal choices are not governed exclusively by harmonic, me-
lodic, or rhythmic concerns but are determined, in part, by 
the pleasure of the agile movement of the hands and the 
production of a musical gesture that is idiomatic and rooted 
in the tactile and kinesthetic aspects of performance. For 
example, guitarists may have certain finger-picking pat-
terns or “banjo rolls” that they revel in, and the prevalence 
of unison string bends in the 1960s through the 1980s must 
be at least in part be due to the fact that they are so satisfy-
ing and idiomatic to produce on adjacent strings of the gui-
tar.4  

In his text, Improvisation, Derek Bailey discusses 
Sachs’s notion of the instrumental impulse and describes 
the importance of not only the instrument but also the body 
and the coupling of the two [5, p. 97]. This coupling is re-
ally at the heart of Bailey’s understanding of Sachs’s no-
tion, as the instrumental impulse is the body’s response to 
the instrument; it is the attitude of the player to this tactile 
element, to the physical experience of playing an instru-
ment. It is this instrumental impulse which establishes 
much of what a musician will play. One of the basic char-
acteristics of improvising, detectable in everything played, 
will be how the player harnesses the instrumental impulse 
or how they react against it. And this response makes the 
stimulus and the recipient of this impulse, the instrument, 
the most important of their musical resources. 

As any musician knows, you need to play your instru-
ment frequently because part of what you are constantly 
learning and relearning is how to compensate for minute 
deviations of fine motor control. Humans have only so 
much precision. If you play a plucked string instrument, 
for example, irregularity and imprecision will occur in the 
timing between your fretting hand and plucking hand. Fin-
ger pressure will also be uneven, and the pads of your fin-
gertips will not always land squarely in the middle of the 
string or just before the fret to stop the note. Getting better 
means that you not only become more accurate but also 
increase your ability to compensate for small errors in ex-
ecution. You train yourself to quickly adjust when things 
go wrong. You make this adjustment instantaneously, with 
both your mind and your hand working together even in 
the course of a busy and rapid musical passage, just as you 
would try to adjust or react to a fast serve that has some 
topspin in tennis, or a late-breaking curve or cutter in base-
ball. This is your brain and your body working synergisti-
cally as an integrated organism.  

One of the most impressive feats of sensing we do 
with our fingers is registering minute differences in pres-
sure when handling objects. This is the kind of refined 
sensing necessary to perform many manual tasks such as 
drawing or playing music. We sense the pressure required 
almost instantly, just from the feel of the object in our 
hand. We know, simply by touching, exactly how much to 
bend a guitar string to the desired pitch. 

                                                        
4 An example of a unison bend: The index finder frets the note E on the 
B string at the fifth fret. The third finger stops the note D on the G string 
at the seventh fret. The notes are now a whole-step apart. Now bend the 
D up to meet the concurrently sounding E. On the way up the two notes 

In a paraphrase of Tim Ingold, Wilson writes “percep-
tion is not something that goes on inside a processor run-
ning inside the brain. There is not, and cannot be, anything 
called perception—including any kind of visual or visuo-
motor perception—just as there is not and cannot be any-
thing called intelligence, independent of the behavior of 
the entire organism, or of its entire and exclusive personal 
history of interactions with the world” [2, p. 276]. It is spe-
cifically this human frailty, precisely this slight impreci-
sion that helps makes some music, for example, a quiet 
Morton Feldman composition, so meaningful. We are lis-
tening to bodies in all their human fragility. Feldman di-
minishes the volume and speed dramatically so as to am-
plify these frailties. The quietness serves to make the exe-
cution more difficult and therefore less precise (try to play 
a complex aggregate pianississimo with each note bal-
anced and equally audible). Moreover, this quietness 
draws the listener in to the performance. The result is that 
the performer and listener both are in a heightened sense 
of concentration and the perception of the very human ex-
pressivity of bodily gesture is intensified. As Simone Weil 
notes “The vulnerability of precious things is beautiful be-
cause vulnerability is a mark of existence” [6, p. 108]. Per-
haps it is no accident that in ancient Greek mythology 
Athena was the god of both wisdom and handicraft. 

3. MUSICAL PERSONHOOD AND IDIO-
SYNCRASY 

Someone once suggested that since Mondrian used areas of all one 
color, why not use a spray instead of painting these areas? Mon-
drian was very interested, and immediately tried it. Not only did 
the picture not have the feel of a Mondrian, it didn’t even have the 
look of a Mondrian. No one who has not experienced something 
of this will understand it. 
—Morton Feldman, The Anxiety of Art 
 
The sound of the improvisation seems to tell us what kind of per-
son is improvising. We feel that we can hear character or personal-
ity in the way the musician improvises. 
—Yusef Lateef, The Pleasures of Voice in Improvised Music 

Just as a painter’s personality is revealed in the 
brushstroke, a performer’s musical language, performance 
style, and musical predilections and idiosyncrasies serve 
as markers of their identity. One of the virtues of improvi-
sation is that it emphasizes the individual performer’s per-
sonality; one of the pleasures in following an improviser’s 
output over the course of their career, or as they work in 
collaboration with another musician over several years, is 
that you cultivate an ear for the personal marks of the per-
former and can develop an understanding of that player’s 
musical behavior. Of course, it is interesting when the per-
former thwarts expectations and surprises the listener with 
something new to invigorate interest, but that something 
new is still enjoyed against a backdrop, a memory, of what 
came before. Nevertheless, in time, the listener generally 
begins to detect the typical timbres, the signature articula-
tions, inflections, and propensities of a musician. 

will grind and then resolve when they meet in unison. If you have an 
overdriven guitar, the grinding and beating of the two notes is intense. 
Planting the index finger and bending with the third finger is a natural 
maneuver. 
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Sometimes this presence of a personal signature has 
been explained as a pitfall of improvisation. Bailey notes 
that “the longer you play in the same situation group—and 
this certainly applies to playing solo— the less appropriate 
it becomes to describe the music as ‘free’ anything. It be-
comes, usually, very personalized, very closely identified 
with the player or one group of players. And then you sud-
denly find yourself in the business of peddling ‘my mu-
sic’” [5, p. 115]. Gavin Bryars expresses a similar objec-
tion in a conversation with Bailey: 
 

One of the main reasons I am against improvisation now is that in 
any improvising position the person creating the music is identi-
fied with the music. The two things are seen to be synonymous. 
The creator is there making music and is identified with the music 
and the music with the person. It’s like standing a painter next to 
his picture so that every time you see the painting you see the 
painter as well and you can’t see it without him. And because of 
that the music, in improvisation, doesn’t stand alone. [5, p. 115] 

These objections are common and carefully examined by 
George Lewis in his landmark essay Improvised Music af-
ter 1950: Afrological and Eurological Perspectives (Lewis 
1996). As Lewis notes, an important aspect of Afrological5 
improvisation is the significance of the personal narrative, 
of memory, of history, of “telling your own story.” More-
over, Lewis problematizes the idea that one must perform 
spontaneously without memory or taste. He identifies this 
idea of purity in musical production as a strictly Eurologi-
cal musical value associated with Cage’s project to elimi-
nate taste. It also stems from the general modernist project 
of breaking with tradition, memory and history, and creat-
ing something theorized as completely new, original and 
unique. Lewis explains that this break with history, this 
erasure, is unacceptable to Black artists as a historically 
oppressed people [7, p. 233]. 

Lewis outlines the structural process many improvis-
ers undergo in cultivating what many call a sound but 
which European conservatory-trained composers might 
think of as also overlapping with notions of musical style. 
Lewis asserts that “for an improviser working in 

                                                        
5 George Lewis outlines a distinction between what he calls “Afrologi-
cal” and “Eurological” conceptions of improvisation. These coinages 
are not intended to be ethnically or racially essential but are meant to 
describe two historically emergent approaches to improvisation. Lewis 
argues that the postwar development of bebop forced musicians in Euro-
logical traditions to face the implications of improvisation and that 
white composers have been influenced by Afrological improvisation but 
they take steps to distance themselves from this tradition. Lewis’s study 
focuses on two central figures in American music. Charlie Parker’s 
name functions as a metonym for bebop and bebop’s political nature 
and its creation in opposition to racism. Bebop also marks the first time 
that black music demanded to be contended with as experimental art 
music. The contrasting figure is John Cage and his discourse around in-
determinacy. Lewis first deconstructs Dahlhaus’s criteria for composi-
tion, which states that a work must be complete in itself, fully worked 
out, notated, and that its most salient characteristics must be written ra-
ther than left to chance. Lewis notes that this definition effectively de-
fines composition as an exclusively European art form. 
6 A guitar or a zither, for example, would be gesturally rich, since a 
player’s fingers not only stop the string directly but also articulate the 
sound; the guitarist can control the sound upon articulation as well as af-
ter, with the fingers directly affecting dampening, vibrato and other 
pitch inflections. A piano is less so because the piano string and sound-
board are activated by a hammer through a complex mechanism at 
many removes from the finger’s initial strike on the keyboard. Addition-
ally, once the note is struck there are limited things the pianist can due 

Afrological forms, ‘sound,’ sensibility, personality, and in-
telligence cannot be separated from an improviser’s phe-
nomenal (as distinct from formal) definition of music. No-
tions of personhood are transmitted via sounds, and sounds 
become signs for deeper levels of meaning beyond pitches 
and intervals” [7, p. 241]. 

Various elements contribute to a performing artist’s 
sound and vocabulary. If they play a traditional instrument, 
their timbre will be chief among these defining character-
istics and we quickly place a musician’s sound and style in 
relation to other players we know. One trumpeter may play 
with a typically breathy tone while another’s tone is typi-
cally tight and rich. Vibrato, pitch bends, and other pitch 
inflections and microtonal shadings as well as penchants 
for certain types of musical phrasing are also distinctive 
and express the personality of the performer.  

A performer’s personal sound is also centered on the 
development of an individual, characteristic touch; this re-
lates the personality and character of the sound to the per-
former’s body. This is true even in instruments that are not 
gesturally rich, such as the piano.6 The personal idiosyn-
crasies of the execution and the amount of force used in 
just playing a short series of chords can be enough to iden-
tify a player or place that performer’s musical gesture in 
relation to other players one knows.  

In addition to developing skills and techniques that en-
hance the musician’s palette, musicians may develop nu-
merous other stylistic traits that reflect their musical per-
sonalities and their ideas about music. Even in extended, 
electroacoustic or non-idiomatic7 improvisation, in which 
traditional musical vocabulary might be combined with an 
individual repertoire of extended techniques or electronic 
processing, performers develop predilections, attitudes 
and personal tastes that mark them as performers. I think 
of the highly distinctive and personal sound world of per-
formers such as Bill Dixon, Tetuzi Akiyama, Kang Tae 
Hwan, or Ami Yoshida, to name just a few highly individ-
ual and recognizable players. 

to affect the sound. Still, touch matters on the piano and the forces ex-
erted by the hand influence the sound in such a way as to give even pia-
nists a signature touch at the keyboard. 
7 Derek Bailey splits improvisation into two basic types (Bailey 1993). 
Idiomatic improvisation is where the specifics of the improvisation are 
free but the music is constrained by a specific musical idiom. The musi-
cian absorbs the conventions and traditions appropriate to a certain style 
and they learn to play within the rules and boundaries of that style. They 
might push against those boundaries and transgress rules and genre ex-
pectations, but generally they are still working within a certain musical 
idiom. In non-idiomatic improvisation there is, presumably, no set musi-
cal style and no rules or boundaries are observed. The musicians mutu-
ally agree not to make any musical choices that would appear to fix the 
performance to a specific musical idiom. Both forms employ a personal 
repertoire of techniques and experiences that are acquired through time 
and practice. I find this split between idiomatic and non-idiomatic prob-
lematic in several ways. By non-idiomatic most musicians seem to 
mean ametrical, atonal, modernist or timbre-centric music in opposition 
to a well-defined, well-known vernacular style, such as any era or style 
of Jazz. Further, the notion of non-idiomatic improvisation is squarely 
aligned with Eurological discourses on music and this opposition seems 
to be yet another distancing measure intended to clarify that the musi-
cian is not a part of the Afrological traditions outlined by Lewis. An-
thony Braxton suggests the term “trans-idiomatic improvisation” which 
has the virtue that it allows many idioms, including vernacular ones [8]. 
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4. ORGANIC ABSTRACTION AND THE 
BEAUTY OF LINE 

What I began to look for, and what I soon found, was a process 
only vaguely outlined, an action only vaguely defined: one draws 
more freely on unruled paper. 
—Morton Feldman, A Life without Bach and Beethoven 

The aesthetic principle underlying my current musical 
practice is to try to make a lively auditory shape—to con-
ceive of, and execute, a beautiful figure in the moment. 
Since it is handmade, the movement cannot be formally 
precise or free of jitter or imperfections. I might try to con-
form to a perfect, even, and universal pattern to suppress 
eccentricities, but the result is surely always a little uneven. 
This is the beauty of plastic movement. Slight deviations 
are preferable because when things are precisely measured 
and rendered, the result is a kind of uniformity and hyper-
precision that suppresses the subjective differences of in-
dividuals. The appeal of an organically vital motion is that 
it is not a strictly ruled shape, such as a line segment or an 
envelope generated by a computer, but instead contains the 
unevenness and unsteadiness of human movement. There 
is an echo of life in the gesture, in the muscular stroke, with 
all its limitations, frailties, and eccentricities. It is by nature 
idiosyncratic and the irregularities mean that the results are 
unique and evocative of the human body, imbued with sub-
tlety, modesty, and the distinct personality of the maker. 
I don’t mean to be doctrinaire. Sometimes a perfectly 
smooth or artificially even sound might be meaningful, 
such as the long almost superhumanly long crossfades or 
envelopes found in an electronic work. Part of the appeal 
of Éliane Radigue’s extraordinary electronic music is pre-
cisely the impression of this type of glacial movement, in 
which the music evolves and changes like clouds moving 
across the sky or a boat moving in the distance. There is 
also the allure of the purity and conceptually and sonically 
clean work like that of Alvin Lucier, in which the whole 
point is to put the process itself under the microscope.  

But just as an artist might want to print by hand or to 
draw freely on unruled paper so a musician desire to work 
freely and unmeasured. Musical gesture is very personal. 
No two people will make the same gesture in the same 
way, and each will have their own limitations and predi-
lections, much like handwriting. And as in handwriting, 
the musical motion is rooted in the body; not a mechani-
cally ruled auditory shape, but a kind of organic abstrac-
tion, a dynamic unevenness or disequilibrium. Our chal-
lenge, is to find new ways to allow the performer's "signa-
ture" to emerge. This is not easy as the tools we now use 
are so new, so thoroughly generalized and standardized, 
and so gesturally impoverished. That is the art of it – when 
least expected the hand emerges and defines what the en-
deavor is and affords a recognizable style and vocabulary 
to emerge, one that bears the maker’s personality and al-
lows the musician to leave their personal mark on sound-
ing music. 
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ABSTRACT 
The design and composition of music and sound art per-
formance involving instruments in combination with a 
variety of electronic components demands a diverse and 
extensive skill and knowledge set. Pedagogical ap-
proaches to guiding young practitioners in the creation of 
“mixed music” composition confront the challenge of 
equipping the composer with the necessary skills and 
experience drawn from many diverse practices and tech-
nologies, some of which are rarely considered in conven-
tional pedagogical contexts. Categories of mixed music, 
mixed music studies, pedagogical approaches to teaching 
mixed music, and the skills and roles involved in mixed 
music production are discussed with the objective of 
providing a global overview and consideration of the 
issues involved in teaching, learning and creating mixed 
music. 

 

1. INTRODUCTION 
The term “mixed music” describes the combination of 
acoustic instruments and voices with a variety of elec-
tronic components including pre-recorded audio, live 
signal processing of an acoustic performance, spatializa-
tion of the acoustic performance and/or the resulting pro-
cessed audio, the use of pre-recorded or live video pro-
cessing, and the use of electronic instruments, controllers 
and sensors of many kinds. In most cases, the term im-
plies that there is a combination of several distinct sound 
worlds, several creative domains requiring specific skills 
and expertise, and, by extension, a mixture of several 
distinct modes of design and composition, several sepa-
rate spheres of knowledge and creativity that are brought 
together to provide a unique creative framework and re-
sult. 
 In an article penned almost ten years ago, a study was 
made of the combination and deployment of skills, 
sounds, techniques and affordances drawn from a number 
of established categories of compositional endeavor  
 
Copyright: © 2019 Laurie Radford. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribu-
tion License 3.0 Unported, which permits unrestricted use, 
distribution, and reproduction in any medium, provided the original 
author and source are credited. 

towards a unified mixed music practice [1]. The focus at 
that time was on the instrumental forces and technologies 
employed, their manipulation and effective combination, 
the types of materials developed, and the sonic and com-
positional discourse that they afforded. The range of the 
creative projects reflected to some extent Daniel Te-
ruggi’s chronological taxonomie des musique mixtes [2]. 
(See Table 1.) 
 

instruments and tape/pre-recorded audio 
electronic instrument(s) 
instrument(s) processed in real-time and spatialized 
instrument(s) processed in real-time + pre-recorded 
audio 
instrument(s) processed in real-time + pre-recorded 
audio 
instrument(s) controlling software via sensors or 
measurement of frequency, amplitude, movement 

 
Table 1. Taxonomy of mixed music (Teruggi) 

 
 A framework of relationships between instrument, 
technology, sound, time, and compositional concept were 
explored through a series of projects that emphasized an 
iterative feedback process and a creative territory shared 
by and contributed to by all of the components, a context 
in which constant aural and visual feedback of a techno-
logical system supported selection, rejection and deci-
sion. Strategies and categories of engagement and ex-
change of materials, processes and concepts where identi-
fied as Dialogue, Adoption, Imitation, and Fusion, with 
the objective of finding elements and methodologies that 
unified the creative act as well as the resulting perfor-
mance and sonic realization. (See Figure 1.) Dialogue 
depicts distinct elements deployed in instruments and 
electronics that can function in a complementary or ad-
versarial manner. Adoption indicates a modified or un-
modified use of elements from one to the other. Imitation 
describes a perceivable transfer of either simple or com-
plex elements and processes from instrument to electron-
ics or vice versa. Fusion indicates elements and processes 
that create a common ground between instruments and 
electronics, that draws them towards similar and singular 
sonic structures and energies unfolding over time. This 
conceptual approach provided clarity in negotiating the 
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trajectories between purely instrumental music, mixed 
music, acousmatic composition, and the gradual inclusion 
of interaction and image, moving materials and technolo-
gies from one to the other in overtly sonic and sometimes 
metaphorical ways.  
 

 
 

Figure 1. Categories of exchange in mixed  
music production. 

 

 If we jump forward a decade and more from this ear-
lier study, we must update Teruggi’s taxonomie to 
accurately reflect the technologies, tools, instrumentation 
and performance practices that now make up the mixed 
music palette. (See Table 2.) These numerous preoccupa-
tions and developments offer additional potential for new 
expressive means and equally the additional challenges 
they represent for the act of unifying the creative process. 
And perhaps even more challenging is the development 
and application of effective pedagogical methods that 
strive for the same unified objectives, methods and crea-
tive environments to promote a meaningful journey, deci-
sive or exploratory, between the contributing compo-
nents, from instruments to software to sound studies to 
spatial tests to notation to code to performance affirma-
tion and around again according to concept, duration, 
aesthetics, style, process, and intention. 
 

instrument(s) processed in real-time with video (real-
time or pre-constructed) 
performance capture (sensors, measurement of fre-
quency, amplitude, movement, etc. controlling signal 
processing, spatialization, video, lighting) 
video (pre-recorded playback, generation, interaction) 

robotics, reactable objects/agents 

NIME instruments 

DIY/Circuit-bending instruments 
 

Table 2. Current additional instruments and 
practices in mixed music. 

 

2. MIXED MUSIC STUDIES 
In-depth analyses and studies of pedagogical methodolo-
gies in mixed music that provide quantitative or qualita-
tive surveys and reflections on the strengths and weak-
ness of particular approaches, varieties of method, and 
considerations of educational objectives in particular con-
texts in which the practice flourishes seem only recently 
to have garnered attention. This is not to say that there is 
not a healthy body of writing about various aspects of 
mixed music practice, from musicological perspectives 
and especially from compositional experience that is of 
value in reflecting upon the phases of learning and 
knowledge and skill acquisition required for practice in 
the discipline. The growing interest in “live electronics” 
in general, involving a variety of traditional and new ap-
proaches and practices as well as interest in social, cul-
tural and perceptual perspectives of the activity has blos-
somed recently and it may be that mixed music studies 
will find a place within this broader field and as part of 
attention to pedagogical issues that cross over from one 
area to another providing benefit from a multi-
perspectival consideration. 
 A serious issue that confronts the teaching of mixed 
music is the lack of a useful and unified analytical ap-
proach to mixed music practice and its output. Given the 
myriad combinations of instruments, voices and technol-
ogies, as well as the potential contributions of established 
types of analytical procedure that address the instrumen-
tal writing, the score, the technological means, the com-
positional concepts, processes and techniques employed 
for the instrumental and technological component, and 
the phenomenology of the total acoustic result in terms of 
local and global temporal and spatial morphology, it 
would appear wholly daunting to formulate and propose 
such an analytical methodology. This situation is high-
lighted in recent work by Danieli who states that “litera-
ture on mixed-music is difficult to retrieve, as the term 
‘mixed-music’ is rarely addressed as a subject of research 
[3].” He cites a number of approaches to mixed music 
analysis by Lalitte [4], Lewis and Pestova [5] and An-
drade [6] that propose semiotic and acousmatic-based 
models respectively. For example, Philippe Lalitte’s ap-
proach investigates the network of relationships that exist 
between instruments and pre-recorded or live electronics. 
He proposes employing the categories of fu-
sion/opposition, similarity/difference, balance/imbalance, 
simultaneity/succession to classify and clarify the rela-
tionships in the combination of instruments and electroa-
coustic music writ large in mixed music. 
 Tremblay and McLaughin propose a pragmatic ap-
proach to conceiving of and creating mixed music that 
addresses the rift between studio-based experimentation, 
design and construction, the typical environment where 
mixed music is conceived and elaborated, and the harsh 
realities of transferring this work to the concert stage, or 
in their words, a “translation from one acoustic reality to 
another [in which] translation always involves altera-
tion[,]” as well as the challenge of combining the acoustic 
signals of instruments and voices with loudspeaker-
projected electronic sounds [7]. Their solutions involve 
the use of carefully positioned radial instead of axial 
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loudspeakers in the studio and in performance venues to 
provide an increased sense of connection and intimacy 
between acoustic performers and their loudspeaker part-
ners; and the use of Impulse Responses from actual con-
cert venues employed to convolve the working materials 
in the studio to reflect the target acoustic venue and 
sound system and thus provide a model that more accu-
rately reflects the acoustic reality of the concert experi-
ence. Their work places an emphasis on both the per-
former and listening experience of chamber music set-
tings of mixed music and speaks to the need for a “uni-
fied” method that integrates studio and stage, composer 
and performer and listener in the conception and working 
out of the compositional details and components. 
 In a more general sense of learning and teaching mu-
sic with technology, Hitchcock proposes “…that learning 
music comprises a range of processes: deconstruction, 
reconstruction, construction and the peak activity of orig-
ination…[that leads to] an array of progressively complex 
philosophical, intellectual and creative engagements... 
[8].” This broader topic of learning and knowledge acqui-
sition in the field of mixed music draws attention to relat-
ed and fundamental topics that may serve as the basis for 
unifying the diverse activities and requirements of mixed 
music. Given the complexity and diversity of the instru-
mentarium employed, it is tempting to concentrate solely 
on the technical aspects involved and to be swayed and 
guided by readily available or valiantly conquered tech-
niques and affordances. There is value in stepping back 
and considering the underlying forces and paradigms that 
regulate current mixed music creation environments, 
dominated above all by computation at one level or an-
other. The functions active in these creative environments 
are what media theorist Lev Manovich calls collectively 
the Language of New Media [9], a consideration of as-
pects of the new media landscape that interrelate via nu-
merical representation, modularity, automation, variabil-
ity, and transcoding. In numerical representation, the me-
dia object is described formally (mathematically) and is 
subject to algorithmic manipulation. The media object is 
built of interchangeable modular units and is subject to 
automated operations during creation, manipulation and 
access. It is variable, unfixed, and can exist in different, 
potentially infinite versions and can communicate (trans-
code) with other files and processes on the level of com-
puting organization. 
 In mixed music production, the sketch, score, sound, 
and patch are bound together in a world of numerical 
representation, are modular by the very nature of the in-
terdisciplinary project, require automation at various lev-
els and phases of conception and realization, and are var-
iable and subject to transcoding during design and per-
formance. (See Figure 2.) The iterative and recursive pro-
cesses involved in new media production are mirrored in 
the multitasking functions of mixed music practitioners, 
negotiating meaningful options and decisions from score 
to screen, from instrument to loudspeaker, from studio to 
stage. Understanding how this new media “language” 
leads to new practices and affords integration with in-
strumental writing and performance opens up the possi-
bility of a cross-fertilization of methods, and effective, 

iterative journeys back and forth between components in 
the mixed music project. 

 
 

Figure 2. The Language of Mixed Music 
(after Manovich) 

 

 Another example of categorical clarification of strate-
gies in mixed music is Robert Rowe’s well-known cate-
gories for interactive systems, contrasting score versus  
performance-driven approaches, the use of an instrument 
versus player paradigm, and the employment of either 
transformative, generative, or sequenced functions, or 
some combination of all of the above in music for in-
struments and computational electronic systems [10]. 
Establishing the technological territory, functions and 
affordances available at the outset of a mixed music pro-
ject may frame the various skills required for successfully 
attaining the creative objectives. 
 
 

3. MIXED MUSIC PEDAGOGY 
Learning and making music with AV technologies has 
been increasingly explored in learning in public schools, 
especially in the United States and the United Kingdom, 
and have resulted in a growing body of study and re-
search into the varieties of learning environments that 
music technology provides and its effectiveness for a 
variety of learning objectives and contexts. In Folkestad, 
Hargreaves and Lindstöm’s 1998 study of the processes 
involved in music composition employing computer-
based technology, they identified two categories of meth-
odology or approach: a horizontal method in which com-
position, arranging, programming, etc. are separate pro-
cesses often approached in a linear way in which subse-
quent decisions during the creative activity are contingent 
on previous actions and decision, fundamentally teleolog-
ical in nature; and a vertical approach in which the nu-
merous activities of composition with computer-based 
technology are integrated in the process, intermingled in 
an iterative and feedback methodology that serves to in-
form each decision based upon evaluations and re-
evaluations of other components of the project [11]. (See 
Figure 3.) 
 Adam Bell’s recent case studies of a number of elec-
tronic music composers and producers critiqued the hori-
zontal and vertical approaches to musicking with a varie-
ty of current technologies [12]. He found that it was rare 

281



 

 

that one could define practitioners’ methods as one or the 
other, and more often, there was a gravitation towards 
one or the other approach depending on the creative task 
at hand. In his study, Bell suggested five categories of 
how individuals learn in the act of music making music 
employing technology. (See Table 3.) 
 

 
Figure 3. Processes involved in music composition 

employing computer-based technology. 
 

 

aural learning, or learning by listening 

peer-guided learning 
self-directed learning 
immersive learning, in which learners assimilate 
skills and knowledge in haphazard, idiosyncrat-
ic, and holistic ways 
holistic learning, in which learners integrate 
listening, performing, improvising, and compos-
ing simultaneously throughout the learning pro-
cess 

 

Table 3. Categories of learning in the act of music 
making employing technology. 

 
 Musicking that combines acoustic instruments with a 
variety of processing and interactive audio and visual 
technologies engages with all of these categories of learn-
ing, at different stages of skill and knowledge acquisition, 
and in different orders and sequences. During the mixed 
music project per se, these learning paradigms combine 
with a music technology culture that serves as a map of 
the mixed music terrain providing “…presets, templates, 
reused modules, plugins, and shared code that make less 
cumbersome the creative process that…involves [so] 
many diverse actions in order to achieve results [12].” 
Bell’s last two approaches, immersive and holistic learn-
ing, are of especial interest in the mixed music context as 
they concatenate the first three categories and integrate 
them into methods that champion trial-and-error, “tinker-
ing,” the challenge of “going-beyond-the-presets,” of 
reaching out for assistance to mentors in colleagues, 
teachers, and online tutorials, and approaches that com-
bine both DIY (do-it-yourself) and DIWO (do-it-with-
others) methodologies. In another case, Robertson and 
Bertelli discuss their experience teaching interactive in-
terface design and composition with their open source 
“…Conductive Music program [that] incorporates public 

engagement principles, open-source hardware, DIY 
ethos, contemporary composition techniques, and educa-
tional activities for creative and analytical think-
ing…[that] impart positive skills through multimedia 
content delivery for all learning types [13].” This is relat-
ed to the general effect of “mediation” with digital tools 
on compositional practices, not only while using the 
tools, but the shaping of processes and actions by the 
impactful presence of the tools within the creative work-
flow. (See Figure 4.) Dobson and Littleton note that “dig-
ital music technologies are anticipatory, they do not need 
to be present to affect digitally resourced music composi-
tion practices”  and that these practices are unified in a 
workflow or “ecology of practice,” wherein “the total 
context of learning and creating – social, psychological, 
cultural, technological, pedagogical… and “the media-
tional role of cultural artifacts, including tools, sign sys-
tems and technologies” is activated [14]. 
 

 
 

Figure 4. Ecology of practice and the 
mediation of digital tools. 

 
 Chi Wei Chen’s work on creative and educational 
models employing computer-assisted-composition and 
multimedia environments provides some additional guid-
ance for the evaluation and comparison of multiple levels 
of engagement and activity in learning environments 
bringing music, sound, image and computation together 
for teaching mixed music composition [15]. He delineates 
the activity into three stages: Imagination, involving the 
conception and gathering together of materials and skills; 
Application, an integration of materials and skills into the 
temporal plan and actuation of the piece; and Reflection, 
a deep evaluation and consideration of the project thus far 
with revision and problem solving activating recursive 
and iterative processes in the creative act. One could 
adapt this model to a fully mixed music practice and re-
flect and clarify a similar potential schema for develop-
ment in the stages of conception, realization, and evalua-
tion over the arc of the creative act. 

 
4. PEDAGOGICAL RESOURCES 

Guillaume Boutard [16] and Laura Zattra [17,18], among 
others, have addressed the issue of preservation of the 
varied and often plentiful documents and artefacts of 
mixed music given the relentless onward march of tech-
nological innovation and marketplace-designed obsoles-
cence. Access to a sufficient number of these items is 
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obviously necessary for a representation of the composi-
tion in performance, but equally so for pedagogical re-
quirements. In order to study process and engagement 
with a multitude of technological elements during the 
creative act, scores, software, hardware, schematics, 
patches, technical descriptions, manuals, audio and video 
files and performance recordings, as well as performers’ 
testimonials and notes, must be available in order to for-
mulate adequate descriptions and explanations for illus-
tration and teaching purposes. This poses an immense 
challenge given the lack of unification of these materials 
by most music dissemination centers, libraries and agen-
cies. Moreover, composers do not consistently archive the 
media of their creative output as they move from project 
to project, adopt new technologies, and invent anew 
combinations of instruments and technologies. 

 
5. SKILLS AND ROLES 

A young mixed music practitioner recently noted that 
“The individual roles of Performer, Composer, Engineer 
and Inventor in electronic music have collapsed and to 
succeed, especially in performance, it is […] increasingly 
expected that […] an electronic musician must fulfill sev-
eral roles [19].” Let us consider a more complete picture 
of the skills and knowledge sets that are required for 
mixed music conception, creation, production and per-
formance. There are roles and skill-sets that are the main 
focus of pedagogical activities in most academies. (See 
Table 4.) 
 

composer 
instruments, orchestration 
notational specialist 
interface/controller/sensor specialist and designer 
programmer/coder 
live score designer specialist 
spatial audio specialist, designer and diffuseur  
live electronics performer 
AV author 

 
Table 4. Roles and skills the focus of  

pedagogical activities. 

 
 Courses, tutorials, demonstrations, prototype testing, 
practice and then, evaluations, reports, feedback, critique 
are the tried-and-true route for conveying the skill and 
knowledge sets that define these roles. Yet, additional 
skills and knowledge sets that are not typically included 
in formalized training in mixed music courses and curric-
ula remain essential to a practical conception and realiza-
tion of mixed music projects. (See Table 5.) Many of 
these other skills admittedly can only be acquired through 
experience in mixed music production and performance 
over a period of time and in a variety of contexts. But in 
fact, the totality of these skills is the territory of mixed 
music practice.  

 
performer negotiator 
tech rider author 
demo/mock-up creator/sequencer 
equipment sourcing expertise 
audio system designer and technician 
computer OS trouble shooter 
sound system crew negotiator 
video projection specialist 
electronics/circuit designer and builder 
rehearsal schedule coordinator 

 
Table 5. Roles and skills not the focus of pedagogical  
     activities. 
 

6. CONCLUSION 

After more than sixty years of this type of creative 
activity we call mixed music, driven by unparalleled 
technological developments and innovative and evolving 
performance practices, perhaps it is time to consider that  
there may no longer be such a genre identifiable as 
“mixed” music, that composers today approach technolo-
gy, old or new, simple or complex, practical or abstract, 
as affording equal possibilities and contributions to the 
creative act and resulting performance, as part of a com-
plex, multifaceted contemporary instrumentarium from 
which they pick and choose, construct, deconstruct, fuse 
and synthesize. The mix in “mixed” music is much more 
that the admixture of instruments plus electronics. It is, in 
fact, the mix of all of the required skills, knowledge and 
experience that feed each other during the many phases of 
creative production. This continues to present a substan-
tial challenge in working in the field and, for educators, 
in guiding young composers towards a unified, iterative 
approach to creating with this complex “mixture” of con-
tributing technologies and practices. 
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ABSTRACT 
This paper presents a software system for performance in 
social spaces. A composer/conductor node is responsible 
for assigning activities to participants throughout a per-
formance. Composers create performances for a variety of 
mobile and laptop devices with each performer being as-
signed an instrument and methods of controlling synthesis 
parameters. The system distinguishes itself from others in 
the way it dynamically adapts to available devices while a 
piece is being performed. A recent development of the sys-
tem is the internal language for structuring performances. 
Instruments are assigned a level of priority to ensure that 
core functions are fulfilled first. As more performers join 
the performance, lower priority instruments are created. 
The accessible, adaptable and portable nature of the sys-
tem means that it is suited to a variety of environments. 
Pieces may be constructed for more formal environments 
(such as concert halls), but equally they might be designed 
for informal gatherings in spaces not designed for perfor-
mance. 

 

1. INTRODUCTION 
Networked devices are increasingly being used for perfor-
mance. There are a number of artists who have worked 
with systems which take advantage of both wired or wire-
less interconnectivity between devices. Early examples in-
cluded the League of Automatic Composers [1] who per-
formed with networked microcomputers. The Princeton 
Laptop Orchestra [2] has performed with devices which 
synchronize events and allow data to be exchanged be-
tween devices during a performance. Some systems, such 
as Jackstrip [3] address provision of low latency audio 
streams over a large network. Smartphones are an obvious 
platform for performance. Systems such as Daisyphone [4] 
and devices used in the Mobile Phone Orchestra exploit 
the many controllers available (such as accelerometers and 
microphones). Programming environments such as MAX 
[5] have further increased accessibility in this area by ena- 

bling musicians to program networked systems using a 
graphical objects. Guedes [6] shows that  real-time com-
position remains an attractive domain for both performers 
and software developers alike. 
 
ProxSynity is designed to encourage composers to write 
performance pieces which dynamically adapt to varying 
numbers of performers (and devices). The system has a 
language for defining instruments and players, and it al-
lows for prioritization of core (essential) functions of the 
piece. The software has a mode for both composers and 
performers. Each performance will have a single composer 
node and several performance nodes. Composers program 
a performance using a timeline which contains information 
about instruments, controllers, and directions for those 
performing. The software distributes tasks and synchro-
nizes events across each of the performance devices. In-
struments are assigned to performers by the composer 
node when they join. When performers leave, the com-
poser node stores details about their instruments ready for 
re-assignment to new performers. 
 

2. THE SOFTWARE 
The system is written in C++. The same software system 
runs on both the composer and performer devices with the 
mode changing to match the function. Messages are passed 
between devices using the Open Sound Control [7] proto-
col. When a new device joins the WiFi network it sends a 
broadcast message to identify itself to other devices on the 
network. The composer node receives this message and re-
sponds, assigning the performance device a unique perfor-
mance ID. This allows performance data to be broadcast to 
the entire network or to individual devices. The composer 
node initializes a performance device by transmitting the 
following: 
 

- the synthesis method or sound source 
- methods of controlling the sound source 
- default synthesis parameters 

 
 
 
 
 

Copyright: © 2018 I.S. Gibson. This is an open-access article distributed 
under the terms of the Creative Commons Attribution Li-
cense 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and source 
are credited. 
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3. PERFORMANCE MODE 
 

 
Figure 1. System overview showing the timeline, direc-
tions to the performer (D), control events (E), instru-
ments, instances of instruments (I) and performers. 

The composer node is responsible for storing information 
about a performance. A performance consists of the fol-
lowing: 

- A timeline specifying when instruments will play 
- Instrument definitions (which are assigned to per-

formers) 
- Directions (or instructions) to the performers 

 
Figure 1 shows an overview of a performance. In this ex-
ample there are 3 instruments. There are 2 instances of in-
strument 2 and 1 instance of instruments 1 and 3. 

3.1 Timeline 

The timeline is similar to a step sequencer which triggers 
high level events in the performance. The most common 
event in the timeline is turning on or off each instrument 
in the performance. The composer might choose to write a 
highly prescriptive piece in which performers are given lit-
tle scope to improvise. Alternatively, the piece might be 
written to allow performers scope to improvise, perhaps 
guided by on-screen directions. The timeline represents the 
most restrictive level of control which the composer might 
impose upon the performers. 

During the performance of a piece, text instructions might 
be broadcast to the performers and displayed on each de-
vice screen. These instructions are programmed into the 
timeline. Typical instructions might be as follows: 

- Increase or decrease filter cutoff 
- Play higher or lower pitch ranges 
- Decrease or increase volume 
- Start or stop playing 

These instructions might be particularly useful if the com-
poser has given the performers a large degree of freedom 
(For example, a large range of notes to play or the ability 
to radically change the timbre of the performance synthe-
sizer). 

3.2 Timeline Instrument Properties 

Timeline instruments define which performance synthe-
sizers are required for the piece. Importantly, timeline in-
struments determine the order in which performance syn-
thesizers are assigned to performers. Each timeline instru-
ment has the following properties: 

- Performance Synthesizer ID 
- Priority 
- Number of Instances 
- Pattern Template 
- Pitch template 

 

3.2.1 Performance Synthesizer ID 

Each instrument on the timeline is assigned a synthesizer 
ID. This determines which synthesizer is used as the sound 
source. If a timeline instrument is defined as containing 
multiple instances of a synthesizer then they will all have 
this same ID. 

3.2.2 Priority 

Each instrument is attached a priority in the performance. 
This is a number from 1 to 10. If an instrument is assigned 
level 1 then it is considered to be of highest importance to 
the performance. An instrument of level 10 is considered 
to be least important. When a device joins the perfor-
mance, the system searches for the most important instru-
ment currently unassigned. The software then assigns this 
instrument to the device.  

3.2.3 Number of Instances 

The performance might require multiple instances of a 
synthesizer. This might be, for example, if there is a desire 
to create a granular effect spatialized over a wide area us-
ing multiple devices. For this reason, each timeline perfor-
mance instrument might include several instances of a syn-
thesizer. A separate priority is assigned to the clone syn-
thesizers. The ability to define several instances of a syn-
thesizer means the composer does not have to set up each 
individual synthesizer in a separate performance instru-
ment. 

3.2.4 Pattern template 

Each instrument has a pattern template. The pattern tem-
plate specifies when a sound event occurs. When all events 
in the template have completed, control is returned to the 
first event. A sound event might be sample playback or a 
pitched note. The pattern template has a beat division 
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parameter which specifies the length of each step. Simi-
larly, there is a note duration parameter which specifies 
how long each sound event is triggered for. For each step 
in the pattern template, a probability may be attached. For 
example, a probability of 1 means that the note event is 
always triggered and a probability of 2 means that the note 
event only has a 50% chance of being triggered. 

3.2.5 Pitch template 

The frequency template provides frequency information 
for each step. Each step might specify one or more possible 
pitches. If one pitch is specified, this means that the per-
former is restricted to triggering this pitch (and this pitch 
only). However, if more than one pitch is specified then 
the performer may choose what is played. The method by 
which the performer chooses will be determined by an in-
strument’s controller such as  an on-screen slider. If the 
device is a smart phone then the controller might be an ac-
celerometer. The more pitches specified for each step, the 
more freedom the performer has to decide what is played. 

4. PERFORMANCE SYNTHESIZER 
As previously mentioned, each timeline instrument is as-
signed a performance synthesizer. A performance synthe-
sizer is made up of a sound source, an ADSR envelope, a 
filter and an initial frequency. The synth sound source is a 
sample and the ADSR controls its amplitude. The low-pass 
filter is assigned an initial frequency cutoff value. Devices 
have a number of controllers available for modifying the 
sound. The most common type of controller is an on-
screen button or slider. Smartphones can map tilt to syn-
thesis parameters. Any one of these controllers may be 
mapped to any sound synthesis parameters. 

5. RESULTS 
There have been several private performances of the sys-
tem. This is to allow the system to be tested before being 
used in public performance. 

5.1 Synchronization Between Devices 

A piece was designed to test synchronisation between 4 
iOS devices. Four pattern templates were set up. The first 
template generated one event at the start of each bar, the 
second template generated two events per bar, the third 
template generated four events per bar etc. Each event 
could trigger one of 12 pitches, determined by the tilt of 
the device. An on-screen slider was mapped to the cut-off 
frequency of a low pass filter. The piece ran for over 8 
minutes. Generally, the synchronisation between devices 
seemed to be maintained. Occasionally (perhaps once 
every 3 minutes), the output of one device would suffer 
from a delay. This will be investigated further. 

5.2 Smartphone Controller 

A piece was designed to test the different controllers and 
mappings available in the system. Four iOS devices were 
used in the piece. The first two devices had an on-screen 

slider mapped to a low pass filter cutoff. The remaining 
devices had the tilt of a device mapped to a low pass filter 
cutoff. All devices were set to output a 4 note arpeggio. 
Instructions were broadcast to the first performance de-
vice, giving the performer directions to change the cut-off 
filter of their device. Without being given specific infor-
mation about the cut-off frequencies, the remaining per-
formers were told to attempt to match the first performer’s 
cut-off frequency purely by trial and error. In all cases, per-
formers were able to successfully control their devices to 
mimic the output of the lead performer. 

5.3 Timeline Instrument Allocation 

A piece was designed to test the allocation of instruments 
to performers joining or leaving a piece. A composer node 
was set up. Instrument A was defined as a single occur-
rence of a synthesizer. Instrument B was defined as three 
occurrences of a synthesizer. The instruments were priori-
tised as (from most to least important) Instrument B, In-
strument A, Instrument B (first clone), Instrument B (sec-
ond clone). As expected, the first performer was assigned 
instrument B, the second performer was assigned instru-
ment A and the third performer was assigned instrument 
B. The piece was run 3 times. The first time the piece was 
run, all three performers left mid-way and then re-joined. 
The second time the piece was run, two performers left 
mid-way and then re-joined. The second time the piece 
was run, one performer left mid-way and then re-joined. In 
all cases, instruments were assigned correctly to new per-
formers. 
 

6. EMERGING BEHAVIOUR 
It is interesting to observe how the system is used com-
pared to other composition environments and DAWs. 
Composers may or may not feel comfortable writing 
pieces for an unknown number of performers. Composers 
may or may not feel comfortable writing for devices where 
the quality of sound output is not particularly high. Per-
formers may not feel comfortable being exposed as the 
first performer to join a piece. Alternatively, they might try 
to ignore instructions and direct the piece in a way which 
the composer had not intended. Many performers were 
conscious of the physical environment in which they were 
playing. In some cases, there was a clear desire to interact 
with the physical environment in some way (for example, 
directing the output of a smartphone into a cavity in the 
architecture in order to transform the sound). Clearly some 
performers wanted to make more use of found sounds and 
the physical environment. 

7. CONCLUSIONS AND FURTHER DE-
VELOPMENT 

Further development of the composition software is re-
quired. In particular, the definition of instrument synthe-
sizers could be enhanced to provide a greater variety or 
more complex forms of synthesis. More complex control-
ler mappings will also be considered. 
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Given that, in some cases, performers feel apprehensive 
about being the first to join a performance, consideration 
will be given to the option of setting a minimum number 
of performers. A possible implementation of this feature 
might mean that a performance cannot start (or continue) 
until a certain number of performers have joined. 

The timeline currently provides a rudimentary form of 
control over the performance. Additional control features 
will be considered for integration into the timeline. There 
is a danger, however, that with too many restrictions im-
posed, performers will start to feel disconnected from the 
piece or they may feel that they are simply a remote 
speaker with little control over sound. 

The pattern and pitch templates are currently quite re-
stricted in that there is only one set for each timeline in-
strument. Increasing the flexibility of pattern and pitch 
templates will be explored. For example, it might be pos-
sible to embed different templates into different parts of 
the timeline. Unfortunately, if more information is being 
transmitted during a performance, this might result in au-
dio glitches or problems with synchronization. 
 
The system currently operates with audio control data. It 
could be expanded to allow integration of video control 
data into a performance. In the same way that individual 
performers create a shared audio experience, it might be 
possible for them to also influence video (for example on 
a large screen in an auditorium). Consideration will have 
to be given to ways in which performers are clearly able to 
see how they are influencing output. There is a danger that 
they might struggle to see the mapping between a control-
ler and the resulting change in video. 

A website will be developed to allow users to share their 
experiences. There might be a facility to upload perfor-
mances for others to try. A website will be particularly use-
ful for sharing of experiences, logging of bugs and com-
piling a wish list of features. 
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ABSTRACT

Two different paradigms for network audio performance in
a laptop ensemble are explored. On one hand, the compo-
sition “Telephone” demonstrates that wireless networking
technology is feasible for sending discrete sound samples
back and forth between machines for a game-like interac-
tion. On the other hand, realtime audio streaming between
laptops is currently not very feasible using 802.11 wireless
technology and is best realized with a wired network. As
an example, the composition “Resuscitation” uses a wired
network to stream audio in realtime, distributing a physics-
based virtual instrument by creating a digital waveguide
network spanning between the laptops.

1. INTRODUCTION

Compelling networked musical performance predates mod-
ern networking standards. For example, Max Neuhaus’
Broadcast Works utilized telephones and radio to invite
thousands of participants into a “virtual aural space [1].”
As another example, the members of the well-known League
of Automatic Composers connected their Commodore KIM-
1 microcomputers in a circular network, each transmitting
and receiving one stream of data that was then uniquely
mapped to musical parameters according to the program-
mer’s specifications [2].

Further advancements in technology have facilitated the
flexibility of musical networks, prompting explorations of
collaboration, interaction, and the representation of musi-
cal time and space. A great deal of research in networked
performance has focused on telematic music, in which mu-
sicians in remote locations can perform together over the
internet [3, 4, 5]. Telematic research often deals with the
practical and conceptual issues of the format, including
rhythmic synchronization [6] and the establishment of sta-
ble high-fidelity audio streams [7].

Digital music ensembles provide a readymade and recon-
figurable platform for collaborative performance on local
computer networks [8]. In particular, the standard lap-
top ensemble arrangement usually includes a wired and/or
wireless network, means for individual amplification, and
consistent hardware and software configurations for all play-
ers [9]. To date, most of the explorations of local network-

Copyright: c�2018 Eric Sheffield et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

ing in laptop ensembles have focused on the distribution of
control data, resource management, ensemble communi-
cation, and performance synchronization rather than audio
[10, 11, 12, 13].

The compositions described in this paper, Telephone and
Resuscitation, present two different methods of networked
audio realized in a laptop ensemble setting. We explore ap-
plications for sharing audio using wireless and wired net-
works, respectively.

2. A WIRELESS NETWORKED AUDIO
COMPOSITION

2.1 Concept

All other things being equal, wireless technology might, in
the long term, become the convenient networking option
for laptop ensembles. However, the authors believe that
current 802.11 scheduling protocols do not allow for audio
to be reliably streamed live over a network with realtime
latencies [14]. This means that it is currently challeng-
ing to realize networked audio compositions with wireless
technology.

However, when the second author proposed the concept
for the composition Telephone, some excitement ensued
because it was realized that it would be feasible to real-
ize Telephone wirelessly. The reason for this is that Tele-
phone specifies the recording of a 10-second audio sample,
which is then “given away” to another laptop station that
processes the sample further, and then the cycle continues
with the sample getting passed on further.

Figure 1. An illustration of a complete audio sample (mysound.wav)
being sent wirelessly from laptop 3 to laptop 4. The time to transfer and
confirm takes about 1 to 2 seconds.

2.2 Details About the Composition

Telephone takes its name and operation from the child’s
game telephone in which a message is whispered in the ear
of each child going down the line. The final and usually
surprising resulting phrase is revealed at the end of the line.

However, in this piece, performers and audience mem-
bers hear the message as it develops and is passed from
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one ensemble member to another. In Telephone, perform-
ers take turns updating an audio buffer with new versions
of a wave file which can be sent using scp to any of the
computers on the local network. The manipulation of au-
dio by performers is accomplished through use of phase
vocoders and pitch shifting. As the initial recorded sound
is passed from one ensemble member to another, it begins
to resemble its original form less and less taking on a new
sound all its own. A recording of Telephone can be heard
at the link below. 1 Figure 2 provides an indication of how
a particular performance of Telephone might proceed.

Section I. The performers are arranged in a line across
the stage. The composition begins with two performers,
one at each end of the line, speaking something into a mi-
crophone. This initial recording is recorded by the person
speaking and is limited to a ten second window of time.
Both outer-line performers would immediately launch their
sampled voice in their Max patch interface. Once launched,
the next performers (moving towards the middle of either
extreme of the line) re-record the received audio sample
while altering it using a phase vocoder and pitch shifting as
desired. After the recording process, the performers send
the new audio to the next performer in line and this process
starts again.

After any performer sends recorded audio, her or his vol-
ume will automatically fade away in five seconds while
the performer who receives the message will begin making
sound fading in over five seconds. The process continues
until the line of re-samplers is complete. So, eventually we
will have a sample of a sample of a sample of a sample,
etc. Because there were two initial samples started at the
extremes of the line, at some point these two traveling ideas
will cross paths. Once the two separate samples reach the
middle two computers, the performer who sends the next
message must skip over the next person in line. This done
to avoid losing one line of messaging since a message from
the other path of origin would delete the opposite. Once
this is accomplished the message can continue to be sent
from both paths until it reaches the end of the line.

Section II. Once each sample reaches the other side of
the line, all performers observe a grand pause. Follow-
ing this pause, each performer will chose one horizontal
point on the screen on which to focus his our her mouse
and simultaneously fade in from the bottom of the screen,
labeled ppp, to the top of the screen, labeled fff, or until
the desired volume has been achieved. Together, the en-
semble holds this sound and dynamic for a maximum of
one minute. Next each performer make very small circles
around his or her chosen point. Performers continue to
make circle motions and gradually increase the diameter
of each circle until each performers circle diameter is the
size of the computer screen. This process should take no
longer than 20 seconds. Section II ends as all performers
decrescendo into silence before proceeding to section III.

Section III. At the beginning of section III, ensemble mem-
bers on each end of the line become active again and now
possess the altered audio file started by the opposite side of
the line. These audio files crescendo back to a desired vol-
ume and are then sent to a performer (computers 1-8) cho-
sen by the two now active performers. For the remainder

1
https://www.dropbox.com/s/3utaj6tzxu224ne/

Telephone%20Audio%20Submition3.wav?dl=0

of the piece, these two audio samples are sent to remaining
ensemble members in any chosen order. Note, during this
section performers must be careful not to send audio im-
mediately to the computer which now possesses the other
audio sample, unless this is a desired action. Once each
performer has sent this second audio file, he or she walks
off stage, leaving any remaining audio samples with one
performer who decrescendos to silence to end the compo-
sition.

Figure 2. A graphical representation of how the composition Telephone
might proceed. Each arrow represents a sound sample being sent to a new
target laptop station, which processes the sample further while it is played
back.

Figure 3. The Max patch performance interface for Telephone allows
performers to record the initial sound, manipulate it, and send it to other
ensemble members. Additionally, the interface serves as a way to naviga-
tion trough time by moving the mouse state horizontally. Vertical mouse
state adjustment controls dynamics (the top of the screen being the loud-
est and the bottom being the most quiet).

2.3 Technological Realization

Telephone was realized using a single version of a Max
patch that was deployed to eight Apple MacBook Pro lap-
tops. The design of the Max patch is built around the real-
ization that each laptop needs only to have a single copy of
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its sound sample mysound.wav.
The shell object in Max made it possible to call the
scp terminal program directly from Max. In this manner,
the Max patch enables each laptop performer to send her
or his copy of mysound.wav to any other laptop in the
configuration. This will then cause the receiver’s copy of
mysound.wav to be instantly overwritten.

Each laptop also uses the filewatch object to watch
the file mysound.wav so that if it is ever overwritten, it
is immediately loaded into Max, the volume is turned up,
and the person is invited to perform with the sound. This is
one of the important aspects of Telephone that invites game
play. Each performer always has the ability to overwrite
the other performers’ sounds, even potentially all of them
at almost the same time.

With the authors’ particular laptop ensemble setup using
802.11n, it took about 1 to 2 seconds for each transfer to
complete. (Indeed, despite the fast wifi machine-to-router
mean ping time of 3.2 ms (std dev 1.1 ms), it took much
longer to send a whole file under load than simple ping
messages.) This was clearly too slow for realtime audio,
but nonetheless fast enough for the game-like interaction
to run its course at a sufficiently fast speed.

There were some security implications of allowing sound
files to be sent from any station to any other station. Max
needed to the scp command to run without a password, so
each computer needed to have an ssh key setup for it on ev-
ery other station [15]. In the case of eight computers, this
involved setting up 8⇥ 7 = 56 ssh keys. However, the au-
thors were able to setup and test all of these ssh keys within
under one hour, which enabled the wireless realization of
the networked audio composition Telephone.

3. A WIRED NETWORKED AUDIO
COMPOSITION WITH REALTIME STREAMING

3.1 Concept

The laptop quartet Resuscitation by the first author was
motivated by an interest in composing for virtual multi-
user instruments that afford interdependent actions by the
performers. Related work on interdependent performance
has been accomplished using networked systems, e.g. the
three computer setup of the League of Automatic Com-
posers [2] and Weinberg’s Beatbugs [16]. These exam-
ples are built on a framework of data mappings, topolog-
ical organizations, and/or systemic hierarchies that allow
for the organization and interpretation of information ex-
changed among players. In order to explore more direct
and physically plausible interdependencies, we decided to
use physics-based modeling synthesis for instrument de-
sign.

A mental model of the instrument and the desired per-
former interactions was sketched out before any software
work began. The virtual instrument resembles an assem-
blage of four strings coupled to a resonant plate. Each
player is assigned a string and one corner of the plate and
performs the instrument by exciting the string or plate,
changing the parameters of the string or plate, and damp-
ing the plate. As such, the primary interdependencies oc-
cur through simultaneous damping and excitation gestures
by different players on different parts of the instrument and

sympathetic resonances that occur through the string-plate
coupling.

The realization of the instrument in Resuscitation is ac-
complished using digital waveguides distributed over the
network through realtime audio streaming. In contrast to
Telephone, this required the use of a wired network. Fur-
ther technical details about the instrument’s design are dis-
cussed below.

3.2 Details About The Composition

Resuscitation was approached much like a percussion quar-
tet, driven primarily by rhythmic passages traded among
players and explorations of timbre. Sections of the piece
are delimited by parameter changes to the instrument that
change its timbre and resonant behaviors.

Although each of the four strings of the instrument can
produce clear pitches, they are not perfectly tuned to a
Western scale and change pitch infrequently. This negates
most potential for melodic material. Instead, the focus is
put on drones and sustained dissonance.

Instructions to excite the plate with taps and strikes, ex-
cite the string with plucks, and damp the plate are specif-
ically notated in the score using a notation system similar
to that used by multi-percussion literature in which spe-
cific actions are given their own line or space on a musical
staff. Rhythmic passages are often a result of the combi-
nation of plate taps or strikes by one or more players in
conjunction with rhythmically notated damping gestures
by another player.

A video of a live performance of Resuscitation can be
found at the link below. 2

3.3 Technological Realization

The technical design of Resuscitation was driven by a fo-
cus on accessibility. The aim was to make a piece of elec-
troacoustic chamber music that could be feasibly organized
by performers or ensembles with modest technological pro-
ficiency and limited resources. Additionally, our hope was
that it would appeal to both electronic performers as well as
instrumentalists, especially technically savvy percussion-
ists. As such, we decided on a combination of software
and hardware that is familiar, inexpensive or free, and easy
to configure using provided instructions.

3.3.1 Software

Since realtime audio transmission on a local wired network
is still subject to small amounts of latency, the software in-
strument for Resuscitation exploits the delays that occur
between computers by using the digital waveguide synthe-
sis technique [17]. Chafe et al. used a similar approach
to build digital waveguide string models over the internet
in SoundWIRE, but the significantly greater transmission
time limits fundamental pitch range near the bottom of hu-
man perception [18].

Our instrument is distributed among four similar Max
patches running on four separate computers. Each patch
includes a portion of the instrument built primarily within
Max’s gen˜ environment, where patching operations oc-
cur at the sample level. The computers transmit audio to

2
https://youtu.be/dxOa_NOT9Rw
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each other using the NetJack2 component of Jack2. 3 Lap-
top 1 operates as the NetJack2 master, with laptops 2-4
operating as slaves.

The plate portion of the instrument is a 2D digital waveg-
uide network (see Figure 4 in which indicates a lowpass
filter). Each laptop hosts half of a bidirectional delay line
with a single inverting junction acting as an edge. Laptops
2-4 send and receive audio to a 4-port scattering junction 4

that connects the waveguides on laptop 1. The delay line
on laptop 1 is also lengthened to compensate for the delay
incurred by NetJack2 transmission. This extra delay is op-
tional but can assist with predictable tuning of the digital
waveguide network.

The initial interest in distributing the plate part of the
instrument among multiple laptops for Resuscitation was
primarily for practical purposes. Additional software work
aside, it was more feasible to implement a fully connected
local wired network in our standard laptop ensemble con-
figuration than a custom setup with additional multi-channel
audio interfaces and instrument interfaces that required ex-
tra connections between stations. However, it is easy to
imagine further potential for physics-based virtual instru-
ments distributed among multiple laptops. The 4-port scat-
tering junction used on laptop 1 for connecting the waveg-
uides could be designed to flexibly accommodate addi-
tional computers, changing the characteristics of the in-
strument in relation to the size of the ensemble. Addition-
ally, although digital waveguide synthesis is computation-
ally efficient, more complex models could be realized on
older or less advanced hardware if parts of the instrument
are distributed among multiple devices.

Figure 4. A diagram of the portion of the digital waveguide network
hosted on each computer. Computer 1 adds a 4-port scattering junction
that connects the digital waveguides together from all four computers.

The strings of the instrument are 2-axis digital waveg-
uides (see Figure 5). Each laptop runs its own string in-
stance, and one axis of each string is coupled to the local
portion of the waveguide network. Coupling of string axes
and string-plate coupling both refer to the example pro-
vided by Berdahl and Smith [19].

Jack2 is initialized through Terminal, which allows for
most of the startup process to initiate from a script that
can be customized for each setup. For example, to cre-

3
http://jackaudio.org

4
https://ccrma.stanford.edu/˜jos/pasp/

Rectilinear_2D_Mesh.html

Figure 5. The 2-axis digital waveguide string component, which is iden-
tical on all four computers.

ate master-slave connections in NetJack2, the hostname of
each computer is referenced in the name of any send or re-
turn. This requires some minor script editing the first time
the piece is run on a particular arrangement of computers.

3.3.2 Hardware

The current version of Resuscitation requires four Mac com-
puters, four 2-channel audio interfaces (one per computer),
four custom Arduino and piezo based interfaces (one per
computer), and a wired ethernet router. Testing and com-
position occurred primarily using laptop and desktop mod-
els of various vintages from 2011-2018 running different
versions of macOS. All models were connected using giga-
bit ethernet ports (built-in or via USB-C ethernet adapters)
to a home gigabit ethernet router. The goal while design-
ing and constructing the software instrument was to try and
recreate a flexible laptop ensemble situation in which com-
puters may not be uniform or recent models.

Initial tests for the instrument in Resuscitation were con-
ducted in late 2017 using a Max patch running on a sin-
gle laptop. Players performed the piece by using stan-
dard MIDI controllers, triggering enveloped white noise
bursts to excite the model and changing control parameters
to modify damping characteristics. Dissatisfaction with
the responsiveness and expressiveness of the MIDI con-
trollers in conjunction with the physics-based model lead
to the design of a custom interface using affordable, non-
specialized, and easily sourced parts, including piezos, scrap
wood, and miscellaneous hardware and electronics (see
Figure 6). Efforts were made to ensure that they could
be constructed using minimal electronics knowledge and
tools. Cost of the interfaces is estimated to be around $30
USD each if purchasing third party Arduino-compatible
clones, and this can be further reduced by using parts or
materials at hand. Detailed instructions for interface con-
struction are included with the software for Resuscitation.

The use of piezos and contact mics for physics-based
model excitation can be found in several projects, e.g. [19,
20, 21]. This method of audio-rate excitation allows for
nuanced and intuitive control as variations in playing tech-
nique (e.g. soft and hard tapping, scraping, use of auxiliary
implements) have noticeable effects on the resulting sound
of the model [22]. Our interface uses a piezo disc mounted
under a damped plastic plate for excitation of the waveg-
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uide network and a piezo tine for excitation of the string.
Each piezo is connected to a separate input channel on the
audio interface. Players perform the piece by tapping or
striking the plastic plate and plucking the tine.

A Force Sensitive Resistor (FSR) connected to an Ar-
duino Nano transmitting serial data to the Max patch is
used to control the damping characteristics of the instru-
ment. Tests were conducted using homemade pressure sen-
sors in an attempt to further reduce costs; however, sensor
range and dependability using readily available materials
were insufficient when compared to commercial versions.
This FSR setup proved to be very responsive and phys-
ically satisfying as it mirrored the actions that would be
performed to dampen a real resonant plate or membrane.

Figure 6. The custom interface used for Resuscitation.

3.3.3 Tuning the Network

In the interest of further evaluating the efficacy of NetJack2
for digital waveguide synthesis, tests were conducted at
multiple settings. It should be noted that on a NetJack2
master, audio is synced with the local sound interface, so
no resampling is required. However, NetJack2 slaves must
each resample the audio as it arrives and is transmitted.
This allows the locally simulated audio on each slave to
be synchronized with the remotely received and transmit-
ted audio, which is synced to the clock of the master. As
such, the following measurements, though we found them
to be consistent, should be considered approximate as all
instances of NetJack2 are not referencing the same clock.
Additionally, these findings relate specifically to our com-
bination of Max and NetJack2 in sync mode running on
four computers and may not be consistent using other ap-
plications, async mode, or additional channels.

Network latency, and therefore length of delay lines and
waveguide fundamental frequency limits, is primarily de-
termined by two parameters of NetJack2 frames per pe-
riod -p, which is set on the master, and network latency -l,
which is set on each slave. Higher values for either of these
settings incur additional latency. In our testing, roundtrip
latency L of audio signals was found to be consistently de-
termined by the simple equation:

L = p(l + 2) (1)

where p is the NetJack2 -p setting and l is the -l setting. For
example, a -p of 64 and -l of 2 produced an L of 256 sam-
ples at a sampling rate of 44.1kHz. Using the following
equation from [17]:

fS/f1 = N � L, (2)

where N is the total delay around the digital waveguide
loop, fS is the sampling rate, f1 is the fundamental fre-
quency, and it is for simplicity momentarily assumed that
there are no filters installed in the loop. Consequently, it
would follow that f1  fS/L. With -p of 64 and -l,
this enables a fundamental frequency range limited to a
maximum of approximately 172Hz. While such a setting
would likely provide for interesting low register composi-
tions, through further testing, we were pleasantly surprised
to be able to maintain a stable NetJack2 digital waveguide
network with -p 32 and -l 1 on our test configuration for
at least ten minutes with no audible artifacts or errors re-
ported by Jack2. Referencing the equations, this setting
allows fundamental frequencies up to 459Hz. For context,
this is sufficient to reproduce fundamental frequencies be-
yond the entire left side of a piano or all open strings of a
guitar in standard tuning. However, further testing on other
computer and audio interface configurations was less sta-
ble at these extreme settings and seemed to be dependent
not only on the processing speed of the computer but also
the driver used by the audio interface. As such, it is rec-
ommended to use more conservative settings (i.e. higher -p
values) that still meet the needs of the desired instrument
design. For Resuscitation, we utilized the settings -p 64

and -l 1.

4. CONCLUSIONS

The exploration of network audio performance is especially
appealing within the context of a laptop ensemble. Through
the experiences of composing these two pieces of music
and implementing the technology needed to realize them,
it is evident that the wired and streaming aspects of Re-
suscitation create interest in the immediacy of their ef-
fects within the composition. On the other hand, Telephone
demonstrates that the limitations created by using a wire-
less network can create value in the compositional struc-
ture of a piece of music.

Specific observations within Resuscitation include the fol-
lowing: NetJack2 is a viable platform for digital waveg-
uide synthesis in a laptop ensemble setting, with a wide
pitch range and stable operation. Distributing a physics-
based virtual instrument over a network provides for prac-
tical distribution of model excitation and control from mul-
tiple performers on individual laptops and distribution of
localized audio. Predictable and consistent roundtrip delay
times using NetJack2 allows for deliberate pitch assign-
ments if desired. Additionally, a prototype instrument can
be created on a single laptop during the composition phase
if network delay times are properly emulated in software.

When considering Telephone, it has been noted that it is
generally challenging to realize networked audio compo-
sitions with wireless technology. However, the message-
based compositional structure as seen in Telephone is a
viable procedure. Any networked audio scenario that re-
quires transfer times of 1 to 2 seconds or more, given a sim-
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ilar file size, can be considered feasible. With this knowl-
edge, it can be concluded that there must be a vast number
of yet imagined compositions in which wireless networked
audio is a satisfactory and useful solution. The messaging
technique in Telephone, using scp and ssh key generation,
is very flexible and efficient. Additionally, this wireless au-
dio network can be set up relatively quickly. Once config-
ured, any computer has the ability to send messages with
ease to any of the computers on the local network. This
aspect of Telephone is particularly interesting. With this
freedom comes a unique relationship between performers
and creates a need for emphasis regarding the order of mes-
saging. For example one performer can easily send his or
her message to every other performer in the ensemble and
therefore overwriting all audio. While this makes perfor-
mance a bit more difficult, it can be seen as an exciting
option for “game-like” play in future compositions. In this
case, our task has been interrupted by a mutiny. The tech-
nical aspects of Telephone are eminent and can be seen as
not only one composition but an instrument for which to
compose or improvise many pieces of music.

Overall, the question of realtime versus non-realtime con-
trol is a perennial issue in computer music. Realtime con-
trol can afford exciting and compelling interactions, but re-
alizing realtime control often involves trying to overcome a
wide array of technical challenges (latency, drivers, band-
width, etc.). In contrast, non-realtime control can become
more appealing due to its simplicity, and in the case of this
work, non-realtime control enabled the realization of a new
composition over a wireless network.
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ABSTRACT

“What’s Old Is New” is an initiative in embedded sound
art with found objects. After reviewing some history of
found objects being used in experimental music, this paper
proposes the idea of embedding powerful digital compu-
tation inside of found objects. It is further suggested that
it can be fruitful to integrate audio amplifiers and loud-
speaker drivers/transducers into found objects to create
Embedded Acoustic Sound Art. These ideas are illustrated
using some recent sound art projects by the authors.

1. INTRODUCTION

1.1 Early History

For millennia, people have sought to make musical sounds
using found objects from their environment. This includes
immediately creating sounds, such as by blowing air across
a drinking vessel, bamboo reed, or a fixtured leaf or blade
of grass. People have also found ways to create simple
musical instruments out of found objects. For example,
pan pipes have been made out of groups of bamboo reeds,
drums have been made out of hollowed-out logs, and var-
ious other instruments have been made out of modified
gourds, bones, etc. [1, 2, 3].

1.2 20th Century History

1.2.1 Found Objects and Ready-Mades in Art

In the history of art, found objects have also been impor-
tant. While found objects have sometimes been juxtaposed
with other artistic objects [4], found objects have alter-
natively sometimes been presented as art objects on their
own. Such artworks have been referred to as ready-mades,
a term taken from the distinction, at that time, between
hand-made products and ready-made (e.g. manufactured)
objects [5]. Marcel Duchamp created a series of ready-
mades and introduced the term for them.

One of the most notorious ready-mades titled Fountain
(1917) was a urinal mounted upon a pedestal. This ready-
made tends to be attributed to Marcel Duchamp, although
there is some question about that [6]. In any case, Foun-
tain’s consideration as an artistic object made a controver-
sial and lasting impression on the art community, and it be-

Copyright: c�2018 Edgar Berdahl et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

came part of a trajectory of a series of found objects used
by many artists over the years.

Trash has also been used as found objects in art [4]. This
kind of art questions assumptions about modern life and
how people interact with their environment. Along a sim-
ilar vein, in a variety of projects, musical instruments and
musical instrument components have also been made out
of junk, trash, and surplus parts [7, 8].

1.2.2 Non-Electronic Found Objects in John Cage’s
Experimental Music

In the context of this paper, it is important to think about
how found objects have been used in experimental music.
Since John Cage played a leading role in popularizing the
usage of found objects in experimental music, some of his
notable works will be described here.

Already in 1939, Cage’s First Construction in Metal spec-
ified the usage of brake drums and scrap iron [9]. Later in
1959, Cage performed Water Walk. For this performance,
the “materials required [were] mostly related to water, i.e.
bath tub, toy fish, pressure cooker, ice cubes (and an elec-
tric mixer to crush them), rubber duck, etc., but Cage also
[called] for a grand piano and 5 radios” [10]. Also notably,
John Cage composed Child of Tree (1975) and Branches
(1976), which particularly emphasized the audio amplifi-
cation of the sounds of found objects. For those compo-
sitions, plant matter-based instruments were utilized [10],
including a dried cactus, whose spines produced music-
like tones upon being plucked.

1.2.3 Electronic Found Objects in John Cage’s
Experimental Music

Cage also called for the usage of electronic found objects.
Already in 1939, in one of the earliest works involving live
electronics, John Cage specified how two turntables should
be used in the performance of Imaginary Landscape No. 1
[11]. Later, for Imaginary Landscape No. 4 (March No. 2)
(1951), John Cage dictated that 24 performers should use
12 radios to tune across local radio stations [1]. Further
examples abound [10].

Generally speaking, electronic found objects have been
used in a wide variety of ways by many composers and
sound artists to create music. Some of these have been
documented in books by Nicolas Collins and Reed Ghaz-
ala [9, 12]. In general, a lot of the approaches involve sub-
verting the original design of electronics in order to create
strange sounds.
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1.3 Embedded Computation for Sound Art

Up until recently, found objects and other artistic objects
have been able to have analog or very simple digital elec-
tronics embedded inside of them. In this way, it has been
possible to give them an electronic voice. However, the
possibilities have been somewhat limited by available tech-
nology.

Today, recent developments make it possible to embed
powerful computation inside of found objects. For exam-
ple, now it is possible to run common computer music pro-
gramming languages such as Pure Data or SuperCollider
on Raspberry Pi or Beagle Bone-based embedded comput-
ers [13, 14], which can be embedded inside found objects.
This can potentially result in a whole new way of concep-
tualizing of and realizing sound art, in consideration of the
futuristic paradigm that eventually maybe even almost all
commonplace objects will someday have computation em-
bedded inside them.

1.4 Embedded Acoustic Sound Art

By further integrating loudspeaker drivers and amplifiers
into sound art, it becomes possible for sound art to di-
rectly radiate digitally computed sound and become stand-
alone, digital sound artifacts. A diagram of this scenario is
shown in Figure 1. The authors refer to this as Embedded
Acoustic Sound Art, which will be exemplified through the
projects documented in this paper.

Figure 1. Diagrammatic representation of Embedded Acoustic Sound
Art.

2. WHAT’S OLD IS NEW

Combined with advancements in digital fabrication, an in-
finite range of possibilities is enabled today for embedded
sound art. However, an infinite range of possibilities can
also present a challenge for designers: if there are too many
possibilities, then it can be hard to get down to business and
make the project specific enough to have a strong artistic
meaning or metaphor [15].

Accordingly, the incorporation of found objects into em-
bedded sound art can be a boon. The present paper in-
vestigates this topic using a series of embedded sound art.
The authors have found it interesting to explore the bound-
aries between old and new objects, which has resulted in
the creation of an initiative called What’s Old Is New.

Beyond exploring the possibilities of Embedded Acous-
tic Sound Art, the following discussion aims to describe
the interface between old and new objects, as this relates
to embedded sound art. Indeed, many messages that old
objects communicate are still relevant today. But with em-
bedded technology, sound artists can put a new spin on the
messages that these objects communicate.

3. HANG-UPS

3.1 Description

Hang-ups is a sound art installation made by integrating
audio DSP into an antique candlestick telephone, which is
displayed as shown in Figure 2. Visitors are instructed to
do the following:

“Cast off your hang-ups! Speak one of your hang-ups
into a modified antique telephone, and listen as the sound
decays away into the ether. Wait until the environment is
quiet, and then follow this procedure:

1) Pick up the earpiece and hold it to your ear. 2) Speak
one of your hang-ups as a sentence or a phrase. 3) Hear the
sound of your hang-up as the telephone conveys it back to
you through the earpiece. Then listen to the rhythms of
your hang-up decay away as the response gradually grows
softer. 4) Hang up the earpiece to lay your issue to rest.
5) Repeat with another hang-up.”

Visitors are suggested to consider hangups like

• Trying to make everything perfect.

• Wanting to always have good coffee.

• Having difficulty being satisfied.

An example of Hang-ups in use can be heard at the link
below. 1

3.2 Technical Realization

A Raspberry Pi 0 was used to implement the audio DSP.
It was installed inside a cavity created in the base of the
phone, which is shown opened up in Figure 3. A Speaker
pHAT shield was plugged onto the GPIO pins of the Rasp-
berry Pi 0, which provided a DAC and audio amplifier to

1 http://edgarberdahl.com/%20listen/2018/11/01/
Hangups.html

Figure 2. For Hang-ups, a visitor is asked to speak one of his or her
hang-ups into a candlestick telephone and then to listen while the rhythms
created from the voice signal decay away into the ether.
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power the telephone’s earpiece. To get audio input, the
telephone microphone was connected into a line-level au-
dio input provided by a USB audio adapter from Adafruit.
Despite the potential impedance mismatches between early
1900’s-era electronics and electronics from 2017-2018, the
system worked without any additional required electronics.
The only electrical connection from Hang-ups to the out-
side world was via a simple 5V power connection.

Figure 3. Inside the base of the candlestick telephone for Hang-ups.

3.3 What We Learned

In present day, most young people have never used a can-
dlestick telephone before. Upon first approaching the tele-
phone, young people sometimes needed a few tries in order
to figure out how to use it.

The original candlestick telephone microphone and ear-
piece caused the sound quality to be particularly lo-fi.
Moreover, the microphone connected to the line-level in-
put somehow had a very strong resonance frequency just
above 1kHz. To mitigate this effect, a notch filter was ap-
plied in Pure Data. The otherwise originally lo-fi aspect of
the sound was charismatic and enhanced the experience of
interacting with Hang-ups.

Several challenges were discovered when attempting to
integrate new electronics with an old telephone. One of
them was that the size of the base needed to be increased
in order to house the extra electronics. Figure 4 shows the
old part of the metal-enclosed base and the new part, which
was made out of a stack of laser-cut black acrylic rings.

Figure 4. For Hang-ups, the old telephone base needed to be extended
with some new acrylic discs in order to house the additional electronics.

Additional work was needed to be able to screw the new
part of the base onto the telephone. The old screw (see Fig-
ure 5) was incompatible with the laser-cut rings, so a new
bracket was created out of transparent acrylic. This bracket
had holes that allowed attachment to the old screws, and
the bracket also had three instances of a new nut (see Fig-
ure 5), which were epoxied onto the acrylic bracket in or-
der to enable the new rings to be screwed onto the base.

Figure 5. For Hang-ups, each of the old screws in the base needed to be
adapted with a transparent acrylic disc to provide a new nut. Because the
acrylic disc press-fit against the old screw, it was challenging to laser-cut
the disc as precisely as needed.

One final surprise was the difficulty of soldering to wires
from early 1900’s electronics — although the wires them-
selves were still in good condition, for some reason it was
necessary to add a lot of solder flux to joints while solder-
ing.

4. RE-SOUNDING WILD

4.1 Description

Re-Sounding Wild is a demonstration of the actual sound-
scapes of national parks in real life. Re-Sounding Wild con-
sists of a piece of driftwood (see Figure 6) with embedded
electronics for interactivity. Emerging directly from the
wood, nature sounds entice participants to examine the in-
stallation. As participants get closer, however, the natural
soundscape changes to a human-made soundscape. This
interaction is meant to mirror the effect that humans have
on natural environments. It also emphasizes that we cannot
enjoy nature without changing it.

All of the recordings are from Yellowstone National Park.
The few sounds of nature include rivers, streams, geysers,
and birds. The many sounds of people interrupting na-
ture include footsteps, families taking photos, people dis-
cussing trail routes, talk of bear sightings, international
tourists, vehicles, and a father scolding his son.
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Figure 6. Re-Sounding Wild.

An example of Re-Sounding Wild in use can be seen at
the link below. 2

4.2 Technical Realization

Re-Sounding Wild has a Raspberry Pi 3 glued onto the
underside of the driftwood. A Pimoroni pHAT BEAT is
plugged into the GPIO pins of the Raspberry Pi 3 for stereo
output to left and right channel transducers [16] which are
attached directly to the driftwood to actuate the wood’s res-
onant frequencies. An Arduino UNO is connected via USB
to the Raspberry Pi 3 and mounted onto the pHAT BEAT
with a laser-cut piece of cardboard and plastic screws. Two
distance sensors are connected to the Arudino UNO and
mounted under the driftwood with velcro for flexibility.

The distance sensors use Firmata to communicate with
Pure Data running on the Raspberry Pi 3. In Pure Data, a
collection of natural sounds recorded in Yellowstone Na-
tional Park are on loop in an irregular pattern. As partici-
pants move closer to the distance sensors, Pure Data cross-
fades from the natural sounds to the human-made sounds
found in Yellowstone National Park looping in an irregular
pattern.

4.3 What We Learned

Semi-permanent, non-invasive methods were used to em-
bed Re-Sounding Wild’s electronics to maintain the drift-
wood’s structural integrity. Given the unique nature of the
driftwood, it is undesirable to potentially destroy the piece
by drilling or carving into it. A variety of non-invasive
materials are used instead to embed electronics onto the
driftwood. The Raspberry Pi 3 is connected to the surface
of the driftwood with wood glue, the distance sensors are
connected with velcro, and the transducers require epoxy
to accurately actuate and to stay mounted to the wood.

Found objects don’t always offer a place to hide electron-
ics. Re-Sounding Wild’s electronics are embedded, but are
still plainly visible sitting on the surface. By determin-
ing the driftwood’s front and sides, the back and underside
of the wood was able to be used to hide the electronics,
with the exception of the distance sensors. The distance
sensors need to have a clear path to the user, so they are

2 https://drive.google.com/open?id=
1XbMyx1x7Q9xjkaCnJavf4J29O-E1mvLV

visible, but their wires are wrapped in black cloth. Putting
the wood onto a black cloth-covered surface to have the
sensors blend into the background even though they were
in plain sight.

Using found objects for their meaning, not their sound
properties is a challenge when developing a sonic instal-
lation. Driftwood is not an amazing material to use with
transducers, so sound fidelity is low and noisy. To coun-
teract the noise, bandpass filters were used on the audio to
remove any low rumbling or high hissing that was causing
the wood to rattle and interfere with the desired output.

5. ZEN GARDEN

5.1 Description

The goal of the Zen Garden installation is to sonify the
private experience of a larger zen garden, but have it be
in a location inside the house or office. As a user rakes
the sand shown in Figure 7, the sound of zen bells adds a
restful sound as they are triggered in an indeterminate or-
der, as if the wind is peacefully blowing through. To add
to the healing aspects of the meditative state that’s possi-
ble to reach during usage of the zen garden, the volume
of the sound files is dependent on the speed at which the
user pulls the rake through the sand; i.e. the slower some-
one pulls the rake through the sand, the softer the sounds,
and the faster someone pulls the rake through the sand, the
louder the bells will toll. A demonstration of Zen Garden
can be viewed at the link below. 3

5.2 Technical Realization

A desktop-sized zen garden is placed on top of laser-cut
box (see Figure 7), which has speakers placed beneath the
surface. The speakers are connected to a Raspberry Pi.
We utilized Pure Data to program the sound files and the
response thresholds. We attached a piezo pickup to a rake
that is connected to the Raspberry Pi through an auxiliary
cord. The only electrical connection that the Zen Garden
has is via a simple 5V power connection. There is also a
turnable switch that is attached to the Raspberry Pi that can
give the operator a manual volume control and to switch
the power supply on.

5.3 What We Learned

In a modern-day lifestyle, filled with stresses, pressures,
and responsibilities, there usually is not much time for an
individual to relax. At first glance, this seems like a kitsch
desktop gift one might find at an oddity store. But once the
individual interacts with the Zen Garden, she or he soon
discovers that it is not only peaceful and relaxing, but it is
also fun.

Initially, the most difficult thing to do was to figure out
not just the dimensions of the box on which it sits, but also
the placement of the speakers, Raspberry Pi, and where the
power cord and the connection to the rake might enter/exit
the housing without getting in the way. From there, we
were able to build an instrument in which we were able to
create a world that could be implemented on a small scale.

3 https://drive.google.com/open?id=
15pJ0uGoF5n5RW5xgtMh8FlDs_EMXmbF3

298

https://drive.google.com/open?id=1XbMyx1x7Q9xjkaCnJavf4J29O-E1mvLV
https://drive.google.com/open?id=1XbMyx1x7Q9xjkaCnJavf4J29O-E1mvLV
https://drive.google.com/open?id=15pJ0uGoF5n5RW5xgtMh8FlDs_EMXmbF3
https://drive.google.com/open?id=15pJ0uGoF5n5RW5xgtMh8FlDs_EMXmbF3


One challenge encountered was that it was tricky to in-
terface the rake (and old object) with the piezo disc (a new
object) in order to measure the vibrations. Nonetheless,
we were able to do so and achieve a good sound quality by
gluing the piezo disc to the handle of the rake (see Figure
8).

The most pleasant surprise from the entire experience
was that we could recreate the experience of being at a
zen garden but we were protected from the elements by
being inside, and that the piece reacted like an instrument,
regarding pressure of the movement of the rake and the vol-
ume of the bell chimes. This piece can evoke the ancient
practice of zen gardens with the practical needs of someone
living in the city and the technical advancements to nearly
bring the entire outdoor experience inside. By bridging the
ancient and the modern, an experience is created that more
people can enjoy.

Figure 7. Zen Garden is an installation that takes the vibrations from
raking a zen garden (see sand box above) and converts them into musical
sound.

Figure 8. A piezo disc (see above) is attached to the rake of Zen Garden
in order to measure its vibrations.

6. CONCLUSIONS

Above, some works have been discussed that integrate elec-
tronics (new objects) into found objects (old objects). In
this way, the initiative “What’s Old Is New” is being pro-
posed.

One perspective on this initiative is that some objects just
need to make sound! Aspects of modern life can be mun-
dane, but with music, and its integration into found objects,
sound artists can contribute an air of whimsy and delight.

Even though embedded electronics are continuing to get
more advanced, it’s still somewhat challenging in practice
to hide powerful embedded systems inside found objects.
One way to address this issue is to use digital fabrication
to help interface the old parts with the new parts. Nonethe-
less, challenges will be encountered: press-fitting is hard to
work with, screw holes may not be located in a workable
arrangement, additional soldering flux may be needed to
solder to 1930’s-era wires, and the look of the old objects
being integrated with the new objects may be incongru-
ous. Yet perhaps this is what makes Embedded Acoustic
Sound Art intriguing. Moreover, approaches for integrat-
ing old objects together with new objects, such as using
transducers to actuate works instead of simply installing
loudspeaker drivers, can be important. More works and ap-
proaches are needed for learning more about this research
area, and how to use new technology to help embrace old
objects. The authors hope that their works are providing a
good start in this direction.
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[7] R. L. Íñigo, “The Sound of Garbage,” ReVista: Har-
vard Review of Latin America, vol. 14, no. 2, p. 32,
2015.

[8] B. Verplank, M. Gurevich, and M. Mathews, “The
Plank: Designing a simple haptic controller,” in Pro-
ceedings of the 2002 conference on New interfaces for
musical expression. National University of Singapore,
2002, pp. 1–4.

[9] N. Collins, Handmade Electronic Music: The Art of
Hardware Hacking. New York, NY, USA: Routledge,
2014.

[10] John Cage Official Website, “Database of Works,”
[accessed 23-December-2018]. [Online]. Available:
https://www.johncage.org/

299

https://www.johncage.org/


[11] C. Cox and D. Warner, Audio Culture, Revised Edition:
Readings in Modern Music. Bloomsbury Publishing
USA, 2017.

[12] R. Ghazala, Circuit-Bending: Build your own alien in-
struments. Indianapolis, IN, USA: John Wiley and
Sons, 2005.

[13] E. Berdahl and W. Ju, “Satellite CCRMA: A Musical
Interaction and Sound Synthesis Platform.” in NIME,
2011, pp. 173–178.

[14] G. Moro, A. Bin, R. H. Jack, C. Heinrichs, A. P.
McPherson et al., “Making high-performance embed-
ded instruments with Bela and Pure Data,” in Interna-
tional Conference of Live Interfaces. University of
Sussex, Brighton, United Kingdom, 2016.

[15] B. Verplank, “Interaction Design Sketchbook,” Class
lecture, Stanford University, Stanford, CA, 2003,
www.billverplank.com/IxDSketchBook.pdf.

[16] J. Driscoll and M. Rogalsky, “David Tudor’s Rainfor-
est: An evolving exploration of resonance,” Leonardo
Music Journal, vol. 14, pp. 25–30, 2004.

300



 

 

Maderna’s Mahler: A Model for  
Electroacoustic Composition 

 
Brent Wetters Jonathon Kirk 

Worcester Polytechnic Institute 
bawetters@wpi.edu 

North Central College 
jkirk@noctrl.edu 

ABSTRACT 
The music of Bruno Maderna, like that of Gustav Mahler, 
has often been characterized as eclectic—a positive or 
negative attribute depending on the source. We propose 
that the two composers share a common approach to 
their musical material, formulated most explicitly in 
Maderna’s use of the electronic music studio for a set of 
three works titled Notturno, Continuo, and Syntaxis. 
Where Maderna saw immense potential in the heaps of 
discarded scrape of magnetic tape, Mahler seemed to 
draw on a reservoir of songs, melodic ideas, and formal 
procedures that recur in unexpected and compelling ways 
throughout his symphonic work. 
 

1. INTRODUCTION 
Asked in a late interview to name composers that inspired 
him, Bruno Maderna singled out Gustav Mahler: “[his 
music is] illuminated by an inner tension which is always 
of the greatest, like a bow stretched towards the Whole 
and towards the Absolute. I now feel Mahler as though he 
is present, I feel that he is just the poet, the ideal as I im-
agine it” [1]. Here, in this 1970 interview, Maderna ex-
pressed something that was hardly a secret to anyone 
paying attention, that Maderna harbored a deep affinity 
for Mahler’s music. In his career as a conductor, Maderna 
had given particular attention to Mahler, recording in-
spired performances of the third, fifth, seventh, and ninth 
symphonies. His interest in conducting Mahler was likely 
encouraged by his early mentor, Hermann Scherchen. 

As a composer, Maderna’s connections to Mahler are 
less overt, but no less palpable. Maderna’s eclectic uses 
of styles, layerings, and technique—including both serial 
and aleatoric methods—along with his emphasis on me-
los might be among the most obvious. We propose, how-
ever, that Mahler’s influence on Maderna was most deci-
sive when the latter began his work in the electronic mu-
sic studio; the affinities are both practical and philosophi-
cal, Mahler’s symphonies being a prominent early exam-
ple of what Curtis Roads would later call “multiscale 
compositions.” 

2. COMPOSING SOUNDSCAPES 
While several scholars have pointed to Mahler’s unique 
and radical reinvention of the symphony through virtual 
space and the ordering of musical events, only recently 
have scholars made comparisons to soundscape composi-
tion. Thomas Peattie described some of Mahler’s compo-
sitional methodologies in terms of landscape and mobili-
ty—anticipating many approaches to electronic, electroa-
coustic music, and soundscape composition that were 
established in the mid 20th century. 

The terminology and practice of soundscape compo-
sition has evolved richly through the past several decades. 
An early well-established definition of soundscape com-
position focused on the intent to document and reorganize 
recordings of various sonic environments to the listener 
in order to foster awareness of natural environments and 
soundscapes in life of the community [2]. Another meth-
odology of soundscape composition focuses on the layer-
ing of concrete materials and field recordings (a la mu-
sique concréte) that serve as an aestheticized rendering of 
documentary sonic objects [3]. We hear these methods in 
the work of composers such as R. Murray Schafer and 
Hildegard Westerkamp among others, who—through 
montages and field recordings—represent a sonic collage 
in an environmental context. We can understand Mahler’s 
creation of virtual space, with its embrace of off-stage 
ensemble, bird calls, cowbells, and other “realistic” refer-
ents, as acting as a bridge to many electronic soundscape 
methodologies, with their mix of field recordings and 
other unrelated sounds. This is perhaps what Roads terms 
as a “phantasmorgorical composite” [4]. 

The use of raw material and concrete sources (as de-
scribed by Edgard Varèse and Pierre Schaeffer) offered 
new approaches for Maderna (and for Luciano Berio). 
One such approach was to draw upon past experiences, 
associations, and patterns of a soundscape, which is heard 
early on in a collaborative electronic work for a 1954 
radio broadcast (Rittrato di Città) by Luciano Berio, 
Roberto Leydi, and Maderna. The opportunities for com-
posers to explore aspects of a soundscape and the en-
largement of the acoustic domain through the advent of 
the electronic music studio allowed greater flexibility and 
ease to include new sounds into an already existing com-
positional approach that Mahler was foreshadowing. This 
can be heard in Luc Ferrari’s soundscape work, which 
developed an idea that he called “anecdotal sound,” the 
result being an intuitive and sensual juxtaposition of ab-

Copyright: © 2019 Wetters, B. et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribu-
tion, and reproduction in any medium, provided the original author and 
source are credited. 
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stract sounds such that they can be more easily visualized 
and made more direct for the listener [5] [6]. Along with 
Mahler’s references to his familiar soundscapes we see 
him foreshadowing the most general aspects of acousmat-
ic sound and soundscape composition heard later in the 
electroacoustic music era—the creation of an experience 
characterized by the visible separation of sound from its 
source [7]. By the time Maderna is working in the elec-
tronic music studio, we can hear a renewed interest in the 
power of separating sonic objects from their source—a 
method that Alistair MacDonald calls the “articulation of 
illusory objects in virtual space” [8]. 

3. MAHLER’S MATERIALS 

3.1 Mahler’s soundscapes 

Amid the countless ways of understanding Mahler’s 
symphonies, some recent scholarship has emphasized 
connections to soundscape practice. Most directly, we 
suggest that Mahler’s incorporation of material that refer-
ences real-world sonic objects allow his symphonies to be 
understood as a kind of sonic landscape. This approach is 
most evident in his early symphonies, which feature off-
stage military bands, bird calls, and other “realistic” 
sounds. It is notable how infrequently Mahler’s music is 
compared with the verismo school of Puccini, though 
they both make similar use of sonic objects drawn from 
the real world. 

Mahler was occasionally known to make overt 
statements suggesting that landscapes were a direct inspi-
ration for his compositions. Most famously, the conduc-
tor Bruno Walter reported that when he looked wistfully 
at the Höllengebirge towering over the Attersee, Mahler 
quipped, “No need to look there any more—that’s all 
been used up and set to music by me” [9]. He was refer-
ring to the first movement of the Third Symphony. Here, 
of course, Mahler is not so much claiming to have written 
a soundscape in the traditional sense of depicting the son-
ic environment in a realistic way, but instead claims to 
have captured the “essence” of the Höllengebirge. In later 
works, like the Fifth Symphony, Mahler moves towards 
an experiential model of representing nature (see forth-
coming article by Wetters on Mahler’s bicycle). 

3.2 Symphonies of Heaps of Materials? 

While “soundscape” may offer useful avenues for under-
standing Mahler’s symphonies, the authors contend that 
Mahler’s compositional methodology may have also pro-
vided a productive model for early work in the electronic 
music studio, especially that of Maderna. 

Mahler’s symphonic writing is noted for its eclecti-
cism, but an eclectic finished work can be the result of 
any number of compositional approaches, not all of 
which are themselves eclectic. The Second Symphony, 
for example, could be called disorganized because it lacks 
a clear unifying thread; it includes a first movement that 
began its life as a stand-alone composition, a Ländler, an 
instrumental version of a previously composed “Wunder-

horn” song, a vocal presentation of another “Wunder-
horn” song (“Urlicht), and a sprawling finale complete 
with a full chorus and soloists.  

Those disparate elements seem almost assembled in 
a collage form, but other elements in the symphonies 
suggest a different approach. If we imagine all of Mah-
ler’s songs and symphonic works as a reservoir of raw 
material, then each symphony becomes a single instantia-
tion of that larger “heap.” It is for this reason that frag-
ments from one symphony arise unexpectedly in another. 
For example, a trumpet solo episode in the first move-
ment of the Fourth Symphony is lifted almost verbatim to 
become the opening solo in the Fifth Symphony. We 
suggest that Maderna saw Mahler as a useful model for 
electro-acoustic composition which also, as Maderna 
reported, resulted in a “heap of partial materials.”  

4. MADERNA’S ELECTROACOUSTIC 
TRIPTYCH 

4.1 Compositional Methodology 

Bruno Maderna did not create a work of purely electronic 
music until 1956, the beginning of a two-year period in 
which he was able to experiment and create in entirely 
new ways through the creation of a purely electronic mu-
sic triptych. These three pieces are characterized by an 
impressive variety of studio techniques and multiscale 
sound assemblages. The first of this triptych, Notturno 
(1956), begins a creative process in which Maderna, Be-
rio, and others would compose a number of important and 
innovative works in the early period of electronic music 
studios. This began with their existing connections with 
Radio Audizioni Italiane (RAI) resulting in Maderna and 
Berio co-establishing the Studio di Fonologia Musicale in 
Milan in 1954. In terms of Maderna’s creative process, 
his ability to experiment and work with electronic studio 
techniques and magnetic tape more intently would allow 
for the avoidance of music as a linear progression—rather 
“a field full of an enormous number of possibilities for 
the ordering and permutation of the material just pro-
duced” [10]. It is at this time that we see Maderna relying 
on physical sonic materials, collections of tape, and other 
“heaps of partial materials” that are not transitory in the 
way that sketched passages in traditionally notated music 
are [11]. Additionally, John Cage had remarked at Darm-
stadt in 1957, the same year as the aforementioned 
Maderna talk, that the advent of tape music had irreversi-
bly changed traditional compositional methodologies. It 
shows us that the emergence of electroacoustic composi-
tion as a multiscale process—directly inspired by the 
electronic music studio—would be reflected in Mader-
na’s later instrumental music, like the sprawling Hyperi-
on project [12]. 

There is little documentary evidence of Maderna’s 
specific studio techniques at the Milan studio and little is 
known how his purely electronic works specifically used 
and re-used tape materials during this period. His empha-
sis on the importance of “unfinished material” from his 
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1957 Darmstadt lecture suggests the importance he gave 
to the “inordinate number of possible arrangements and 
permutations of material” already produced while exper-
imenting within a studio [13]. Roads (2015) uses Contin-
uo as a specific example of how a composition can be 
generated using an approach called multiscale assembly: 
a process that centers around a trial-and-error discarding 
and recycling of material [14].  Listening to and analyz-
ing the three works of Maderna’s electronic triptych—
Notturno, Syntaxis, and Continuo—reveals some clues 
about his compositional methodology as well as a viable 
association to Mahler. When seen as a single work, this 
triptych has elements arising from one singular reservoir 
of material, just as Mahler’s symphonies often seem to 
arise from a single common source. 

There are several unifying elements within Mader-
na’s triptych that suggest to the authors that he consoli-
dated them around some singular strands. Each work 
makes use of a dramatic sequence of intensification and 
attenuation—either through progressive layering tech-
niques, density, the increase/decrease of magnitude and 
loudness, and the use of space and silence. Another no-
ticeable strand that bridges these works is the more obvi-
ous similarity between the sound sources in each of them. 
Regardless of how Maderna composed the three pieces, 
the similarity reveals an illuminating way that we can 
better understand his unique approach to composition and 
his adventurous approach to the new electroacoustic me-
dium. 

4.2 Notturno (1956) 

Notturno was completed in 1956 and demonstrates, much 
like Berio’s electroacoustic work at the same time and 
place, the remarkable technique of splicing magnetic 
tape. The work clearly blends a process of working with 
musical materials that were both experimental and keep-
ing with the compositional methodologies of Maderna’s 
concurrent acoustic works (organization of pitch). The 
bipartite form presents a much more direct and clarified 
synthesis technique than Syntaxis and Continuo. The syn-
thesis used results in oscillator tones assembled in rough-
ly equal-tempered melodic passages—the first section 
short and pointillistic and the second section a series of 
seven two-voice chordal crossfades—a series of short yet 
gradual intensifications and attenuations of sound (Fig. 
1). Its relative brevity (3:30) and its more classical ap-
proach to form offers a more narrative structure for the 
listener. The two distinct parts distinguished by both tex-
ture and rhythmic variety, is carefully crafted. The cross-
fading swells are only heard in the second part of the 
work and slowly become sequenced in a way where we 
only hear the swells back-to-back. This process is con-
sistent with an attenuation of the work’s layers of 
streams—executed in a way that carefully blends the two 
sections together. In terms of sound sources, Montecchi 
suggests that Notturno is as much about the indefinable 
sounds of nighttime experience as it is an exploration of 
the smooth crossfades made possible by splicing magnet-
ic tape [15] [16]. 
 

 

 
Figure 1. A spectrogram of Notturno, the white triangu-
lar shapes showing the structure of cross-fading pro-
gressions of intensification and attenuation. 

Syntaxis (1957) 

Syntaxis diverges from Notturno in several ways, 
most obvious in its exploration of the stereo field. The 
diversity of timbre and the more aggressive approach to 
layering and density is immediately representative of a 
more contrasting sonic environment that anticipates the 
complexity of Continuo. Whereas Notturno allowed 
Maderna to achieve a greater smoothness of texture than 
was possible in acoustic orchestration, Syntaxis appears 
to be a breakthrough for his ability to morph sonic tex-
tures and to design percussive/metallic textures. It is also 
likely that Maderna discovered new ways of experiment-
ing with harmonicity. 

Like Notturno, and as we will see with Continuo, 
Maderna’s approach to form is rooted in presenting the 
materials in clearly audible sections, but without an obvi-
ous relation to classical structure. We can guess that 
Maderna, like other electroacoustic composers at the 
time, celebrated how the tape recorder liberated the di-
mension of musical time from dependence on meter, 
which allowed a more arbitrary fragmenting at different 
timescales [17]. The resultant tripartite structure and 
much slower developing intensification and attenuation 
sequence (Fig. 2) allows the listener to hear a complex 
and dizzying reordering of musical materials presented in 
the work’s six and a half minutes. 

 
Figure 2. A spectrogram of Syntaxis, showing a tripar-
tite structure—the third section presenting a cacopho-
nous layering of previous materials. The outlines show 
the general intensification and attenuation of the layers. 
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4.3 Continuo (1958)  

In Curtis Roads’s detailed and revealing explanation of 
“multiscale assembly” within electronic music composi-
tion, included are Maderna’s own words praising the flex-
ibility of a such a process [18]. That the composer can 
“store away a vast amount of unfinished material” allows 
the composer to experiment with time “as a field” and 
work with an inordinate number of permutations of musi-
cal material. Continuo reflects such a process and dramat-
ically diverges from the previous two works in many 
ways.  

Montecchi has speculated that Maderna authored the 
program note for a presentation of Continuo at one of the 
Pommeriggi Musicali concerts in Milan in 1958 [19]. In 
that note, the author writes of the work’s twenty-two 
stages of slow and gradual transformations, and a sound 
field that reaches the limits of the audible. The sound 
materials are more closely related to Syntaxis, but the 
result is both a rhythmic layering and spatial reordering 
that makes their individual sonic character harder to iden-
tify. 

Canazza and Marini strongly suggest that the sound 
synthesis in Continuo was created and processed through 
the use of pure waveform oscillators, a white noise gen-
erator, band pass filter, amplitude/ring modulation, and a 
reverberation chamber in the studio [20]. Their insightful 
perceptual approach to describing the sounds summarizes 
four categories of sound objects: frizzling sounds, bub-
bling sounds, “Cu-cu” sounds (a pairing of two short 
sounds with the second being a higher frequency), and 
sinusoidal sounds generated from filtered white noise 
[21]. 
 

 
 

 Figure 3. A spectrogram of Continuo, showing struc-
tural sections, the longer intensification of material, and 
the palindromic attenuation-intensification beginning at 
6:03. 

 
The tripartite form is clearly articulated by a dra-

matic climax after a carefully controlled intensification of 
rhythmic activity and sonic magnitude—at 5:20 within 
the 8:24 duration. This can be described as a collision of 
several sound masses and streams, which are layered and 
intertwined in a relatively static opening section. A dra-
matic silence follows afterward, which then leads to what 
Montecchi suggests as a “recapitulation and recovery” 
[22]. This passage—almost palindromic and heard as an 
equal sequence of attenuation and intensification—bears 
similarity to portions of Syntaxis. The contrasts of the 
sound objects are reflected in the contrast of the climax to 

the third section—an effect clearly audible in several of 
Maderna’s interpretations of Mahler’s symphonies—what 
Smoley describes as “holding aloft highpoints” and con-
trasts of tempo and mood being “highlighted and deep-
ened” [23]. 

. 

5. CONCLUSION 
Bruno Maderna has always occupied a curious position in 
the history of the post-war avant-garde. More often than 
not, he is relegated to a supporting role, mentioned as a 
lesser colleague to the more famous figures like Pierre 
Boulez, Luigi Nono, and Karlheinz Stockhausen. For 
those who have chosen to focus on Maderna, however, 
the question of why he has maintained a secondary status 
is of perpetual interest: why is Maderna not granted the 
same stature as the others? The critical and problematic 
assumption (but one almost always made by those who 
work on Maderna) is that his music is of the same quality. 

Among the answers to the above question, the most 
common assertion is that Maderna could not achieve the 
same stature by virtue of the fact that he lacked the co-
herent and consistent compositional philosophy that al-
lowed the others to be neatly packaged and understood. 
Wetters has elsewhere claimed that Maderna’s ideologi-
cal opposition to dogmatic adherence to a compositional 
label like “serialism” or “chance” led him away from the 
heated debates that might have otherwise made him a 
household name [24].  

With the triptych of electroacoustic works addressed 
here, we suggest that Maderna did in fact embrace a prac-
tical compositional methodology, one based on a particu-
lar interpretation of Mahler. Though each of the works 
Notturno, Syntaxis, and Continuo have clear formal and 
stylistic differences, it is equally clear that their material 
source is quite similar. It seems unlikely that Maderna 
composed Syntaxis and Continuo by physically using the 
heap of materials left from the composition of Notturno, 
but on a conceptual level that is exactly what he did.  

The material source is the same (waveform oscilla-
tors, white noise generators, and filters) for all three 
works, so it follows to understand them as three different 
instantiations of the same heap of materials, in the same 
way that Mahler’s symphonies seem to be drawn from 
one large reservoir of material. Thus Maderna’s frequent-
ly asserted eclecticism is considerably more systematic 
than previously assumed. His compositions are the result 
of the careful selection and manipulation of a circum-
scribed and entirely personal “heap” of musical material. 
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ABSTRACT 
In 1958, the Columbia-Princeton Electronic Music 
Center (EMC) was founded by Vladimir Ussachevsky, 
Otto Luening, Roger Sessions and Milton Babbitt with the 
aid of a significant grant from the Rockefeller 
Foundation. From the start, the composers were skeptical 
of the “dangers of cheap commercialization,” and sought 
to utilize newly developed technologies—first in tape and 
then through computers—to control parameters of 
expression according to their aesthetic, pragmatic, and 
philosophical goals. 

What is commonly left out of the historiographies of the 
EMC, is the impact that external support had on the 
creation of new works of art in this technologically-
focused academic institution. Through research on the 
development and placement of the RCA Mark-II at the 
EMC conducted at the Hagley Library, along with 
materials from the Rockefeller Foundation, Columbia 
University, and Princeton University, I show that during 
the process of garnering support for the EMC, artistic 
projects were conformed to, or shaped by supporters’ 
interests. These alterations thus represent an 
encroachment of economic pressures on the artistic 
expression possible in nascent technologically focused 
settings and pose further questions on the artistic 
integrity espoused as pre-eminent in the modernist 
mindset—especially for the key players, Ussachevsky and 
Babbitt. 

1. INTRODUCTION 
This paper will explore the impact of institutional support 
on artistic research and creation through the lens of the 
Columbia-Princeton Electronic Music Center, the many 
composers that worked there, and the Radio Corporation 
of America’s Mark-II sound synthesizer. The Columbia-
Princeton Electronic Music Center (EMC), was officially 
established in January, 1959 and led by composers 
Vladimir Ussachevsky and Otto Luening of Columbia 
and Milton Babbitt and Rodger Sessions of Princeton. 
Housed in Columbia’s Prentis Hall and the basement of 
the McMillan Theater, it was one of the first electronic 
music studios of its kind in the United States and hosted 

numerous composers of significance throughout the 
twentieth century for both short visitations and extended 
stays of compositional experimentation and practice. 
These composers include the founders of the center and 
other renowned artists such as Luciano Berio, Mario 
Davidovsky, Alice Shields, Halim El-Dabh, Charles 
Wuorinen, and Bülent Arel to name but a few. The work 
being done at the EMC resulted in multiple Guggenheim 
Fellowships and Pulitzer Prizes, as well as steps towards 
the development of key technologies used in consumer 
products, such as Robert Moog’s synthesizers. Further, 
the RCA Mark-II, which was built by the Radio 
Corporation of America (RCA), at their Princeton Labs 
and housed at Prentis Hall starting in the middle of 1959, 
was significant not for being the first sound synthesizer, 
but for its flexibility and capabilities. The Mark-II was 
the first machine in which a sound could be programmed 
using binary code on rolls of punched paper, and which 
would then automate the generation of sounds by the 
synthesizer. It should be noted, though, that even as this 
paper focuses much of its attention on the RCA Mark-II, 
the vast majority of the music produced at the EMC 
during this time period was tape music. 

With the undeniable influence of the EMC and the 
technological impact of the RCA Mark-II for the wider 
field of electronic music in mind, this paper will delve 
into the history of the early EMC and lay out the 
institutional and structural impediments the composers 
faced in their endeavor to establish an electronic music 
studio—including the tepid support offered by 
Columbia’s Music Department and Princeton’s 
administration for the shared project, the Rockefeller 
Foundation grants which funded the establishment of the 
Center, and the interests behind RCA’s construction and 
loaning of the RCA Mark-II. The archival research 
conducted here will look towards the real structural 
impacts on the compositional practice of those working at 
the EMC, and will also consider how these pressures can 
arise not just from the composers’ collaborations with 
single institutions but from competing interests between 
the partner organizations. The resultant practical concerns 
from these components, like access to space or 
equipment, or particularly the quality of equipment can 
affect what is expressively feasible to compose. By doing 
so, I also aim to fill out gaps in the current state of the 
history on the founding of the EMC, as well as correct 
assumptions that may have arisen from the lack of access 
to critical documents.  Copyright: © 2018 Eric Lemmon This is an open-access article dis-

tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribu-

tion, and reproduction in any medium, provided the original author and 

source are credited. 
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2. HISTORICAL OVERVIEW 
The EMC owes a large part of its foundation to Vladimir 
Ussachevsky and Otto Luening’s collaboration in the 
electronic tape medium and their resultant relationship 
with the Rockefeller Foundation. From the outset, each 
composer’s work was largely predicated upon his own 
entrepreneurial spirit. Ussachevsky arrived at Columbia 
as a post-doctoral student under Luening after obtaining 
his Ph.D. from the Eastman School of Music and was 
eventually appointed as an instructor. His appointment at 
Columbia came with responsibilities to record music 
department concerts, where he was first able to utilize 
equipment to experiment with sounds on the tape format 
[1, 2]. At the beginning, Ussachevsky utilized an Ampex 
Model 400 tape recorder to conduct sonic ‘experiments’ 
with the help of Peter Mauzey, the staff member who 
eventually became the head engineer for the EMC [1, 2]. 
Through these experiments, Ussachevsky and Luening 
soon began working together and, despite the limited 
resources available to them through their institution, 
garnered a fair amount of interest from the broader 
American music world. Indeed, their nascent 
collaboration led to a review of their ‘experiments’ by 
Henry Cowell in the journal Musical Quarterly, and a 
widely reviewed concert at the Museum of Modern Art 
arranged by Oliver Daniel, an executive at Columbia 
Broadcast Systems and BMI [2]. 

Shortly after this time period, RCA completed the 
construction of its first synthesizer and announced its 
development to the public in early 1955. The synthesizer 
was widely covered by major press outlets such as 
Newsweek and The New York Times, and composers such 
as John Cage, Earl Browne, Edgar Varese, and Ernst 
Krenek expressed intense interest in its capabilities. 
Indeed, many of them were permitted the opportunity to 
visit the RCA Labs in Princeton, New Jersey, and view 
demonstrations of the instrument [3, 4, 5]. The public 
interest resulted in the pressing of an LP of popular songs 
that the engineers arranged on the machine, and which 
was subsequently sold on an RCA Victor released album 
named The Sounds and Music of the RCA Electronic 
Music Synthesizer [6]. Indeed, the commercial aims for 
their second, updated version of the machine, which came 
to be known as the RCA Mark-II continued, as the 
corporation began to hire staff composers, like Jim 
Timmens, to create more sophisticated synthesized 
popular and jazz songs [6].  

In 1956, Luening leveraged his friendship with 
Davidson Taylor, a broadcast executive at NBC, which 
was a subsidiary of RCA at the time, to inquire about his 
and Ussachevsky’s potential use of the synthesizer.  
Elmer Engstrom, the executive vice president at RCA, 
agreed to let the two composers use the RCA Mark-II 
after its projected completion date at the end of 1956 [7].1 
Meanwhile Milton Babbitt, at the time an Associate 

 
1 This document shows that Engstrom estimated the second synthesizer 
would be completed 60 days after the date of the letter. There is no 
corroboration as to whether such a strict timeline was kept 

Professor of Music at Princeton, seems to have 
independently broached the subject of exploring the 
capabilities of the synthesizer with Harry Olsen, the head 
engineer of RCA’s Acoustical Research Division, in the 
spring of 1957. Later that same year, Babbitt connected 
with Luening and Ussachevsky with the aim of officially 
securing the use of the second synthesizer through the 
auspices of the Rockefeller Foundation [8, 9, 10]. Their 
collaboration initially bore fruits in late 1957, as their 
institutions allocated funds to cover the costs of the 
composers’ work learning how to use the synthesizer and 
explore its potentials at the RCA labs [11, 12]. 

Concurrently in mid-1957, Ussachevsky and Luening 
advocated to the Rockefeller Foundation for the 
establishment of a significant electronic music center in 
the United States. The two composers had already 
collaborated with the Rockefeller Foundation starting in 
the early 1950s, first through a small grant for electronic 
equipment in 1953 and the Louisville Symphony 
Orchestra’s commission of Luening and Ussachevsky’s, 
Rhapsodic Variations for Tape Recorder and Orchestra 
[13]. In addition, Luening had acted in an advisory 
capacity to the Rockefeller Foundation as far back as 
1948 through his role on the board of the American 
Music Center [14]. 

With the establishment of an inter-university electronic 
center in mind, Luening and Ussachevsky, along with 
Babbitt, broached the subject of Rockefeller Foundation 
support for said center to foundation officer Charles Fahs. 
Fahs, on his end, suggested that it should be limited “to a 
joint Columbia-Princeton project [and] that Professor 
Roger Sessions of Princeton join with” the three [10, 
15].2 In the fall of 1958, the three composers worked 
closely with officers at the Rockefeller Foundation in 
drafting a proposal that the trustees of the Foundation 
could approve.3 Statements in support of the EMC or the 
electronic medium itself were garnered from Darius 
Milhaud, Olivier Messiaen and Igor Stravinsky [17]. 
Robert Goheen, the President of Princeton University and 
Grayson Kirk, President of Columbia University, offered 
letters of endorsement for the center as well, with 
Columbia committing to house the “main studio 
complex” and acting as a fiscal agent for the funds [18, 
19, 20]. 

The Universities were officially informed of the award 
on December 11th, 1958 and shortly after, the significant 
award of $175,000—around $1.5 million in today’s 
dollars—was announced to the public [21, 22, 23]. In 
January of 1959, RCA and the composers at the newly 
founded EMC made progress towards an agreement 
according to which the RCA Mark-II would be leased to 
the EMC, and placed on-site at the center [24]. 

 
2 Sessions seems to have been included as an ‘eminent’ figure-head for 
the purpose of applying for Rockefeller Foundation funds, as he appar-
ently never worked at the center, nor did he take on significant adminis-
trative duties. 
3 There are many correspondences detailing this collaboration in the 
same folder, and it seems that Ussachevsky did much of the legwork in 
the revision process.  
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Negotiations continued throughout the spring with the 
final details of an agreement being settled in early May of 
1959, with the agreement being fully executed on June 1st 
[25]. The RCA Mark-II was finally moved to Columbia 
from the RCA Labs on June 15th, 1959. The Terms of this 
lease for the Mark-II officially ended on April 30th, 1961, 
and the funds for the original Rockefeller grant were 
expended by the end of June, 1964, after a six month 
extension of the original grant was given so as to allow 
the grantees to expend the remaining balance [26]. 
Remarkably, after the lease had ended, the RCA-Mark II 
was left at the EMC.4 

3. INSTITUTIONAL IMPACT 
The history behind the founding of the EMC and the 
leasing of the RCA Mark-II may sound like a pleasant 
alignment of various interests at a point in time that was 
marked by rapid advancements in musical technology. 
Yet, the artistic goals of the composers at the EMC were 
not so easily realized as their published writings would 
make it seem. In this analysis, I will examine the 
pressures facing the composers at the EMC coming from 
their respective academic institutions, RCA, and the 
Rockefeller Foundation. 

3.1 The University 

To contextualize how the composers at the EMC viewed 
their place in the University, take for example Milton 
Babbitt’s well-known polemics from the composer as 
specialist, in which Babbit suggests that composer should 
avoid a “public life of unprofessional compromise and 
exhibitionism” through a “total, resolute and voluntary 
withdrawal” from a “public world to one of private 
performance and electronic media” [27]. Babbitt’s 
statement here is representative of the ideology of many 
of the composers who worked at the EMC, in that they 
expressed a strong distaste for external pressures—
especially those coming from popular tastes and 
commercial sectors.  

Milton Babbitt goes even further to advocate that, “it is 
only proper that the university, which—significantly—
has provided so many contemporary composers with their 
professional training and general education, should 
provide a home for the ‘complex,’ ‘difficult,’ and 
‘problematical’ in music” [27]. Through these terms of 
general antipathy based on the authors’ perceived impact 
on musical composition, a broader question is posed: how 
does the composers’ distrust of audience taste—which is 
eschewed on the grounds of the audience lacking 
comprehension of the practice, or the audience pressuring 
for ‘cheap’ commercial/aesthetic (i.e. popular) qualities—
measure when considered through the lens of the interests 
of institutional funders, universities or even in-kind 
donors? 

These kinds of questions become particularly important 
when considered within the framework of Barbara and 

 
4 The author of this paper has heard several stories as to the reasons why 
this occurred but none could be corroborated in contemporaneous doc-
uments. 

John Ehrenreich’s description of the Professional-
Managerial Class, which they define “as consisting of 
salaried mental workers who do not own the means of 
production, and whose major function in the social 
division of labor may be described broadly as the 
reproduction of capitalist culture and capitalist class 
relations”. Those within the Professional Managerial 
Class play a contradictory role within the traditional 
Marxist labor-capital power structure, in that they hold 
both an “antagonistic relationship with capitalist 
enterprises,” by needing to “sell their labor power” to the 
capitalist class, while also acting as “the rationalizers and 
managers of capitalist enterprises” [28]. Shannon 
Jackson, in her application of this concept to the 
humanities, positing that professors negotiate “messy” 
and “self-contradicting context[s]” for self-definition, and 
that arguments for autonomy and academic freedom 
simultaneously come into conflict with attempts to 
legitimize their work “curricularly and institutionally 
within [the academy’s] professionalizing terms” [29]. 
While both the Ehrenreichs’ and Jackson’s texts are 
driven towards a Marxist critique of the development of 
the professional class in general and within institutions, 
respectively, the recognition for ‘self-contradictions’ 
inherent in claims of occupational autonomy are 
especially poignant considering Babbitt’s earlier quotes.  

This conflict is particularly obvious when it comes to 
an academic institution’s potential disinterest in 
supporting an academic’s research goals—and in the case 
of the composers at the EMC, these ‘research goals’ are 
critical to their expressive goals. For example, Luening 
and Ussachevsky worked throughout the early to mid 50s 
largely in an ad-hoc manner with whatever equipment 
and space was available. Indeed, anecdotes given by 
Luening from this time period have the two composers 
working from Arturo Toscanini’s basement studio in the 
middle of the night, utilizing tape equipment in the Union 
Theological Seminary radio facilities, and even going so 
far as to soundproof Ussachevsky’s apartment in order to 
be able to conduct work there [10]. 

So as to help the composers explore this new medium 
and alleviate some of mentioned equipment restrictions 
that were predicated upon Columbia’s disinterest in 
funding their musical experiments or providing access to 
departmental resources, the Rockefeller Foundation gave 
Ussachevsky and Luening a small grant in order to 
purchase an Ampex Tape-Recorder [30]. Critically, in 
1955, Luening and Ussachevsky were engaged by the 
Rockefeller Foundation to conduct a survey of European 
electronic music studios, such as Schaeffer and Henry’s 
studio in Paris, the Studio for Electronic Music in 
Cologne, and the Milan Radio Studio, and produced a 
report on their findings in 1957. From these visits and 
based on the equipment they noted in the field, they 
estimated capital start-up costs with a range of $12,000 
on the low end, and $35,000 on the high, and the 
permanent salary costs of technical personnel being 
$25,000 a year. Taking the mean of the capital start-up 
costs and adding it to the permanent salaries, this would 
amount to around $450,000 in 2019 dollars, for just the 
first year. Sums beyond the pale for the University to 
provide. Importantly, in this same section of the report, 
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Luening and Ussachevsky specifically included the RCA 
Mark-II and a quote of $100,000, or just under $900,000 
in 2019 dollars, as the price for obtaining the machine. 
Apart from the financial aspect, the two composers were 
particularly consternated by contemporaneous use of the 
RCA Mark-II by the engineers and in-house composers at 
RCA, calling the “routine task of synthesizing popular 
music...a deplorable waste” of the machinery [31]. 
Further the composers argued that the place for such a 
studio in the United States was in an educational 
institution, as: 

much needs to be done in the purely abstract musical 
field that the interested students and mature composers, 
who, as a majority do not work by commercial 
motivation alone, must be given the facilities which are 
independent of immediate commercial gain [31]. 

Further, in their report to the Rockefeller Foundation, 
they state: “The recording equipment purchased by the 
Alice M. Ditson Fund, forming a part of the Studio 
equipment, serves the recording needs of the Music 
Department; the calls on the purely recording functions of 
the studio are increasing, taking away the time for 
experimental work” [31]. In a document from about a 
year later, which was as of then still a year before the 
official establishment of the EMC, Ussachevsky 
expresses similar frustrations, stating:  

I should like to emphasize that everything that we have 
accomplished so far has been done so with the 
minimum of equipment, and without access to any 
laboratory electronic facilities. Also, Mr. Luening and 
myself have had to bear the expense of all the 
experimenting and work we have done so far [32].5  

Luening echoes this sentiment in his autobiography, The 
Odyssey of an American Composer, where he lamented 
that one of his colleagues in the department, the 
musicologist and critic Paul Henry Lang, “seemed to 
hope that electronic music would just fizzle out” [10]. 

Taken on its face value, this institutional apathy to the 
two composers’ exploring of the new tape medium 
imposed not only a personal financial burden upon them, 
but also time-limits on their creative work. As working in 
the magnetic-tape medium is intensely time-consuming, 
these temporal constraints can impede compositional 
expression and output. Notably, these examples of 
Columbia’s impact on Luening and Ussachevsky’s work 
are but a few of those that affected the composers at the 
EMC and which were not limited to the University. 

3.2 The Radio Corporation of America 

Meanwhile, RCA had explicit interests in allowing non-
commercial composers access to their newly developed 
synthesizer. Their interests were laid out by RCA’s Harry 
Olsen in an internal research evaluation meeting agenda 
from November 4th, 1957 and in handwritten notes on 
future plans for the synthesizer: 

 
5 This document, while having no date, was filed in the folder contain-
ing materials from 1958. It seems to be a draft of an internal department 
memo. 

Really go in for NEW SOUNDS. For this, three talents 
must be brought together. 1. Talent for knowing what 
the public will buy. Producer Record Division. 2. 
Musical Talent to conceive and invent new sounds that 
are acceptable...MODERN MUSIC Make the 
synthesizer available to modern musicians, as for 
example, Babbitt of Princeton, Luening and 
Ussachevsky of Columbia University, Varese and 
Krenek. To insure liaison the record dept should assign 
an engineer as shown [33]. 

With this, RCA’s goal thus seems to drive towards 
having experienced creatives develop the full potential 
range of the Mark-II’s sonic capabilities, and thus serve 
to prove the new technology to the market [33]. 

The contract that governed the terms of the usage of the 
RCA Mark-II forms the legal basis of agreement between 
the universities, EMC and RCA. It can therefore be 
assumed to represent the interests—at least in part—that 
RCA had in leasing it to the EMC.  While a final signed 
copy of the agreement was unable to be located at the 
various archives visited in the course of this paper’s 
research, there are drafts of the agreement from the time 
period in which it was being negotiated, in addition to the 
final exhibits that were attached to the lease and which 
governed the usage of the synthesizer by personnel.  

Using these drafts, communications among the parties, 
legal documents that composers working with the Mark-
II were required to sign, and EMC accounting ledgers 
from the time period, the outlines of the agreement can be 
reasonably concluded to be as follows: 
 
1) The RCA Mark-II was to be leased for 20 months at 

$833.33/mo (a little over $7000 per month in 2019 
dollars) and placed at a mutually agreed upon 
location [34].  

2) RCA would provide maintenance and repair for the 
Mark-II on a once-per-week basis for the duration of 
the lease [35]. 

3) RCA Victor (the record division) was granted the 
right of first refusal on recordings of ANY music 
created using the RCA Mark-II, with record royalties 
being paid to the composer capped at 5%. 

4) And any patents developed while working on, or 
improving the RCA-Mark II were granted on a non-
exclusive basis to RCA, royalty free [36]. 

 
While the third and fourth item shown here raise 

questions on intellectual property rights and the 
negotiating power of monopoly holders, the second item 
became a significant issue hindering the work of the 
composers that utilized the Mark-II. For example, in a 
letter to Roland Lynn, one of the engineers who helped 
develop the RCA Mark-II, John Donal, the staff member 
who was tasked with liaising between RCA and the 
EMC, lays out a hum coming from the Mark-II, which 
Ussachevsky had brought to the attention of RCA 
technicians, and described the ensuing conversation in 
which he had plainly stated that the reduction of the hum 
would require the economically infeasible redesign of the 
synthesizer: 
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I again pointed out to Prof. Ussachevsky that I found 
no new equipment limitations beyond those that were 
present while the equipment was located in the RCA 
Labs…He appeared satisfied in knowing he was not 
working under unnecessary handicaps and presumably 
he is now prepared to arrange his musical compositions 
to conform within the equipment limitations [37]. 

Further, Babbitt and Ussachevsky encountered real 
impracticalities with the maintenance of technologies and 
the technological interfaces to the electro-acoustic 
medium especially as it pertains to the Mark-II. In several 
documents from RCA dating from the installation of the 
RCA Mark-II and onwards, the engineers, service 
department, and management at RCA discuss the 
contractually obliged maintenance schedule for the 
synthesizer. The composers at the EMC were requesting 
that an engineer come out twice a week—on the 
originally agreed Tuesday, and an additional Friday, as 
the weekend was when the composers stated they did 
most of their work [38, 39, 40]. RCA, however, was 
reticent to make the extra trip, as the company would 
have to bear the additional costs for said second trip, and 
ultimately settled on making the trip only if required by 
emergency and then subtracting hours from subsequent 
visits. Here again, the issue of creative time in the 
medium is raised with regards to the RCA Mark-II, which 
was also notoriously labor intensive to compose on, 
requiring the composer to engage in the time-consuming 
process of punching holes for every musical event, and 
all related timbral, temporal, pitch and dynamic aspects 
of a sound. If, for example, the machine were to fail on a 
Tuesday after the RCA technician left, usage would have 
been limited until another call by the technician could be 
arranged—and thus creative work could not be engaged 
in.6 

The composers at the EMC became so frustrated with 
the working order of the machine that Babbitt and 
Ussachevsky ended up writing a letter demanding an 
additional year be added to the lease—free of charge—
due to the poor maintenance by RCA technicians, the 
EMC’s own incurred costs due to the limited RCA 
maintenance schedule, and what they saw as limitations 
in the design of the synthesizer. This, obviously all being 
written before the Mark-II was left to the center by RCA.  
The letter, though indicating that it was to be signed by 
both composers, has the strong sense that it was penned 
by Babbitt. It lays out issues with the synthesizer in great 
detail, including claims that “60% of our [engineers’] 
available time has been consumed by…mechanical 
breakdowns”, that there were “extreme differences in 
volume levels between channels,” and that due to “the 
output voltages of the oscillators [being] inadequate to 
“drive” the octaver…Mr. Berio left the studio with his 
task…unaccomplished,” to name but a few instances 
cited by the letter [42].7 As one can see with RCA’s 
reticence to help maintain the Mark-II while under lease, 

 
6 For example, see Babbit’s 2002 interview with Gabrielle Zuckerman 
[41]. 
7 Berio here, the letter states, spent three weeks trying to create “sound 
materials”, that were ultimately chalked up to design flaws in the ma-
chine [42]. 

the corporation played the interesting role of both 
enabling and restricting compositional work being done 
with the synthesizer. 
 
3.3 The Rockefeller Foundation 

When considering the Rockefeller Foundation’s impact 
on the composers of the EMC, it is easy to read over their 
interest in promoting the humanities as having benignly 
and benevolently assisted efforts to “advance intercultural 
understanding…and to further the development of the 
arts” [43]. The foundation’s express interest was further 
elucidated by Charles Fahs in documents outlining the 
foundation’s program and policy towards music in 1958: 
The general aim…was to help toward improving the role 
of the arts in modern society; i.e., toward more effective 
utilization of the arts in ways rewarding to the human 
spirit and, with this justification, toward more adequate 
community acceptance expressed through financial 
support. Projects were therefore sought which, by 
combining artistic quality with potentialities for 
broadening the use of and the support for one or another 
art form, promised effects lasting well beyond any period 
of Foundation aid [44]. This statement and others convey 
an agnostic quality to the means in which financial 
support is given, and the earlier described grant-making 
process that established the EMC largely seems to have 
come with no strings attached. 

By examining the process behind the EMC’s attempt to 
renew the Rockefeller grant in 1964, though, unseen 
forces can be seen to have hindered the composers in 
their attempt to create for their preferred medium of 
music. For one, the officers on staff at the Humanities 
division of the foundation had changed between the 
original grant and the 1964 renewal proposal—and with 
them the foundation’s evaluation of the electronic 
medium. Charles Fahs, for one, who had been so 
instrumental in establishing the initial grant, was no 
longer managing interactions with the composers at the 
EMC, as he had moved on to become an officer at the 
Ford Foundation. Instead, the composers were dealing 
with officers who were dissatisfied with the aesthetic 
qualities of the music produced, as this internal 
Rockefeller Foundation memo from humanities officer 
Marston Bates to his colleague Gerald Freund clearly 
demonstrates: 

Their fixation on sound as an end in itself is, I think, 
extremely naïve. Also, I have yet to hear a single piece 
of electronic music that is a really creative piece of 
musical thought: tinkering and self-absorption seem to 
have replaced that quality which is best described as 
‘inspiration’ [45]. 

At the time of the 1964 renewal proposal, personnel 
changes at the Rockefeller Foundation were not the only 
hindrance to the composers at the EMC in securing 
funding, as the Foundation had also changed its grant 
review processes. The original grant proposal had been 
submitted with quotes of endorsement selected by the 
composers at the EMC themselves, and which were 
referenced earlier. By 1964, however, the Rockefeller 
Foundation had begun requesting statements on proposed 
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projects from music critics at national newspapers, 
conductors of major orchestras, in addition to well-
regarded composers. While some of the advisors came 
back endorsing the mission and creative results of the 
EMC, quite a few of the respondents seemed fixed in 
their opinion of electronic music as such, without having 
needed to read the grant proposal to make their 
judgement. In a rather ironic read out from Gerald 
Freund’s interview with the composer Samuel Barber, 
considering earlier quotes from Babbitt and Ussachevsky 
on their goals of avoiding commercial pressures, and their 
affinity for electronic music, Freund reported that 
“Barber doubts that it is worth spending money on a 
technique which can only produce background music for 
film…and other commercial purposes” [46].  Cleveland 
Orchestra conductor George Szell’s comments to Freund 
were even more negative: 

I cannot help feeling that it might be time now to 
discontinue the costly support of artistically sterile toys 
and gadgets and to channel available foundation funds 
towards the vital and urgent needs existing in the fields 
of real musical creation [47]. 

With these conclusions on the quality of the artistic 
practice of the composers at the EMC essentially decided 
beforehand due to the disfavor some of the officers and 
advisors held for the aesthetics of the EMC’s music, it is 
not hard to see how mere changes in an institution’s 
personnel and processes can affect the support for a 
particular creative practice; evidently certain practices are 
lifted up, and others are brought low. 

4. COMPETING INTERESTS 
On top of a general sense of apathy, or outright antipathy 
towards the work the composers were doing in the 
electronic medium, the composers also had to grapple 
with the competing interests of the institutions they were 
seeking the support of, and even among themselves. 
Between the Rockefeller Foundation and RCA, potential 
conflicts arose between the non-for-profit usage of grant 
funds to lease the Mark-II on the one hand, and the lease 
stipulations on patents and right of first refusal on 
mechanical rights on the other [48]. While these concerns 
were eventually allayed by legal counsel from the 
Rockefeller Foundation, the episode prior to the 
execution of the lease for the Mark-II demonstrates more 
generally how partnerships between private corporations 
and non-profits with special tax-status, and therefore 
rules for fund usage, can crater the procurement of 
special tools and instruments required for artistic practice. 

In August of 1957, when Milton Babbitt and Otto 
Luening were brought together by John Marshall due to 
the fortunate alignment of both Babbitt’s letter and 
Ussachevsky and Luening’s report to the Rockefeller 
Foundation on the importance of the RCA Mark-II, 
Babbitt attempted in October of 1957 to arrange for 
Princeton to obtain the machine with Rockefeller 
Foundation support alone—claiming that he had kept 
Luening apprised of his own academic institution’s 
support and Babbitt’s own proposal to purchase and 
house the instrument at Princeton [49]. This was all much 

to the consternation of Luening, who called John 
Marshall and stated that it was “incorrect to imply that 
[Luening] was entirely informed as to the contents of 
[Babbitt’s] letter” [50]. Again, while the conflict between 
the composers did not lead to the failure of the proposal 
for the establishment of the center, it did give the 
Rockefeller Foundation officers pause in the 
consideration of foundation “help in purchasing [the 
RCA] synthesizer,” and represents well how the actions 
of the independent parties can, engender distrust and 
prevent or delay access to necessary equipment [50]. 

5. CONCLUSIONS 
Ultimately, the composers of the EMC—despite their 
desire for compositional and expressive independence—
were still pressured by structural forces that impacted 
their ability to create. These forces manifested themselves 
in some cases as institutional apathy, and ensuing 
personal economic burden, as in Luening and 
Ussachevsky’s case in the early 1950s, or the commercial 
interests of RCA that enabled projects that utilized the 
Mark-II but simultaneously constricted their feasibility. 
The reality of these structural impediments elucidates 
ever present questions for those composing in institutions 
or otherwise seeking support for their artistic work today.  

 Indeed, the scientism implicit in the term ‘artistic 
research’ is derived from, and historically grounded in, 
the professionalization requirements that shape the nature 
of music in the academy [29]. Aaron Girard, in the 
process of tracing the formalization of Princeton’s music 
department and music-centered Ph.D. programs and the 
justifications utilized in this process, points out that when 
the Ph.D. in composition at Princeton was finally 
approved in 1961, it was rationalized through its 
grounding in the ‘scientific’ and specialized field of 
music theory. More specifically, the program’s proposal 
included references to the disciplines of “logic, the 
philosophy of science, and analytical philosophy,” 
alongside “mathematics, electronics, and “computer 
methods” [51]. Computers and electronics for sound 
production were extremely expensive during this time 
period, and since the EMC composers’ academic 
institutions were largely disinterested in providing the 
funding necessary for the technology and personnel to 
carry out electronic music composition and research, it 
forced the composers at the EMC to seek external sources 
of support. Naturally, each of these sources came with 
their own interests and conditions attached. Further, all of 
this folds back upon itself, as these external sources were 
then used to justify the composer’s place within the 
academy. Indeed, while the composers instrumental in 
founding the EMC sought out academic institutions and 
new technological media in order to pursue their artistic 
goals divested from popular tastes and commercial 
economics, they largely traded one imposition for 
another.  
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ABSTRACT 

John Chowning invented frequency modulation synthesis.  
The absurdity of this sentence is only surpassed by its 
extensive proliferation and eager acceptance in popular 
culture and academic institutions alike.  Among others, 
two recent publications: Andrew Nelson's book, The 
Sound of Innovation, and the article "The Father of the 
Digital Synthesizer," by Zachary Crockett act to further 
perpetuate this folklore.  John Chowning, unquestionably 
one of the important figures in electronic music, persis-
tently refers to his research as discovery.  Three primary 
misconceptions surround this myth: a) that Chowning 
was the first to hear FM in a musical application, b) that 
he invented FM as a method, and c) that his research was 
essential for the creation of the digital synthesizer.  The 
widespread history of FM synthesis neglects context in 
favor of simplicity.  But it is not only an over-
simplification, it undermines a complex communal net-
work of ideas, cooperation, trajectories and influence 
that are continually shown to be a more meaningful and 
enduring perspective, while continuing to pursue and 
perpetuate a myth of an individual’s greatness over oth-
ers.  Perhaps all too appropriate for the world of sub-
stantial corporate power and the work of an academic 
elite. 

1. INTRODUCTION 
This is John Chowning (see Figure 1). John has said 
some things like, “I was aware that I was probably the 
first person to ever hear these sounds, and that what I was 
hearing was something musical that had probably never 
been heard by anyone before – at least, not by anyone on 
this planet [1].”  I’d like to start by saying how much 
respect and admiration I have for John’s work, as both 
composer and researcher.  There are definitely many peo-
ple who accurately recognize what he has contributed to 
the history of electronic music, but there are many more 
individuals who are fed a certain history and are satisfied 
to regurgitate that history without critical engagement.  
They buy into a convenient linear narrative of  
 

 
 

 
 

Figure 1. John Chowning (with the Yamaha DX7). 
 
greatness and merely assume the complexity of living 
interactions to be a backdrop for these stories to play out. 

This paper is presented as a general response to general 
oversights spurred on by two publications, a rather ele-
gant and thorough exploration: Andrew Nelson's book, 
The Sound of Innovation [2] and the ongoing trend of 
recent popular articles and media like Zachary Crockett’s 
“The Father of the Digital Synthesizer” [3].  Nelson is 
incredibly exhaustive, but judging from his field of exper-
tise, he seems inclined to support corporate funding and 
involvement in education with enthusiasm. Though there 
are obvious benefits to this model, a certain conflict of 
interest arises and incites skepticism. Crockett, though 
presenting a lovely story with a tremendous amount of 
detail is, as the consummate amateur, infatuated with the 
“importance” of his own article.   
 

2. FREQUENCY MODULATION 
Disregarding broadcast history and other earlier carri-
er/modulator models applied to amplitude modulation 
synthesis techniques: ring modulation, vocoding, etc., 
there are two primary technical features that are usually 
used to qualify the typical sonic characteristics of FM 
sound synthesis:  audio-rate modulation and linear modu-
lation.  A number of supplementary techniques: through-

Copyright: © 2018 Zach Lovitch. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution License 3.0 
Unported, which permits unrestricted use, distribution, and reproduction 
in any medium, provided the original author and source are credited. 
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zero modulation, phase-locking, etc. can also be used to 
help preserve the spectral relationships so characteristic 
of certain FM technologies.  In brief, audio-rate refers to 
modulation above 20hz; linear, to the modulation re-
sponse “curve,” giving an equal number of cycles per 
second above and below the carrier’s center frequency 
(symmetrical modulation) and maintaining pitch continui-
ty regardless of the modulation index.   

The Buchla 144 and 158 oscillators (see Figures 2 and 
3) were produced for the 100 series, circa 1964 [4].  Right 
away, we can see that the 144 and 158 are dual oscilla-
tors.  Buchla produced many dual “something” modules, 
so that attribute might be meaningless.  Alternatively, it’s 
not too ridiculous to think that this design implies a cross 
modulation context from one sub-module to another.  In 
fact, Buchla’s later oscillator designs, starting with the 
208 (Music Easel) from 1972-73, codified this into the 
complex oscillator.  For anyone not familiar with Buchla 
format modular systems, unlike most other patch synthe-
sizers, control voltages and audio are treated separately 
with distinct connectors and cabling for each.  Banana 
jacks are used for control signal and tini-jax phono con-
nectors for audio signal. 
  

 
 

Figure 2. Buchla 144 Dual Square Wave Oscillator. 
 

In both the 144 and 158 we see an early, archetypal ex-
ample that adds a visual and functional underpinning to 
what anyone that has used a hardware synthesizer is al-
most innately aware of being able to explore: audio-rate 
frequency modulation.  Merely by following a paradigm 
that necessitates treating audio-rate modulation uniquely, 
Buchla has implied its usage. 

This paradigm becomes typical of Buchla instruments, 
where, historically, timbral color is typically achieved 
and modified with non-linear waveshaping, distortion 

 
 

 
 
 
Figure 3. Buchla 158 Dual Sine-Saw Oscillator. 
 

synthesis, and dynamic depth frequency modulation.  
Though the Buchla systems did, and continue to, support 
subtractive filtering of complex waveshapes with every-
thing from simple bandpass filters to multi-band equaliz-
ers and low-pass gates, they maintain a philosophical 
distinction in usage from the more commercial synthesiz-
ers of the 60’s and 70’s.  Even then, Robert Moog, that 
other synthesis pioneer of the early 60’s, mentions the 
timbral possibilities of FM in his monumental 1965 Au-
dio Engineering Society paper, Voltage-Controlled Elec-
tronic Music Modules (presented in the Fall of 1964): that 
“when fast, deep frequency modulation is employed, 
however, the modulated signal has an entirely different 
character.”  He continues with a description of exponen-
tial FM from a modulating oscillator providing complex 
sidebands and creating “clangorous sounds.” [5]  

As an aside, it should be mentioned for anyone still 
concerned with addressing the linear modulation portion 
of FM, that it is quantifiably difficult to pinpoint this.  
This is primarily because Buchla instruments were, as 
most early electronic instruments, customized and modi-
fied with unannounced revisions.  Schematics and docu-
ments from these instruments were not necessarily re-
leased publicly, nor copyrighted; the instruments them-
selves are rare to get ones hands on for testing.  Neverthe-
less, a few revisions of instruments and schematics have a 
linear modulation option being available by, at the latest, 
the early 1970s, but very likely dating to as early as 1968 
with a later revision of the 158 oscillator.  If nothing else, 
the early 1970s saw linear control of frequency standard-
ized by Korg, Yamaha, and PAiA Hertz per volt (Hz/V) 
synthesizers.    

Without attempting a detailed circuit analysis, it is at 
least accessible to see the similar frequency control struc-
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tures in the development of the Buchla VCOs over time.  
The late 158 (Figure 4), later 258, and linear FM oscilla-
tors on the Easel 208 (Figure 5) and 259 (Figure 6) all 
appear to use the similar approach of a temperature com-
pensated matched transistor pair (UA726) for the expo-
nential converter, an operational amplifier as a fixed cur-
rent source, and multiple points of injection for different 
types of frequency control. 

 

 
 

Figure 4. Buchla 158 revision C schematic, 1970. 
 

 
 

Figure 5. Buchla 208 (Music Easel) schematic, 1973. 
 

Other outliers that don’t predate Chowning’s epiphany 
of ’67, but certainly any public presentation of his tech-
nique are the aforementioned Buchla 258, Music Easel 
Complex Oscillator, and, just for fun, the ARP 2600.  
Unlike the 144 and 158, the abbreviated text “FM” on the 
258 suggests this as a known classification (Figure 7).  
Seen on a 1971 brochure clearly marking intentions (Fig-
ure 8).  The Easel’s 1972 complex oscillator, with dedi-
cated modulator and carrier sections, from a 1974 bro-
chure — (Figure 9) and a detail from the modern release 
for clarity (Figure 10).  To really drive things home re-
garding the widespread awareness of FM, here is a panel 
marking detail from the massively popular and famously 
used ARP 2600, first produced in 1971 (Figure 11).  Re-

gardless of the intention or technology used, we can 
clearly see each oscillator contains an “FM control” input 
section — the oscillators all being capable of audio range 
modulation and cross modulation. 
 

 
 

Figure 6. Buchla 259 revision C schematic, 1978. 
 

 
 

Figure 7. FM panel marking on Buchla 258c oscillator. 
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 Figure 8. Buchla 258, Buchla & Associates Brochure, Nov. 1971/Feb. 1972. 
 

 
 

 Figure 9. Buchla Easel, Buchla & Associates Brochure, Nov. 1974. 
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Figure 10. Complex Oscillator (detail). Buchla Electronic 
Musical Instruments Music Easel, 2013. 

 

 
 
Figure 11. ARP 2600 oscillator and filter sections (detail 
from patch sheet), 1971. 

 
3. THE SAN FRANCISCO TAPE MUSIC 

CENTER (SFTMC) 
We must remember here, with the Buchla oscillators da-
ting from 1964, John Chowning’s worn-out and oft re-
peated recollections from the Fall of 1967, where he was 
the first human to hear these strange sounds of audio-rate 
frequency modulation in a musical context.  Perhaps, at 
this moment, it may be interesting to note that in the early 
1960’s Chowning was, according to Pauline Oliveros and 
others, one in an “informal composer’s circle” of, among 
others, La Monte Young, Steve Reich, William Maginnis, 
Ramon Sender, and Morton Subotnick [6].  These musi-
cians gathered to curate and perform at numerous con-
temporary music events in the bay area, mainly connect-

ed with the newly formed San Francisco Tape Music 
Center.  They knew each other from college associations 
at the San Francisco Conservatory, Mills, and Stanford. 

One such performance occasion was a series of con-
certs put on in the spring of 1964: Tudorfest (see Figure 
12).  Chowning played percussion on a couple of the 
pieces.  Judging from the timeline, Buchla had not yet 
delivered the 100 series, but it was certainly underway 
and we can only imagine it as a much discussed prospect.  
The Buchla 100 arrived at the San Francisco Tape Music 
Center in late 1964 or early 1965 and by late 1965 Buchla 
was giving demonstrations on the new instrument in the 
main concert hall of the Tape Music Center [7].  All this, 
of course, is just meager speculation.  Though, through 
personal correspondence with Morton Subotnick, when 
asked if he and Chowning discussed frequency modula-
tion on the Buchla synthesizer in the mid to late 60’s — 
his emphatic “of course!” confirmed many of my as-
sumptions [8].  More publicly, in early May 1970, Su-
botnick gave a brief and simplified explanation on his 
usage of the Buchla 100 series modular at the 38th Los 
Angeles AES convention [9]. While he explicitly de-
scribes dynamic depth frequency modulation, the paper 
document makes no reference beyond usage as vibrato. 
 

 

 
 

Figure 12. Music from the Tudorfest, 2014. 
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Figure 13. Morton Subotnick demonstrating the Buchla 100 
(AES convention, 1970). 

 
The separation of structure and sound is fundamental to 

Buchla’s conception of how his designs must function, so 
it comes as no surprise that many of the main proponents 
of these instruments exploit audio-rate modulation of 
frequency.  Though any number of early works from 
members of the San Francisco Tape Music Center could 
be used to demonstrate examples of FM as a timbral 
modulation, I think it is more telling and more obvious to 
use a work that holds a certain indisputable position and 
was certainly as available and widely known in the late 
60’s as a recording of its genre could be.  Morton Su-
botnick left San Francisco for New York in 1966 and 
began work on Silver Apples of the Moon.  Though not 
released until 1967 it is beyond obvious that this work, 
The Wild Bull, and Touch make lucrative use of frequen-
cy modulation on the Buchla 100 as a method for expand-
ing timbral possibilities.  So much so, that Subotnick said 
that after Touch he had moved on from unadorned FM to 
more interesting timbral experimentation and variation 
with the Buchla 200 [8].    

Chowning’s Sabelithe, though purportedly begun in 
1966, but which couldn’t possibly have incorporated FM 
until his “discovery” in 1967 wasn’t realized until 1971, 
four years after Silver Apples and several years after the 
Buchla 100 series oscillators were introduced.  Even 
Wendy Carlos mentions using FM on Switched on Bach 
— something that should be blatantly obvious in that 
masterpiece and compendium of virtuoso synthesis — 
which was released in the Fall of 1968. 
 

5. LITERATURE REVIEW 
Considering the previously mentioned information, it 
makes sense to take a quick glance through the changing 
academic and public perceptions of frequency modulation 
synthesis techniques, specifically the developments by 
John Chowning from his 1973 paper until now.  These 
references do not necessarily form a constant path, but 
there is a certain shift of terminology and emphasis.  
Here’s a quick overview of some notable citations, aca-
demic and otherwise. 

Chowning, in his initial AES paper, refers to the “well-
known process of frequency modulation,” implying its 
usage in radio broadcast technology and, perhaps, as a 
technique for implementing vibrato in sound synthesis.  
In 1975, Bernard Hutchins of ElectroNotes refers to 
Chowning’s infamous study in his own AES paper on the 
spectrum of exponential VCOs: “Chowning used a digital 
computer method to demonstrate an FM synthesis meth-
od.” [10] Frank L. McCarty’s article, Electronic Music 
Systems: Structure, Control, Product, in the second issue 
of 1975’s Perspectives of New Music, also refers to 
Chowning’s paper as “a new application of frequency 
modulation to digital synthesis.” [11] It’s also worth not-
ing that McCarty references the linear FM of Buchla’s 
1972 Music Easel time after time, calling its complex 
oscillator “by far the most sophisticated timbre producer 
now on the market.”   

The 1972 edition of Electronic Music: Systems, Tech-
niques, and Control, by Allen Strange (also the author of 
the 1974 Music Easel manual) spends 9 pages on a de-
tailed summary and analysis of audio-rate frequency 
modulation, including linear modulation, without once 
mentioning Chowning (obviously, because this is pre-
1973), but in the 1982 2nd edition, his 5 pages on the 
same subject make sure to introduce the “important con-
tribution of Chowning’s research” as presenting “an en-
tirely new category of electronically generated timbres” 
while stimulating “significant research into timbral con-
trol [that] ignores classic filtering and waveshaping tech-
niques.” [12] 

Throughout the 1980’s, Chowing is variously referred 
to as establishing a technique based on his research, the 
inventor of FM synthesis technique, the first investigator 
into the technique, having an invention associated with 
FM music synthesis systems, the holder of the patent for 
the FM synthesizer chip, writer of a paper describing the 
FM technique, etc. — these all occurring in interviews, 
periodicals, Yamaha publications, Yamaha presentations, 
etc.  Notable is an interview of Chowning with Tom 
Darter from 1985, entitled The Father Of Digital FM 
Synthesis [13].  All of these endow Chowning with slight-
ly more responsibility for FM without ever completely 
abandoning his purely digital, technological, or tech-
nique-based involvement. 

Documents from the early to mid 1990’s seem to fur-
ther twist this perception toward qualifying Chowning’s 
efforts with the words invention or discovery directly 
linked with only the term FM synthesis.  This has certain-
ly not slowed down, usually reinforced in full by Chown-
ing’s own recollections and the persistence of a patent 
record that has made many people lots of money.  These 
references, from the popular to the obscure, are typically 
matter-of-fact, just plain pronouncements of the undenia-
ble truth. 

And even now, a few decades later we have further 
elaborations where it’s not enough that the facts are made 
clear, but we must re-envision and revise history with 
statements like these from Nelson and Crockett: 
 
 “These basics of FM were well understood as applied to 

radio transmission, and Chowning cites Terman’s 1947 
text, Radio Engineering, as one of the four references in 
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his own article… Engineers, however, had not yet ap-
plied the technique in meaningful ways to situations in 
which both the carrier and modulating frequencies fall 
in the range that humans can hear.”  

- Andrew Nelson [2] 
 
 
 “Despite the patent’s immense success, its discoverer, 

Dr. John Chowning [...]” 
   - Zachary Crockett [3] 
 
  And this lovely quote and attribution [3]:  
 

 
 

All these sources aside, Curtis Roads seems to hold his 
ground with an incredibly accurate portrayal in Chown-
ing’s home court, the 1996 Computer Music Tutorial: 
“John Chowning was the first to explore systematically 
the musical potential of digital FM synthesis.” [14] 
Though he does refer to the Chowning breakthrough, he 
creates a concise context including Yamaha’s involve-
ment and concludes by saying the introduction of the 
DX7 made “FM synonymous with digital synthesis to 
hundreds of thousands of musicians.” 
 

6. CONCLUSION 
While changing perceptions and misconceptions are not 
really all that problematic in themselves, it all becomes 
rather grotesque when taking into account the enormous 
sums of money involved in these pursuits and, perhaps, 
misdirections.  Not only did Stanford and Chowning re-
ceive fees for the patents, rights, and licensing, but 
CCRMA, the Stanford facility, and IRCAM were all re-
cipients of numerous gifts of technology and equipment 
from their benefactors at Yamaha.  Patents drawing upon 
Chownings’ were numerous, technology incorporating 
the Yamaha FM chip were without serious competition, 
and Chowning’s own texts published by Yamaha acted as 
sort of an advertising vehicle for the method, technology, 
and Chowning himself (Figures 14 & 15).  Likewise, an 
unwieldy exaggeration of the Yamaha DX7’s technologi-
cal significance based on market significance seems to 
have overshadowed its influential competitors: the New 
England Digital Synclavier (the first commercial digital 
FM synthesizer) and the Crumar Synergy/General Devel-
opment System (GDS) with its own FM/additive/phase 
modulation synthesis.  This kind of biased branding 
simply implies a ridiculous conflict of interest with little 
impartiality to trust the sources of this technique. 

Myths of diluted information get tossed around from 
person to person and, while I obviously haven’t examined 
and catalogued every reference to Chowning and his sup-
posed discovery, there does seem to be a certain trend of 
over-simplifying and leaving out seemingly important 
aspects of the story.  These absences of information trans-
form into an expansion of one event or person becoming 
an all-encompassing summary of truth.  All you need to 

know.  But systems are born of complexity and require a 
cultivation of minutiae.  Shouldn’t the desire be to keep 
the discussion open, to keep questioning and stop taking 
what is taught for granted?  There are no truths but the 
ones continually discovered for ourselves.   
 

 
  

Figure 14. Citations to Chowning’s FM patent [2]. 
 

 
 

Figure 15. Stanford’s FM licensing revenue [2]. 
 
So, with all this in mind, I’d like to conclude by saying 
that I’m really not that interested in lacerating the estab-
lished FM history.  Chowning’s statements will live as 
they are, and so will the not quite comprehensive or con-
textual studies that involve FM synthesis.  What’s ulti-
mately most interesting is the eager acceptance of the 
easy, simple, and cohesive story.  The one with the great-
est of all heroes that comes through triumphant and 
changes the world for the better.  This story is the issue. 
     With Bob Moog there is always the general impres-
sion and awareness that Buchla co-established modular, 
voltage-controlled instruments; that Harald Bode was a 
necessary precursor; and that without the active involve-
ment of Wendy Carlos and Herb Deutsch (and many oth-
ers) “his” instrument could not have been produced or 
designed to such a refined level, if at all. 
     Why then, with Chowning, is Buchla absent?  Why is 
Max Matthews present, but the myriad of engineers and 
scientists working at Yamaha go nameless?  Yamaha had 
to develop technology for nearly a decade before they 
could release a commercially viable instrument based on 
Chowning’s work.  Why has Chowning, who is essential-
ly a glorified sound designer and patch programmer been 
named as inventor?  Why does his patent neglect to fully 
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identify attributions while merely providing prior art?  
This story acts as a retelling of colonialism, of “discover-
ing” land that has already been inhabited and patting one-
self on the back for making it better.  It is no surprise that 
the story primarily exists among an academic elite of 
western art music composers, theorists, and historians. 
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ABSTRACT

Video documentation of sound art pieces has been largely
used as a way to promote/preserve a work of art displayed
in a specific moment and place. In most cases it attempts
to show different aspects of the piece, such as the audience
engaging with a particular work. However, it is often over-
looked that the interaction documented in this context is
not merely limited to the physical contact between a mem-
ber of the audience and a piece. Interaction also entails the
influence of diverse social affordances and distinct ”vital
forces” involved in the human-nonhuman aesthetic inter-
play. This paper examines those elements and reflects on
how video documentation of a sound art piece presents a
curated version of these forces in communion, going be-
yond the mere purpose of preserving the work. With this
in mind, an artist can consciously select the degree of dia-
logue between human and non-human actors displayed in
the video, engaging them in an artistic decision: creating
an extension of the piece.

1. INTRODUCTION

For the purpose of this study, ”sound art” will be con-
sidered a sound-oriented sub-category of ”installation art,”
or predominantly site-specific pieces existing initially only
for the duration of an exhibition. Most of the research done
in the field of documenting installation art points toward
the ”preservation of the ephemeral physical components
of many technology-based installations, such as electronic
media and playback equipment” [1]. Speaking specifically
of sound art, the academic literature is much more scarce,
and close to non-existent when it comes to considering
the aesthetic implications of representing the many dimen-
sions of a sound art work through documentation.

In order to reflect on how to best document sound art, it
is important to understand that an installation with a sonic
dimension is a particularly fertile terrain for a found ob-
ject, having what Jane Bennet [2] defines as an ”ability to
exceed their status as objects and manifest traces of inde-
pendence or aliveness, constituting the outside of our own
experience.” This has particular importance when a human
enters the scene, on what she calls ”the agency of assem-
blages.” During an exhibition, when a member of the au-
dience experiences/interacts with a piece of sound art, an
”assemblage” is created, one that Bennet considers is more

Copyright: c�2018 Juan Carlos Vasquez et al. This is an open-access
article distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

than ”the sum of the vital force of each materiality con-
sidered alone,” engaging in a dialogue without hierarchy.
In a similar vein, Andy Keep [3] applied Latour’s Actor-
Network Theory [4] in a musical process to explain how
”objects, things and technologies participate in social pro-
cesses,” which are at play during a sound art exhibition. In
contrast to Bennet, though, Keep doesn’t intend to equate a
person to the object that is being interacted with, but rather
”recognizing materiality of things as an agent of performa-
tive practices.” A video documentation of a sound art piece,
then, presents a curated version of these forces interacting
and going beyond the mere purpose of preserving the work.
Interaction in this context is not merely limited to physical
contact between a member of the audience and a piece. In
this situation, an artist can consciously select the degree of
dialogue between human and non-human actors displayed
in the video, engaging then in an artistic decision: cre-
ating an extension of the piece. Moreover, the video is
prone to supersede the actual piece, in a McLuhanesque
version (”the medium is the message”) of sound art doc-
umentation [5]. This latter idea acquires greater impor-
tance when there is a geographical inability to experience
a piece in person, or an altogether impossibility to see it
in any other format than a video documentation. It is en-
tirely plausible in the modern context, then, encountering
Baudrillard’s ”hyper-reality” [6] in sound art, or reaching a
place where the simulated experience (aka. the documen-
tation) becomes indistinguishable from the actual physi-
cal experience with a determined work (namely, the real
piece).

2. PRACTICAL CONSIDERATIONS OF SOUND

ART DOCUMENTATION

When experiencing a sound art piece, a member of the au-
dience is required to employ a particular kind of listening
engagement, one that implies a number of different social
affordances to that of a concert setting. One of these dif-
ferences is typically the ability to move freely in the space
where the piece is installed. While there is no substantial
research on how to document a body navigating a space
while engaging with a sound art piece, some studies done
in the field of dance can prove to be useful, being that
movement is a core feature of this art form. Johnson et
al. and others previously proposed how video documen-
tation (as opposed to audio or images) is the ”only effec-
tive way of documenting entertainment through movement
and group coordination” [7] [8]. Other researchers point to
the importance of documenting the entire ”performance”
space from different angles [9], in what can be seen as a
practical application of Elizabeth Grosz’ idea of ”frame,”
or a space that ”delimits the future composition.” In other
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words, the ”territory” where the artistic human-nonhuman
interplay will happen [10]. Regarding specific shots that
document audience participation in a large space, while a
number of closeup shots could indeed be useful for fine de-
tails, research advocates the effectiveness of having most
of the video footage filmed in long shots [11].

As it will be demonstrated during the case studies, the
previous recommendations will inevitably fall short in serv-
ing the immensely wide spectrum of sound art pieces in
existence, and therefore should be taken as general guide-
lines rather than specific instructions. It is important to re-
member that this is a case in which electronic media affect
viewers, not through their content primarily, but rather by
changing the situational geography [12]. In other words,
the curated interaction in the video will most likely be ex-
perienced through a computer, remotely, by a possibly un-
expectedly diverse audience, as well as altogether in a so-
cial/locational setting entirely different to where the piece
was initially intended for. Documentation shall be seen
then as an opportunity to take advantage of the new situ-
ational geography, expanding the piece through electronic
media and considering media as ”extension of the human
senses or processes, or even extension of the nervous sys-
tem” [13].

3. CASE STUDIES

3.1 Zimoun

329 prepared dc-motors, cotton balls, toluene tank is Swiss-
artist Zimoun’s first permanent installation. It was done
entirely inside an abandoned toluene tank from 1951 in
Dottikon, Swizterland. Zimoun’s works, described as ”hy-
brid music-architectures” [14] often feature video docu-
mentation devoid entirely of human actors. In spite of
consciously not showing any audience member, Zimoun
does acknowledge an inherent desire for interaction in his
work, wishing that the pieces ”can ideally activate the vis-
itors” [15] and suggests a bond with the audience’s bod-
ies. His videos are typically carefully crafted, and are com-
prised of visually-striking angles of the work, typically in
long shots (Figure 1).

Figure 1. Screenshot from the official video documentation of 329 pre-
pared dc-motors, cotton balls, toluene tank

Zimoun’s remarks about subjectivity (”Subjectivity is the
base of how we see, understand and dont understand the
world”) [15] hint that his decision of not showing any audi-
ence members interacting with his installations might have

to do with the fact that doing so could influence the fu-
ture experience of a person watching the video. However,
what is particularly remarkable of this specific installation
is the fact that Zimoun himself accepts that, given the in-
accessibility and industrial purpose of the area where the
silo is located, it is entirely possible that the video will
be the only experience of the installation that most people
will have [16]. In compensation, a new dimension surges,
thanks to documentation: studies indicate that a video of
such evocative nature creates an opportunity to forget our
sensory experiences and try to recreate, instead, the social
experience of what we might have looked like to an ob-
server (aka the piece that the observer created) [12].

Figure 2. Screenshot from the official video documentation of 329 pre-
pared dc-motors, cotton balls, toluene tank by Zimoun (from outside)

3.2 Cardiff-Miller Sound Walks

Canadian artists Janet Cardiff and George Bures Miller
have developed over the years a series of site-specific bin-
aural sound walks, in which the participant is given direc-
tions to physically move in the real world. The verbal in-
structions are accompanied by a series of pre-recorded lay-
ers taken in the very same place. During the walks, ”the
virtual recorded soundscape has to mimic the real physical
one in order to create a new world as a seamless combi-
nation of the two.” [17] The latest two iterations of these
works—The City of Forking Paths (2014) and the Alter
Bahnhof Video Walk (2012)—also include a video compo-
nent in which the participant is guided by a pre-recorded
video, also taken in-situ, serving as a more precise guide
for directions once the screen of a mobile device is matched
to the position from which the camera originally recorded
the images. Figure 3 explains this dynamic in more detail.

The artists tell how ”in this physically cinematic expe-
rience, fiction melds with our immediate location.” The
word ”physical” refers to the special type of interaction in-
volved in these soundwalks, one that could be more appro-
priately catalogued as ”guided transmission,” or the extra
layer of control added to an existing unidirectional broad-
casted message [18]. Compared to Zimoun, Cardiff and
Miller took an entirely different approach to the video doc-
umentation of sound art. The choice of using exclusively
point-of-view (POV) shots focusses the attention on the
phone (located very close to the camera). Choi points how
POV shots make the viewer replicate the perceptual state
of the character [19], which is a practical application of
Waltons idea of a ”notion of participation” [20] in a story.
Smith calls this process ”imagining from the inside” [21].
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Figure 3. Screenshot from the video documentation of the Alter Bahnhof Video Walk (2012)

This video then effectively places the viewer in the role
of somebody actually experiencing the audio walk, as op-
posed to the third-person perspective effect resulting from
Zimoun’s videos. As binaural auditory illusions can be re-
produced precisely using a set of regular headphones, what
Cardiff and Miller achieved with their documentation was
an extension of the piece: an extra layer for the remote
video viewer to experience of what they call a ”disjunction
about what is real” [17].

3.3 Marco Donnarumma

The piece Corpus Nil belongs in fact to the category of per-
formance art rather than being a site-specific piece. How-
ever, the characteristics and relevance of the documenta-
tion make it a compelling example to study in this text,
and could serve as a starting point to evaluate the affor-
dances of documentation in other fields that intersect audio
and technology. Corpus Nil has as a goal in building a hy-
brid between body and technology, an ”amorphous cluster
of skin, muscles, hardware and software” [22]. The final
objective is to represent what he calls ”amalgams of tech-
nology and flesh where a particular body incorporates a
particular instrument” [23].

Figure 4. Image from the video documentation of Corpus Nil, extracted
from Marco Donnarumma’s official website

Donnarumma builds upon Merleau-Ponty’s theories re-
garding musical instruments, in which a lack of familiarity
with a new piece opens up a frame for an instrumental-
ist to give purpose and emotional context to the physical
performance of the instrument (aka technique), in opposi-

tion to merely engaging in an exercise of automatic mem-
ory [24]. Composers such as Helmut Lachenmann use un-
familiar notation to produce this same effect. Through this
defamiliarisation, the unusual notation challenges the me-
chanic association of a sound with a symbol and ultimately
”reaffirms its connection with the material considerations
of the technique” [25]. This newly-created relationship
is acknowledged in Lachenmann’s remarks regarding his
approach to notation within what he named ”instrumen-
tal musique concrète”: parameters such as pitch, duration,
timbre and volume are subordinated to the manifestation
of energy, a new compositional category that emerges as a
byproduct of the notation [26].

In Donnarumma’s piece, there is no score, but inciden-
tally the video documentation fulfills that purpose by rep-
resenting an ideal version of the piece (one that embodies
his ideal of the instrument-performer relationship) while at
the same time also serving as a frame of reference for fu-
ture performances. To achieve this, Donnarumma mainly
uses full shots in the video (see Figure 4), carefully cen-
tered to capture in full what the artist desires a specta-
tor to see. The lighting effectively transforms the per-
former’s body into a ”cluster of skin,” generating fully-
calculated strong emotional reactions: ”Hybridity tends to
be perceived as unsettling or dismissed altogether as abnor-
mal” [23]. These emotions are enhanced by the video, in
which it is possible to appreciate how Donnarumma ”down-
grades” his own body from a real person to an object of
”perceived human likeness” (aka into the uncanny valley)
[27] using technology.

4. DISCUSSION AND CONCLUSIONS

By definition, visual aspects (including the practical as-
pects of recording and editing video) might often not be
the main priority of most sound artists. This is why most
of the video documentation in the field is made mainly for
the purpose of preservation or promotion. However, as
explained in the text, given the increasing probability of
having an audience experiencing the piece exclusively re-
motely through a video, artists could certainly benefit from
considering the documentation as an artistic extension of
the ideals of the piece.

The diversity of examples and theories compiled here should
illustrate the fact that this article does not attempt to bring
concrete guidelines to the issue of video documentation
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of sound art, but rather attempts to open up a discussion
about its relevance, influence on the piece, and impact on
the audience. Although all of the works described utilize
very different documentation approaches, the technical de-
cisions in documenting them is always represented, and on
occasions even enhances the core philosophical principles
of each piece. The case studies recognise and capture the
essence of the diverse social affordances and distinct ”vital
forces” involved in the human-nonhuman aesthetic inter-
play.

Finally, the increasing effect of technology in experienc-
ing cultural content and the lack of literature regarding
sound art documentation suggest that more research and
discussion should be made regarding the topics treated in
this article. Hopefully, as demonstrated with Marco Don-
narumma’s example, future studies in this regard can be
also useful for other artistic expressions in the music tech-
nology field, including live performance.
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ABSTRACT 

We explore the relationships between sound synthesis, 
non-linear dynamics and improvisation through develop-
ing performance environments for the creation and ma-
nipulation of complex sound worlds in real-time. We 
draw on recent approaches in design research to formu-
late a collaborative creative practice which is initiated by 
a common set of technological resources, develops 
through the design of multiple synthesis, sound pro-
cessing and interaction techniques, and culminates with 
their assembly into performance environments for the 
authors as they perform and record their duo improvisa-
tions. The paper closes with a reflection on the interac-
tion design concepts which have been encountered in the 
work and on how creative research can be done in a 
manner which simultaneously serves technical design and 
artistic ends. 

1. INTRODUCTION 
This paper describes how the authors have created per-
formance environments where complex non-linear syn-
thesis algorithms work in real-time to create improvised 
electronic music. We report on our end-to-end practice 
from the selection and design of synthesis algorithms, 
through the design of interaction techniques for working 
with them, to an account of our experience recording and 
performing our duo improvisations. In addition to pre-
senting a number of insights into interaction design for 
musical improvisation, we raise the question of how an 
extended practice of design, technical development and 
musical performance can be thought through in an inte-
grated fashion, drawing on some contemporary contribu-
tions to design research and placing a number of cher-
ished assumptions in more engineering oriented ap-
proaches to computer music in a critical light. 

A number of authors have noted the close connection 
between musical improvisation and non-linear dynamics. 
For example, [1] characterise improvisation in free jazz 
as intrinsically non-linear. Mudd [2] presents a mono-
graph-length study of the value of introducing non-
linearities into musical interaction to create “a productive 

‘sweet spot’ between unpredictability and complexity on 
the one hand, and detailed, sensitive, deterministic con-
trol, coupled with the potential to repeat and develop par-
ticular actions on the other”. Equally, several researchers 
have followed the early work of Pressing [3] to explore 
the potential for non-linear mathematical systems for 
sound synthesis. For example, Burraston [e.g. 4] promi-
nently makes use of non-linear dynamical systems (Cellu-
lar Automata and iterated non-linear functions such as the 
Logistic Map amongst others) to organise musical mate-
rial at multiple levels (synthesis, note-event, phrasal, 
etc.). The connections between non-linear dynamics and 
sound synthesis are an obvious pre-occupation for those 
who work with methods of physical modeling [e.g. 5]. 

While the three-cornered connections between sound 
synthesis, non-linear dynamics and improvisation are 
commonly noted, rather less work exists describing ex-
tended creative practices in which these concerns could 
be brought together methodically. Our work is an explo-
ration of a particular design-oriented approach which 
addresses this lack.   

In a series of publications, Bowers and his colleagues 
have explored design methods where a group of research-
ers proliferate a number of responses to a provocatively 
formulated design brief or work with a common set of 
constraints. In [6] a collective of 11 researcher-artists 
made work in response to the provocation ‘one knob to 
rule them all’ to explore a variety of issues in minimalist 
interaction design. On similar grounds, [7] explored ma-
chine listening algorithms and how their typical or de-
sired operation might be disrupted by different flavours 
of noise. In both [6] and [7], the collection of ‘makes’ 
which emerged was assembled into exhibitable and/or 
performable work and reflected on as an ‘annotated port-
folio’ [8] to speak to research issues (respectively, mat-
ters of musical interaction and the limits of machine lis-
tening research). 

Our research unfolds in a similar fashion. We started 
with a shared set of technical resources: particular im-
plementations of non-linear dynamical systems in Pure 
Data [9] and a commitment to use that language through-
out. We set ourselves the task of exploring different strat-
egies through which those resources could be made per-
formable in ways which suited our improvisation styles. 
We gathered together our makes into two performance 
environments to support duo improvisations. The rest of 
this paper gives detail to what we made, our experience 
performing and recording, and the consequences these 
reflections have for various issues of interest. 

Copyright: © 2019 John Bowers and Kerry Hagan. This is an open-
access article distributed under the terms of the Creative Commons 
Attribution License 3.0 Unported, which permits unrestric-
ted use, distribution, and reproduction in any medium, provided the ori-
ginal author and source are credited. 
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2. WHAT WE MADE 
The common starting point for our work was two Pure 
Data objects made by Miller Puckette [9] which explore 
different ways to couple two non-linear, feedback oscilla-
tors. In one, the oscillators which each have a real and an 
imaginary component are coupled by a quaternion equa-
tion. Interacting with the oscillators requires their fre-
quencies to be set, their coupling to defined by a set of 
twelve coefficients, and a damping coefficient to be set 
for feedback. In Puckette’s original demonstration, the 
oscillators are stimulated by an impulse and can exhibit a 
variety of behaviours including a decaying tone, a noise 
burst, a constant timbre, or chaotic oscillation, amongst 
others, depending on how the multiple coefficients are 
set. In the other design, the complex oscillators are cou-
pled to each other by a ‘twist’ of real and imaginary com-
ponents of the oscillators. Interacting with these oscilla-
tors requires their frequencies to be set along with two 
parameter values to define the twist. A more detailed 
presentation of Puckette’s oscillators is available in [9].	

After exploring the basic functionalities of Puckette’s 
oscillators through working with his own demonstration 
patches, we thought about how we could each develop a 
performance environment suited to our improvisational 
styles. For Hagan, this involved three lines of work: 
1. incorporating other synthesis techniques of Hagan’s 

design to complement the feedback oscillators 
2. designing methods for processing the sounds from all 

the synthesis techniques 
3. designing techniques which worked with a trio of 

interaction devices – a 3d gestural controller (the 
LEAP), a MIDI fader/rotary encoder/switch box (the 
Allen and Heath Xone:K1) and a MIDI foot controller 
(the Logidy UMI3) – to coordinate all the sound gen-
eration and processing techniques in play. 

Bowers’ approach had some things in common with Ha-
gan but also some distinctive commitments: 
1. incorporating complementary synthesis techniques of 

Bowers’ own design 
2. exploring extensions to the coupled feedback oscilla-

tors to create further feedback paths and/or explore 
the effects of multiple simultaneous instances with 
different tunings and coefficient settings 

3. designing multi-touch interfaces to coordinate his 
sound generation techniques alongside a MIDI foot 
controller (the Keith McMillan SoftStep). 

While both Hagan and Bowers made use of Puckette’s 
coupled feedback oscillators, Bowers was concerned to 
extend their basic synthesis capability and exploring 
denser textures of multiple instances while Hagan was 
more concerned to explore processing the sound from 
them. Both Hagan and Bowers incorporated their own 
designed synthesis algorithms to complement the coupled 
oscillators. While Hagan had a commitment to working 
with hand-in-air non-contact gestures, by way of deliber-
ate contrast, Bowers worked with multi-touch techniques. 

2.1 Hagan’s Performance Environment 

For a diagram of Hagan’s performance environment and 
some specimen Pd code, see Section 6. 

2.1.1 Synthesis and Sound Processing 
Alongside the coupled feedback synthesizers, Hagan in-
troduced two others. Her third synthesizer was a one-
dimensional cellular automaton to evolve patterns of 1s 
and 0s which are translated directly into waveforms. A 
table is initialised with 1027 points and seeded with ran-
dom 1s and 0s. A number of rules have been explored to 
operate on this table. Using a wavetable lookup oscillator, 
some or all of the points in the table are looped at a given 
frequency. In this way, the cells determine the waveform 
of the oscillator. Her fourth synthesizer translated the 
gingerbread chaos map into waveforms. The map is pa-
rameterised and scaled to output values at a sample value 
between -1 and 1. This is translated directly into ampli-
tude. Each iteration is calculated per sample.  

To transform the outputs of the synthesizers, Hagan de-
signed a number of processes. First, she implemented a 
phase-vocoder reverberator that can have extraordinarily 
long reverb times. With a controller that allows the input 
signal to be turned on and off, this enabled a particular 
moment to be ‘frozen’ into a long reverberant texture. 

Second, Hagan deliberately designed a process to mis-
use pitch and event detection to create unexpected results. 
sigmund~ analyses 10 peaks over very large windows 
 (16384 points). This means that the frequency bands are 
very narrow and not responsive to fast changes. Then 
bonk~ detects ‘attacks’, unreliably and somewhat mis-
leadingly in the context of textural input. When bonk~ 
sees an attack, it triggers an additive synthesis of 10 sine 
waves whose frequencies are determined by the 10 peaks 
of the sigmund~ object. This then goes to the phase-
vocoder reverb to be resonated and extended. 

Finally, Hagan could also selectively send her synthe-
sizers through delays controlled by a metronome that can 
be more or less regular depending on the distribution of a 
Cauchy variable. Given the non-linear nature of the oscil-
lators and the long delays, the effect is to fill out the tex-
ture rather than sounding like echoes. The ear tends not to 
hear repetition in the mass of sounds with the varying 
length of the delays. 

2.1.2 LEAP Controller Code 
Hagan took some code written by Puckette [10] as her 
starting point for working with the LEAP device. In his 
original code, the program takes specific joint data, then 
using cross- and dot-products between the joints, the 
hand shapes are translated into controllers. This is an op-
timised, efficient way to get hand shapes while ignoring 
more traditional xyz data. 

However, Hagan wanted interactions that explored a 
different gestural performance vocabulary with the 
LEAP. So, she took the same joint data and analysed it 
for average distance and average rate/speed of change. 
Although the LEAP API can calculate this information, 
she implemented her own solutions in C++ using the joint 
data she was already collecting. This created more relia-
ble data and more responsive behaviour than using the 
LEAP API itself. 

However, experimenting with the LEAP API convinced 
Hagan that there was also value in controllers that do not 
behave reliably. Accordingly, she used the gestures rec-
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ognised by the API: ‘circle’, ‘swipe’, ‘key tap’ and 
‘screen tap’. This gesture recognition is, arguably, the 
weakest affordance of the LEAP API and is somewhat 
unreliable. So, Hagan’s code looks for these gestures, and 
when it does see one – almost always accidentally caused 
by actions intended for the other parameters – it alters a 
parameter that creates a significant change in sound or 
texture. For example, taps and circles will randomly turn 
off one of the oscillators. Swipes will change the iteration 
rate of the oscillators, so at the slowest, updating sample 
values occurs every 20 samples instead of 1, dramatically 
changing the fundamental frequency of the oscillators. 

By using the reliable data in unexpected ways, e.g. fast-
er movement causes one synthesizer to make drones, 
while slower movement causes that synthesizer to change 
rapidly, and using unreliable data in expected ways, Ha-
gan’s performance environment was designed for explo-
ration and surprise. 

2.2 Bowers’ Performance Environment 

For a diagram of Bowers’ performance environment and 
some specimen Pd code, see Section 6. 

2.2.1 Extensions to the Coupled Feedback Oscillators 
Bowers extended the Puckette quaternion coupling design 
so that the oscillators did not require a persistent impetus 
to initiate or sustain their sound making. To do this each 
oscillator was driven by a sine wave oscillator whose 
frequency was set by the other oscillator’s output, pitch-
tracked using the sigmund~ object. In this way, as well as 
the cross-coupling of real and imaginary parts through the 
quaternion equation, the oscillators were cross-coupled 
through pitch-tracking. This extra layer of coupling gave 
rise to effects which were harder to access in the original 
design – emergent pseudo-sequences for example. 

Bowers explored techniques for layering multiple in-
stances of Puckette’s twist coupling design. Ultimately, 
four instances were settled on as allowing interesting 
counterpoints to be achieved in performance without ex-
cessive density. As outlined below the frequency and 
coupling parameters of these instances were set through 
multi-touch gestural data. 

2.2.2 Other Sound Sources 
To complement the coupled feedback oscillators, Bowers 
introduced a coupled oscillator design of his own where 
two cosine oscillators cross-modulated each other’s 
phase. The reference frequency of each oscillator could 
be set alongside the coefficient of the phase modulation. 
The range of coefficient values was empirically deter-
mined to maximise the variability of the sonic effects. 
This much simpler cross-coupling design allowed for a 
small subset of effects similar to Puckette’s designs but 
with the advantage of requiring only three parameters. 

With a similar motivation to Hagan’s desire for sus-
tained textures (which she obtained through a frozen re-
verb design), Bowers created two banks each of 6 oscilla-
tors which tracked the frequencies of 6 sinusoidal peaks 
identified by sigmund~ based on input from the two os-
cillators coupled by the quaternion equation. This track-
ing could be disengaged to leave a complex drone (12 

oscillators across 2 channels). The imperfection of the 
tracking algorithm and the density of the sound made by 
12 oscillators allowed space for surprise and response in 
performance. 

2.2.3 Multi-Touch Interaction 
In contrast to Hagan’s interest in in-air gestural interac-
tion, Bowers implemented a variety of strategies for ex-
tracting control data from multi-touch surfaces. To date, 
the following have been explored: the trackpad that is 
built in to a mid-2014 MacBook Pro, a Bluetooth Apple 
Magic Trackpad (series 1) and a Huawei T3-8 Android 
pad wirelessly transmitting OSC data via the Sen-
sors2OSC app. 

The multi-touch surface is used in conjunction with the 
SoftStep MIDI foot controller in the following fashion. 
Bowers’ four synthesizer designs (the two derived from 
Puckette’s work, the cross-phase modulating design and 
the pitch-tracking oscillator bank) correspond to four 
switches on the controller which toggle whether the syn-
thesizer receives multi-touch data updates or not. A fifth 
switch toggles all synthesizers simultaneously. A similar 
arrangement of four switches mutes or unmutes the syn-
thesizers with a fifth toggling all mutes simultaneously. 

There is not space to detail all of the ways in which the 
multi-touch data is used but let us highlight some speci-
men features of interest. 
1. The xy coordinates of up to 6 touches are used to set 

the 12 coefficients of the quaternion equation.  
2. Ten non-overlapping regions of the surface are identi-

fied to correspond to ten different combinations of the 
instances of the twist coupled oscillators. If a new 
touch is detected in one of the regions, a new set of 
coefficients is sent to the coupled oscillators associat-
ed with that region. Some regions just have one set of 
coupled oscillators associated with it, some two, some 
three, some all four. In this way touching different re-
gions on the surface will engender varying patterns of 
behaviour change. 

3. If more than 5 touches are detected, the twist oscilla-
tors get an extended range for their coefficient varia-
tion. More fingers will engender a greater range of 
change. 

In this way, different strategies for interpreting the multi-
touch data can be layered and support complex counter-
points, for example, the combination of continuous varia-
tion of coefficients (1) with discontinuous triggering by 
region (2). All of these complex counterpoints of control 
data, in turn, interact with the underlying non-linearities 
of the synthesis algorithms to create an interaction sur-
face which is appropriately surprising and challenging in 
improvised performance. 

3. OUR EXPERIENCE 
The synthesizers we made and the performance environ-
ments we assembled have been documented in an exten-
sive recording session consisting of four medium to long 
form improvisations (c. 9 to 20 minutes). We have close-
ly listened to these and discussed them analytically with 
colleagues. Unedited versions of these recordings is at 
http://www.kerrylhagan.net/#bowers-hagan. In addition, 
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we gave a well-received debut live performance of our 
work at NYC EIS 2019, the New York City Electroa-
coustic Improvisation Summit. We feel that our perfor-
mances sustain a high level of interest and excitement and 
delineate a clear style of joint improvisation: one which 
emphasises risk-taking, challenge-setting and the man-
agement of complexity from within. The music has edgy, 
intense passages where different motifs burst through as 
well as episodes of more sustained, calm development. 
Some passages are marked by clear responsiveness on an 
event-by-event basis between performers, other by a lay-
ered textured approach where different sounds are coun-
terposed alongside each other. Our playing is capable of 
extreme density, asymptoting to various flavours of 
noise, but there are also clear moments where we pull 
back and work with much simpler tones. As players, we 
found – with our different synthesizers and interaction 
techniques – these effects within our reach without being 
trivial to accomplish. That is, our performances had a 
requisite difficulty about them. Our work with non-linear 
musical dynamics has created a sound world which pro-
vokes and supports exploration and surprise while en-
couraging close listening to one’s co-performer. 

4. DISCUSSION 
We have described our work developing performance 
environments which take as their point of departure the 
potentially fruitful relationships between sound synthesis 
methods informed by non-linear dynamics and improvi-
sation. We have documented how we started with a 
common stock of synthesis algorithms and each devel-
oped our own approaches which had points of similarity 
and difference, both in terms of sound design and interac-
tion design. While we feel that our work has successfully 
enabled us to create exciting electronic improvisations, 
we believe its broader relevance lies in its overall ap-
proach and the design concepts we have encountered 
along the way. Let us annotate our work in the sense of 
[8] and enlarge on these matters to close this paper. 

Improvisational interfaces. There is a sense in which 
the interfaces we have made themselves have an improvi-
sational character. Exactly what the effects will be of 
different finger movements (whether in air or on a multi-
touch surface) is something to be found out through play-
ing with them. While, as designers, we know the broad 
shape of the mappings we have made, exactly what their 
potential is and how several individual movements and 
mappings combine is not always predictable. This is a 
conjoint product of us working with non-linear algo-
rithms and the kinds of interface design decisions we 
have made and is a world away from, say, classic synthe-
sizer design. 

Counter intuitive, perverse mappings and the value of 
errors. We have noted a number of junctures where we 
deliberately introduced counter intuitive or knowingly 
perverse mappings (e.g. when a larger gesture made a 
smaller effect and vice versa). We have also exploited 
some of the indigenous errors that our technologies make 
(e.g. haphazard gesture recognition).  This enables our 
performance environments to surprise and challenge us. 
Such violations of intuition and malfunction are not so 

ubiquitous as to make interaction an effectively random 
affair. But some grit in the oyster is important. 

Layered interfaces, few-to-many effects. The work we 
have done extracting multiple streams of data from hand 
gestures and of working simultaneously with several co-
existing interpretations of multi-touch data create layered 
interfaces in which a single gesture can have manifold 
effects. This enables us to create, if we need to, dense 
complexly dynamic textures. In improvisation, it also 
supports passages where co-performers are allowed many 
options for moving the music along depending on what 
effect-in-play they latch onto. 

Transformations to create spectral and dynamic varia-
tion. One of the primary interests in non-linear dynamic 
systems is their ability to manifest many different forms 
of behaviour (periodic, chaotic, intermittent, and so forth) 
within the sweep of a manageable set of parameters. The 
coupled feedback oscillators we have worked with are 
capable of a vast range of spectral and dynamic variation. 
Both of us also introduced further means for originating 
or processing sound to create specific spectral-dynamical 
effects, for example, sustained textures or drones. These 
complemented the non-linear oscillators and enabled us 
to improvise responses to each other fluently as well as 
create transitional passages or episodes where, say, one of 
us ‘soloed’ over a texture sustained by the other. 

Physicality. We adopted some contrasting interaction 
techniques, one of us focusing on non-touch interaction 
and whole hand gesture analysis, the other making the 
most of multi-touch surfaces. In our experience, both 
approaches are viable and we are not in a position to uni-
laterally prefer one over the other. Both have a certain 
physicality in common though and this facilitates effec-
tive and legible (for an audience) performance. Relatedly, 
both yield correlations between data streams because of 
the physical connectedness of the hand. Finger move-
ments can tug movements of other fingers along with 
them. Though we are prepared to exploit the misfires of 
the LEAP API, our own designs remain resolutely data-
driven – we do not attempt to identify and classify ges-
ture-types. For us, this retains a raw physicality in per-
formance which we prefer. 

Peripheral devices. While there is characteristic ‘hand 
work’ from both us that is most in focus in performance, 
be that gestures in front of an IR detector or on a multi-
touch surface, there are other devices in play that frame 
the focal interactivity. One of us worked with a MIDI 
controller of sliders, rotary encoders and switches, and 
we both used MIDI foot controllers. These devices do 
many things. They help determine how the hand gestures 
are targeted or how sound is routed to effects processing 
or they offer wholesale random shufflings of coefficients 
or the security of a mute, amongst many other functions 
we felt it was necessary to design for. The important 
point is that these peripheral devices and those that sup-
port more focal action (both in interactional terms and, 
perhaps, for the audience’s attention) jointly comprise the 
performance environments we have made. Working with 
non-linear dynamics has sensitised us to the importance 
of designing integrated interactional environments where 
different devices work together. 
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Human action and machine autonomy, working within 
complexity. The features we have identified so far create 
a form of improvisation which seems to us idiomatic for 
working with non-linear dynamics. We find ourselves, as 
performers, thrown into complexity with, at its extreme, a 
near overwhelming sound world around us. For both of 
us there is uncertainty in what our hand gestures will ini-
tiate. But once we find ourselves and get our bearings, we 
can work within that complexity, shape it, and steer it in 
response to each other’s contributions. Our work also 
balances human action and machine autonomy in a char-
acteristic way. Several of our synthesizers were designed 
to work autonomously either sustaining a sound indefi-
nitely or have chaotic zones where their behaviour would 
(provably) never repeat or flatline. Some others were 
built so as to require a human-initiated impetus. Some of 
the devices we have referred to as peripheral engage and 
disengage human gesture from influencing how the syn-
thesis algorithms work or give us human-initiated over-
rides. In all these ways, we can vary how human and 
mechanism interact and pattern this through a perfor-
mance. Working with non-linear dynamics has sensitised 
us to the variable character of the relationship that hu-
mans can have with machines and how that can be dis-
played performatively. 

The design approach: from common starting points 
through ‘many makings’ to assembly in performance.  
Overall, we hope our work has exemplified an end-to-end 
creative research practice that others might find useful in 
future work. Following some precedents in design re-
search [e.g. 6, 7], we started with a common ‘brief’ (to 
take a given set of technological resources as our point of 
departure), and then we explored multiple overlapping 
and divergent responses to that, before assembling what 
we had made in performance set-ups which we created 
bona fide improvised music with – music we stand by 
artistically as offering a characteristic improvisation aes-
thetic. Through this, we feel we are able to extract design 
concepts which might be of use beyond our exact do-
main. As such, we hope we have offered a model for how 
creative research can be done in a manner which simulta-
neously serves technical design and artistic ends. 
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Figure 1. Extract from Hagan’s Pd code (top) and dia-
gram of Hagan’s performance environment (bottom).  
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Figure 2. Extract from Bowers’ Pd code showing his augmentations to Puckette’s coupled feedback oscillators (top) and dia-

gram of Bowers’ performance environment (bottom).  
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ABSTRACT 

This paper presents the improvisatorial and composition-
al affordances of a cybernetic electroacoustic instrument, 
the halldorophone [1]. The findings are based on inter-
views with two cellists who have composed for the hall-
dorophone and their collaborators.  

The paper discusses the appeal of this dedicated feed-
back, string instrument that can be described as being 
temperamental due to the inherent complexity of a cou-
pled system of strings being allowed to feedback. A theme 
emerges to what these successful performer-composers 
appreciate about the halldorophone, and can be summa-
rized as it possessing: a stimulating uncontrollability. 
 

 
Figure 1. A halldorophone, one of two built in 2018. 

1. INTRODUCTION 

Preparing instruments, building experimental musical 
instruments and treating that instrumentation as composi-
tional material has been an integral part of several musi-
cal practices since around the middle of the 20th century 
[2]. This aspect of musical culture has been boosted by 
the advent of digital technologies (spawning a tidal wave 

of digital instruments) and has also found a confluence 
with the maker movement allowing for faster prototyping 
of new instruments (especially embodied interfaces) as 
can be seen in the proceedings of the NIME (New Inter-
faces for Musical Expression) conference.  
 The NIME research programme is about invention and 
development of new musical instruments. A relatively 
small number of contemporary, experimental instruments 
graduate beyond the prototype stage [3, 4], as adoption is 
not necessarily the purpose behind every NIME project 
(the focus often being on the development of new tech-
nologies and methods for instrument-exploration). How-
ever, the author aspires for the halldorophone to be 
adopted by professional musicians and this is seen as an 
integral part of the work. In the NIME literature the idea 
has been expressed that nurturing a culture of use for 
instruments being developed increases the likelihood of 
longevity and continuing use [5]. For this reason, the de-
velopment-methodology of the halldorophone has been 
an on-going conversation with users who continuously 
inform the evolution of the instrument. 
 Having developed this instrument for over a decade 
and seen it in use by various composers and performers 
the author has come to want a more formal understanding 
of why people like to use it. The hope is that with better 
understanding, informed further development of the in-
strument will increase the likelihood of it achieving a 
wider adoption. 
 

2. BACKGROUND AND PREVIOUS WORK 
The halldorophone has been developed in its cello-like 
configuration since 2008, and a comprehensive technical 
description can be found in a 2018 NIME paper [1]. It is 
an electroacoustic string instrument loosely based on the 
cello, which makes use of feedback for sound generation, 
enabling individual gain control for each string and a 
sympathetic set of, two to four, strings below the main 
strings. The project can be summarized so: applying the 
well explored method of electromagnetically facilitated 
string feedback [6] into a dedicated, cello-like instrument.  
 This project should be viewed as belonging to the tra-
dition of western experimental music practices forming in 
the mid-twentieth century, characterized by a curiosity of 
electronics as musical medium and of cybernetics as in-
spiration and artistic method [7]. Closer in time, the hall-
dorophone can be seen as part of a re-evaluation of clas-
sical musical practices and a willingness to meld histori-

Copyright: © 2019 First author et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution License 
3.0 Unported, which permits unrestricted use, distribution, and repro-
duction in any medium, provided the original author and source are 
credited. 
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cally conservative tools and methods with the radical 
tools and practices brought to the fore in the aforemen-
tioned post-war era [8].  
 In terms of technics the halldorophone is an augment-
ed string instrument, of which there are a few in active 
development, to name some: Tom Davis’ Feral Cello [9], 
Eldridge and Kiefer’s Feedback Cellos [10], McPherson’s 
MRP [11], Polymeneas Liontiris’ Feedback Resonating 
Double Bass [12] and Úlfur Hansson’s Electromagnetic 
Harp [13]. 
 Figure 2 describes the flow of energy in the halldoro-
phone. It bears adding that the electronics generate 
enough noise for energy to build up in the system (de-
pending volume settings) without the player physically 
vibrating the strings. 

 
Figure 2. Diagram of the halldorophone feedback-loop. 

2.1 Approach to Experimental Lutherie 

The author, coming from an art and design background, 
has conceived of the halldorophone as a social object, as 
a thing to be adopted, contextualised and embedded in 
musical culture. Establishing a culture around the instru-
ment has been actively effected by instigating collabora-
tions, securing funding for commissioning compositions 
and cultivating relationships with composers and instru-
mentalists.  
 The invention of this instrument is an artistic expres-
sion and the innovation aspect of the project is of equal 

importance. The approach to innovation has been to ob-
serve the character of the instrument gradually reveal 
itself as it moves through the world in the hands of its 
users, and respond to their feedback through iterative 
design. This design process is a deliberate effort that re-
sembles a question more than a statement. Fortunately, 
composers and performers have been interested in using 
the halldorophone and, as a consequence, there has been a 
substantial body of work to base further development on.  

2.2 Previous User Research 

In over a decade of development informal user studies 
and interviews have been conducted with collaborators. 
These casual opinion and information sharing sessions 
have iteratively fed back into new features and refined 
configuration, making the instrument what it is today.  

3. METHODOLOGY 

In late 2018, interviews were conducted with two hall-
dorophone users, chosen because they have composed 
and performed their own music on the instrument and 
have done so independently of the author instigating a 
collaboration, also interviewed are their collaborators on 
projects involving the halldorophone.  

3.1 Principal Interviewees 

Hildur Guðnadóttir (IS) and Max Lilja (FI) are both clas-
sically trained cellists who are interested in using elec-
tronics as part of their music making, they professionally 
compose and perform their own music internationally, 
write for film and TV [14, 15], as well as maintaining 
various collaborations with a wide range of successful 
music acts. 

Guðnadóttir has had extensive access to three hall-
dorophones over the past decade (making her the most 
experienced halldorophone player to date) as of recently 
she refers to it as her “main instrument”1.  

Max Lilja had a halldorophone on loan for nearly a 
year (2015-2016) prompted by a collaboration between 
the author and Finnish composer Esa Lilja2 (FI), during 
and after working with his namesake, Max used the in-
strument in his own projects.  

3.2 Complementary Interviewees 

Further interviews were conducted with Stephen 
O’Malley (US) of renowned doom/drone band Sunn O))) 
who has collaborated with Guðnadóttir in past years, 
most recently in studio (2018) for their upcoming album3. 
Studio engineer Steve Albini (US) engineered that re-
cording (also recording the halldorophone) and was hap-
py to share his opinion of the instrument. And previously 
mentioned composer and musicologist Esa Lilja who 

 
1 H. Guðnadóttir, personal communication, Dec 29, 2018. Other quotes 
by her in this text are from the same interview. 
2 No relation. 
3 “Life Metal” released through Southern Lord, 2019, on which 
Guðnadóttir plays halldorophone. 
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composed the piece Hrímhvíta Móðir (2016) for 
halldorophone and soprano voice (Martina Roos). 

3.3 Interview Format 

The interviews followed a strategy of intensive interview-
ing [16] with the flow of conversation ranging from loose 
exploration of topics and feelings to more focussed, semi-
structured questions. The list of prepared topics and 
questions covered multiple angles of working with the 
halldorophone, such as: performance, composition, 
production. Furthermore, the progression of the interview 
was grouped into core themes: 

• The user’s physical and emotional relationship with 
the instrument. 

• How the instrument contributed to or affected the 
formation of musical thoughts. 

• How the instrument affected the user’s relationship 
with other musicians. 

These themes are informed by the work of Thor Magnus-
son on how to conceive of musical instruments’ place in 
the world [17, 18]. The themes are intended to aid us in 
conceptually placing the halldorophone among other in-
struments with shared traits and other items of organolog-
ical nature. 

From the collected material, chosen for being reported 
on was that which seems specific to the principal inter-
viewees musical relationship to the halldorophone (much 
in the inevitable comparison to the cello) and statements 
about the identity of the instrument of which there 
seemed a consensus among all the interviewees. Also 
reported upon is a tangent of the conversation, which 
came as a surprise to the author and is included in the 
discussion. 

4. INTERVIEWS 

4.1 Relating to the Instrument 

Instruments are intimate vehicles of non-linguistic 
thoughts. As artefacts we bond closely with our instru-
ments, and it is important to understand the parameters of 
that bonding, how an instrument is discovered and grown 
into by a new user. 

Asked to define the halldorophone, Guðnadóttir an-
swers with a single word and a laugh: “hávaðaselló” (e. 
noise-cello). Prominent resonance peaks and lows in the 
acoustic response of the soundbox (which is intentionally 
undersized according to conventional wisdom [1]), to-
gether with the inherent complexity of a system of feed-
backing, coupled strings thwarts, consistent, clean play-
ing of specific notes across the tuned register using the 
feedback as a driving mechanism.  

This obstructive quality of the halldorophone has been 
preserved in the development process, mostly by offering 
no on-board signal processing (band-pass, band stop, EQ 
or such) which would allow for a more deterministic 
playing, based on the intuition that this is not what is 

most interesting about this instrument configuration4. As 
a consequence, small changes in conditions when letting 
the system feedback (changed gain levels, fretting of the 
strings, variation in physical contact with the instrument) 
can have unintended effects: bringing out unexpected 
harmonics of a sounding string, supressing the fundament 
of another, hitting a resonance peak favoured by the 
whole system and have it howling in a split second 
(which is fantastic, if slightly terrifying).  

The halldorophone is described as being “demanding 
of your attention” by both Guðnadóttir and Lilja, they 
talk about the need to be fully present and focused or face 
the risk of losing control. This is mostly framed in the 
positive, as per Lilja: 

The second you think: now I have it! It’s too late. It takes 
you somewhere else. […] It is the key feature in it. That’s 
why it’s so interesting and it’s not creating problems be-
cause it’s creating music… 5 

Guðnadóttir expresses a similar sentiment: 

You need to be a 110% present physically, if you even 
move your knee or something he might decide to stop and 
I find that thrilling. How you have to adjust your whole 
approach to the instrument and how conscious I have to 
be of my whole body…  

Recent research finds that under certain conditions, musi-
cal interfaces with an inbuilt barrier to effortless cogni-
tive processing, a quality dubbed “disfluency” by the 
researchers, are experienced as positive by musicians 
using the instrument. Presumably because it allows the 
musicians to meaningfully leverage their existing skills, 
summarized thus by the researchers: “…disfluency sup-
plies the friction necessary to prompt the fuller engage-
ment of cognitive abilities” [21]. This research is useful 
as a framework to understand the positive sentiment to-
ward the temperamental quality of the halldorophone 
expressed here. 

4.2 Epistemic Qualities 

All instruments frame our perception of the musical pos-
sibilities available. A new instrument frames our think-
ing, influences our musical work and reconfigures how 
we relate with other musicians. 

Electronic and acoustic: phone jack connectivity (gui-
tar tech, stomp pedals etc.), mixer-like slider knobs for 
gain control, cello-like configuration of strings and set up 
to feedback like an electric guitar left leaning on an amp 
stack. All this existing music technology constituting the 
halldorophone is very familiar to contemporary musicians 
and each discreet part (strings, volume slider etc.) has an 
inscribed culture of use, which is lent to the overall intel-

 
4And that electro-mechanically driven, cleanly sustained notes are more 
appropriately explored with use of string specific exciters as in the MRP 
[11] and Moog Guitar [19] or with products like the Sustainiac [20]. 
5 M. Lilja, personal communication, Dec 10, 2018. Other quotes by him 
in this text are from the same interview. 
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ligibility of this new configuration, of which Guðnadóttir 
says: 

Yeah! You can go the string-route and then tap into, 
which I’ve always been super into, the electronic domain 
also. I have very little interest in sitting and program-
ming, I like to have things physical… 

The integrated combination of strings and electronics in a 
sound generating schema is perceived as positive by Ste-
ve Albini: 

I like that unlike a lot of electronic instruments it has a 
useful acoustic character, it isn’t just a voltage source, 
and it allows for drastically different performance tech-
niques that are useful, rather than merely novel.6  

The instrument, greater than the sum of its parts, howev-
er, is a system intentionally set to feedback on strings and 
when the interviewees describe the feel of that, a sense of 
co-composer, or a second voice often comes up. When 
asking Lilja: “does it ever feel like it [the halldorophone] 
is composing with you?” 

Yes… Quite often. I’m just following where he or she is 
going. Yes definitely. It has such a strong will, it will go 
somewhere for sure if you don’t stop it. 

The question is leading but Max’s anthropomorphizing of 
the halldorophone is a tendency noticed by the author 
when users describe interacting with the feedbacking 
system, it is tempting to associate this linguistic slip with 
an underlying feeling of a compositional agency residing 
within the instrument. Consider this reflection by 
Guðnadóttir on mastering a passive instrument: 

I sucked as a cello student; I was a terrible classical, 
cello-virtuoso-student. I always thought it was more in-
teresting to receive than to dictate... That thing about 
taming the instrument, which is something you are aim-
ing for when you are practicing 7-8 hours a day. When 
you study like that there are lots of rules about what is 
right and what isn’t, that never really appealed to me. I 
am more interested in how things might be...  

This statement signifies an approach to music making as 
a process of discovery, one where she is ready to receive 
from the instrument as well as the instrument receiving 
from her. A form of dialogue where music emerges 
through investigation, not through defined pre-conceived 
expression that is conveyed through an instrument serv-
ing as mere medium. 

4.3 Relating to Others 

Music is a social communication and a new instrument 
will offer new language, a new vocabulary to express 
oneself with. Perhaps it is useful here to reflect on a con-
trasting approach to music making than the halldoro-
phone affords: as elaborated on by Emily Dolan in her 
exploration of the musicality represented by keyboard 
instruments [22], as resting: “…on the premise of a com-

 
6 S. Albini, personal communication, Jan 2, 2019. 

poser in technological control; the work concept requires 
obedient instruments, performers, and ultimately audi-
ence members and musicologists.”  

Taking a cue from Dolan, we might consider the hall-
dorophone a disobedient instrument, as such, how will an 
instrument that resists being dictated to alter the interac-
tions of people working with it? Composer Esa Lilja 
gives us an indication: 

 The main difference is that the instrument is designed by 
a fellow who is not a musician and it shows to some de-
gree. […] Because nobody can write for that thing [hall-
dorophone] you have to find a new way to work with it. 
Your [the author’s] instrument is sort of a perfect tool for 
that, to re-think many things, how to write for a thing 
which doesn’t sound [acoustically] in many places 
[across the register] and then you have to consider the 
musician who needs to play this stuff. Which all would 
have been a lot easier with a cello with added distortion 
but then I wouldn’t have written the music which we 
wound up with.7 

Expressing that he has to engage the instrument and 
performer in the task of developing a vocabulary during 
the process of composing due to the unfamiliarity and 
unpredictability of the instrument.  

 
Figure 3. Hildur Guðnadóttir and halldorophone at the  

Barbican in 2017. Photo: Dave Pettit.  

Temprementality and unpredictability takes on a 
different significance in the live setting, as per 
Guðnadóttir: 

Like when we played the Barbican for 2000 people, when 
I was totally solo, before playing with the band [Sunn 
O)))]. Then he just decides to completely screw with me! 
And like that you are naked on stage, you know. But that 
also brings its own energy, of course it’s totally maso-
chistic, it’s a masochistic energy putting yourself in that 
situation. I still think it’s interesting and I like it. You 
have to ask yourself, in real time, in front of an audience: 
How are you going to deal with it, decide now! And how 
can you get him to cooperate! I think it’s part of the en-

 
7 E. Lilja, personal communication, Jan 8, 2019. 
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ergy of doing experimental stuff. And as a consequence, 
your own energy is transformed, when you are also wait-
ing for what comes next, along with the audience. 

We can view Guðnadóttir’s challenging but positive ex-
perience of having to negotiate with the instrument live in 
light of the previously mentioned research on disfluency 
as part of an instrument schema [21]. In her own words 
making her feel: “more present and focused”. But we 
may wonder if that feeling translates to the audience. Ste-
phen O’Malley reflects on the same performance by 
Hildur: 

She has played with us [Sunn O)))] a few times over the 
past few years back, once [as opening act] at the Barbi-
can. It was amazing, she filled that whole room with deep 
sound and she was completely there. That’s a hard thing 
to do, to be alone like that on a stage with sound, com-
plete and vulnerable.8 

And indeed the same research as cited above does suggest 
that an instrument with disfluent characteristics allows 
the audience to better appreciate a performer’s skill, some 
of that “presence and focus” may be coming across… 

5. DISCUSSION 

The character of the halldorophone, as perceived by its 
users has become somewhat apparent: it invites them in 
with a conservative configuration of elements (cello-like) 
allowing them to repurpose their playing skills (to an 
extent), adding the cognitively available affordance of 
string feedback (as contemporary musicians predominant-
ly understand the phenomena of electric guitar feedback).  

Once they engage the deterministic parameters of the 
system: individual gain settings for each string (with 
some connectivity variance between individual iterations 
of the instrument) they find a cybernetic loop of coupled 
strings that can quickly be made to behave in a very com-
plex way, but (crucially) can be dialled back to being 
manageable when needed. In other words: It obstructs 
their fluency, but in a stimulating way by adding a layer 
of possibility: that of complex interaction with the elec-
tro-mechanical behaviour of the instrument (the string 
physics, acoustic response and electronic amplification 
circuitry). 

This is a condition for meaningful art to take place for 
Sally Jane Norman [23]: “Re-contextualisations of mate-
rials, or shifts in the ways we frame and focus our atten-
tion, perception, and values, generate resistance when 
they disrupt the status quo: innovative or unprecedented 
(as opposed to prescriptive and programmatic) use of 
artistic materials creates an energetically charged cut-off 
point with respect to conventions.”  

More specifically to music Thor Magnusson offers a 
reflection on what constitutes a good instrument [24]: “A 
good musical instrument, therefore, exhibits the duality of 

 
8 S. O’Malley, personal communication, Jan 5, 2019.  
 

shifting between being a means to an end and an end in 
itself”. It would seem the halldorophone embodies some 
of those qualities, to quote Guðnadóttir when asked if the 
halldorophone has affected her cello playing: 

...Well I just play the halldorophone a lot more these 
days. In concert and recording, I’ve been using it a lot 
more than the cello.  

5.1 More Mayhem 

When the principal interviewees were asked to speculate 
about improvements to the halldorophone they expressed 
curiously similar ideas: Guðnadóttir revisited an idea 
from a previous conversation with the author (years ago) 
about a second actuator being built into the instrument: 

Maybe more than one speaker? A second speaker or 
transducer, with a different character of sound, pitch shift 
or something? And add control on the mixing panel so 
you can pan or fade it in and out. It could give you, like, 
a dialog so you could widen, hmm, maybe pitch shift one 
speaker up and down on the other. Then you could get, 
kind of, like a stereo image... 

Lilja offers a similar sentiment of increasing complexity 
through more actuators in the system: 

… Now that we talked about the possibility of another 
instrument interfering with the frequencies [previous dis-
cussion about feeding external signal sources into the 
halldorophone] and, I don’t know, maybe there was a 
bad connection but I also mentioned that, or was it you 
who talked about building a two body halldorophone at 
some point? I think that might open a new space… I don’t 
know how that would work. 

Author: Would you like to have another performer with 
you is that what you mean? 

Hmm yes, that to, but if you could have a halldorophone 
with two bodies… 

Author: That’s a really interesting idea and I have no idea 
if it came from me but it’s a good one. Kind of like there 
would be a separate system making the whole thing a bit 
more complicated?  

Yeah exactly! They could be somehow linked, maybe also 
physically so they would interact… Hmm, yeah. 

The similarity of the ideas Guðnadóttir and Lilja express 
here is surprising as they do not know one another, so 
they arrive at the thought independently (although, per-
haps with some cross-pollination by the author). And 
also, because it can be seen as a desire for more complex-
ity, which is counter to what the author had expected. The 
message is clear: These users who are very familiar with 
the instrument are curious about adding nodes of actua-
tion into the system. Perhaps people born into the digital 
age are more comfortable and interested in engaging me-
dia that are not fully in their control, media that can push 
back, yielding surprise and insecurity? 
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6. CONCLUSIONS AND FUTURE WORK 

In this paper we have discussed the halldorophone, a new 
instrument based on a feedbacking, system of coupled 
strings and have investigated its appeal to musicians who 
use it, in this case: proficient, experimentally minded 
cellists with a background in electronic music.  

Based on the interviews presented here we can say 
with some confidence that there is a place for such an 
instrument in contemporary music making as these ac-
tive, successful musicians find that it adds to their vocab-
ulary and has opened up a space of affordances they are 
curious to investigate further. We have found that the 
main quality of this instrument, as perceived by its users 
has become apparent: It obstructs their fluency, but in a 
stimulating way as it adds a layer of complex interaction 
to an instrument that is otherwise quite familiar. And they 
desire more of that complexity to investigate 

To proceed with the work, building more halldoro-
phones at a faster pace is healthy for the project as this 
means faster development and refinement of features and, 
crucially, puts the instruments in the hands of more users. 
To this end the author has started building a work-
shop/lab dedicated to the development of halldorophones9 
and has begun the work of reaching out to institutions 
with mandates of supporting experimental musical prac-
tices to house these instruments and provide access to 
interested users. 
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ABSTRACT

In this paper we introduce bell, a new, small programming

language included in the bach package for Max. The main

design goals of bell are ease of integration with Max and

bach and maximum compatibility with pre-existing syntaxes

and conventions bach users are already acquainted to. The

language is mainly exposed in Max through a new object

named bach.eval, but other, older objects have been up-

dated so as to take advantage of it. In this article, we

shall discuss the main choices underlying the development

of bell, and give a brief outline of its syntax and the way it

integrates within Max.

1. INTRODUCTION

The bach package 1 for Max 2 is a library of more than
200 patches and externals aimed, among the other things,
at easing work in the fields of computer-aided and algorith-
mic composition. It contains some modules for displaying
and editing graphically musical scores, but the vast major-
ity of its components are tools for manipulating a tree data
structure called llll (an acronym for Lisp-like linked list)
which somehow constitutes the backbone of bach, as vir-
tually all the bach objects exchange with each other lllls

containing pieces of information of any complexity, from
a single number to a whole score combining instrumental
notation and directives for controlling electroacoustic pro-
cesses. [1]

It has been clear since the beginning of bach that non-
trivial tasks in the aforementioned fields require the im-
plementation of potentially complex algorithms and pro-
cesses, something that the graphical, data-flow program-
ming paradigm of Max, beyond the long-standing theoret-
ical debate on whether it is a programming language or not,
is notoriously not well-suited to. [2, 3]

In fact, other systems for computer-aided composition
and related activities are either extensions of established
textual programming languages including imperative fea-
tures, or they do actually implement new visual languages,
but nonetheless incorporate imperative traits in their un-
derlying textual representation. Examples of the first kind
include OpusModus

3 and Common Music
4 (based upon

1 www.bachproject.net
2 http://cycling74.com
3 https://opusmodus.com
4 http://commonmusic.sourceforge.net
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Common Lisp) or Music21
5 and Abjad

6 (based upon
Python). In the second class we find, for instance, the Lisp-
based PatchWork family, currently composed of PWGL

7

and OpenMusic
8 . This class combines the strengths of

graphical and textual programming through the use of
graphical widgets representing custom-made portions of
textual code, something that provided the original impetus
behind the idea of augmenting bach with such a possibility.

2. LANGUAGE BINDINGS IN MAX

Max offers indeed several options for embedding tradi-
tional code in a graphical patch, as it contains out-of-the-
box bindings to Java, JavaScript and Lua. Moreover, with
somewhat greater effort, it is possible to write one’s own
external objects in C (and any other language that can be
compiled to object code linkable to C, the most obvious ex-
ample being C++). When investigating the possibile ways
to give bach users a way to express processes through tex-
tual coding, we obviously first considered these possible
language bindings. Unfortunately, it quickly became clear
that all of them had important drawbacks in the context of
what we were looking for.

2.1 C and C++

Objects in C and C++ can be very efficient, handle the na-
tive data types of Max and (through the use of a public
API) bach, and have fine-grained, low-level access to vir-
tually every aspect of the Max environment. On the other
hand, code written by the end user must be compiled and
then integrated in Max as a plugin, which requires to mas-
ter the compilation chain and increases considerably the
time needed for a write-test-debug cycle.

In addition, C and C++ have a well-deserved reputation
for being difficult languages, which very few musicians to-
day have the interest and inclination to learn (whereas ex-
tending Max in C was originally meant to be a normal part
of the Max user’s workflow [2]) and the Max and bach C
APIs require taking care of a great amount of low-level de-
tails only remotely related to the specific problem that the
object itself is intended to solve.

For these reasons, C and C++ do not appear to us as valid
choices for a language for composers willing to implement
musical operations through textual coding.

5 http://web.mit.edu/music21/
6 http://abjad.mbrsi.org
7 http://www2.siba.fi/PWGL/
8 http://repmus.ircam.fr/openmusic/home
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2.2 Javascript, Java and Lua

The JavaScript language binding (exposed by the js and
jsui objects) has the major problem of not being well inte-
grated within the threading model of Max, as code is only
allowed to run in the main thread. Moreover, the JavaScript
implementation, although higher-level than C’s, is anyway
very revealing of the low-level workings of the Max envi-
ronment, requiring users to implement methods respond-
ing to the different messages sent to the object, deal ex-
plicitly with inlets and outlets, taking care of not breaking
the Max’s conventions about evaluation order and so on.

The same, relatively low-level approach applies to the
Java and Lua bindings, respectively exposed by the
mxj/mxj˜ and jit.gl.lua objects.

2.3 Lisp

The fact that the main data structure of bach is so close
to that of Lisp suggested us Lisp itself as the way to go.
Moreover, countless composers have been writing Lisp
code over the years for implementing their own composi-
tional processes, sometimes leading to cornerstones such
as Camilo Rueda’s, Jacques Duthen’s and Tristan Mu-
rail’s Esquisse library 9 or Marco Stroppa’s OM-Chroma
project 10 . Since the only (to our best knowledge) existing
Lisp binding for Max, Brad Garton’s maxlispj

11 , seems
to be an experimental project rather than a practical one
because of its limitations, instability and apparent lack of
maintenance, we went as far as trying to embed the ECL
Embeddable Common Lisp compiler into a Max object.
It quickly became clear, though, that a true, modern Lisp
implementation has an enormous set of constraints about
threading, garbage collection (which is a curse in a real-
time system such as Max, as it can delay computation ar-
bitrarily) and more, and many other data types besides the
list. All these features and requirements, if not correctly
dealt with, would lead to a horribly crippled Lisp dialect,
consisting only of the most fastidious aspects of the lan-
guage (such as the infamous amount of parentheses and the
rather impractical, by today’s standards, prefix notation)
but deprived of all the features that make Lisp the amaz-
ingly powerful and elegant language it still is. So we even-
tually discarded the Lisp option (an interesting approach to
working in Lisp on lllls is described in sec. 8).

2.4 Other languages

We also evaluated the possibility of embedding other lan-
guages (Haskell and Python briefly enticed us), but none
of those we considered seemed apt to the task and, at the
same time, reasonably easy to integrate within Max and
bach, so we found ourself back at the starting point.

3. THE EXPR FAMILY

Max includes another programming language, or a stub
thereof, in the expr, vexpr and if objects. They provide

9 https://github.com/openmusic-project/Esquisse
10 http://forumnet.ircam.fr/product/

openmusic-libraries-en/
11 http://sites.music.columbia.edu/brad/

maxlispj/

a way to implement mathematical expressions and condi-
tionals through a form of textual coding so simple to be
easily overlooked, but expressive enough for greatly sim-
plifying small tasks that might require complicated solu-
tions if tackled otherwise. The syntax of the expr fam-
ily of objects is based on infix notation, with support for
the most common arithmetical operators and mathematical
functions. Data received from the object’s inlets are re-
ferred to via the $i1... $i9 and $f1... $f9 keywords (respec-
tively for integers and floating-point numbers). Function
arguments are surrounded by parentheses and separated by
commas. Parentheses are also used for controlling eval-
uation precedence. The expr and vexpr objects (differing
only in the ability of the latter of performing element-wise
operations upon lists of values) return the result of each
computation from their only outlet; the if object allows
choosing between two different results, optionally routing
them to two different outlets, according to the result of a
boolean expression.

Figure 1. An example of the expr and if objects.

Since its first version, bach has added to the expr family
a new member called bach.expr, essentially based on the
behavior and syntax of vexpr but capable to operate upon
rational numbers and pitches (two base data types added
by the bach library), as well as perform element-wise op-
erations through a depth-first traversal of the tree structure
of lllls.

For the simple tasks they are designed for, these objects
pose several advantages when compared to the ‘real’ lan-
guage bindings discussed above:

• The code can be typed directly in the object box, thus
making the role of the object itself in the patch much
clearer than if the code was hidden in a separate editor
window or read from a source code file.

• Inlets and outlets are managed by the object itself, with
no need to specify details concerning their management
in the code.

• There is no need to explicitly define specific methods
or functions responding to the different messages the
object can accept.

• All being considered, the code only expresses the core
of what it really has to do, with no need for any sur-
rounding infrastructure (at the other extreme, a Max
object written in C easily requires dozens of lines of
code only for managing its definition, lifecycle and
mechanism of communication with the host environ-
ment).

In summary, this architecture allows better embedding
of the textual language into the host environment with re-
spect to the traditional language bindings described above.
Objects of the expr family are usually sprinkled around a
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patch and take care of relatively small computational tasks,
communicating tightly with other objects in charge of the
user interface, DSP, MIDI, event scheduling and more. Al-
though their expressiveness is very limited, not supporting
variables, iterations, general conditionals and so on, it can
be seen as a starting point for a richer functional language.

These considerations led us in the direction we finally
chose to pursue: extending the syntax of the expr family,
adding to it all it takes for turning it into a real, Turing-
complete, practically usable (and hopefully easy) program-
ming language, meant to be a strong asset for allowing
users to choose the best programming style for implement-
ing their own ideas without breaking the more general
graphical paradigm of Max.

4. DESIGN PRINCIPLES

Once determined that a new language (which, from now
on, we shall call bell, standing for bach evaluation lan-

guage for lllls, but also paying homage to the Bell Labs
where Max Mathews invented the seminal MUSIC soft-
ware) had to be devised, we identified the following main
design principles:
Embedding. bell should be exposed to Max in a new, spe-
cific bach object called bach.eval. It should be possible to
type programs directly in the object box, as in the objects
of the expr family, or in a separate text editing window, as
in the standard Max language objects, or likewise to load
them from a source code file (replacing the existing code
or appending it). It should be also possible to pass new
programs in the form of Max messages. Moreover, the be-
havior of other bach objects should allow being fine-tuned
through snippets of bell code.
Retro-compatibility. The language should be fully down-
ward-compatible with bach.expr, vexpr and expr. This
means that any expression written in one of these objects
should be understood by the new language and produce the
same result (there are some minor exceptions to this, but
they are absolutely marginal and deserve no further men-
tion within the scope of this article).
Applicative style. As programs are expressions and pro-
duce results, the language should be a functional one, or
at least fully support functional-style programming. As
a consequence, all the constructs of the language should
yield a result. On the other hand, for practicality’s sake, the
language should also have a set of imperative-style con-
structs, such as variables, loops and a sequence operator.
Also, bell code should need no notion of time (and there-
fore have no event scheduling capabilities), nor of its role
in the patcher, nor of the surrounding Max environment: it
should strictly be an expression evaluator.

The final result of a program, which is an llll, should be
output from the main (and, in the simplest cases, sole) out-
let of bach.eval; it should be possible to output data from
other outlets through specific syntactic features. In the case
of other objects, the return value should be passed to the
host object for controlling its behavior.
llll algebra. lllls should be the only data type of bell, at
least in its first version: the parameters and return values of
all bell functions, operators and constructs should be lllls.
A wide set of llll primitives is already present in bach, and

most of them are exposed by specific bach objects. These
primitives should generally be exposed as bell functions
as well, retaining as much as possible the conventions and
nomenclature adopted in their bach-object form. Thus, for
example, the llll rev() C function of the bach API, whose
purpose is reversing an llll, is exposed in the bach.rev ob-
ject and should be exposed in the rev() bell function as
well.

5. THE BELL LANGUAGE

The implementation of the bell language is strictly based
upon the design principles stated above. In this section,
we shall list some of its most important features, without
aiming for completeness or thoroughness.

5.1 llll values

As hinted at before, an llll is a tree structure mostly re-
sembling a Lisp list. Its leaves can be integers, floats and
symbols (the standard data types of Max), rational num-
bers, musical pitches (expressed in terms of a degree, an
optional alteration and an octave: for more details, see [4])
and functions (only useful in the context of bell). Each
llll can recursively contain other lllls as well: in the stan-
dard textual representation, these are enclosed with pairs
of square brackets. 12 A typical llll literal value might be:

1 2.3 4/5 [Eb6 [foo bar]] 7

Besides the obvious presence of the Eb6 pitch, the most
apparent difference with respect to most Lisp dialects is
that the root level of an llll is not enclosed with brackets.
Although this may seem a mere cosmetic detail, it bears
some important structural consequences, including the fact
that there is no concept of atom: single values such as 1 are
always considered one-element lllls in the context of bach.
The rationale behind this choice is that it allows regular
Max lists and messages to be treated as flat lllls.

5.2 Expressions and arithmetical operators

A bell program is an expression, typically composed by
sub-expressions connected by operators. A valid, if sim-
plistic, bell program is therefore 1, which is an expression
returning the value 1. A slightly more interesting program
is 1 + 2, returning 3. Whitespace is optional in this case,
so the form 1+2 is equivalent to the previous one.

As in the expr family, it is possible to control evaluation
precedence through parentheses: so, 2+3*4 returns 14,
whereas (2+3)*4 returns 20.

As stated above, the final result of a bell program is out-
put from the main outlet of bach.eval.

It should be noticed that, in these examples, a number
n denotes a singleton llll, and that arithmetical operators
such as + apply point-wise in lllls.

12 Previous versions of bach used round parentheses for marking sub-
lists. Starting from forthcoming (at the time of writing) version 0.8.1, the
‘official’ sublist marker will switch to square brackets, although this will
only be mandatory in bell code, whereas in all the other situations round
parentheses will be accepted too, for backwards compatibility.
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5.2.1 Implicit concatenation

Concatenation of elements into lllls is done implicitly in
bell. This means that there is no explicit operator for build-
ing a new llll out of shorter ones (or, in the simplest case,
from single elements, that is, one-element lllls): elements
or lllls just placed one after another, separated by white-
space or parentheses, be they typed in the code as literals
or results of evaluation of other constructs, are chained to-
gether. We might say that list building is performed by the
null operator.

Of course, this is true recursively, so in practice any num-
ber of expressions can be placed one after another, so as
to build long lllls. In the simplest case, the individual ex-
pressions are just literals evaluating to themselves, as in
1 2 3, returning the three-element llll 1 2 3. But things
like 1 2+3 4 (also written 1 2 + 3 4), returning 1 5

4, are also possible, showing that the + operator is applied
before concatenation, thus consuming the expression that
precedes and the one that follows it (concatenating the op-
erator itself as an element of an llll can be achieved through
the functional form of the operator, #+). The last exam-
ple also shows that +, as more generally all the unpaired
operators, has higher precedence than implicit concatena-
tion. On the other hand, parentheses can control this: so,
(1 2) + (3 4) first evaluates the two concatenations,
respectively returning 1 2 and 3 4, then sums them, thus
returning 4 6 (the addition is extended point-wise on lllls).

5.2.2 Wrapping operator

Square brackets denote a unary operator that injects a value
into an llll—that is, just like in the textual expression of
lllls, a pair of square brackets marks a sublist. Thus, [1]
actually returns [1] (a singleton llll whose only element
is in turn a singleton llll); [2*3 4] returns [6 4]; and
[[2*3] [4*5]] returns [[6] [20]], by virtue of wrap-
ping first, then concatenation, and finally wrapping again.
As a matter of fact, the combination of wrapping and con-
catenation makes it possible to see a bell program as the
textual representation of an llll with some special syntacti-
cal conventions for intermingling calculations into it.

5.2.3 Sequences

It is possible to sequence expressions, that is, make it so
that they are evaluated one after another, in the order in
which they appear in the code. This is expressed through
the ; operator. The result of a sequence is the result of the
last (that is, the rightmost) expression composing it. So,
the 1 ; 2 expression will return 2.

As with implicit concatenation, it is practically possible
to form sequences composed of any number of expres-
sions. As the ; operator groups left-to-right, 1+2 ; 3+4
; 5+6 will first evaluate the sequence 1+2 ; 3+4, re-
turning 7, and then the sequence 7 ; 5+6, returning 11.

The two last examples have no practical meaning, as se-
quences are only useful when the expressions that compose
them have side effects: this applies in particular to variable
assignment (see below).

5.3 Variables

Variables are the main construct with side effects in bell.
They do not need to be declared before using them, and

are of a single type, the llll. If a variable is read before
being assigned a value, it returns an empty llll (called null

in the bach system). Variables are either global or local.
Globals are visible by all the bell-compliant objects in the
Max session. Locals have a leading $ sign and are accessi-
ble only from their scope of definition.

Assignment to a variable is performed through the = op-
erator, not to be confused with the == equality comparison
operator. There exist a set of C-style assignment operators,
too, such as +=, *= and many more. The return value of
all the assignment operator is the assigned value and, since
they have right-to-left precedence, it is possible to set up
chains of assignments.

5.3.1 Inlets

Data received in bach.eval’s inlets can be accessed by bell

code through a set of keywords, the most general being
$x<n>, where <n> is the rank of an inlet (counted from
left to right). So, the expression $x2 returns the llll en-
tered in the second-from-left inlet of the bach.eval object.
This is consistent with bach.expr. Other forms of inlet key-
words exist, mimicking the strongly-typed ones of expr,
vexpr and if : for example, $i1 returns the llll entered in
the leftmost inlet, with all its values cast to integers (and
there are more forms for floats, rationals and pitches). This
feature is present mostly for downward compatibility, but
its usefulness is probably quite marginal.

It should be remarked that, as in the other expr family ob-
jects, the number of inlets of the objects is usually inferred
automatically from the inlet keywords. Unlike expr, vexpr

and if , though, it is also possible to set it explicitly through
the inlets object attribute: this can be necessary if the pro-
gram (and, subsequently, the number of addressed inlets)
is meant to change after the object instantiation.

5.3.2 Outlets

It is possible to output data from auxiliary (‘extra’) out-
lets of the bach.eval object by assigning them to the
$o<n> pseudovariables, where <n> is the rank of an out-
let (counted from left to right). This allows using bach.eval

for routing messages to different parts of a Max patch ac-
cording to complex conditions: in this sense, bach.eval can
behave in ways related to Max objects such as if , route and
gate. For an example, see fig. 2.

The fact that data are assigned to extra outlets does not
detract from the fact that the program has anyway one sin-
gle return value proper. So, even if extra outlets are de-
clared, bach.eval has one main outlet, distinct from them
and placed at their right, from which the actual return value
of the computation is output before all the extra outlet data,
which are subsequently output in right-to-left order (re-
gardlessly of the order in which the pseudovariable assign-
ment happens during evaluation). The rationale behind the
choice of moving the main outlet to the right is that, if
extra outlets are present, the ‘true’ return value is custom-
arily not used in the patch, thus not deserving the most im-
portant, leftmost outlet. Not less importantly, in this way
$o<n> refers to the actual nth outlet, not the (n+1)th one.
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Figure 2. An example of a bach.eval with multiple outlets. As the
highest-rank outlet pseudovariable declared is $o2, two extra outlets are
created at the left of the main outlet. At the end of the computation, the
evaluation result is output from the rightmost, main outlet (for details on
the return value of conditionals, see subsection 5.4). Then, if the con-
dition is true (that is, if the number of elements of the incoming llll is
even), the reversal of the incoming llll is output from the leftmost outlet,
otherwise the incoming llll is output unmodified from the middle outlet.

Figure 3. An example of bach.eval, computing a Fibonacci sequence up
to a given term, something that would typically require a fairly compli-
cated patch. This example contains some language features that have not
been described yet: $fibo:-1 and $fibo:-2 respectively extract the
last and one-but-last element of the llll contained in the $fibo variable;
= is an assigning operator that appends new elements at the end of the llll

contained into a variable (in this case, it appends the sum of the two last
elements to the already computed sequence). @out t, on the other hand,
is not a language feature, but an attribute of the bach.eval object (and vir-
tually all the other bach objects) whose precise meaning is discussed in
[1]: suffice to say that it is required for outputting the llll produced by
bach.eval in a format that the message box below can understand.

5.4 Conditionals

In bell there is no dedicated boolean type. Thus, the fol-
lowing convention is used in constructs requiring a boolean
value: values of 0 (that is, integer 0, floating-point 0., ra-
tional 0/1 and pitch C0) and null are considered false; any
other value is considered true.

The main conditional construct in bell is if ... then ...
else. It returns the value of the evaluated branch, chosen
according to the provided conditional expression, or null if
the condition is false and no else clause is provided.

5.5 Loops

Two looping constructs are implemented in bell: the un-
bounded while iteration, repeating the evaluation of an
expression as long as a given condition is true, and the for
loop, iterating depth-first over one or more lllls according
to a rather large set of options, including the abilities of
limiting the traversal depth and setting an additional con-
dition for prematurely stopping the iteration. Both loop
constructs return the value of the loop body at the last iter-
ation performed, or null.

5.6 Functions

As hinted at above, bell provides a set of built-in functions
performing a wide array of standard operations on lists,
such as reversal, rotation, search, transposition, sorting and
so on. All functions in bell have return values, although

some, such as print(), are typically called for their side
effects. Moreover, users can define their own functions,
which can be called with exactly the same conventions as
built-in ones.

5.6.1 Function calls

Built-in functions have actual names whereas, strictly
speaking, all user-defined functions are anonymous. In
both cases, functions, from the point of view of bell, are
technically elements of lllls (usually each being the only
element of its containing llll). This means that, from a for-
mal point of view, cos(0) means ‘pass 0 to each element
of the preceding llll, whose only element is the cos func-
tion’. Thus, (sin cos)(0) would be a perfectly legiti-
mate construct, returning 0. 1.. Performing a function call
upon an llll element that is not a function is possible, but it
will return null and print a warning in the Max console. 13

We shall discuss below how user functions can be de-
fined but, for the sake of simplicity of this first implemen-
tation, we did not introduce an explicit mechanism to name
them: variables are used to refer to them instead. This
means that, once a function has been defined and assigned
to the variable $myfunc, it is possible to call it with, e.g.,
$myfunc(0). If a single-assignment rule is assumed for
these variables, there is no noticeable difference between
bell and the usual functional coding style.

All function arguments have defaults, so no argument is
mandatory. On the other hand, if the default is null, call-
ing a function without providing enough arguments (e.g.,
sin()) will return null. Multiple arguments are separated
by commas (e.g., pow(2, 3)). Moreover, all parame-
ters are named, so arguments can be given out-of-order
using their names (e.g., pow(@exponent 3, @base
2): this is especially useful in the case of functions calls
in which the user wants to change only a few parameters
from their defaults.

5.6.2 User functions

User functions are defined by the -> operator, preceded
by the comma-separated parameter names (and, optionally,
their respective defaults) and followed by the actual func-
tion body, e.g., $x, $y = 1 -> $x * $y. This is a
function literal, not differently from 1 being an integer lit-
eral. A function defined in this way can be called directly,
or, as hinted at above, be assigned to a variable and called
through it: this is the only general way for a function to be
reusable in different parts of a program. Functions not as-
signed to variables are typically passed to other functions
as lambdas.

5.6.3 Scope of local variables

Local variables have lexical scoping and dynamic extent:
this means that their lifetime is not restricted to its scope

13 A syntactical subtlety is at play here: the fact that cos(0) is treated
as a function application, rather than the concatenation of the cos function
and the 0 literal surrounded by an unnecessary, but legal, pair of parenthe-
ses, stems from the fact that there is no whitespace between the function
name and its argument list: cos (0) would have been considered the
other way. Although we are aware that this choice may appear a not very
elegant one, it seemed to us the simplest way to allow parentheses to be
used as both precedence and function application operators (thus retain-
ing compatibility with the expr family), while preserving the fundamental
principle of implicit concatenation.
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Figure 4. The bach.intersection object returns the intersection of two sets
according to a custom equality comparison defined by the snippet of bell

code $x1 % 12 == $x2 % 12, called by the intersection algorithm
every time it needs to compare a pair of elements from the incoming lllls.
In this context, $x1 and $x2 do not refer to the object inlets, but more
generically to the data passed to the called bell function by the caller.

of definition, and they can be accessed, although indirectly,
from another scope. The classical example is the capture of
a local variable in a function definition, the function being
used elsewhere. Thus, in a scenario like
$a = 1 ; F = $x -> $a += $x ; F(10)

the value of local variable $a will be modified by the func-
tion referred to by F. The function can be called anywhere
else in the program, through the global variable F, lead-
ing to the assignment of the local variable $a. This cap-
ture mechanism is especially useful for specifying recur-
sion (see below) and simplifying the passing of extra pa-
rameters to anonymous lambda functions.

Function arguments hide local variables with identical
identifiers. Thus,
$a = 1 ;
($x, $a = 10 -> $a += $x)(20) $a

will return 30 1, as the value of the $a variable visible in
the outer scope has not been affected.

5.6.4 Recursion

As hinted at before, dynamic scoping makes it straightfor-
ward to implement recursive functions:
$fact = ($x -> if $x <= 1 then 1

else $x * $fact($x-1))
will work because the $fact variable, containing the re-
cursive function, is visible in the function itself.

6. IMPLEMENTATION DETAILS

6.1 Code compilation and execution

As the host object receives the source code of a bell pro-
gram, it translates all the defined functions (including the
main function, that is, the ‘main’ body of the program) to
separate abstract syntax trees, each associated to a symbol
table with its arguments.

In the case of bach.eval, code is executed when the ob-
ject receives data in its leftmost inlet; other objects may
execute the code according to their own principles of op-
eration (see, e.g., fig. 4). In any case, code execution con-
sists of the traversal of the abstract syntax tree of the main
function, from which other functions are called when nec-
essary.

The interpreter and runtime engine of bell are written in
C++ (with the help of a Flex/Bison parser) and linked to the
C-based bach and Max APIs. Although not possible yet, it
should not be difficult providing developers with a further
bell API allowing them to add new built-in functions to
the language. We are not sure, on the other hand, of the
practical interest of such a possibility.

6.2 Efficiency

Besides the llll management (which was already imple-
mented in the bach API), the function call procedure is eas-
ily the most complex task performed at runtime: dynamic
scoping and management of arguments, their defaults and
the two ways of passing them (by position and by name)
delegate to run time many operations that could otherwise
be performed during compilation. On the other hand, we
believe that, although computational speed is surely not
to be overlooked, a high-level system such as the one we
propose should generally favor ease and flexibility of use
rather than sheer efficiency. For this reason, we think that
the convenience of a richer function calling mechanism
outweights the performance penalty imposed by having to
give up some possible compile-time optimizations.

An important underlying feature of bell is that, although
variables are mutable, lllls are inherently immutable. This
means that users never need to explicitly clone lllls, as all
the cloning operations are performed transparently. Al-
though this may slow down the computation unnecessarily,
we think it is another case in which ease of use outweights
the additional work required to the machine.

Even taking into account these trade-offs, substantial
work is still needed to improve the efficiency of bell. As
of now, the speed of execution of bell programs ranges
from comparable to that of corresponding bach-based Max
patches to significantly slower. At least two important opti-
mizations are possible: avoiding the generation of interme-
diate lllls during evaluation (this can be achieved through
the deforestation algorithm [5]), and implementing scalar
data types, transparent to the user but used internally in
place of singleton lllls. Both optimizations pose no major
technical challenges, but they would require an important
development effort, whereas the goal so far has been to
produce a reasonably well-tested, working system, some-
thing that has seemingly been achieved. 14

7. FUTURE WORK

Although the framework in which this will happen is not
clear yet, there are plans for extending bell in a few essen-
tial directions.

Firstly, it will be useful to implement a number of opti-
mizations, such as tail-call optimization, dead code elim-
ination or constant folding, plus, of course, the ones de-
scribed in the above section. These may increase dramati-
cally the memory and speed efficiency of the language run-
time.

One of the original plans about bell was to allow it to di-
rectly access for both query and modification the internal,
non-llll data structures of bach.roll and bach.score, the two
main objects of the bach library devoted to the representa-
tion of musical scores. Such a feature would require the
implementation of at least a rudimentary object system for
bell: although some pieces of infrastructure for this are
already in place, it would be a massive undertaking, also

14 At the time of writing, a version of bell with all the features described
in this article and more has been thoroughly tested internally and dis-
tributed to a group of beta testers of the bach library. We plan to release
bell in a few weeks within the official version 0.8.1 of bach. It is worth
noting that bell will be distributed under an open source license, most
likely LGPL 3.0.
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requiring the involvement of Daniele Ghisi (who develops
the bach system alongside author Andrea Agostini).

A smaller, but not less important, feature would be the
addition of new built-in functions, and possibly the imple-
mentation of a sort of ‘standard library’, consisting of basic
functions more apt to be represented in bell itself than in
its C++ engine. This is probably something that will hap-
pen naturally, both before and after the first release of the
language.

8. RELATED WORK

The idea of augmenting Max with textual coding capabili-
ties in ad-hoc domain-specific languages is not new.

The venerable FTM library for Max 15 contains an ob-
ject, ftm.mess, capable of constructing Max messages con-
taining mathematical expressions, variables and more, and
calling methods on other FTM objects. Although a power-
ful replacement for Max’s message box, it is not (and is not
meant to be) a ‘real’ programming language, as it does not
allow conditionals, iterations and user-defined functions.
On the other hand, ftm.mess was surely an important inspi-
ration in the early conception of bell.

The o.dot project 16 , a comprehensive system for manip-
ulating OSC messages in Max developed at CNMAT, con-
tains the o.expr.codebox module that implements a quite
rich ‘programming language in a box’, not so differently
from bach.eval.

Antescofo [6] is a large research project whose center is
a programming language for description and scheduling of
musical events, available, among the other things, as an
object bringing a full implementation of the language into
Max. The main, central notion in antescofo is time, which
is represented through very rich semantics and data struc-
tures: on the one hand, this sets it apart from bell, which
has no notion of time whatsoever; on the other hand, as
both languages focus on the symbolic representation of
music and musical scores, it might be interesting explor-
ing possible ways to put them in relation with each other.

GenExpr, a proprietary language that can be used for pro-
gramming pixel shaders, DSP algorithm and control-rate
computation, is respectively exposed by the jit.gl.gen, gen˜

and gen objects, included in the official Max distribution.
GenExpr programs really lie at the intersection of graphi-
cal and textual coding, as they can be written as traditional
code or automatically generated as translations of visual
graphs drawn in a dedicated environment, similar but dis-
tinct from the Max patch. GenExpr has number crunching
as its main goal: its only data type is the floating-point
number, and its only data structure is the array of floats.

Although based upon an almost opposite approach, Julien
Vincenot’s remarkable work of building a communication
layer between bach and the SBCL Common Lisp compiler
should be mentioned here: Lisp code for manipulating lllls,
‘transliterated’, so to speak, to Lisp lists, is generated in
Max with the help of bach objects and run in SBCL in a
separate process, after which the results are sent back to
Max via a text file. [7]

Whereas each of these tools, including bell, has its own
focus and goals, we find it interesting to remark how the

15 http://ftm.ircam.fr/index.php/Download
16 https://github.com/CNMAT/CNMAT-odot

problem of extending Max through textual coding has been
tackled in different ways in relation to different projects.

9. CONCLUSIONS

We have presented a new programming language, named
bell, meant to be used in the larger context of the bach

library for Max and conceived as a substantial extension
of some features already present in Max itself. We have
discussed the motivations behind the very idea of imple-
menting it, as well as its overarching design principles and
some basic aspects of its syntax and inner workings.

We wish to add that, for a project like this one to have
some relevance, it is important to consider how it can be
disseminated. We hope that the bach user base will re-
spond favorably to it, and that teachers mentioning bach in
their computer music classes will find it interesting to give
an introduction to bell as well. It is worth adding that the
bach package includes a complete, pedagogical (albeit not
formal) documentation of the language, accompained by a
substantial number of examples.
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ABSTRACT

While communication between humans and machines has

become commonplace for a variety of tasks, such commu-

nication in the domain of music creation is currently dif-

ficult. One reason for this difficulty lies in the lack of re-

search on the type of language used when people talk about

musical changes and operations. Learning how humans

communicate about musical operations is a first step in the

process of developing a common ground of communication

between people and machines. We present a study for eval-

uating the natural language people use to describe features

of and changes to musical scores.

1. INTRODUCTION

Humans are currently able to have natural language inter-
actions with machines in a variety of domains. For exam-
ple, we can ask our phones to set up an appointment on
a calendar and we can request driving directions and re-
ceive a verbal explanation of the steps. However, there are
currently no widely available applications that utilize nat-
ural language for manipulating actual music, whether in
creative or educational domains.

Natural language has an expressive power that is lacking
from industry-standard musical software. Supporting it is a
two-fold task: the machine must be able to understand the
language provided by the user, which will include a mix of
general and domain-specific vocabulary, and then it must
be given the musical intuition necessary to accomplish the
task on digital representations of the score. The language
people use to refer to musical features on a score remains
relatively unstudied, making the first step quite difficult.
While the second step is supported by a large body of work
on linguistically-inspired models for musical structure [1,
2] and generative algorithms for music [3], those models
can only be leveraged once the computer has the ability to
understand the natural language we use to describe musical
structures.

Commonly available natural language toolkits perform
poorly with musical terminology out of the box. 1 . While

1 To give a concrete example, the Stanford CoreNLP parser is prone
to dependency tree and part of speech tagging issues with musical sen-
tences. At the time this paper has been written, the online interface at
corenlp.run is unable to correctly parse the sentence “In measure 1,
lower both As a step to G” (a sentence given by one the participants in
our study).

Copyright: c�2018 Donya Quick et al. This is an open-access article dis-

tributed under the terms of the Creative Commons Attribution License 3.0

Unported, which permits unrestricted use, distribution, and reproduction

in any medium, provided the original author and source are credited.

it is possible to augment these frameworks with additional
rules or to retrain the models on musical vocabulary, there
are no readily available natural language copora for score-
level music to serve as training data.

Text mining has been used in music information retrieval
for tasks like genre classification [4] and reviewing mu-
sic [5]. However, these types of applications only deal
with high-level properties in music (genre, mood, etc.) and
don’t concern the natural language used for small features
of the sort that composers are typically concerned with in
instrumental music. Given the problems experienced by
state of the art parsers, they would have difficulty when the
user then asks to start adding or deleting individual notes.
There is clearly a gap that must be filled in modeling nat-
ural language for music before natural language-capable
music creation software is viable.

In this paper, we address several important questions rel-
evant to studying natural language in musical settings:

1. Are people able to accurately describe musical
changes in words?

2. What language do people use to indicate particular
notes in a musical score?

3. Does the language used differ by level of musical
experience?

4. Are people able to recognize and articulate the geo-
metric operations of retrograde (playing something
backwards) and inversion (flipping a series of notes
upside-down)?

To answer these questions and to address this lack of
corpora containing musically detailed language, we con-
ducted a study to collect sentences that illustrate how peo-
ple refer to various musical entities and operations.

2. COMPOSITION BY CONVERSATION

Consider the following scenario: when using traditional
digital audio workstation software, we wish to change a
note’s pitch from F# to G. With most modern software,
the task is simple for one note: simple click, drag, and
drop. But, what if there are a multitude of such notes
needing the same operation, and what if they are sprin-
kled throughout the score between many notes that should
be left unchanged? With a drag-and-drop interface, there
are two options: repeat the same operation n times or try,
very carefully, to create a selected area that only spans the
intended pitch—which is a non-trivial task in many inter-
faces. And yet, there is a very simple description of the
task: “change all the F#s to G.” Wouldn’t it be nice if we
could communicate this to the machine so simply?
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The Composition by Conversation task (CbC) involves
a human interacting with a computer through natural lan-
guage to create and edit musical scores[6]. In our current
implementation 2 , users interact through a chat-style inter-
face to manipulate short fragments of music up to 8 mea-
sures long. The software primarily supports monophonic
music currently, but will later be extended to support poly-
phonic music over multiple staves. In CbC, there are three
general categories of commands a user can give: asking
the computer to generate a new melody, making modifi-
cations to a score, and asking questions about a score. In
this study, we explored statements related to operations for
altering notes, both singly and in groups where the same
operation was applied to all of them.

3. METHOD

We conducted a study on Amazon Mechanical Turk
(MTurk) to collect examples of natural language describ-
ing changes to musical scores. Our target population was
United States residents over the age of 18 who could speak
English and read music. To be eligible for the study, par-
ticipants had to pass a one-question pretest identifying a
basic feature on a musical score, such as the pitch class
letter or duration name of a highlighted note. Out of five
possible pretest questions, one was selected at random for
each participant. If the participant refreshed the page or
exited and started the experiment again, the pretest would
again be randomly selected, in part to ensure that partic-
ipants couldn’t simply refresh the page and try the same
question again. In each case, the odds of answering cor-
rectly by random selection were no more than 12.5% (1 in
8).

For each of 15 trials, participants were shown pairs of
musical scores. Each pair of scores shows a musical change
from the first to the second, with changes highlighted in
red in the second. An example score pair is shown in Fig-
ure 1. Participants could listen to both the original and
modified phrases by clicking a “play” button placed next to
each one. Participants also had the option to listen to each
score as many times as they wished, including not listen-
ing at all. Participants were prompted to describe how they
would make the indicated changes in words, as they would
to another person. Trials were presented in randomized or-
der. Demographics relating to native language and musical
experience were collected at the end of the study. Partic-
ipants reported both years of musical training/experience
and whether they played instruments, played music with a
group, and/or had taken a music theory course.

All but one of the score pairs were generated as MIDI
files by the CbC software and correspond to alterations that
can be described in just a single sentence, although users
were free to use multiple sentences or compound sentences
to describe the changes. For example, the score pair in Fig-
ure 1 was generated by the command “transpose all the As
down two half steps.” One additional trial was created us-
ing two sentences in the CbC software, with each sentence
corresponding to a different operation. The operations in-
volved in the trials is summarized in Table 1.

2 More information on the CbC task and its software implementation
is available at www.musicaresearch.org.

The software used for this study was an online experi-
ment design platform developed by Christopher N. Bur-
rows. Experiments created with this system are cross-
platform and mobile-friendly, and can include a number of
different types of multimedia elements (audio files in this
case, all of which which were preloaded at the experiment
start to avoid creating additional lag between trials). The
system also records many aspects of user interaction, in-
cluding whether users played examples and how long they
took for each trial.

4. RESULTS

We collected data from 109 MTurk users. Based on col-
lected demographics, our participants had an average age
of 37 and an average of 8 years of musical experience.
Of those who completed the demographics section, 65 re-
ported some college education or more, with 19 of those
working towards or currently holding a graduate degree.
All those who completed the demographics reported En-
glish as their first language.

The one-question pretest on simple musical score termi-
nology was effective in selecting for MTurk users who
had the score-reading abilities necessary to complete the
tasks. We consider this a noteworthy point, because other
researchers we consulted had expressed doubt over whether
this would successfully select for our target population.
The accuracy level shown in the results indicates that
MTurk contains a large enough musically educated pop-
ulation that it can support studies requiring use of musical
vocabulary, and that use of advanced musical terminology
was not necessary in the pretest. Additionally, a sizable
portion of our subjects reported high amounts of musical
training (10+ years).

For characterizing the data, we first define two key terms.

1. A selection is a group of one or more notes that need
to be distinguished in a larger score so that an oper-
ation can be performed on them.

2. The target is the end goal for that operation - whether
it is a change in pitch, a change in metrical position,
or some other change.

For inserting a new note, we consider the note inserted to
be the selection, which can include a description of con-
text. Deletion was treated similarly, where the note deleted
was taken to be the selection. There was only one trial for
each of these operations, and the rest showed manipula-
tions of existing notes without removing them or adding
new ones. For those cases, we took the notes in their orig-
inal condition to be the selection and their state after the
operation to be the target.

As could be expected, there was substantial diversity in
the syntax participants used. Table 2 shows an example of
the range of diversity we observed in sentences describing
the changes shown in Figure 1.

Across the 15 trials that they completed, participants cor-
rectly described the musical operation 52% of the time
on average. However, the errors were not uniformly dis-
tributed across participants. 43% of participants were able
to correctly describe the changes shown in >80% of the
trials, while 34% of participants were able to identify less
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Operation Number of Trials
Insertion of one note 1
Deletion of one note 1
Change of one note duration and and Insertion of one note 1
Retrograde of multiple contiguous notes 3
Swapping the position of two distributed notes of the same duration 1
(Generated by retrograde on a group of three contiguous notes)
Transposition of one note 4
Transposition of multiple contiguous notes (different pitches) by the same amount 1
Transposition of multiple distributed notes (same pitch) by the same amount 1

Table 1. Musical operations used and their frequency in the trials.

Author Sentence Describing Figure 1
CbC Software Developers “Move all the As down 2 half steps.”
MTurk User Example 1 “Change all A to G”
MTurk User Example 2 “In the first bar change the A on beats 1 and 4 to a G.”
MTurk User Example 3 “Change both As in the first bar to Gs”
MTurk User Example 4 “Play first and last quarter notes down a full step.”
MTurk User Example 5 “In measure 1, lower both As a step to G.”

Table 2. Examples of the variation in language used by different people to describe the simple changes shown in Figure 1. The first sentence was the one
used by the developers to generate the change, and the others are examples of sentences provided for the same scores by MTurk users.

than 20% of the trials. We consider this a good success rate
for conducting a study involving such specialized knowl-
edge on MTurk. Many of the mistakes made by users were
also of natures common even among experienced musi-
cians, such as reading notes in the wrong clef.

In the following sections, statistics will be reported only
for trails in which participants correctly identified the mu-
sical operation.

4.1 Language for Selections and Targets

Of the categories of information coded from participant re-
sponses to identify the selected notes, pitch information
was reported in 58% of trials (SD = 37%), measure or-
der information in 57% of trials of trials (SD = 34%), note
length information in 41% of trials (SD = 31%), note order
information in 36% of trials (SD = 30%), and beat infor-
mation in 6% of trials (SD = 16%).

There were remarkably few instances of using beat infor-
mation, with a clear preference for describing a selection
using measure number, and then note number or unique
properties of the notes rather than referring to more fine-

Figure 1. An example score pair from our study, with changes from the
first (top) score to the second (bottom) score highlighted in red.

grained metrical placement such as “beat two,” “the third
upbeat,” and so on. It may be that counting beats is sim-
ply a more complex task, in part because the typesetting
of scores does not always space notes on the x-axis strictly
according to onset, and so the values of the preceding note
heads must be tallied to accurately determine what beat a
particular note falls on. It is likely simpler to count the note
order from left to right or to identify the pitch/duration of a
note than to sum the values represented by the note heads.

Of the categories of information coded from participant
responses to identify the target notes, pitch information
was reported in 64% of trials (SD = 36%), note length in-
formation in 21% of trials of trials (SD = 22%), and inter-
val information in 11% of trials (SD = 20%).

4.2 Operation Complexity

In the majority of cases, participants chose to address these
operations by either moving individual notes or taking an
erase-and-redo strategy. If the relatively simple transfor-
mations involved in retrograde and inversion are not recog-
nized as such, it becomes a more complex descriptive task
that involves more changes, and notes must be addressed
individually rather than as a group.

The 15 trials were separated by complexity of the mu-
sical operation performed in them. Operations that con-
sisted of a transposition, insertion or deletion were labeled
as “simple” (n = 10), while operations that consisted of a
retrograde or inversion were labeled “complex” (n = 5).
The effect of operation in the trial on the information for
selected notes in the participant response was tested with
a Within Subjects ANOVA. Initially, years of training was
entered as a covariate, however this variable was an in-
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significant predictor and was removed.
Only beat, F (1, 73) = 8.58, p < 0.005, and note length,

F (1, 73) = 16.98, p < 0.001, information varied signif-
icantly as a function of the complexity of the musical op-
eration. For simple musical operations, beat information
about the selected note was offered for 7% of trials and
note length information 52% of trials, but beat information
was given for 4% of trials and note length 34% of trials
for complex musical operations. These effects were in the
direction of more information being offered for simple vs
complex musical operations.

Using a Within Subjects ANOVA to investigate the effect
of musical operation on information about the target note
in participant responses, only interval information varied
significantly as a function of the complexity of the musical
operation, F (1, 72) = 4.03, p = 0.048. Again, informa-
tion on interval was given more often for simple trials, 15%
of the time, than for complex trials, 10% of the time.

Of participants who correctly described the retrograde
cases, 39% identified that it was a retrograde operation.
However, only a single participant was able to correctly
identify the inversion operation. From these results we
can conclude that, while retrograde and inversion are com-
mon techniques employed by composers, retrograde is not
necessarily easily recognized regardless of musical experi-
ence, and inversion is not at all easily recognized.

5. CONCLUSION AND FUTURE WORK

Our findings show that people are able to be completely
accurate more than half the time, and, at least for sim-
ple manipulations of melodies, that there is no correlation
between the kinds of language used to talk about musical
structures and amount of musical experience reported. De-
scriptions favored identification of measure and note prop-
erties (pitch and duration) over identification of beat. We
also observe that retrograde is clearly hard to detect, and
that inversion was almost not identified at all. More com-
plex musical operations were less often identified correctly,
with information on more complex operations less likely to
be offered. It is possible that musical experience may re-
sult in different language for other musical scenarios, such
as manipulating chords or multiple voices. We plan to run
additional studies to investigate this.

Our study design proved effective in getting users to be
specific with their wordings. Only a few users regularly
resorted to phrases like “the red note” to identify selec-
tions, while the majority performed the task as intended.
In prior work, small pilot tests that asking participants to
do similar tasks in person resulted in preference for ges-
tures and vague language, such as pointing to a note on a
physical score and referring to it as “this one” instead of
verbally articulating what the note is. The text-only nature
of the experiment described in this paper removed gestures
as an option for communication, obtaining more diverse
and specific musical language as a result.

While we feel our study succeeded in obtaining quite pre-
cise language from the participants, there is one feature
that was almost universally missing: octave information.
Only a few sentences out of the entire data set referred to
concrete pitches with octave information, such as “C4” or
“middle C.” The vast majority referred to pitch class only,

even among those with significant amounts of musical ex-
perience. As a result, sentences using pitch class as part
of the target information are still fundamentally ambigu-
ous to a computer. For example, ”Change all A to G” does
not actually say which G is intended. For a computer to
respond to such a request, it must make an assumption.
Fortunately, for most of the cases here, it would be safe
for a computer to assume that the pitch class needs to be
located in an octave that either minimizes the amount of
change or that places the note close in pitch the surround-
ing notes, but this is a somewhat lucky case and resolving
other ambiguities that are part of human musical intuition
is unlikely to be so simple.

Gestures, however, would be a worthwhile area of study
in similar experiments. The roll of gestures in communica-
tion has been extensively studied in some other domains,
such as building geometric structures from blocks [7]—a
domain to which music bears many similarities, particu-
larly with the increasing prominence of piano roll format
in modern digital music creation. Just as there are some
operations that are easier to verbalize than to do in a point-
and-click system, there are other situations where a ges-
ture is faster. It is, therefore, natural to assume that musi-
cians would prefer to have the option to use either method
of communication, or a mixture, in music creation/editing
software.
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ABSTRACT

We propose a new approach to collaborative audio-visual
live coding based on a graphical approach to dynamic
wave terrain synthesis. By placing our approach in the
context of collaborative live coding practices, we delineate
the specificities and differences compared to other existing
approaches, highlighting our aim for a particular kind of
musical interdependency in an audio-visual live coding duo
scenario. Our exploration of shader programming for both
the dynamic generation and transformation of the wave
terrain as well as the generation of the graphics inherently
couples sound and visuals and introduces the possibility of
using extra-musical concepts for sound transformation. We
give a technical overview of the experimental performance
setup that we implemented and conclude with observations
about our creative approach, technical limitations and pos-
sible future developments.

1. INTRODUCTION

In the varied landscape of live coding practices two dis-
tinct approaches can be individuated, one being ”synthesis-
oriented”, the other being ”event-oriented” live coding [1].
In our practice as a live coding duo, we found our attention
to shift more and more towards exploring real-time synthe-
sis techniques as a basis for live performances, giving us
the possibility to directly shape and form timbre.1

Being based on two independently controllable processes
(terrain and trajectory generation), dynamic wave terrain
synthesis seemed to be particularly suited for a collabo-
rative approach to real-time synthesis in our live coding
performance.

Our use of dynamic wave terrain synthesis led us to con-
ceive an audio-visual live coding performance based on the
visualization of the terrain. Furthermore, we started using
GLSL shaders for the generation of both terrain and graph-
ics, taking on a graphic approach to sound synthesis and

1 Seen in a larger context, our approach is informed by Herbert Brün’s
notion of ”composition of timbre, instead of with timbre” as made possible
by electronic and digital systems [2].

Copyright: ©2019 Daniel K. Höpfner & Michele Samarotto. This is
an open-access article distributed under the terms of the Creative Com-
mons Attribution License 3.0 Unported, which permits unrestricted use,
distribution, and reproduction in any medium, provided the original author
and source are credited.

transformation, which allowed us to establish an inherent
link between audio and visuals.2

In the light of the above considerations we worked out
an experimental performance setup for collaborative audio-
visual live coding, which has been tested successfully to
withstand the challenges of an application in real-time per-
formance.

2. COLLABORATIVE LIVE CODING PRACTICES

The practice of live coding [3] has established itself as a
relevant approach for creating and performing computer
music, emphasizing the possibilities and challenges of im-
provisation in computer-based music performance [4]. In
particular, we are interested in using live coding as a tech-
nique for collaborative performance.

Early pioneering work in the field of collaborative elec-
tronic music performance has been done by The Hub in
the late ’70s and early ’80s. A salient aspect of the ensem-
ble’s concept is the sharing of data between the members’
systems [5].

In the context of collaborative live coding practices, musi-
cal data is exchanged between individual performers through
such methods as the use of a shared protocol, shared dy-
namic objects/variables or the actual sharing of code frag-
ments [6]. The types of information that could be ex-
changed include data for time synchronization, symbolic
representations of musical parameters, signal processing
graphs and audio data. In a majority of cases, the data ex-
change happens between more or less autonomous players,
who could theoretically bypass their dependency to other
involved performers while still being able to generate indi-
vidual musical output, thus taking on a role similar to that
of an autonomous instrumentalist.

Our aims are:

• attaining a particular kind of musical interdependency
in an audio-visual duo-performance scenario by indi-
vidually controlling two constituent parts of a synthesis
process (dynamic wave terrain synthesis)

• creating an inherent coupling between sound and vi-
suals by deriving both from the same underlying algo-
rithms

2 The use of shader programming for audio synthesis stands at the
basis of tools like Fragment (https://www.fsynth.com/). While
Fragment offers a wide range of synthesis options, our use of shader
programming specifically focuses on wave terrain synthesis.
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3. COLLABORATIVE DYNAMIC WAVE TERRAIN
SYNTHESIS

The idea of reading a virtual multidimensional wave ta-
ble (i.e. a wave terrain) described by a function of two
variables f(x, y) = z with a trajectory of coordinates – typ-
ically expressed as a pair of parametric equations x = f(t),
y = g(t) as functions to time t – was first developed and
implemented by Rich Gold in 1978 [7]. Given a static wave
terrain, it is the trajectory which determines the evolution
of the resulting waveform in time by scanning the terrain’s
height z [8] (see Figure 1). Curtis Roads first proposed
the idea of using dynamically modulated terrain surfaces
[9]. Practical explorations of Roads’ idea have been carried
out by Mikelson, Dannenberg & Neuendorffer and James
[10, 11, 8].

Figure 1. Example of a wave terrain defined by z = sin(x) scanned by a
circular trajectory defined by x = r · sin(t), y = r · cos(t).

Being separately modulatable dynamic structures, both the
wave terrain and the scanning trajectory have a significant
influence on the sound generating process, introducing a
considerable amount of complexity to the control of the syn-
thesis model [12]. Given its reliance on two independently
controllable processes (terrain and trajectory generation)
with complex interdependencies, we claim that dynamic
wave terrain synthesis is particularly interesting for explor-
ing new modes of musical interaction in computer-based
music performance by delegating the control of these pro-
cesses to two individual performers.

4. LIVE CODING GRAPHICS FOR TERRAIN
GENERATION & VISUALIZATION

Since its initial conception by Gold, wave terrain synthesis
contains the notion of a virtual wave terrain as a visual
representation of an abstract data set; it seems a natural step
to explore computer graphics generation techniques for the
generation of the wave terrain [12].

We are interested in using computer graphics generation
techniques for terrain generation, because:

• it gives the possibility to conceive forms of audio-visual
performances based on the visualization of the terrain

• it inherently links sound and visuals at the level of their
generation

• it promotes ways of thinking sound in a visual manner

The terrain generation is performed in a GLSL (OpenGL
Shading Language) fragment shader where values of single
color channels of pixels in a 16-bit float format (GL R16F)
represent the heights of the terrain at the corresponding
coordinates as well as the color values for the visualization.

Our use of GLSL is motivated by its usability in a live
coding context and its established status in the world of
computer graphics.

Since both terrain and trajectory determine the resulting
sound, it is essential to visualize both for a comprehension
of the relation between visuals and sound. For a description
of the trajectory generation please refer to chapter 5.2.

5. TECHNICAL SETUP

Our two-user setup runs on one machine only, which takes
care of both the graphics and sound rendering. Code editing
can be performed by both users on their personal machines
while one is logged into the machine running the setup,
using ssh.
Note: For a schematic depiction of the setup and a still
image of a live-recorded performance refer to Figure 2 and
Figure 3.

5.1 Graphics

Graphics are rendered in an application built with the open-
Frameworks C++ toolkit. Fragment shaders are live coded
and hot-reloaded by the openFrameworks-app. Shader pixel
data describing the wave terrain are written out to a file on
a frame-per-frame basis for further processing by the sound
engine. Scanning trajectories are received from SuperCol-
lider as pairs of audio signals and displayed on a XY-graph
(amplitudes of each channel pair are respectively mapped
to each axis) drawn on top of the terrain visualization.

5.2 Sound

We opted for the use of the SuperCollider platform as sound
engine, given its flexibility and stability for real-time audio
synthesis and its live coding features (JITLib) [3]. Dynamic
wave terrain synthesis is performed using Nick Collins’
WaveTerrain UGen. Terrain data are retrieved from a
file, where pixel data are stored, and read into an audio
buffer being accessed by the WaveTerrain UGen. Scan-
ning trajectories are specified with pairs of audio rate UGens
to respectively describe time-varying x- and y-coordinates.
Here a simple example of the definition of a circular tra-
jectory in parametric form described by x = r · sin(t),
y = r ·cos(t) (as displayed in Figure 1) with a pair of audio
rate UGens:

x = SinOsc.ar(freq, phase: 0);

y = SinOsc.ar(freq, phase: pi / 2);

Spatial positions of trajectories can be controlled by adding
DC-offset to the audio signals. Furthermore, additional syn-
thesis parameters and higher level musical structures can
be controlled.

5.3 Data Transfer

For sending data from the graphics to the sound engine
on high rates, we use read and write operations on files
stored on a RAM disk to ensure fast access, as we found the
OSC protocol to be inadequate for handling the data stream.
Given a terrain size of 512 x 512 pixels and a frame rate
of 60 fps we are reading and writing approximately 31 MB
of data per second. OSC messages sent from the graphics
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Figure 2. Schematic depiction of the setup.

engine are responsible for timing file-read operations in the
sound engine.

5.4 Code Display

As common in live coding performances, we display our
real-time edited code on the projection screen by overlaying
it onto the visuals, using a transparent terminal window run-
ning multiple Emacs servers/clients in linked tmux sessions.

Even though we are displaying our code, readability is
not one of our main goals. We like the idea of the dis-
played code being an additional layer of ”quasi-penetrable”
meaning, as well as being an element of aesthetical value.

6. CONCLUSIONS

• Collaborative dynamic wave terrain synthesis opens
up interesting paths to explore new modes of musi-
cal interaction in the realm of computer-based music
performance.

• Dynamic wave terrain synthesis lends itself to use in the
context of audio-visual art given its inherent association
to visual forms of sound representation.

• Dynamic wave terrain synthesis facilitates ways to con-
ceptualize sound visually.

• The use of shaders for the description of terrain struc-
tures in dynamic wave terrain synthesis introduces pos-
sibilities of using extra-musical concepts for sound
transformation.

• Our setup allows an interesting coupling possibility
of graphics and sound by feeding the synthesized au-
dio signal back into the shader, creating audio-visual
feedback loops.

• Low rates in video processing compared to audio result
in step-like artifacts in the audio-waveform during ter-
rain transformation. While we use audio interpolation
to handle this problem, still noticeable traces of the
artifacts remain in the audio signal.

• The here presented solutions for audio-visual integra-
tion rely on a technically experimental setup. In par-
ticular, the sharing of data between the sound and the
graphics engine results in timing issues and loss of con-
tinuity. In the future, a more unified framework should
be conceived to allow a seamless synchronization be-
tween sound and visuals.
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ABSTRACT

The goal of this study is construction of a system to sup-
port remote piano lessons conducted between two physi-
cally separated locations. It is important to take lessons
from teachers in order to improve piano performance tech-
niques efficiently. Remote communication technology has
been used in various situations. In the field of piano teach-
ing, there are also remote piano lesson services. However,
it is simply a system that works using a video call by a
single camera, and effective teaching is difficult in piano
lessons at remote sites. Users cannot directly look at each
other’s fingers. When the camera filming each person has
a fixed viewpoint and the number of viewpoints is only one,
each user cannot see the key pressing position or the body
motion of the other user in detail. We resolved the prob-
lem, there being multiple cameras, with automatic switch-
ing using a neural network and rules. From the results of
the user study, the automated camera switching function is
useful in certain situations.

1. INTRODUCTION

In piano performance, various techniques are required, such
as score reading, accurately pressing indicated keys, proper
fingering, sense of rhythm, dynamics of keystrokes and
tempo. Learning these techniques requires basic practice
over a long period of time. Because piano performance re-
quires a lot of time and effort, there are players who are
frustrated due to low learning efficiency.

It is important to take lessons from teachers in order to
improve piano performance techniques efficiently. To be
taught by a teacher with a teaching style and personality
that suits them is important in enabling learners to main-
tain progress and motivation, but it is difficult to find such
a teacher. However, with the development of ICT technol-
ogy in recent years, remote communication technology has
been used in various situations. For example, video con-
ference using software such as Skype, and a remote work
system that uses a robot to convey direct instructions to
a worker in a remote place. In the field of piano teach-
ing, there are also remote piano lesson services, such as
Skoove[2]. However, it is simply a system that works us-
ing a video call by a single camera, and effective teaching
is difficult in piano lessons at remote sites. Users(teacher
and student) cannot directly look at each other’s fingers.
When the camera filming each person has a fixed view-
point and the number of viewpoints is only one, each user

Copyright: c⃝2018 Ryota Matsui et al. This is an
open-access article distributed under the terms of the
Creative Commons Attribution License 3.0 Unported, which per-
mits unrestricted use, distribution, and reproduction in any medium,
provided the original author and source are credited.

cannot see the key pressing position or the body motion of
the other user in detail.

Such an environment is not conducive to improvement
of learner’s fundamental skills, and it is difficult to learn
by watching and imitating the movement of the teacher’s
fingers. Furthermore, in piano teaching there are many el-
ements that cannot be taught properly by merely listening
to the student’s performance, as it is essential visually to
grasp finger and body movements. Accordingly, in a piano
lesson in a remote environment, it is necessary to visually
confirm the parts needed for teaching. Therefore, in this
research, we aim to solve these prob- lems and construct a
system to support the conduction of efficient piano lessons,
in which communication is as smooth as in a face-to-face
environment even when between two physically separate
locations.

The content of this paper has been revised and translated
from the content published in a Japanese journal paper[1].

2. RELATED RESEARCH
2.1 Remote Piano Lessons
Remote Piano Lessons Current examples of remote piano
lessons that have been released as a service include Cafetalk[3].
These services use the video call software Skype to con-
duct lessons between teachers and students in real time.
In these remote piano lesson services, students and teach-
ers cannot share a view of the musical score or keyboard,
making it difficult to grasp the place about which each
person is trying to give an instruction or ask a question.
Furthermore, providing guidance relating to performance
technique is difficult because the small number of cam-
eras means that each person cannot watch the other’s hands
closely from any angle they like. For this reason, it is
thought that, regarding the results of the teacher’s guid-
ance, remote lessons are less efficient than face-to-face lessons.

2.2 Piano Self-teaching Support Systems
Regarding systems specialized for self-teaching, there are
systems that identify the player’s weak points in perfor-
mance, from accumulated performance data, so that the
player can train focusing on these points [5, 6]. These sys-
tems obtain keying data and use it to evaluate aspects such
as keying mistakes and strength of keying. Piano Tutor[7]
has functions for automatic page-turning by performance-
following recognition, presentation of video or audio of
example performance, and presentation of text detailing
points for improvement, obtained by analysis of the player’s
performance. The technologies these systems use to judge
keying accuracy from keying information in real time and
enable performance-following recognition can be utilized
as underlying technology in our research too. In the sys-
tems developed by Takegawa et al.[8], by setting a pro-
jector above the piano and displaying performance sup-
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port information on and around the keyboard, it is possible
to provide learning support that increases proficiency of
keying position and fingering in the initial stage of learn-
ing. Takegawa’s research has established that the intuitive
method of displaying auxiliary information on the keyboard
is useful for learners in the initial stage of playing. Poten-
tially, displaying lesson support information, such as key-
ing information, in a similar way in our research could al-
low us to provide effective support in piano lessons in re-
mote environments.

3. DESIGN
3.1 Assumed Environment and Skills of Student Users
We assume that our system is installed in students’ and
teachers’ houses or lesson rooms and is used by connecting
both environments with an internet connection. We assume
that lessons are one-to-one, as in a piano lesson in an or-
dinary face-to-face environment. We suppose that students
using the system will be at a beginner or intermediate skill
level. Players find it difficult to notice mistakes in their
own playing. This is especially difficult for beginner and
intermediate players and is a factor of decrease in motiva-
tion, which is why continuing to learn the piano by self-
teaching is extremely hard. In contrast, advanced players
can, to a certain extent, spontaneously realize their mis-
takes, have already established a teacher-pupil relationship
from receiving lessons in a face-to-face environment, and
are mostly in an environment where the support provided
by our system is not necessary. Furthermore, the more ad-
vanced a player becomes, the more instruction relating to
musical expression becomes central and sound quality be-
comes important. As there is a limit to the clarity of the
sound of an instrument that can be transmitted, we con-
sider support of advanced players as beyond the scope of
our work.

3.2 Necessity of visually grasping hand movement
In piano lessons in a face-to-face environment, intuitive in-
struction is carried out whereby the teacher instructs about
keying method and the student sees this with his/her own
eyes and imitates, as shown in Figure 1. In piano teach-
ing, there are a lot of aspects that cannot be taught unless
the hands and body movements can be grasped visually,
as shown in Figure 2. The form of the hands varies de-
pending on the student’s playing method and the teacher’s
instruction. Taking the wrists as an example, in the play-
ing method in which keying is central, the wrists are kept
high, while when playing using the weight of the arms,
the wrists move up and down. The correctness or incor-
rectness of these forms of the hands cannot be judged un-
conditionally; the points that a teacher wants to look at or
thinks should be looked at are different for each teacher.
In contrast, in a remote environment it is difficult to look
at the other person’s hands when and from what angle one
wishes. For this reason, in piano lessons in a remote envi-
ronment, it becomes necessary to install multiple cameras
so that the hands can be seen from various angles.

However, if we present multiple viewpoints, as in Figure
3, the teacher and student do not know where they ought to
look and become confused. Furthermore, the more view-
points there are, the more space they take up on the screen
and the smaller each individual viewpoint becomes, mak-
ing it easier to overlook something, for a different rea-
son. On the other hand, If the student’s performance is
in complete accordance with the score and the viewpoint
the teacher wants to see is fixed, rule-based inference can
be applied for prediction the viewpoints. However, it can
be said that in actuality complete inference by a rule base
is difficult, for the following two reasons:

Figure 1. Method of teaching keying position in a face-to-face environ-
ment

The form of hand and finger

Joint of

finger

Wrist

Fingering

Figure 2. Visual understanding of fingers and hands

• It cannot be guaranteed that the student’s playing
matches the score at all times
Even if the student takes repeated lessons and im-
proves their playing technique, making sudden mis-
takes while playing is something that occurs in an
actual lesson situation. As a result, it is predicted
that the student will resume playing from midway
through a bar or begin playing anew from a totally
different place. In such a situation it is extremely dif-
ficult to use a rule base to specify the place at which
playing is resumed.

• The viewpoint a teacher wants to see varies even for
the same performance
The viewpoint teachers want to see varies according
to what they want to focus on in their instruction.
For example, the viewpoint they want to see will be
different for the case in which they want to indicate
a mistake in simple playing and the case in which
they want to give detailed instruction about specific
fingering to produce musical expression. Therefore,
in a rule base, the factors for deciding the rules are
not in total agreement and application is difficult.

Accordingly, in this research we aim to solve this prob-
lem by automating camera switching. The system uses a
neural network to predict the optimum camera angle for
each bar, then displays the relevant image.

3.3 System Structure
As shown in Figure 4, the proposed system is constructed
from an electric keyboard instrument, multiple cameras
and a touch-screen display. This equipment is set up in the
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Figure 3. When there are many camera images to display

cameras

touch-screen
display

keying info.

touch info.

camera footage

Figure 4. System configuration

environments of both the teacher and student. The student
and teacher also both have PCs, between which keying po-
sition information and velocity information from the key-
board is sent and received then visualized and presented on
both users’ displays. Furthermore, the keying information
is also presented on each actual keyboard. We install mul-
tiple cameras at varying angles to enable confirmation of
the teacher’s and student’s facial expressions, indications,
shape of the fingers and hands, and so on. The image in-
formation of the cameras is shown on the other person’s
display and the teacher can check the student’s fingering
or the student can imitate the teacher’s playing method,
just as in an actual lesson. The system has functions for
recording memos or thoughts on the score on the display,
by voice or touch pen, and saving and sharing these with
the other person.

3.4 Presented Content

We will explain the content presented by the proposed sys-
tem, with reference to Figure 5. The numbers in the figure
correspond to the numbers in the itemization below.

(i) Annotatable Shared Score
The system has a score-sharing function to intuitively record
points noticed during a lesson, or instructions. Because
the display uses a touch panel, a touch pen can be used
to quickly write down and share annotations or complex
musical symbols.

(ii) Virtual Keyboard
The other person’s keying position can be grasped using
the virtual keyboard shown on the display. The virtual
keyboard keying information is also projected onto both
users’s actual keyboards.

Tel-Gerich

ࠪघͶқattention

Figure 5. Screen snapshot

(iii) Chosen Other Person’s Camera Image
This displays the camera image from the other person’s en-
vironment, selected based on the automatic camera switch-
ing method and manual camera switching method men-
tioned hereafter.

(iv) Preview of Camera Image
This displays a preview image from all cameras.

3.5 Automatic Camera-switching Function
Figure 6 shows the flow of one processing sequence.

Using FFNN (Feed Forward Neural Network), this func-
tion predicts the optimum camera that should be looked
at for each musical bar. After that, it applies rules to the
predicted camera and selects the optimum camera. The
number of input nodes is the number of bars in the chosen
piece of music multiplied by the number of input param-
eters. In the piece of music used this time the number of
dimensions is 1469, input at a feature value of 0/1. As an
example of feature value, in past performance, if there was
a mistake the feature value of the relevant dimension is in-
put as 1, while if there were no mistakes the feature value
is input as 0. These values depend on the number of types
of parameter and number of bars in the chosen piece. Each
layer is a one-layer structure and uses sigmoid function as
an activation function for each neuron. Additionally, so
that judgement can be made in the case of no large dif-
ference emerging between the usage rates of each camera,
we set the mid-level number of nodes to 6. Furthermore,
the number of output nodes is designated as the number of
cameras, and the largest output value is designated as the
optimum camera selected by FFNN. This function is sup-
posed to be used by the piano teacher. This is because, if
the teacher were manually to switch cameras according to
the student’s errors, it would be an extremely complicated
operation and the teacher would be unable to concentrate
on the lesson.

3.5.1 Parameters

There is a total of 13 input parameters used for camera
prediction: current performance, past performance, music
structure and 4 types of camera position.

Current Performance We conduct identification of cur-
rent keying position, through DP (Dynamic Programming)
Matching, and determine whether or not it accords with the
predicted bar by the System. Current performance iden-
tifies the student’s playing bar through DP Matching, and
treats it as a switch factor when carrying out camera switch-
ing.

Past Performance Performance data is recorded for
each lesson, and used as an input parameter. In actual-
ity, there is the presence or absence of mistakes during the
previous playing of the relevant bar, and the presence or
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Repeated parts will have the exact same camera switching applied

Prospective camera switching time is at the start of every bar

After switching, switching will not be performed for a duration of a minimum of n bars

Figure 6. Overview of automatic camera switching processing

absence of bars in which mistakes occur frequently, in the
preceding and succeeding bars. Concerning bars in which
mistakes occur frequently, from among past performance
data the number of individual bars that were played with-
out mistakes is divided by the number of times the assigned
piece has been played so far, and if the result falls below
the threshold of 0.7 it is deemed to be a bar in which mis-
takes occur frequently. As this reason, In order to deter-
mine whether mistakes are likely to occur in that bar or
mistakes per bar. Therefor, not dividing the number of the
incorrect performance of a bar by the number of perfor-
mances.

Music Structure For each bar, the highest note and low-
est note, the slant of the note at the start of the bar, length
of rests, number of notes, shortest note and longest note
are taken as input.

Camera Position We input the camera position from the
time of the previous prediction before and after the pre-
dicted bar. This is so configured because the camera posi-
tion before and after the bar can become a parameter that
influences the camera position of the following bar. Ad-
ditionally, when we first perform input of camera position
from the time of the previous prediction we input in ac-
cordance with teacher data. It is the teacher data that the
teacher has input the viewpoint which he/she wanted to see
by his/her own judgment. For example, if the camera po-
sition in the teacher data for the first bar is camera 3, we
input the feature value of the relevant dimension as 1, and
the feature value of the other camera positions is taken to
be 0.

3.5.2 Rules

We apply the following rules to the camera estimated by
FFNN.

• Repeated parts will have the exact same camera switch-
ing applied
This applies not to similar parts of the piece of mu-
sic, but parts, such as repeats, that are exactly the
same. This is because a repeated part requires the
same performance and instruction as the previous
time.

• Prospective camera switching time is at the start of
every bar
Camera switching timing is arranged so as not to
switch midway through a bar, but at the beginning
of every bar. Setting the camera switching timing
by musical phrases can also be considered, but inter-
pretation differs according to the performer or com-
poser. Accordingly, we take bars as the smallest unit
for dividing up the piece.

• After switching, switching will not be performed for
a duration of a minimum of n bars
Because switching the camera for every bar would
make the footage difficult to follow, once the cam-
era has been switched for a certain bar switching
will not be performed again for a duration of n bars
(n is an arbitrary value), including that initial bar.
The value of n is dependent on the musical piece or
tempo. How to decide the optimum vale of n is an
issue we will investigate in future.

3.5.3 Performance Evaluation

We verified the prediction accuracy of camera prediction
by FFNN. The musical piece used was F. F. Chopin’s Valse
du petit chien with the middle section extracted, making
for a total of 113 bars. A total of 7 cameras were used, and
the layout positions were set up so as to surround the key-
board and performer. 8 playthrough’s worth of set musical
piece performance data was prepared as past performance
data. For each bar one camera from among the seven cam-
eras was allotted and the camera selection correct data for
the set piece, by subjective standard, was created.

It should be stated that the following is an outline of the
standard and that there are standards that cannot actually
be put into words. In the standard, a keying error is a past
performance error. For parts that are not applicable to the
standard, the author selects according to his own judge-
ment. The gauge for such times is to consider primarily
the technical difficulty of the relevant part of the piece,
and the complexity of fingering, and the author decided
the viewpoint from which these could comprehensively be
observed, based on his own performance experience.

We set the value of n, in the third rule described in 3.5.2,
as 2. Using 8-fold cross validation to calculate the accu-
racy rate of camera prediction gave an accuracy rate of
68.1%. It is thought that the accuracy rate became low be-
cause the set piece contains places where there are many
structures that are not repeats but that are harmonically
similar, which we believe makes classification by the cur-
rent input parameters difficult.

3.6 Manual Camera Switching Function
While camera switching prediction accuracy has room for
improvement, in camera switching there are individual dif-
ferences dependent on the teacher’s instruction method or
the student’s bad habits, so there is a limit to prediction.
To resolve this problem, touching the other person’s cam-
era image, displayed as a thumbnail in Figure 5-(iv), makes
it possible manually to switch the camera image shown in
Figure 5-(iii). With this kind of function, we can compen-
sate for the accuracy of automatic camera switching.

4. USER STUDY
To verify the usefulness of the proposed automatic camera
switching function in remote piano lesson, we conducted
a user study. We use 7 cameras and verify whether, when
viewed from the position of teaching the piano, the switch-
ing video generated by the proposed method is ‘easy to
look at’ in comparison to other image presentation meth-
ods.

Proposed method In the proposed method, we had users
watch footage generated by the automatic camera switch-
ing function explained in section 3. The performance that
was actually input and the behavior of the camera transi-
tions selected by the system are presented in Figure 7.

Comparative method 1 In comparative method 1, we
had users watch footage generated by a method that, using
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Mistakes that occur in the playing

Figure 7. Performance in the proposed method and behavior of the sys-
tem

background subtraction method, detects the moving body
for each bar of music, and automatically switches to the
camera with the biggest difference.

Comparative method 2 In comparative method 2, we
had users watch multiple viewpoint footage displaying im-
ages from 7 viewpoints at once.

Experimental environment In a private room, from
which outside ambience could not be heard, we had each
experiment participant watch the video created by the three
methods described above. The footage was shown on a
display and the audio was played from a speaker, at an ap-
propriate volume. While watching, the participants were
able to look at the printed score whenever they liked, to
compare it with the performance on-screen.

Experiment Participants There was a total of 6 ex-
periment participants, all of whom were mid to advanced
level piano players with between 6-17 years’ experience,
and who took on the role of teachers judging whether or
not the footage produced by the proposed method, com-
parative method 1, and comparative method 2 was ‘easy
to look at’. The automatic camera switching function is
supposed for use by piano teachers, rather than students.
Therefore, we had participants judge whether footage was
‘easy to look at’ based on the standard of ‘whether, from
the footage, one can confirm the information of each finger
and the wrists, which is necessary when instructing on per-
formance’. Accordingly, we set up a scene of instruction
that would occur in an actual lesson, as shown in Figure 1,
and had participants make their judgements.

Set piece The set piece of music was the same piece used
for the entire system user study: Valse du petit chien. The
figures in bars 1-36 of Valse du petit chien represent the
majority of the piece, and at the same time require a wide
range of performance techniques. For example, there are
intricate passages of sixteenth notes and jumps in the left-
hand part. For this reason, it is necessary to switch between
multiple cameras, and that is why we selected this piece as
the set piece.

Experiment Method Mistakes that occur in the playing
of Valse du petit chien were classified into 5 scenes. For
each of the 5 scenes, we had participants watch 3 types of
video: proposed method (automatic switching by our sys-
tem), comparative method 1 (a method that, using back-
ground subtraction method, detects the moving body for
each bar of music, and automatically switches to the cam-
era with the biggest difference), and comparative method
2 (multi-viewpoint video involving watching 7 viewpoints
at once). Participants watched a total of 40 minutes of
video. For any given scene the order in which the partici-

pants watched the 3 types of video was random. The per-
formance mistake and watcher’s viewpoint corresponding
to the video of each scene are presented in Figure 1. After
they had viewed the videos, we had participants evaluate,
using the 5 level Likert Scale (1: Difficult to look at-5:
Easy to look at).

Instructions to participants We informed participants
that, for a single scene, after having watched each type
of video once they could then watch each video one more
time only, if they wished. The subject of the problem we
set them was ‘Put yourself in the position of a teacher in-
structing this student, and answer on how easy the follow-
ing video is to look at’.

Results and considerations The answer results, and re-
sults of applying multiple comparison by the Steel-Dwass
method, for the proposed method and comparative meth-
ods 1 and 2 are given in Figure 8. The proposed method
was rated highly for when watching intricate movement of
the right hand, as in scene 4 and scene 5, whereas com-
parative method 2 was rated highly for when grasping the
overall movement of the hands from directly above.

In scene 4 and scene 5, a significant difference was ob-
served between the proposed method and comparative meth-
ods, which leads us to consider that the automatic camera
switching in the proposed method is useful for watching
intricate movement of the fingers of the right hand, or the
position of the wrists, and indicating subtle mistakes or
delicate finger movements. There was some difference be-
tween the performance in each video, but from scene 1 to
scene 5, the viewpoints that must be watched from when
pointing out mistakes become more narrowly defined. For
example, in scene 1 a simple keying mistake is indicated,
while in scene 4 we set the viewpoint for indicating the
fingers for the trill of the right hand, and in scene 5 for
indicating the rising and falling of the wrists. For this rea-
son, taking in the results of the user study, it can be said
that automatic switching by the proposed method is use-
ful for visually following the movement of each finger of
the right hand, and indicating the rising and falling of the
wrists.

In contrast, in scene 3, comparative method 2 (multi-
viewpoint footage) had the best results. A significant dif-
ference could be seen in relation to the proposed method.
In scene 3, the student stops in mid performance and be-
gins playing again from a different place, and the experi-
ment participants watching the video from an instructional
point of view are not informed of from where on the score
the student begins playing. This is the same as in an actual
lesson, when, if the student restarts playing of his/her own
volition, the teacher does not know from where the stu-
dent will resume playing. When a viewer is identifying the
restart position, the viewer must look at the whole scene,
both from directly above and multilaterally. We consider
that it is for this reason that in scene 3, which involves
identifying the restart position and indicating a mistake,
the multi-viewpoint footage of comparative 2 was evalu-
ated highly.

Therefore, to generalize these results, it can be said that
the proposed method is useful when indicating intricate
movement of the fingers, whereas a multi-viewpoint im-
age is useful when identifying a restart position. In this
user study, we evaluated two typical performance scenar-
ios: ‘indicating intricate movement of the hands’ and ‘iden-
tifying playing restart position’. However, there are other
scenarios, such as ‘looking at the whole movement of the
hands from directly above’ and ‘focusing on fast finger
movements’, so it is necessary to verify whether the pro-
posed method can deal with these scenarios.

It is extremely difficult to judge unitedly whether or not
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Table 1. Performance mistakes occurring in the video and respective
viewing perspectives

Performance mis-
takes

Respective view-
ing perspectives

Scene 1 while playing
bars 6-16 mis-
keying of lowest
note in left-hand
part

reason for stu-
dent’s mistake is
surmised to be
that student plays
with the little
finger of the left
hand lying idle

Scene 2 while play-
ing bars 12-20
left-hand waltz
rhythm and right-
hand keying time
are out of sync

reason for stu-
dent’s mistake
is surmised to
be that student
puts too much
strength into
fingers of right
hand, making
the fingers move
disconnectedly

Scene 3 while playing
bars 17-21 stu-
dent suddenly
stops playing and
restarts multiple
times

reasons for stu-
dent’s mistakes is
surmised to be
incomplete mem-
orization of the
score, due to lack
of practice

Scene 4 while play-
ing bars 21-28
student fails
at right-hand
trill (intricate
movement of the
fingers)

reason for stu-
dent’s mistake is
surmised to be
that student plays
trill with fingers
2 and 4 and wrist
position is low

Scene 5 while playing
bars 29-36 vol-
umes of notes
played by the
right hand are
dispersed

reason for stu-
dent’s mistake
is surmised to
be that right
wrist is rising
and falling more
than necessary
and fingers are at
a strange angle
when keying

the switching data we obtained is easy to look at, so this
will be an important future assignment. The data we ob-
tained this time in automatic switching has many parts that
can correspond to the score or viewpoint that the teacher
wants to see, but we do not know whether a completely dif-
ferent teacher, when looking at the same data, would feel
it was easy to look at. The reason for this is that the view-
point a teacher wants to look at varies between individuals,
and the preference for timing of switching or image pre-
sentation method, such as the multi-viewpoint/automatic
switching conducted in the user study, is also varied.

5. CONCLUSION

In this research, we constructed a system to support remote
piano lessons conducted between two physically separated
locations. We resolved the problem of the number of view-
points to display on the screen, there being multiple cam-
eras, with automatic switching using a neural network and
rules. From the results of the user study, the automated
camera switching function is useful in certain situations.

As future work, we consider a user study with an in-
creased number of experiment participants and remote lessons

Average score

Scene 1 Scene 5Scene 2 Scene 3 Scene 4

5

4

3

2

1

Figure 8. Comparison results of proposed method and comparative meth-
ods

conducted over a longer term. Also, we will improve the
system by increasing the number of assigned pieces to be
used in lessons, and having piano teachers with different
teaching methods take part in a user study as experiment
participants.
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ABSTRACT

The pedagogy of computer music performance, that is teach-
ing and learning performance skills on digital interfaces,
is at a latent point in its development. While new inter-
face explorations continue rapidly performers need to de-
velop and maintain a set of skills allowing quick access to
the musical affordances of new interfaces and instruments.
Today, many elements of digital musical instruments are
standardizing in commonly available devices and software.
Effective paths to mastery, replicable across collegiate pro-
grams, can leverage traditional conservatory music mod-
els and practices. Four years of experience researching
and building an applied music technology performance pro-
gram at the University level leads to a formulation of scope,
goals, and paths to mastery. A curricular development
model is employed based on the identification of interface
elements, understanding their interaction affordances, and
etude development and practice to master the interface in
musical contexts. Isolation, temporal accuracy, and ex-
pressivity are formulated as the three primary avenues to
performance mastery.

1. INTRODUCTION

Performing music with electronic interfaces is no longer
an exploratory novelty but is now seen on popular stages
and venues all around the world. DJs, once working ex-
clusively with vinyl records and turntables, increasingly
adopt MIDI controllers and ‘new interfaces’ in their per-
formances. Performers working exclusively with electron-
ics are gaining professional respect and standing, appear-
ing on stages that were formerly the sole domain of acous-
tic performers. This visibility is driving increasing inter-
est in studying, practicing, and mastering the skills neces-
sary to be a virtuosic performer with technology [1]. At
the collegiate level this is a new frontier, where conser-
vatories that have spent their history focusing on acoustic
instruments are beginning to consider curricula to teach
technology performance. Many institutions have begun
incorporating “NIME” courses in their programs, which

Copyright: c�2018 Benjamin Smith et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

focus primarily on design and development of new inter-
faces, rather than extensive application and skill building
in performance (such as [2, 3]). The goal of this work
is to formulate pathways to performance mastery that en-
able rapid adoption of new instruments, and quickly unlock
their novel musical affordances. This paper presents con-
siderations and ‘best practices’ drawn from four years of
practical experience researching, developing, and teaching
individual music technology performance with analog and
digital instruments at the collegiate level.

Music performance studies in the dominant institutions
today revolve around individual applied lessons with a mas-
ter teacher, supplemented with ensemble and other perfor-
mance courses, all reinforced by extensive practice [4].
The goal, by matriculation, is to develop skills sufficient
for the individual to enter a career performing music in var-
ious contexts. While successful performers exhibit many
entrepreneurial characteristics and are frequently self- em-
ployed, the focus of the collegiate studies are on mastery
of the chosen performance medium (typically an acoustic
instrument or voice) and the associated repertoire and per-
formance contexts (such as orchestras, solo work, choirs,
recording studio sessions, etc.). This model has become
the primary one used in conservatories and institutions of
higher learning around the world.

Leveraging this model to teach performance with music
technology as the primary medium of expression confronts
many questions and unknowns, compared to classical stud-
ies. Almost all Conservatory-taught instruments have an
extensive history, repertoire, and performance practice that
has been codified over time. With few exceptions (percus-
sion being the primary one) all of the instruments maintain
the same design over the lifetime of the musician, allow-
ing skill mastery to be maximized and maintained. The
roles played by a specific acoustic instrument, and the con-
texts in which it is employed, are typically well scoped
(i.e. a flutist fills well known musical roles that play to the
strength of the instrument, while an acoustic bass player
plays other roles and other contexts).

Technology performers are often developing their own
setups (aka ‘instruments’), composing their own repertoire,
and formulating individual performance skills and meth-
ods. Further, any given interaction point (such as a but-
ton, key, or knob) may produce different musical results
for different pieces or at different moments, unlike acous-
tic instruments where changing the sonic response requires
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physical changes and time (such as retuning stringed in-
struments or ’preparing’ a piano). The performing tech-
nologist can in one moment serve to accompany a singer
or soloist, in the next manipulate the musical input from
an acoustic musician, and then create a solo performance
with the sonic breadth of a symphony orchestra. In both
the design of individual setups and in musical application
computer musicians can enter a wide range of environ-
ments [5], requiring many refinements and nuances of per-
formance practice. However, practice with technology can
bring about expertise [4] and the equivalent of ‘scales’ for
acoustic instruments can be found for digital interfaces [1].

The scope of music technology performance is of initial
consideration (in section 2) and the application at the Uni-
versity level is described (section 3), followed by an ap-
proach to defining a core set of skills indicating mastery
(section 4). The question of repertoire is supplanted with
a look at contexts and modes of performance (section 5),
which may serve to specialize the individual performer or
encourage a breadth of skill. The experiences of applying
this approach in a University music department results in a
proposed framework for instruction (section 6).

2. APPLIED MUSIC TECHNOLOGY

The creation of new interfaces for music performance is
becoming increasingly easy and a new device using in-
expensive processors (such as the Arduino) and sensors
can be assembled with only moderate expertise in a mat-
ter of minutes [6]. This leads to an approach described
as the “culture of disposable instruments” [7] where new
devices are created, used for a single experience, and dis-
carded in favor of a new design. Unlike the classical piano,
which will remain constant throughout a performer’s ca-
reer, electronic instruments are developing and discovering
new possibilities at a rapid pace. In this continually shift-
ing and changing landscape of music making where does
the music technology performer invest time and effort to-
wards mastery? What are the core performance skills that
best serve an electronic musician across any current or fu-
ture instruments?

Figure 1. Three layers of a digital musical instrument.

However, from the world of new interfaces and instru-
ments many similarities are distilling into commercially
available devices (fig. 1). Signal flow path paradigms
are prevalent in nearly all performance software systems
(Ableton Live, Max, Pure Data, Super Collider, etc.) and
‘best practices’ in technology performance are being de-
veloped and codified. From this landscape a set of com-
monalities can be extracted, the mastery of which can ben-

efit music technology performers broadly.
Initially, in order to more carefully scope the realm of

music technology performance, acoustic instruments and
voice are ruled out. That is, the practice and regimen of
acoustic instrument study is widespread and methodolo-
gies of learning are available. Certainly music technolo-
gists often employ acoustic sound production in their per-
formances, but the development of the requisite expertise
(such as healthy breath control and vocal technique) is out-
side this domain, and can be evaluated for mastery through
other pedagogical systems. The interactions resulting from
the electro-acoustic combination of acoustic instruments
and voice being performed concurrently with electronics
raise a complexity of issues, and are beyond the scope of a
limited collegiate curricular program.

The use of technology as support for music performance
is likewise out of scope. These are cases where amplifi-
cation or other technological augmentation is required to
facilitate a performance by other individuals. This is a
critically important role played by technicians in creating
performances in many contexts, however the use of micro-
phones and mixers in this dedicated way will be considered
an ancillary case of music performance.

Centrally, the applied music technology practitioner is the
locus for real-time music making employing analog and
digital devices. The “digital musical instrument” (DMI)
construct [6] describes the collection of interfaces, soft-
ware, and amplification devices the technologist uses to
make music live. As with acoustic instruments many other
skills are necessary (such as appropriate staging, interac-
tion with audiences, etc.) but the focus of applied lessons
should be on the skills necessary to master digital musical
instruments. More specific models of DMI construction
are useful (such as in [8]) but the higher-level distinction
of interface, sound generation, and amplification (fig. 1) is
useful for this discussion of performance studies.

The physicality of interaction with digital musical inter-
faces is a fundamental aspect of these studies. Performance
studies have physical control of the performance medium
(such as an acoustic instrument) as a primary concern, and
thus the physical aspects of playing interfaces is a signifi-
cant focus. Frequently the applied technologist is also the
composer, software, or hardware designer, however, per-
formance studies comprise an additional layer of consider-
ations and focus on the use of the instrument and execution
of the musical work. Interface design research is being ex-
tensively examined (see proceedings of CHI, NIME) and is
significantly a separate concern from learning to perform
with new instruments.

Modularity of the setup is increasingly apparent: inter-
faces can link to any tone generation or manipulation sys-
tem, which can play to any amplification system. One in-
terface can be the ‘head’ for myriad different instruments
necessitating different ways of playing. The design of the
internal system will effect how it is played. But ultimately
we are concerned with how the physical human interacts
with the physical devices (‘plays them’), just as the pianist
becomes skillful in playing the interface such that any pre-
viously un-encountered pieces can be practiced and per-
formed more easily (without having to start learning the
instrument again from the beginning). As interaction and
expressive affordances are uncovered and learned by the
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computer musician [5], the commonalities across devices
and setups can be retained and provide the performer a
platform from which to learn further.

As a special consideration, standard human interface de-
vices should be carefully practiced and studied as well.
Frequently computer keyboards, touch pads, touch screens,
and game controllers are employed as interfaces for mu-
sical performance singly or in conjunction with dedicated
MIDI devices. However their musical use cannot necessar-
ily rely on the same techniques and skills that an individual
develops through word processing or other common com-
puter uses, and should be carefully incorporated and prac-
ticed.

3. PRACTICE

In 2013 Indiana University-Purdue University Indianapo-
lis began accepting students into the music program with
Technology as their auditioned and declared performance
medium. Students in this program meet in hour-long pri-
vate, individual lessons with faculty members and also par-
ticipated in two technology centric performing ensembles
(formulated in the “laptop orchestra” model [9]). Students
are required to play solo performances at different scales,
from short, juried events to public performances in open
venues. To date this program has seen over two-dozen stu-
dents studying with four faculty instructors, teaching over
a thousand hours of lessons.

Initially this curriculum was conducted in a highly ex-
perimental fashion, with private lessons highly tailored to
students’ individual interests. As the program scaled up,
more concise directions and commonalities across lessons
and studios were developed and clearer paths to successful
completion are being formulated. This combined experi-
ence directly informs this publication.

4. CORE SKILLS

Despite the frequently noted breadth of experimental mu-
sical interfaces, there are many similarities used in com-
mercially available interfaces, and a core set of interaction
modalities may be distilled. While the format, shape, and
particularities of designs vary widely, the sensor technolo-
gies (accelerometers, photo cells, etc.) are fairly similar
and becoming increasingly standardized. The use of stan-
dard electronic human interaction components results in
interfaces with commonalities parallel to those of acoustic
instrument interfaces (which mostly employ strings, keys,
etc.). A core set of interface elements can be described,
encompassing mastery for the music technologist.

The following list (Table 1) is proposed as a primary set
of interaction points and characteristics (with the under-
standing that many other sensors are available and more
continue to be developed). Additional consideration should
be given to the responsiveness and haptic feedback of de-
vices (such as how ’stiff’ pads are and how weighted keys
are, as well as any latency in the interface), and the size
and range of devices (such as length of faders or the sens-
ing range of motion devices).

Many elements of performance can be seen as common
across many performance mediums and practices (acoustic
and technological), such as dynamic and rhythmic control,

Table 1. Interactive Characteristics
Device Characteristics
Buttons (Keys) pressing, holding, variable force
Knobs/Dials turning
Sliders
(Faders)

sliding

Latches switching
Accelerometers motion, holding a position (posture)
Spatial proxim-
ity sensors

“hands free” movement, im-
age/gesture recognition, (cameras,
ultrasound, radio wave, EM field,
closed feedback),

Touch surfaces all of buttons, knobs, sliders, ac-
celerometers (above)

Transducers
(Microphones)

vibrations, sound

Patch
points/cables

cable patching, signal routing

and expressivity. In developing a curriculum for applied
technology performance each of the above interaction af-
fordances can be partitioned into three mastery paths: iso-
lation, timing accuracy, and expressivity.

These three levels are similar to the three part mapping
structure for NIME analysis [10]: binary, basic, and ex-
pressive. In the mapping formulation binary elements are
on or off (such as a bow exciting a string, or an audio loop
playing continuously), basic elements set parameters dur-
ing music production (the length of a string, the pitch of a
sampling synthesizer), and expressive elements are contin-
uously varied (vibrato on a violin or analog filter sweeps).
Isolation and timing accuracy deal with all of these el-
ements, and can be reinforced by the mapping structure
of initiation, essential parameters, and continuous control.
Expressivity likewise is sensitive to timing and precise phys-
ical control (such as velocity control to impart voicing to
simultaneous chords) but is particularly concerned with
continuous control of dynamic parameters.

Trouble shooting in performance is a potential fourth area
of study. All performers must maintain a level of prob-
lem solving adequate to ensure successful musical events.
For acoustic practitioners this ranges from tuning an in-
strument, making or fixing reeds, replacing strings, to re-
pairing cracks, replacing keys, springs, bridges, etc. Hard-
ware and software employed in music technology is like-
wise prone to myriad failure points that the master per-
former must be able to diagnose and fix. For instance,
faulty venue power, heat from stage lights, and failing ca-
ble connections can negatively impact a performance. The
performer’s ability to understand their instrument and how
it interacts in the whole system is crucial to repeatable suc-
cessful performances. Technical problems occur regularly
in electronic performances and the performer must have a
solid foundation in troubleshooting.

4.1 Isolation

Independence of control of hands, fingers, and gestures is
important to nearly all music performance media, espe-
cially with electronic interfaces that support many inter-
actions [1]. Keyboardists develop high degrees of inde-
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pendence in hand and finger motions, string players work
on unique sets of motions for each hand, and wind players
isolate breath control versus hand and finger movements.
Being able to operate multiple control elements simultane-
ously is critically important for the technologist.

Starting with hand and finger independence is often most
rewarding for the beginner. Exercises requiring different
motions that isolate desired muscle groups can be created
and practiced ad nauseam (such as playing a rhythmic pat-
tern with one hand while gradually moving a fader with the
other).

4.2 Timing

Rhythmic accuracy is fundamental to all music performance.
Methods for gaining expertise here are parallel to those
of acoustic instruments, including learning to accommo-
date latency in the system (the time delay from initiating
a physical action to the resulting sound, which is present
in all acoustic instruments as well). Additionally, and un-
like all acoustic performance, the technologist must con-
tend with quantization at many levels. Quantization in per-
formance is a process forcing data into discrete positions,
which can be employed to rhythmically adjust the incom-
ing control data (such as notes from a MIDI keyboard)
to align them with a desired tempo and metric division.
This is frequently engaged by default, giving the illusion
of higher rhythmic accuracy than the performer is in fact
capable of. The master performer can play in a way analo-
gous to acoustic performers (i.e. without any quantization)
as well as leverage this unique capability and learn to play
with it in a way that expands their expressive and sonic
reach.

4.3 Expression

Expression is often characterized as a precise level of con-
trol of dynamics and timing, such that a performer can con-
vey their musical intent fluidly [10]. While there is de-
bate and advancement of definitions and frameworks for
analysis of expression [11], without control of the musical
output the depth of expression is greatly reduced. For the
technologist this equates to control of force and motion:
how hard keys and pads are pressed or held, how quickly
knobs are turned or faders moved, how rapidly hands-free
motions are made, and the timing of all performative ac-
tions.

5. STYLES AND CONTEXTS

While music technology instruments can be employed to
perform pieces composed for acoustic mediums, the pri-
mary interest in technology performance is in creating new
expressions and the exploration of yet undefined and chang-
ing styles. Traditional, formal music studies revolve heav-
ily around the repertoire studied, and the selection of these
pieces is a significant aspect of the curriculum (and a re-
quirement of the US National Association of Schools of
Music accrediting body [12]). However, informal learning
is typically much more ad-hoc, and is being embraced by
many instructors leveraging student-driven teaching mod-
els [13]. As such, codifying a pedagogical repertoire for
technology performance is set aside here. Instead, the range

of styles, contexts, and modes of performance are used as
an organizing principle for curriculum design here. For
example, an individual in one context may be mixing a se-
quence of songs by other artists as background music for a
social event, and in another be creating songs from scratch
using MIDI controllers and software synthesizers.

Another way music technology performance diverges from
acoustic instrument studies is in the level of granularity in
performance focus. All acoustic instruments typically op-
erate at a ‘note’ level, where actions are understood and an-
alyzed around individual note production and sequencing.
Most actions (press a key, hold a string, strike a bell) pro-
duce a single musical event, with others stretching across
several notes (taking a breath, changing bow direction, re-
leasing a piano pedal). However, the music technologist
can act anywhere from the note level to triggering whole
songs.

Looking at the range of action granularity in music tech-
nology performance serves as a useful framework for de-
veloping mastery paths. At the largest level the performer
sets large-scale processes in motion with a single action
(pressing the start button on a DAW transport, or triggering
a song to play). Along the spectrum to the finest granular-
ity are triggering loops and making macro shifts (changing
a global metronome tempo, for example), down to con-
tinuous motions at phrase levels (fading in and out, at a
rate similar to bows on stringed instruments), and finally
to ‘note’ level actions (pressing keys and pads). This spec-
trum can be taken as a hierarchy for progression from be-
ginner, who starts with longer time scales, to master, who
plays every note while simultaneously managing automated
musical processes.

Different musical styles necessitate different action sche-
mes and can likewise be used as a model to inform peda-
gogical progress. For example hip-hop frequently employs
cutting, chopping, and scrubbing samples; ambient mu-
sic uses long gradual shifts over continuous loops; EDM
styles have quick interjections and beat juggling; soloing
over backing tracks is common in jazz/funk; and mixing/
manipulating a singer or other live inputs appears in many
band oriented styles. Each of these, and many more, can
be used to focus on specific interface elements and ways of
creating the stylistically appropriate sounds. While this is
not strictly the same as practicing iconic repertoire in the
conservatory practices, the aspect of sound mimicry and
stylistic modeling is parallel and can serve as a strong or-
ganizing principle for DMI pedagogy.

6. CURRICULUM

Rather than layout a time oriented sequence of competen-
cies and skill acquisition that applies to all students we are
taking an approach of allowing students to move through a
number of areas in the sequence that is optimal for them.
As previously noted, classical instrument instruction typi-
cally employs specific repertoire to teach skills, however,
due to the nature of the medium this approach is not fea-
sible for the technologist. Rather, we propose that the stu-
dent work on levels of competency in specific skill sets,
such as:

• Finger Drumming–this is the practice of triggering
short, ‘one-shot’ audio files using a set of pressure
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pads (typically these are drum recordings, with pads
in a 4x4 grid, as popularized by the Akai MPC). The
beginner works on playing individual pads in given
patterns, with one and two hands, and with gradu-
ally increasing speed and complexity. The advanced
student can execute complex rhythmic patterns with
accuracy and expressivity.

• Melodic Playing–a more extensive variation of fin-
ger drumming, requiring the individual to play melodic
material on any of a range of input formats (keys,
pads, motion sensitive devices, etc.). Practice can
proceed along more conventional paths employed in
acoustic instrument study (working out shorter etudes,
building to longer and more complex pieces).

• Loop Triggering–a common modality, of engaging
looping audio playback, typically layering many el-
ements into a full musical work (supported exten-
sively by Ableton Live). The beginner focuses on
triggering one loop at a time, using a key or pad in-
terface, engaging and disengaging loops with mu-
sically appropriate timing. The advanced student
manages myriad loop tracks simultaneously, with low
(or no) quantization assistance.

• Mixing–while the technologist can play many differ-
ent instruments or voices at the same time, manag-
ing the balance between these parts is a critical skill.
The beginner works with a couple distinct parts, bal-
ancing levels while also triggering loops or playing
other musical events. The advanced student mixes
many parts into sub-mixes or buses, which in turn
are balanced while the performance of other elements
is carried out.

• Sound Manipulation–many elements of synthesis and
tone modifying effects (filters, distortion, reverb, etc.)
can be controlled in real-time during a performance
(akin to tone modification of acoustic instruments
while playing). The beginner works on controlling a
single aspect (using one dial) while playing loops or
other sounds, and the advanced student juggles many
elements simultaneously while managing loops, etc.

• Motion Control–employing hand-free camera tech-
nology or accelerometers performers can translate
continuous movements in space into control streams.
This mode of control is unique from other interface
interaction in that there is much less force resistance
and haptic feedback than the typical physical inter-
action. The beginner works with a specific gesture or
sequence, practicing for precise replication. The ad-
vanced practitioner can move between any desired
gesture or position while simultaneously managing
other aspects of the performance (mixing, trigger-
ing, etc.)

• Live Looping–a practice that has arisen in the last
few decades involves recording musical input live,
and looping these recordings into a full song or work.
This involves both manipulating the recording/looping
system as well as simultaneously playing music acous-
tically or on an electronic instrument.

7. FUTURE DIRECTIONS

New interface pedagogy, teaching and learning to perform
on electronic musical instruments, is latent in its develop-
ment. However, there currently exists a great need for cur-
ricula to guide mastery in DMI performance. While the
forefront of experimental NIMEs is difficult to master (re-
quiring thousands of hours of practice, at which point the
interface/instrument will no longer be ‘new’), many per-
formance skills are universal to DMIs and can be fit into
teaching models inspired by conventional acoustic instru-
ment practice.

More specifics are required at all levels of the discussion
presented herein. Specific affordances of particular inter-
action elements need to be clarified and detailed ‘etudes’
formulated to build muscle memory and precision (for ex-
ample, dials that are potentiometers versus radial encoders
necessitate different control skills). Particular levels of ac-
tion granularity can be teased out, helping the student to
assess their progress in different performance modalities.
These in turn can better inform the ability to perform in a
range of musical contexts.

The goal of this work is to provide interested individuals
the tools to better obtain mastery with new and digital mu-
sical interfaces. The instruments of tomorrow have yet to
be built, but when they arrive the performers of today need
to be ready to explore their musical possibilities and open
the doors they will reveal.
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ABSTRACT

In this paper we present an attentional neural network for

folk song classification. We introduce the concept of mu-

sical motif embedding, and show how using melodic local

context we are able to model monophonic folk song mo-

tifs using the skipgram version of the word2vec algorithm.

We use the motif embeddings to represent folk songs from

Germany, China, and Sweden, and classify them using an

attentional neural network that is able to discern relevant

motifs in a song. The results show how the network ob-

tains state of the art accuracy in a completely unsupervised

manner, and how motif embeddings produce high quality

motif representations from folk songs. We conjecture on

the advantages of this type of representation in large sym-

bolic music corpora, and how it can be helpful in the mu-

sicological analysis of folk song collections from different

cultures and geographical areas.

1. INTRODUCTION

The increasing availability of digital music corpora and the
growing interest in empirical approaches and methods in
musicology has brought new challenges and opportunities
for Musical Information Retrieval (MIR). Large symbolic
cross-cultural music corpora demand new tools that can ex-
tract relevant information in an automated manner. In this
paper we are interested in researching the possibilities of
using vector representations of musical patterns based on
their context. Having a vector representation of a musical
entity such as a motif, will allow for the direct comparison
of patterns and contexts using the cosine similarity mea-
sure. This approach pretends to facilitate the musicological
analysis by using machine learning vector embedding tech-
niques to extract similar patterns and their contexts from
large collections of symbolic music databases.

Vector representations of words, or word embeddings,
have had a great success in Natural Language Processing
(NLP) tasks [1]. Based on the idea that words that are
semantically similar to each other are represented closer
in a continous vector space, the word2vec algorithm has
shown the ability to represent high-quality word embed-
dings from large text corpora [2, 3, 4]. NLP methods have
been adopted and adapted in MIR contexts [5], [6], [7].
Word2vec was used to model musical contexts in western

Copyright: c�2019 Aitor Arronte Alvarez et al. This is an open-access
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classical music works [8], and for chord recommendations
[9]. In this paper we deal with a more limited data context,
monophonic folk songs.

Our goal is to adopt the skip-gram version of the word2vec
model for the distributional representation of motifs. Sev-
eral melodic features such as contour, grouping, and small
size motifs seem to be part of the so called ‘Statistical
Music Universals’ [10], [11]. This sequential processing
of melodic units may be related to the human capacity to
group and comprehend motifs as units within a melodic
context. Our hypothesis is that these units may relate to
each other in a melody in similar ways as words do in sen-
tences. If that is the case, the word2vec algorithm should
be able to represent motifs from folk songs. The motif em-
beddings will be used as the input in a classification task
using an attentional neural network architecture.

Deep learning methods for text classification such as con-
volutional neural networks [12], and recurrent neural net-
works based on long short-term memory (LSTM) [13] have
proven to be very effective. Encoder-decoder methods from
the Machine Translation literature, where an encoder neu-
ral network reads and encodes a sentence into a fixed-length
vector, and an decoder outputs a translation of the sentence
by decoding the initial representation. One of the short-
coming of this approach is the fact that sentences are en-
coded as a fixed-length vector, and in a corpus where sen-
tences greatly vary in size, the performance of this method
deteriorates quickly [14]. An attentional mechanism that
searches for a set of positions in an encoded sentence where
the most relevant information is kept was presented to over-
come this limitation [15]. The relevant information is pre-
served in a context vector, so a target word based on this
vector can be predicted. We use this so called ’attention’
mechanism, to search for motifs that are more relevant than
others in a song based on a melodic context.

The remaining of this paper is organized as follows: in
section 2 we introduce in formal terms the word2vec model,
present how the data is encoded, and show based on ad-hoc
queries the quality of the motif embeddings. In section 3
we present the attentional neural network for classifying
folk song based on the motifs obtained with the word2vec
algorithm. Section 4 details the data used and the experi-
ments, presenting the results in 5. We conclude in section
6 by highlighting the potential use of this type of repre-
sentation and classification method in the analysis of large
corpora from diverse cultures and geographical areas.
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2. MOTIF EMBEDDINGS

2.1 Word2vec algorithm

In the skip-gram version of the word2vec model, the goal
is to find word embeddings that can predict the surround-
ing words of a target word in a sentence or document [3].
Formally, we can define the model in the following terms:
given a corpus W of words w and contexts c, the network
tries to predict the surrounding words of a target in a con-
text. The objective of the skip-gram is to set the parameter
✓ in p(c | w; ✓) that maximizes the corpus probability:

argmax
✓

Y

w2W

"
Y

c2C

p(c | w; ✓)
#

(1)

where p(c | w; ✓) is calculated by the softmax function:

p(c | w; ✓) = evc·vw

P
c02C evc0 ·vw

(2)

where vc and vw 2 Rd are vector representations of v

and c, and C is the set of all possible contexts. The set of
parameters ✓ is composed of vci , vwi for w 2W .

Since the term p(w; ✓) involves a summation over all pos-
sible contexts c0 it becomes computationally very inten-
sive, and it is normally replaced with negative sampling
[3]. In this article we use this sampling technique.

We use the cosine similarity measure to determine the
relatedness of two embeddings. We define the metric for a
pair of words w1 and w2 as [16] :

cos(w1, w2) =
�!w1 ·�!w2���!w1

�����!w2

�� (3)

for all similarity computations in the embedding space,
where �!w is a real-valued vector embedding of word w.

2.2 Motif representation

Melodic similarity and classification methods rely strongly
in the manner in which music is represented [17]. Our goal
is to extract motifs from folk songs based on melodic con-
text using the word2vec algorithm. We understand context
as the sequential organization of melodic units that estab-
lish statistically relevant relationships with one another in
a melodic segment. We represent, separately, rhythmic and
intervallic motifs using strings.

We codify all the intervals for each song using Music21
[18] chromatic step values, and encode interval direction
using Boolean values (1 for ascending and 0 for descend-
ing). For instance, the string 21 represents an ascending
major second, and the string 30 a descending minor third.
Repeated notes are encoded as 00. We represent rhyth-
mic units following a similar approach. We codify with
Boolean values whether the value is a rest (0) or a note (1),
and the upbeat (0) or downbeat (1). Duration representa-
tions are based on the unit of a quarter note. We separate
with a dash each of these features. The string 1-1-0.5
represents then, an eighth note that falls on a downbeat.

The next step to obtain motif embeddings is to discover
motifs as multi-words, or prototype words [3]. The motiva-
tion behind this idea is that, since we are working with the
smallest intervallic and rhythmic units, when grouped with

each other based on their frequency of occurrence within
a corpus, we will obtain statistically relevant motifs. A
multi-word is then a concatenation of two or more inter-
vals or durations that are found in a melody adjacent to
each other. For example, an intervallic multi-word of size
3 30 00 21 represents a descending minor third, followed
by a repeated note, and by an ascending major second. And
the rhythmic multi-word of size 2 1-0-0.25 1-1-0.5
represents a sixteenth note on an upbeat, followed by an
eighth note on a downbeat.

Once the vocabulary of multi-words is created, we codify
songs using this representation method and apply the skip-
gram version of word2vec to obtain vector representations
of all motifs in a corpus.

3. ATTENTIONAL NEURAL NETWORK
ARCHITECTURE

We present a neural network architecture based on the at-
tentional mechanism described in [15], which uses context
to determine the importance of a word in a given sentence.
We will use this mechanism to search for motifs that are
more relevant than others in a song for the correct classi-
fication of melodies given their geographical and national
collection.

The architecture that we present is composed of a motif
encoder, a motif attention layer, and an output single layer
Multilayer Perceptron (MLP) to perform the classification
task.

The motif encoder takes an input sequence X and reads
the sequence as a vector representation X = (x1, · · · , xT )
into a vector ci where T is the length of the input sequence.
Instead of following the order of the sequence from start to
finish, in this approach the encoder annotates not only the
preceding words of a target word, but also the following
words using a bidirectional GRU (BGRU) [15]. A BGRU
is composed of a forward and backward GRU, where the
forward GRU

�!
f reads the input as it is ordered and esti-

mates the forward hidden states
�!
h1, · · · ,

�!
hT . The back-

ward GRU
 �
f obtains a backward representation of the

hidden states by processing the sequence in reverse order.
An annotation hj is obtained by concatenating the forward
�!
hj and backward states

 �
hj , which represents the motifs

around a target motif wj in a song or melody.
The motif attention layer computes the following:

ci =
TX

j=1

↵ijhj . (4)

The weight ↵ij is computed as:

↵ij =
exp(eij)PT
k=1 exp(eik)

, (5)

where

eij = a(si�1, hj)

is the alignment of the output at position i that matches
the input at position j, and si�1 is the previous hidden
state. The function a is a MLP trained jointly with the rest
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of the components of this architecture. The vector ci sum-
marizes all the information of motifs in a song. We use the
negative log likelihood of the correct labels to determine
song classification:

L = �
X

d

log p(dl), (6)

where l is the label of a song d.

4. DATA AND EXPERIMENTS

4.1 Data

To test the proposed architecture we use the Chinese and
German corpora from the Essen folksong collection [19],
and a collection of Swedish folk songs [20]. The corpus
with the German and Chinese collections is composed of
4923 melodies (2682 from the German and 2241 from the
Chinese), and 489 from the Swedish collection.

We codify all melodies following the procedure described
in subsection 2.2, and obtain two corpora: a corpus of in-
tervallic and a corpus of rhythmical motifs.

4.2 Experiment 1

We first test our architecture with data from only the Chi-
nese and German collections, replicating the experiment
presented in a previous work [21], where the authors clas-
sify songs as being from either China or Central Europe
(mostly Germany) using a hand-crafted set of 174 features.
The main difference with our approach is that feature ex-
traction and classification is performed in a completely un-
supervised manner. The musical features in our case would
be the vector representations of the motifs for each song
extracted automatically using word2vec, and the unsuper-
vised classification is performed by the proposed network
architecture. The number of songs to classify in this exper-
iment is much larger (4923) compared to the 1943 songs
used in the previous work [21]. We split the dataset in
training (75% of the total data, which results in 3692 melodies),
and test set (1231 melodies).

We compare the classification accuracy of our model with
two baselines: paragraph vectors (doc2vec) [22], and an
average of the vectors obtained with the word2vec algo-
rithm. We obtain song representations for each one of these
two models and perform a binary classification task using
a linear SVM classifier.

We implement the proposed architecture using the Keras
framework [23].

4.3 Experiment 2

The second experiment uses the 3 folk song collections in
their entirety (5412 songs). We analyze performance ac-
curacy by class, and test whether our model is able to pre-
dict correctly using an unbalance corpus, where two of the
classes belong to two closely related European folk song
collections.

Intervallic Motif Embeddings
Motif 1 Motif 2 Cosine distance
20 00 00 20 0.9787
10 20 20 10 0.9771
21 20 20 20 21 20 0.996
40 21 21 21 21 40 0.998

Table 1. Comparison of motif pairs based on cosine similarity.

5. RESULTS

5.1 Motif embeddings

Table 1 shows the most similar pairs of motifs obtained
from the data described in 4.1 using the word2vec algo-
rithm and ad hoc queries. Cosine similarity measures show
how melodic context alone can be used to model high qual-
ity motif embeddings. All intervallic motifs in the table
have the same intervals, either in reverse order or by alter-
ing the descending direction with ascending or viceversa.
For instance, motid 21 20 20 is composed of an ascend-
ing major second and two descending major seconds. The
most similar motif, with cosine similarity of 0.996, is a
permutation of the first and second interval 20 21 20.

5.2 Experiments

We use the motif embeddings for multiwords mw of sizes
2 and 3, for melodic, and rhythmical features with a vec-
tor dimension embedding of 150 as the input for our ar-
chitecture. The motif encoder and attention layer in the
architecture have 200 hidden nodes. We use a stochastic
gradient descent algorithm (SGD) to train the model with
mini-batches of size 10 (the most optimal size found).

Table 2 shows classification precision scores for experi-
ment 1. We compare the classification results for interval-
lic, and rhythmical representations of the songs using the
proposed architecture with the two base models. The at-
tention network outperforms both baselines in all types of
representations and for mw of size 2 and 3. Smaller inter-
val motifs seem to be the best representation in terms of
classification precision. We should note the good quality
of the results in general not only for the proposed archtec-
ture, but also for the doc2vec model, which highlights the
quality of the motif representation and its impact on clas-
sification accuracy.

The results from the proposed architecture obtain similar
results to the best model (96% accuracy) from the previous
work [21], with the difference that we do not use hand-
crafted features, and our corpus is much larger. Our classi-
fication task is reduced to Chinese and German folk songs,
instead of Chinese and European collections as a whole.

The second experiment tests the architecture in a more
nuanced classification task. We include the Swedish folk
song collection to the corpus, taking into consideration that
European folk music is considered by many as a single cor-
pus of musical style [24]. The results in Table 3 show that
even with an unbalance corpus and with 2 of the 3 classes
coming from a similar collection, we obtain results that are
only 2.4% less accurate than the best result in experiment
1. Table 4 shows precision scores by class. We can see how
the most differentiated collection, the Chinese, has better
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Model Comparison
Repres. type mw size Model Precision
Intervallic 2 Attention network 0.9458
Intervallic 2 Doc2vec 0.9142
Intervallic 2 Average word2vec 0.8947
Rhythmic 2 Attention network 0.9279
Rhythmic 2 Doc2vec 0.8967
Rhythmic 2 Average word2vec 0.8189
Intervallic 3 Attention network 0.9341
Intervallic 3 Doc2vec 0.9243
Intervallic 3 Average word2vec 0.9019
Rhythmic 3 Attention network 0.9116
Rhythmic 3 Doc2vec 0.8578
Rhythmic 3 Average word2vec 0.8009

Table 2. Binary classification precision scores for each model.

Attention Network Results
Repres. type mw size Precision score
Intervallic 2 0.922
Rhythmic 2 0.889
Intervallic 3 0.91
Rhythmic 3 0.878

Table 3. Results for the Chinese, German, and Swedish collections.

classification accuracy.

6. CONCLUSIONS

In this article we present an attention based neural archi-
tecture for folk song classification. We use the skip-gram
version of word2vec to learn rich representations of mono-
phonic folk song motifs from Chinese, German, and Swedish
collections. The architecture obtains state of the art results
in a completely unsupervised manner, and is able to clas-
sify closely related folk song collections with a high degree
of accuracy. Since the method does not require human su-
pervision or exlicit expert knowledge, it can be used for the
analysis of large collections of symbolic musical data.

In this research, we also show how motif embeddings
capture melodic relations based on local context, and how
the use of this type of representation, motif embeddings,
can be learned from a large corpus. The cosine similar-
ity can be then used to find variations of the same motifs.
This representation can be very useful for the musicolog-
ical study of folksong variation using small melodic units
such as motifs. It also shows, how word2vec is able to
capture and model complex melodic features.

Future research should explore the hierarchical organiza-
tion of songs based not only on motifs, but also on musical
phrases. Recent research in NLP has shown how hierarchi-
cal representation of text documents improves document
classification [25].
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ABSTRACT 
Recent research has shown that different musical instru-
ment sounds have strong emotional characteristics. It has 
also shown how these emotional characteristics change 
with different pitch and dynamics for the piano and 
bowed strings. This work differentiates the distinctive 
emotional characters of the brass instruments, and inves-
tigate how pitch and dynamics influence their characters. 
We conducted listening tests where listeners compared 
the brass instrument sounds pairwise over ten emotional 
categories. The emotional characteristics Happy in-
creased with pitch. Heroic, Romantic, and Comic gener-
ally increased with pitch in an arching shape that peaked 
at C5 and decreased at the highest pitches. Calm, Myste-
rious, and Shy are also in arching shape but peaked at 
C3. Angry and Scary was somewhat U-shaped and espe-
cially strong in the extreme high register. Sad decreased 
with pitch. In terms of dynamics, the results showed that 
Heroic, Comic, Angry, and Scary were stronger for loud 
notes, while Romantic, Calm, Mysterious, Shy, and Sad 
were stronger for soft notes. These results help orchestra-
tors and composers make the jump from knowing a par-
ticular pitch is technically possible on an instrument, to 
understanding how its pitch register shapes its emotional 
character. 

1. INTRODUCTION 
Music emotion research has flourished in recent years. In 
particular, various recent studies have found that different 
musical instruments have strong and different emotional 
characteristics [1-15]. The vast majority of these studies 
have focused on a single common pitch, usually a note 
just above middle C so that as many treble and bass clef 
instruments can be compared against one another as pos-
sible. Such an approach provides a useful point of refer-
ence when comparing the emotional characteristics of the 
instruments. But, it is also valuable to see how the instru-
ments vary in their emotional characteristics with differ-
ent pitch and dynamic levels. Several studies have 
 
Copyright: © 2018 First author et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribu-
tion License 3.0 Unported, which permits unrestricted use, 
distribution, and reproduction in any medium, provided the original 
author and source are credited. 

shown that pitch and dynamic levels can change 
perceived aspects of the sound in speech [16,17] and 
isolated musical instrument tones [1]. 

Another approach is to try to extract the effects of dif-
ferent pitch and dynamic levels from musical excerpts, 
although it is very difficult to disentangle pitch and dy-
namics from the many other musical factors, especially 
since different listeners will focus on different musical 
factors. Also, musical excerpts are longer and not so 
many can be practically tested, making it difficult to gen-
eralize the results beyond the few that are tested. Testing 
isolated music instrument tones with different pitch and 
dynamic levels avoids these pitfalls, and allows their ef-
fects to be directly assessed isolated from any particular 
musical context.  

In particular, in our previous work, we compared the 
emotional characteristics of sustaining [2,3,5,6] and non-
sustaining [4,7,8] musical instruments. For both groups, 
the results showed distinctive emotional characteristics 
for each instrument. For example, among sustained in-
struments the trumpet was found to be relatively stronger 
in the emotional characteristics Happy, Heroic, and Com-
ic than the horn, while weaker for Sad and Shy [2]. It is 
not that a trumpet sound cannot be Sad or Shy, but that 
the player will need to work harder to achieve the same 
levels of Sad or Shy as the horn. 

We also investigated piano’s emotional characteristics 
changed with pitch and dynamics from C1 to C8 over pi-
ano, mezzo, and forte dynamic levels [9,12]. Especially 
relevant to the current paper is our experimental finding 
on how the emotional characteristics of the bowed strings 
changed with pitch and dynamics [10,13,15]. We tested 
pitches ranging from C1 to C7 over and piano and forte 
dynamic levels. The results showed that the emotional 
characteristics Happy, Heroic, Romantic, Comic, and 
Calm generally increased in an arching shape with pitch 
that decreased at the highest pitches. The characteristics 
Angry and Sad generally decreased with pitch. Scary 
again had a U-shape that was strongest in the extreme 
low and high registers. Shy and Mysterious were unaf-
fected by pitch. In terms of dynamics for the bowed 
strings, the result showed that Heroic, Comic, and Angry 
were stronger for loud notes, while Romantic, Calm, Shy, 
Sad, and the high register for Happy were stronger for the 
soft notes. Scary and Mysterious were unaffected by dy-
namics. 
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Overall, the current study will help quantify the emo-
tional effects of pitch and dynamics in the Brass instru-
ments. Of course, the exact musical context will further 
modulate these general pitch and dynamic effects based 
on musical features such as melody, harmony, and tempo. 
Nevertheless, it would be helpful to quantify and visual-
ize how the emotional characteristics of the instruments 
vary with pitch and dynamics to see how these trends 
support musical intuition, and likely uncover and expose 
lesser-known trends so that musicians can use them in 
musically useful ways. This understanding is valuable in 
applications such as orchestration, arrangement, blending 
and balancing instruments, and especially composition 
for film and computer games. 
 

2. EXPERIMENT METHODOLOGY 
We conducted listening tests to compare the effects of 
pitch and dynamics on the emotional characteristics of 
individual brass instrument sounds. We tested the trumpet, 
horn, trombone, and tuba at three or four different pitches, 
and at both forte (loud) and piano (soft) dynamic levels. 
We compared the sounds pairwise over ten emotional 
categories (Happy, Heroic, Romantic, Comic, Calm, 
Mysterious, Shy, Angry, Scary, and Sad) to determine the 
effects of pitch and dynamics. 

2.1 Stimuli  

The experiment used sounds from the four main instru-
ments in the brass family: trumpet, horn, trombone, and 
tuba. The sounds were obtained from the Prosonus sam-
ple library [18]. The sounds presented were 0.9 s in 
length, with a short linear fadeout release. For each com-
parison, the first sound was played, followed by 0.2 s of 
silence, and then the second sound. Thus the total for one 
comparison was 2 s. The pitches for each instrument were 
as follows: 

x Trumpet:    C4, C5, C6 
x Horn:          C2, C3, C4, C5 
x Trombone:  C2, C3, C4, C5 
x Tuba:          C1, C2, C3, C4  

The sounds were all C’s of different octaves so as to 
avoid other musical intervals influencing the emotional 
characteristics of the sounds. Each note also had two dy-
namic levels, corresponding to forte (f) and piano (p)—
loud and soft. The total number of sounds was 30 (15 
notes × 2 dynamic levels). 

All sounds were recorded and sampled at 44,100 Hz 
with 16-bit resolution, and played back using the D/A 
converter with 24-bit resolution at the original sampling 
rate. To equalize their lengths to 1s, after the first 0.75 
seconds, we simply faded the sounds to zero over the last 
0.25 seconds. We verified that the sounds with fade-outs 
were reasonably natural and free from artifacts. 

2.2 Test Procedure 

66 subjects were hired to take the listening test. All sub-
jects were fluent in English. They were all undergraduate 
students at the Hong Kong University of Science and 
Technology where all courses are taught in English. 

The subjects were seated in a quiet room with 39dB 
SPL background noise level. The noise level was further 
reduced with headphones. Sound signals were presented 
through Sony MDR-7506 headphones. The volume on all 
computers were calibrated manually so that the C4 forte 
Trumpet tone sounded at the same moderate loudness 
level as judged by the authors. 

The subjects were provided with an instruction sheet 
containing definitions of the ten emotional categories 
from the Cambridge Academic Content Dictionary[19]. 

Every subject made pairwise comparisons on a comput-
er among all 30 combinations of instruments, pitches, and 
dynamics for five emotional categories. For each emo-
tional category, there were 33 subjects’ response. During 
each trial, subjects heard a pair of sounds of different 
instruments, pitches, and/or dynamics and were prompted 
to choose the sound that represented the given emotional 
category more strongly. Each trial was a single paired 
comparison requiring minimal memory from the subjects. 
Paired comparison is a simple decision, and is easier than 
absolute rating. 

Each combination of sounds was presented once for 
each emotional category, and the listening test totaled 
30C2 combinations × 5 emotional categories = 2175 tri-
als. For each emotional category, the overall trial presen-
tation order was randomized (i.e., all the Happy compari-
sons were first in a random order, then all the Heroic 
comparisons were second, and so on).  

Altogether the listening test took about 2 hours. It was 
conducted over several 15 minute sessions to help mini-
mize listener fatigue and maintain consistency. 

3. RESULTS 
We ranked the sounds by the number of positive votes re-
ceived for each emotional category, deriving scale values 
using the Bradley–Terry–Luce (BTL) statistical model 
[20,21]. The BTL values for each emotional category 
sum to 1. The BTL value given to a sound is the prob-
ability that listeners will choose that sound when consid-
ering a given emotional category. For example, if all 30 
sounds (15 notes × 2 dynamic levels) were considered 
equally Happy, the BTL scale values would be 1/30 ≈ 
0.0333. The corresponding 95% confidence intervals 
were derived using Bradley’s method [21]. Fig. 1 shows 
graphs for the BTL scale values and the corresponding 
95% confidence intervals for each emotional category 
and instrument of the brass. 

The individual instrument lines are similar, and together 
outline an overall trend for the brass for each emotional  
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Fig. 1: Emotional characteristics of Brass instrument sounds based on the BTL scale values and the corresponding 95% 
confidence intervals. 
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characteristic (e.g., the forte Heroic lines). There are a 
few distinctive outliers such as the piano Tuba at C4 for 
Mysterious. 

The emotional categories in Fig. 1 fall into five general 
shapes across the pitch range.  Happy increased with 
pitch. Three of the categories had an arched shape that 
peaked at C5, namely, Heroic, Romantic, and Comic. 
Three of the categories also had arched shape peaked at 
C3: Calm, Mysterious, and Shy. Two of the categories 
had an asymmetric U-shape that was especially strong at 
the highest pitches, namely Angry and Scary, a result 
which indirectly agrees with Krumhansl’s finding that 
large variations in pitch resulted in significantly higher 
ratings for Fear [22]. Sad decreased with pitch.  

Regarding dynamics, four categories were stronger for 
loud notes, namely Heroic, Comic, Angry, and Scary. 
The emotional Romantic, Calm, Mysterious, Shy, and 
Sad were stronger for soft notes. For Happy, loud and 
soft notes were about the same.  

3.1 The Effects of Pitch and Dynamics 

The curves for most of the categories in Fig. 2 showed 
clear trends. For example, for Calm, there was a strongly 
curved arch for piano and a gentler arch for forte. To 
quantify these trends, we wanted to determine whether 
the effects of pitch and dynamics were significant for the 
brass instruments. An ANOVA analysis is the usual way 
to accomplish this, but ANOVA requires independent 
variables. For the brass, pitch and dynamics are inde-
pendent, but instrument is not since, for example, the 
trumpet only ranges from C4 to C6 and does not include 
tones from C1 to C3. For the purposes of this analysis, 
we decided to separate the brass family into two groups 
by the shape of their bore, namely the conical instruments 
(horn and tuba) and the cylindrical instruments (trumpet 
and trombone). Using this idea, we constructed a general 
conical brass instrument using the tuba for C1-C2 and the 
horn for C3-C5 (see Fig. 3). We also constructed a cylin-
drical brass instrument consisting of the trombone for C2-
C4 and the trumpet for C5-C6 (see Fig. 4). We can then 
run ANOVA on the conical and cylindrical brass instru-
ments to determine whether the effects of pitch and dy-
namics were significant. 

Table 1 shows the ANOVA results. The conical and cy-
lindrical instruments were mostly in agreement in regards 
to the effects of pitch and dynamics (except for Happy, 
Comic, and Scary). In particular, the effects of pitch and 
dynamics were both significant for eight out of the ten 
emotional categories at the p<0.05 level. Mysterious was 
not significant for pitch, largely because the trend was 
relatively flat. 

 

 

 

 
 Most Representative  Less Common 

  Pitch Dynamics  Pitch Dynamics 
Happy 0.000 0.004  0.000 0.708 
Heroic 0.000 0.000  0.000 0.001 
Sad 0.000 0.000  0.000 0.000 
Comic 0.013 0.003  0.277 0.148 
Scary 0.247 0.142  0.000 0.002 
Shy 0.000 0.000  0.000 0.000 
Romantic 0.000 0.006  0.000 0.000 
Mysterious 0.064 0.006  0.254 0.035 
Angry 0.040 0.000  0.000 0.000 
Calm 0.000 0.000   0.000 0.000 

Table 1: p-values from the two-way ANOVA for the 
effects of pitch and dynamics. Values that were signifi-
cant (p<0.05) are shown in bold and shaded in grey. 

3.2 Differences Between the Individual Instruments 

We identified differences between brass instruments by 
calculating BTL differences between instruments at the 
same pitch and dynamic levels. Most of the 300 possible 
pairs (15 shared pitches between the 4 instruments × 2 
dynamic levels × 10 emotional categories) were not sig-
nificantly different. However, there were a number of 
exceptions. Table 2 lists the biggest BTL differences or-
dered from largest to smallest. Out of the twenty entries 
in Table 2, 15 were at C2 or C3, and nine were for the 
category Calm. 

 
Emotion Categories Instruments Sound ∆BTL 

Calm T>Tb C3p 0.052 
Calm T>Tb C2p 0.049 
Calm T>Tb C4p 0.046 
Sad T>Tb C2p 0.039 
Shy T>Tb C3p 0.036 
Sad T>Tb C3p 0.034 

Calm T>Tp C4p 0.033 
Angry Hn>T C2f 0.030 
Angry Hn>T C3f 0.029 

Shy T>Tb C2p 0.029 
Calm T>Hn C3p 0.028 
Angry Tb>T C2f 0.028 

Shy T>Tb C4p 0.026 
Angry Tp>Hn C5f 0.026 

Shy T>Hn C3p 0.026 
Calm T>Tb C3f 0.026 
Calm T>Hn C2p 0.025 
Calm T>Tp C4f 0.025 
Sad T>Tb C2f 0.025 

Calm Hn>Tb C3p 0.024 

Table 2: Biggest BTL differences between different brass 
instruments at the same pitch and dynamic level, ordered 
from largest to smallest. 
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Fig. 2: Percentage of cases where each instrument was significantly greater than other instruments at the same pitch and 
dynamic level.

 
Fig. 3: Total number of cases that an instrument was significantly greater than other instruments for each pitch. 

We will describe a few general trends in the biggest 
BTL differences. For C2, C3, and C4 piano notes, the 
tuba was regarded as more Calm, Shy, and Sad than the 
trombone. Similarly, for C2 and C3 forte notes, the horn 
was considered more Angry than the tuba. 

As an alternative, more general perspective, Fig. 2 
shows the percentage of cases where each instrument was 
significantly greater than other instruments for each cate-
gory at the same pitch and dynamic level. So, for exam-
ple the tuba was significantly greater than other instru-
ments 100% of the time for Calm, about 80% of time for 
Shy. 

Fig. 3 shows the total number of cases that an instru-
ment was significantly greater than another instrument for 
each pitch. Fig. 3 ranges from C2 to C5 since only the 
tuba includes C1 and only the trumpet includes C6. Near-
ly half of cases were at C4. This indicates that the C4 is a 
hotspot for differentiating the individual brass instru-
ments, especially between the trombone and the other 
instruments. 

4. DISCUSSION 
Nine out of ten emotional categories were effected by 
pitch. Happy increased with pitch. Heroic, Romantic, and 
Comic increased with pitch up to C5, then decreased. 
Calm, Mysterious, and Shy increased with pitch up to C3, 
then decreased. Angry and Scary was somewhat U-shape 

and strongest in the highest register. Sad generally de-
creased with pitch. Nine out of ten emotional categories 
were effected by dynamics. Heroic, Comic, Angry, and 
Scary were stronger for loud notes. Romantic, Calm, 
Mysterious, Shy, and Sad were stronger for soft notes. 
Happy were unaffected by dynamics. 

 

The results showed that pitch generally had a similar ef-
fect on emotional categories with similar overall Valence. 
The positive characteristics Heroic, Romantic, Comic, 
and Calm had similar shapes in Fig. 1 (increasing up to 
middle register, then decreasing), while the negative 
characteristic Sad were decreasing. Angry and Scary 
were outliers, decreasing slightly with pitch like Sad in 
the lowest register, but with a strong upward trend in the 
high register.  

Dynamics had a similar effect on most emotional cate-
gories with similar overall Arousal. The energetic charac-
teristics Heroic, Comic, Angry, and Scary were strongest 
for loud notes, while the lower-energy characteristics 
Calm, Romantic, Shy, and Sad were strongest for soft 
notes.  

We suspect that the agreement in dynamics is probably 
fairly instrument-independent since categories such as 
Shy and Calm are inherently soft by nature. Happy is an 
interesting possible exception since it is could be inter-
preted as both excitedly-Happy or serenely-Happy. Pitch 
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is almost certainly more instrument-dependent, since each 
instrument has its own particular pitch range and timbre. 
Further work with other instruments can help put these 
ideas on more solid footing. 

These results confirm some existing common practices 
for emotion emphasis in composition and arrangement 
(e.g., using loud, very high Trumpet for Scary passages), 
and expose some less well known ones such as the sweet 
spot at middle register for the emotional categories Hero-
ic, Romantic, Comic, Calm, Mysterious, and Shy. 
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ABSTRACT 
 
Platforms like YouTube have made an incredible amount 
of content available seemingly for free, all the time, to 
anyone with an internet connection. Videos feature subject 
matter from people reacting to pop culture prompts to 
lectures on physics uploaded pro bono to slickly produced 
major-label music videos to someone's sophomore oboe 
recital. Legally posted or not, the videos on this platform 
provide a varied and busy picture of society today, 
validated by instant feedback in the form of video likes, 
dislikes, and comments. Users see not only what others 
deem worthy of sharing, but also what others think of these 
handpicked uploads. Viewers trust in the taste of the 
masses, which is reflected in the popularity and promotion 
of certain videos (and not others). Within this mass of 
cultural product, contemporary music has made a niche 
but significant home in the form of scrolling score videos, 
accompanied by recordings. Not only is access to materials 
of contemporary concert music more available than before, 
these videos teach viewers to follow scores and read 
contemporary music, made possible by the internet and its 
ways. This paper explores how Score Follower engages 
with internet culture to represent and support 
contemporary music. 
 

 

1. INTRODUCTION 
At Score Follower, a non-profit organization with 

three YouTube channels, the internet shapes everything we 

 
1 “On August 6, 1991, [Tim Berners-Lee] took a bold step. He posted 
three key items on the Internet: 1) the World Wide Web software for 
NeXT computer editors, 2) a browser, and 3) a basic server that could be 
used with all computers. [...] With the three items Tim posted, anyone 
with a NeXT computer and Internet access could investigate what the 
Web was all about. As the British Broadcasting Corporation (BBC) 
would later put it, August 6, 1991, was the "day the Web went 

do from operations to organizational strategy to content 
curation. On an operational level, the YouTube platform 
shapes our activities. In terms of organizational strategy, 
we have learned a lot about how the internet affects social 
interaction, informing our Follow My Score project over 
the past three years. Curation is also shaped by the 
possibilities and etiquette of the internet, leading us to 
reflect on how we represent the music we put on our 
channels based on the context of the internet. To this end, 
we have put together a brief self-reflective study of how 
our organizational and curatorial practice has evolved in 
tandem with our generation of internet users.  

2. INTERNET 
Shortly after the internet entered the households of the 

general public, a community of creatives began using it as 
a platform for their art.1 This community welcomed the 
internet as an alternative to traditional platforms, such as 
galleries and museums. Criticisms of the gallery as a 
presentation space include incompatibility of the gallery 
wall with sound-, digital- or interaction-based work, the 
conservative nature of gallery audiences and buyers, 
physical boundaries of gallery spaces and limited 
community reach. These were a few of the driving factors 
of the net.art movement (i.e., Seth Price, paper rad, Cory 
Arcangel and others). The internet seemed to promise a 
democratizing disruption that artists working beyond 
traditional genres seemed to desire, especially with the 
possibilities of the emerging digital medium.  

As the early adopter internet artists embraced their 
new medium throughout the 90s and 2000s, making videos, 
glitched images, interactive games, and Net- poems, a 
wave of internet users followed them. Most of these users 
had no intention engaging with the net.art movement; 
instead, they mostly used the internet for daily tasks like 
email and reference. As Web 2.0 services2 began to 
flourish, a new generation of user-generated content 

worldwide."  
McPherson, Stephanie Sammartino.” Tim Berners-Lee: Inventor of the 
World Wide Web.” Twenty-First Century Books, 2009, Pg. 58 
2 Graham, Paul. “Web 2.0.” http://www.paulgraham.com/web20.html 
Accessed 4/21/2019 

Copyright: © 2019 Dan Tramte, et al. This is an open-access article 
dis- tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and 
source are credited. 
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platforms emerged such as YouTube, Soundcloud, 
Facebook, Instagram, and Reddit.  

Echoing the artistic pursuits of net.art pioneers, 
internet users made memes, wrote blogs, mashed up songs, 
and posted heavily filtered photos to Instagram. Indeed, 
some of those pioneers noted that this new wave of Web 
2.0 users had the effect of flooding the space that was once 
unique to them. According to Cory Arcangel:  
 

“All this stuff out there made by all these people 
is probably better than the stuff I’m making. 
How do you deal with that? That’s one part of 
the question, and the second part of the question 
is where do I fit in with that, because essentially 
I’m doing the same thing that they are. As an 
artist, what is my role in the internet? The first 
part is like a daily battle. I call it the fourteen-
year-old Finnish-kid syndrome. Basically there 
are people doing things on the internet right now 
that are above and beyond. I will see stuff daily 
and think, Oh my God, that’s the greatest thing 
I’ve ever seen in my life, and in an art context it 
could work”3  

 
Because of the assimilation of the internet into everyday 
life, today we see less distinction between art made for the 
internet and art documented online. Artists who came to 
the internet and relied on the platform’s metrics to measure 
success are now confronted with the fact that their art is in 
competition with anybody who posts creative digital 
content on the internet.  

The accessibility of the internet as a platform for 
exposure has leveled the playing field and redefined 
success for artists and musicians. To many, “view count” 
correlates directly to success. For us in the YouTube era, 
this means “going viral.” However, mass exposure and 
popularity may not have any bearing on quality, longevity, 
or the artistic integrity of the work. For example, a 
fourteen-year-old Finnish kid with iMovie on their iPhone 
could generate a piece of internet art that gains a degree of 
virality that completely overshadows a traditional artist’s 
entire oeuvre. The notions of success of the internet-native 
artist in this context can conflict with traditional values of 
art as a product of labor and process. 

In notated music rooted in the Western classical 
tradition, the traditional metrics of success for a composer 
are often tied to performance audience numbers, standing 
ovations, prizes, and grants from existing establishment 
institutions. While these metrics are still important to a 
composer’s career now, the more important marker of 
worth is having created an enduring cultural artifact. While 
it is never for the composer to say what endures, it is a goal 

 
3 “Net Aesthetics 2.0 Conversation, New York City, 2006: Part 1 of 3,” 
104, edited by Cornell, Lauren, and Ed Halter. Mass Effect: Art and the 
Internet in the Twenty-first Century. Cambridge: MIT Press, 2015. 
 

for certain kinds of institutions to define what endures and 
to document and protect that work. 

At Score Follower, we present the work of our time 
through a YouTube based archive and documentation style. 
Instead of physical artifacts preserved in a physical 
archive, such as the formidable Paul Sacher Stiftung 
Archive and Research Center for the Music of the 
Twentieth and Twenty-First Centuries in Basel, 
Switzerland, we have chosen instead to make the internet 
our virtual home. This is so that we may reach different 
audiences in a medium of our generation, and because of 
the nature of our cultural artifacts. Instead of precious 
original manuscripts and letters, we preserve and make 
available performances and scores. As record companies 
and publishers seek their next steps, we look to a non-profit 
model to support and maintain what we consider to be 
fundamental materials of this field.  

3. ORGANIZATION 
As an organization, we value curatorial and 

operational freedom above all else. We choose what we do 
and how we do it. Despite our quest for independence, on 
both curatorial and organizational levels, general internet 
culture and YouTube’s structures have influenced our 
operation and activities. 
 

3.1 Internet Culture and Organizational Structure 

 The experience of internet culture is seemingly 
random, immediate, distant, yet intimate. In internet 
culture, random pieces of digital content theoretically carry 
equivalent weight, for example in the following scenario: 
You open up Facebook. You scroll past kind of a funny 
meme, then a cringy dad joke. You see a link to your 
friend’s new Soundcloud track, click on it, and let it play 
for a bit while you continue scrolling onward. Next, a video 
auto-plays of your sister and her child observing pandas at 
the zoo. You watch on silent for a moment, not to pollute 
the Soundcloud audio in the adjacent browser tab. Then 
you stop the Soundcloud track short so that you can a video 
of your former roommate play second violin on 
Beethoven’s 7th in the Toledo Symphony. In this case, you 
have temporarily fulfilled your fix of primarily unrelated 
pieces of digital content, each representing a small 
digestible artifact curated by the broad umbrella of your 
social bubble. While some may think that a recording of 
Beethoven’s 7th may carry a broader cultural weight than 
an iPhone video of your niece at the zoo, nobody would be 
able convince you that the latter is not far more profound. 
Personal curation is ultimately our takeaway from the mass 
of artifacts available online.   
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The immediacy of the internet has also changed how 
we approach and build personal interest. Social media 
companies like Facebook, ad publishers, and content 
creators are primarily concerned with consumers’ attention 
and how often they view ads. Internet consumers value 
instead content that attracts and holds their attention. 
Consumer trade their attention to ads for desired content, 
and we agree to pay in the currency of marketing.  

Likewise, online communities expect content 
providers to keep up with the immediacy of internet 
culture, ads or not, prompting the need for platforms of 
dissemination. For a composer, the time it takes between 
the original conception of a piece of music and producing 
a recording of it is often months or years. Assuming this 
composer posts their work to YouTube or Vimeo, one can 
expect a new video to be uploaded by them once every 
couple of months. Because of the pace of internet culture, 
it is incredibly difficult to maintain enough momentum as 
an individual to keep up with users’ overloaded attention. 
Our solution is to come together as creative musicians, to 
collaborate, curate, and compile. For example, an artist 
collective selling works of a group of artists at a local 
gallery or a festival presenting works of many composers 
or a composer collective performing each other’s music. 
Another example is the content aggregator, which include 
Facebook pages like the Museum of Internet4, which 
curates and posts high quality memes, or blogs like 
Johannes Kreidler’s Kulturetechno website5, where 
Kreidler compiles conceptual music content. Distribution 
of labor in both content creation and aggregation is vital 
the operational livelihood of music online. For Score 
Follower, this means working with a variety of composers 
and curators. 
 

3.2 Influence of YouTube 

While YouTube affects the format, features, and mode 
of presentation of the works we curate and upload, as an 
organization, SF’s operations are also increasingly affected 
by YouTube’s copyright management and monetization 
mechanics. This aspect, though not applicable to other 
kinds of curation, is often crucial in determining whether a 
work can be promoted and uploaded onto our platform. A 
significant portion of our curatorial work involves 
negotiating with copyright owners and addressing their 
distribution and monetary concerns. As a platform, 

 
4 Facebook Group. “Museum of Internet.” 
https://www.facebook.com/MuseumOfInternet/ Accessed 4/21/2019 
5 Kriedler, Johannes. “Kulturtechno Blog.” http://www.kulturtechno.de/ 
Accessed 4/21/2019 
6  YouTube Creators. “ How do Advertisers buy Ads.” 
https://creatoracademy.youtube.com/page/lesson/revenue-
adserving?cid=channel-revenue&hl=en#strategies-zippy-link-4 
Accessed 4/21/2019 
7 YouTube Help. “How Content ID Works.” 
https://support.google.com/youtube/answer/2797370?hl=en Accessed 
4/21/2019 

YouTube resembles a traditional television network or 
newspaper. Their business model relies on collecting 
revenue from monthly user subscriptions, as well as selling 
advertising space to the highest interested bidder.6 This 
money is then distributed among YouTube content creators 
and copyright holders in the form of mechanical and 
performance royalties. Although our organization does not 
monetize the rights holder’s registered work, we 
nevertheless have to contend with the ramifications of 
YouTube’s monolithic copyright management system 
called “Content ID.” YouTube explains that “videos 
uploaded to YouTube are scanned against a database of 
files that have been submitted to us by content owners.”7 
This database is accessible and searchable from the “Music 
Policies” tab under the channel’s “Creator Studio” 
dashboard. Often, our first step in researching the 
feasibility of featuring a composer’s work involves 
checking against this database. 

 
 

 
 

Fig.1: Screenshot of collaborators and restrictions on Chaya 
Czernowin’s work as presented on Score Follower channels. 

Names on the right are YouTube recognized artists/performers. 
Information on the left lists types of restrictions imposed by 

rights holder to content. 
 

Despite the guidelines listed on YouTube’s help 
pages8, the actual criteria for selecting which entities can 
register works on Content ID seems to be a closely guarded 
secret by YouTube.9 Unless the rights holder happens to be 
a large company or conglomerate boasting “exclusive 
rights to a substantial body of original material that is 
frequently uploaded by the YouTube user community,” 
(e.g. Naxos of America)10 the chances of joining Content 
ID are slim. The alternative for smaller publishers, labels, 
and individual artists is to rely on YouTube affiliated 

 
8 YouTube Help. “Qualifying for Content ID.” 
https://support.google.com/youtube/answer/1311402 Accessed 
4/21/2019 
9 C.f. Maria Schneider’s post “Open Letter to YouTube, ‘Pushers’ of 
Piracy” 
https://musictechpolicy.com/2016/05/15/guest-post-by-schneidermaria-
open-letter-to-youtube-pushers-of-piracy/ Accessed 4/21/2019 
10 YouTube Help. “How Content ID Works.” 
https://support.google.com/youtube/answer/2797370?hl=en Accessed 
4/21/2019 
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companies that offer to register the work with YouTube's 
Content ID as part of their services. These services (e.g. 
Audiam) take 20-30%11 of the revenue left after YouTube 
takes its initial 45% cut,12 while also demanding exclusive 
licensing rights of the uploaded content.13 Recently, 
Performance rights organizations such as ASCAP, have 
also independently reached agreements14 with YouTube so 
that they may collect additional performance royalties on 
behalf of the publisher and/or composer.15 This 
complicated web of chaotic transactional interactions and 
justified insecurity on behalf of the rights holders and 
artists affects some of our major curatorial decisions. This 
is especially true in regard to well-known and 
commercially recorded musical works.  

The following example, taken from one of our featured 
composer videos, illustrates the royalties distribution 
between: "Naxos of America," who collects mechanical 
royalties on behalf of the record label; KAIROS; and an 
additional Performing rights organization, which 
depending on the territory, negotiations, and contracts, is 
most likely distributing the money to the publisher and 
author of the work.  

 
 

 
 

Fig.2: Copyright information in Beat Furrer’s  
“Spur” for piano quartet 

 
 

Unfortunately, the current system may seem unfair 
and prohibitive to a majority of new music rights holders 
who are forced to choose between exposure with little 
profit, or profit potential with little exposure (by deciding 
to not participate on YouTube). As an organization, Score 
Follower is committed to supporting rights holders and 
artists in their battle to negotiate a more equitable 
distribution within YouTube’s monetization mechanism. 
Congressional action and a strong public campaign on 
behalf of the artists who are demanding fair treatment as 
equal YouTube partners seem to be the only options that 
we have available to bring about positive change to 
YouTube's digital landscape.  
  From curation, to communication, production, and 
implementation, our work is shaped by a specific medium 

 
11 http://resources.audiam.com/help/drs/how-much-does-it-cost/ 
Accessed 4/21/2019 
12 Under YouTube’s Partner Program contract, Monetization Revenues 
Terms 1.1 (advertizing) and 1.2 (subscriptions) claim that “YouTube 
will pay you 55% of net revenues … ”  
13 https://www.audiam.com/terms/ Accessed 4/21/2019 
14 https://www.ascap.com/press/2017/06-12-youtube-agreement 
Accessed 4/21/2019 

and context (e.g. YouTube as part of Alphabet Inc.’s larger 
ecosystem). With few exceptions,16 Score Follower curates 
works that exist autonomously as recordings or 
video/media performances and scores that utilize 
prescriptive musical notation. However, once an 
autonomous work is assembled for a specific online 
medium and context, its form and meaning are further 
shaped by the medium, which in turn adjusts its functioning 
in response to the uploaded content. Not only has this 
feedback loop resulted in Score Follower videos that 
radically alter the interactive and visual aspects of the 
original score (for instance, overlapping different tempi 
displayed and synchronized simultaneously instead of 
sequentially, as is commonly represented in a printed 
score), but, more surprisingly, we are starting to see an 
interest in music composed specifically for YouTube 
and/or Score Follower as its primary intended audience.  
 

3.3 Curation 

Members of our rotating curatorial team are 
encouraged to draw from their own personal interests, 
experiences, and local communities in finding work for 
Score Follower’s channels. We aim to put together a team 
with diverse interests and backgrounds, so that content on 
Score Follower is constantly redefining our curatorial 
mission. Our curators are responsible for selecting works 
of their own choice, and also for participating in the 
judging of Follow My Score.  

Beginning as a popularity competition and now a 
fully juried competition, Follow My Score is an example 
of our evolving approach to institutional exposure. In 2016, 
Follow My Score began with an open call for scores in the 
first round of competition, from which the four directors 
selected half of total applicants, moving to a second round 
of five professionally-recognized jurors who selected three 
finalists. In the final round, the public voted in the form of 
YouTube likes on each of the three finalists’ works to 
select one winner for a joint commission between Score 
Follower and Ensemble Dal Niente (Julio Zúñiga). In 
subsequent editions of Follow My Score, the first round 
remains similarly open call, while the second goes to our 
house team of eight curators, finishing in a third round in 
which 30-40 works are selected by the four directors of 
Score Follower. We have two editions of Follow My Score 
each year, one in spring and one in fall.  

From the first iteration of Follow My Score, we 
encountered how the internet’s accessibility affects 
competition. In 2016, the competition quickly became 

15 https://www.ascap.com/help/royalties-and-payment/make-money-
youtube Accessed 4/21/2019 
16 Our Follow My Score 2016 Commissioning Project: 
https://scorefollower.com/fms/ 
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about one composer versus another, which was a kind of 
competitive attitude we did not want to foster. The 
composers themselves were not aware of the intensity of 
attention resulting from an open voting round. Considering 
our resources and our home on the internet, we decided to 
change the format of FMS to select more works to feature 
over a season, instead of attempting to imitate 
commissioning bodies.  
 

4. CONCLUSIONS 
In conclusion, we aim always to keep evolving with the 
needs, interests, and problems of internet culture as we 
strive to build a new kind of institution. YouTube, as a 
popular content platform, allows Score Follower to reach 
communities beyond our own local ones, providing 
immediate access to materials of notated or contemporary 
music. Going beyond our organization’s activities, we at 
Score Follower continue to ask ourselves and you how we 
may shape the community and careers that we want 
through mindful navigation of the world we live in today. 
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ABSTRACT 
More advanced interactive web browser based computer 
music applications are supported through a new javas-
cript library for musical machine listening, MMLL. The 
library includes such facilities as beat tracking, pitch 
tracking, onset detection, major/minor chord detection, 
IFFT resynthesis and a tracking phase vocoder imple-
mentation. The code’s efficiency, technical issues, and 
two example applications built upon the library are dis-
cussed.  

INTRODUCTION 
Web Audio API is a maturing technology for web brows-
er based audio digital signal processing through javascript 
coding. Due to the efficiency of javascript engines in re-
cent web browsers, it is an attractive option for new com-
puter music work, not least given the promise of inherent-
ly cross platform capability, with ease of release to musi-
cian end-users (just direct them to a URL!). There remain 
some question marks over performance in the case of 
simultaneous use of an intensive audio callback and visu-
al rendering or other heavy GUI.1 Nonetheless, perfor-
mance in non-graphics heavy settings is certainly reliable 
enough for computer music applications, and the tight 
potential coupling of GUI and low level audio DSP a 
powerful option.   
   
A few libraries for feature extraction have appeared, in-
cluding jsXtract, a native javascript port of libXtract [1], 
and Meyda [2]. These feature extractors provide standard 
audio descriptors such as MFCCs or the spectral centroid. 
However, they do not currently include the more mid to 
high level music analysis associated with such processes 
as chord detection or beat tracking. A few isolated exam-
ples of pitch detection algorithms have appeared online,2 
visualisations based on feature extraction have been ex-
plored [3],3 and Web Audio API has a built in Analyzer 

                                                             
1 The audio worklets system, which supports separate 
threads for audio from other processes, is not yet suffi-
ciently proven at the time of writing to constitute main-
stream Web Audio API practice, but does promise en-
hanced safety of audio code execution, at the expense of 
additional overhead in passing data between different 
areas of the program.  

2 See for instance: 
https://webaudiodemos.appspot.com/pitchdetect/index.ht
ml 

3 Further, see: https://developer.mozilla.org/en-
US/docs/Web/API/Web_Audio_API/Visualizations_with
_Web_Audio_API 
 

node for FFT analysis. Vamp plugins have been ported to 
javascript via transpilation [4]. These implementations 
are complementary to the current work, but there is much 
audio analysis code available that hasn’t yet been the 
subject of porting. We also work here from the ground up 
aiming for efficient real-time performance for live music 
use cases.    
  
The present paper proceeds by introducing a new javas-
cript library for musical machine listening with a basic 
tutorial in its use, considers efficiency and technical con-
cerns, and discusses an example beat tracker driven audio 
cutting application amongst other application and end-
user initiatives.   

THE CODE LIBRARY  
MMLL is a javascript library intended for use in Web 
Audio API contexts.4 It provides a variety of higher level 
musical listening facilities for computer music, such as 
onset detection, pitch tracking, (major-minor) chord de-
tection, beat tracking and auditory modeling. All listening 
objects can run live, or can be called in a simulated block 
by block way offline (potentially faster than realtime). 
The library was developed by the first author as part of 
the AHRC funded Musically Intelligent Machines Inter-
acting Creatively (MIMIC) project, and is released under 
an MIT license. 

MMLL can be deployed just for the machine listening 
objects within a user’s own audio callback (e.g., as part of 
a ScriptProcessorNode), or via a quick setup frontend that 
hides Web Audio API details and has a user write setup 
and audio callback functions analogous to Processing's 
setup and draw [5]. 

The latter method is the one explained here, but those 
more expert in Web Audio API should find it easy 
enough to just take the analyzers for their own work. 
Simply linking to the precompiled MMLL.js script file is 
enough to deploy the library, though from the home di-
rectory of the library you can compile it afresh via the 
shell script provided (The library is just a concatenation 
of the js source files, where emscripten transpilation of 
some further C source code has already been conducted). 

The typical expectation of a machine listening object is 
that we are working at 44.1KHz sampling rate and that a 
mono (single channel) input block of samples will be 
provided for analysis. The audio callback convenience 
function supplied by the library assumes stereo audio 
data, but provides both left and right input buffers, in case 
                                                             
4 https://github.com/sicklincoln/MMLL 
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audio processing is required, and a mixed mono input 
buffer (left and right channel average). Output is to sepa-
rate left and right buffers. The machine listening objects 
deal themselves with accumulating samples ready for 
processing (often via an FFT) and the user normally 
doesn't have to worry about that part. However, objects 
should cope at other standard sampling rates such as 
48KHz, 88.2KHz and 96 KHz, even if performance is 
sub-optimal; for example, the onset detector was devel-
oped based on evaluation over a corpus of 44.1KHz sam-
ples, so works best at this home rate. 

1.1 A minimal code example 

A minimal code example is reproduced below. Note how 
the machine listener object is prefixed with MMLL, and 
the SetUp function is passed the sampling rate, needed 
for initializing the listener. The CallBack is where the 
main action happens, as each new block of input samples 
is passed in. The input and output arguments hold 
MMLLInput and MMLLOutput objects, which make the 
channels of input and output audio accessible, as well as a 
special input.monoinput which is a single channel ready 
for the listener. If a stereo sound file is loaded or two 
channel live input requested, the monoinput will be the 
average of the left and right channels. The output object 
assumes a stereo output for now, exposing the left and 
right channel data arrays. The final GUISetup takes care 
of the detail of Web Audio API setup, including calling 
the Setup function at an appropriate time once the sample 
rate is confirmed, and establishing the callback. Buttons 
at the bottom of the webpage provide the option to work 
with live microphone input, or by loading a sound file; 
once audio input is underway, the buttons change to a 
single stop button which finishes a session (the two start 
options for microphone or audio file are then restored).   

var audioblocksize = 256;  

//lowest latency possible in Web Audio API 

 

var setup = function SetUp(sampleRate) {  

sensorydissonance = new  

MMLLSensoryDissonance(sampleRate);  

}; 

 

var callback =  

function CallBack(input,output,n) { 

var dissonance =  

sensorydissonance.next(input.monoinput); 

console.log(dissonance); 

for (i = 0; i < n; ++i) { 

output.outputL[i] = input.inputL[i]; 

output.outputR[i] = input.inputR[i]; 

} 

}; 

var gui = new  

MMLLBasicGUISetup( callback,setup,audioblo
cksize,true,true ); 

1.2 The main machine listening facilities and their 
CPU cost 

Table 1 lists some of the main machine listening objects 
available in MMLL at the time of writing, with some 
indicative CPU costs, benchmarked on a five year old 
2013 MacBook Pro (2.3GH i7 running Chrome 
67.0.3396.87). Measurement in the final column gives 
CPU hit on one core; since processing is spread between 
the coreaudiod daemon and Chrome itself (labelled 
Google Chrome Helper in ActivityMonitor) two numbers 
are given. It is clear that the CPU cost is not prohibitive 
of running multiple machine listening processes with 
further audio synthesis on an older laptop, thus demon-
strating the feasibility of established computer music al-
gorithms for web browsers.  

Performance in Firefox is comparable. The library has 
shortcut functions to work with either audio file input, or 
live microphone. The latter is a little more expensive in 
CPU load, due to denormal safety checks.5  

Most objects have their origin in the machine listening 
facilities available in SuperCollider [6]. Manual ports 
from C code to javascript, or transpilation from C to ja-
vascript have both been explored. In fact, the perfor-
mance of MMLL, whilst not as strong as SuperCollider’s 
native C compiled scsynth, is reasonable, working at 
around double the CPU cost, and in some cases for longer 
block sizes, near equivalent.  

1.3 Emscripten ports 

Much legacy machine listening code exists in C, and it is 
possible to convert C code to Javascript via transpilation, 
for instance, with emscripten.6 The BeatTrack UGen is an 
emscripten port of a SuperCollider UGen written with C 
(itself converted from research MATLAB code); the al-
gorithm is due to Matthew Davies [7].  

The drawback of transpilation is that the transpiler intro-
duces an overhead in terms of code complexity in javas-
cript, and requirements for careful calls to the transpiled 
functions and associated memory access for passing data.  

The FFT library chosen was KissFFT,7 offering a permis-
sive license compatible with the MIT licensing of 
MMLL, alongside competitive performance (the code 
                                                             
5 This is often an issue on Mac for unregulated audio in-
put; without the checks, audio can abruptly cut out for an 
out of range signal, or increase processing cost for very 
small floating point values 
6 http://kripken.github.io/emscripten-site/ 
7 https://github.com/j-funk/kissfft-js 
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uses emscripten to port from a C original). Whilst the 
rival javascript emscripten port of FFTW has been shown 
to be superior in testing,8 the GNU GPL license restricts 
usage, for only a small relative gain in performance.   

 

Table 1 List of relative performance of some machine 
listening algorithms within MMLL

                                                             
8 https://github.com/j-funk/js-dsp-test/ 

Algorithm Explanation CPU cost 
(one instance) 

% coreaudio/ 

chrome 

Control case: random 
noise + sample 

https://webaudioapi.com/samples/script-processor/ (Random noise added to 
sample) 

6/2 

Control case: Pitch  

detector 

https://webaudiodemos.appspot.com/pitchdetect/index.html 5/15 

Control case: tuner https://developer.microsoft.com/en-us/microsoft-
edge/testdrive/demos/webaudiotuner/ 

6/6 

FFT  Basic short time Fourier transform 5/4  

IFFT resynthesis Overlap add resynthesis via IFFT after FFT and frequency band filter 6/4   

Onset detector Algorithm by the first author, MIREX 2005 [8] 5/6  

Beat tracker  Longer time window decision, stable but slower reacting to change [7] 5/7  

Fast reacting beat tracker Less stable, fast reacting, based on a variation of Scheirer’s algorithm [9] 
where the comb filters are leaky integrators 

5/6  

Chord detection/key 
detection 

Discriminates major and minor chord forms, by proximity to template chro-
ma profiles [10]. Will also attempt to discriminate key if given longer decay 
times. 

5/7  

Sensory dissonance After Sethares [11] 5/8 

Gammatone auditory 
filterbank 

88 filters spaced according to the frequencies of the 88 piano keys (in stand-
ard 12TET) 

5/24 

Gammatone filter Single filter at 1000Hz, 200Hz bandwidth 5/2  

Haircell model Basic compressive nonlinear haircell model based on accumulation of 
transmitter (integrate and fire).  

5/3  

Tracking phase vocoder After [12], sinusoidal oscillator bank resynthesis allowing f0 change without 
affecting duration 

10/10 

Constant Q pitch  

detector 

After Brown and Puckette [13] 12/13 

YIN autocorrelation 
pitch detector 

After [14]. Block by block caching of difference function calculations is 
used to improve efficiency (otherwise runs at around 10/75 CPU cost) 

10/20 
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EXAMPLE APPLICATIONS 
BBCut is an example application created using MMLL 
which rests upon beat tracking, allowing the triggering of 
rhythmic stutters locked to the beat, as well as a comb 
filter delay effect.9 It uses code converted from a C lan-
guage original (originally available as an iPhone app), 
manually ported to javascript. The screenshot reveals the 
main interface; the ‘Open Microphone’ and ‘Open Audio 
File’ buttons are automatically added programmatically 
by the javascript library’s helper shortcut functions.  The 
sliders and buttons control the available cuts, via auto-
matic or manual triggering, and an additional comb filter 
delay.  

 
Figure 1 Excerpt screenshot of BBCut showing the 
main controls 

 
Figure 2 Screenshot of Rhythm Remixer 

Rhythm Remixer is another example application which 
uses MMLL’s onset detector. The interface shows a step 
sequencer, and provides controls allowing the user to set 
a tempo and threshold for detecting onsets. The user can 

                                                             
9 https://dev.codecircle.gold.ac.uk/code/5ed346fe-f7d5-
b7ce-87a4-df6e352dbb4a 

choose a part to record, and a remixing algorithm. When 
recording is activated the user can tap a rhythm into the 
step sequencer using the computer microphone. Accom-
panying parts are generated using the selected remixing 
algorithm.  

USER REPORTS 
Though the library has just been released on github, and 
this conference paper will form part of a strategy to more 
widely disseminate the software, early live performance 
experiments have taken place within a research project 
team.  

Live premieres for many of the machine listeners are at 
the time of writing planned for an algorave [15] at the 
Sheffield AlgoMech festival in May 2019. The second 
author will play supported by the library where hypnotic 
noisy loops are transformed via musical machine listen-
ing data. The first author will deploy variations on the 
BBCut application in section 3 alongside gammatone 
filterbank vocoding, and further web audio API apps, 
across many browser tabs. 

 

CONCLUSIONS 
A machine listening library has been released for javas-
cript that makes available some musical audio analysis 
processes ready for web browser computer music. There 
still remain many machine listening facilities in Super-
Collider which can be ported from UGen C source code, 
as well as plenty of algorithms across the computer music 
and music information retrieval literature to implement 
directly in javascript or transpile via emscripten. Future 
planned additions to the library include the following 
SuperCollider UGens: 

• PolyPitch: multiple f0 tracking UGen 

• SMS: spectral modeling synthesis implementa-
tions 

• Median Separation: percussive/tonal source sep-
aration algorithm 

Further work would explore automatic drum detection, 
matching pursuit and concatenative synthesis,  alongside 
integration with machine learning code.  

Having completed the javascript porting of many estab-
lished computer music algorithms, we are confident that 
web audio API provides a reasonably efficient, powerful-
ly cross-platform and easily deployable project base for 
future computer music.  
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ABSTRACT 

We evaluate specific Web-based technologies that can be 
used to implement complex contemporary Machine 
Learning systems for Computer Music research, in par-
ticular for the problem of audio signal generation. As a 
result of greater investment from large corporations in-
cluding Google and Facebook in areas such as the devel-
opment of Web-based, accelerated, cross-platform Ma-
chine Learning libraries, alongside greater interest and 
engagement from the academic community in exploring 
such approaches, Machine Learning is becoming much 
more prevalent on the Web. This could have great poten-
tial impact for Computer Music research, acting to de-
mocratise access to complex, accelerated Machine 
Learning technologies through increased usability and 
flexibility, in tandem with clear documentation and ex-
amples. However, some problems remain in relation to 
the creation of more complete Machine Learning pipe-
lines for Music and Sound generation. We discuss some 
key potential challenges in this area, and attempt to eval-
uate some relevant solutions for developing more acces-
sible Computer Music Machine Learning systems. 

1. INTRODUCTION 
The Web Audio API is potentially an excellent platform 
for Computer Music research. It can synthesize audio in 
real-time, is widely supported by all major browsers in-
cluding mobile browsers, supports a variety of known 
audio methods, and is generally very accessible. There 
exists a high number of JavaScript and JavaScript com-
patible libraries for creating interactive sound and music 
systems, most of which rely on the Web Audio API 
(Tone.js [5], Gibber.js [10], MaxiLib.js [12]). However, it 
can be more challenging to create machine learning sys-
tems that run well in the browser and that integrate well 
with Web Audio. This is particularly true for real-time 

and interactive machine learning systems where pro-
cessing should ideally run on the client machine, rather 
than some form of client / server architecture (although 
some good solutions exist, such as in the RAPID-MIX 
API [1]). 
In 2018, a number of platforms have emerged having 
been developed with the intention of making contempo-
rary machine learning more accessible for the web. These 
include Lobe.ai [4], ml5js [6], NeuroJS [3], & ml-js [6]. 
However, none of these projects are necessarily strong 
candidates for solving issues relating to Machine Learn-
ing for Computer Music research and practice. We have 
been attempting to understand, explore and evaluate the 
current state of the art in web-based Machine Learning 
for Computer Music in order to better describe the rele-
vant challenges, and develop potential solutions. Below 
we present what we consider to be core problems and 
relevant solutions for creating more accessible Web Au-
dio Machine Learning systems, including a method for 
training and generating 16 bit 44,100 Hz samples using 
Long Short Term Memory Networks (LSTMs) in 
web browsers. We also consider system design decisions 
relevant for disseminating such solutions to large num-
bers of online users. 

2. STATE OF THE ART 
As is well known, the Web Audio API1 creates the poten-
tial for developers to build sound and music systems with 
a reasonably high degree of fidelity, providing low laten-
cy, a range of audio output generators, and basic analysis. 
Web Audio also contains a Script Processor Node that 
provides access to an audio buffer directly, allowing de-
velopers to create bespoke signal processing systems in 
the browser.  

Furthermore, tools such as Emscripten2 and 
WASM (WebAssembly) make it possible to implement 
complex Digital Signal Processing functions in C++ (or 
other languages such as Rust) and then convert them into 
browser-compatible JavaScript through transpilation. 

 
1 https://github.com/WebAudio/web-audio-api 
2 https://kripken.github.io/emscripten-site/ 
 

Copyright: © 2018 Mick Grierson et al. This is an open-access article 
distributed under the terms of the Creative Commons Attribu-
tion License 3.0 Unported, which permits unrestricted use, 
distribution, and reproduction in any medium, provided the original 
author and source are credited. 

387



 

 

Developers can therefore use a wide range of available 
C++ libraries, for example, to build signal processing 
functions that can be run inside a Script Processor Node.  

With respect to existing Machine Learning for 
Music in the browser, as mentioned there already exists a 
range of libraries and services to allow for powerful intel-
ligent systems to be designed and deployed. Some of 
these, such as the RAPID-MIX API [12], provide robust 
and accessible tools for the creation of Musical Machine 
Learning systems that work across a range of platforms 
(Web, Embedded, Mobile, Desktop). Further, Google has 
offered small amounts of funding to some Universities to 
encourage them to create platforms based on Google’s 
own TensorFlow3 Machine Learning framework (for ex-
ample, https://ml5js.org). Using TensorFlow.js, a JavaS-
cript implementation of Google’s TensorFlow API, more 
complex forms of Machine Learning (e.g. ‘Deep Learn-
ing’) can be run in the browser. Such systems are able to 
use WebGL to accelerate the training and serving of Ma-
chine Learning models in browsers with performance not 
vastly dissimilar (1.5 - 2 times slower in some cases ac-
cording to the TensorFlow.js FAQ [11]) to equivalent 
models operating natively on the Desktop. 

There are a number of issues with the current 
state of the art. Web Audio’s synth graph model provides 
a very limited set of node types, with inconsistent imple-
mentations across browsers. In addition, it has a timing 
model that lacks sample-precision, and no native plug-in 
API. Therefore, most serious signal processing research 
would need to run in a Script Processor Node at some 
stage for the purposes of real-time interaction. This is far 
from ideal as the Script Processor Node runs in the main 
UI thread. This means that anyone wishing to implement 
or use custom audio processing must necessarily suffer 
poorer performance than that found in the natively im-
plemented Web Audio nodes. The precise reasoning be-
hind this design choice may not be well defined but it is 
nevertheless recognised as a severely limiting factor of 
the Web Audio API. Audio Worklets are a potential fix 
for this issue but as yet are not widely implemented in 
modern browsers. Further to this, due to security con-
cerns in relation to exploits such as SPECTRE, Audio 
Worklets cannot offer multithreading capabilities due to 
the SharedArrayBuffer object being currently disabled in 
most major browsers, despite WASM supporting multi-
threaded compilation.  

C++ and Python are significantly more mature 
as platforms for Signal Processing and Machine Learning 
than JavaScript. As mentioned, this issue can be partly 
mitigated through the use of transpilation tools, but per-
formance tests have raised serious questions regarding the 
capability of such systems following transpilation [13]. 
Thirdly, ‘Deep’ Machine Learning systems for more 
complex audio operations, such as sound analysis and 
resynthesis, are not currently very advanced with respect 
to quality or flexibility [8][2], and represent challenges 
for web deployment - for example, support for Linear 
Algebra (LA) in JavaScript is not mature and often needs 
to be hand-coded. Core libraries for LA are written in 

 
3 https://www.TensorFlow.org 

Fortran (LAPACK, BLAS). Python’s Numpy library is 
only minimally supported via the Numscrypt library4. 
Some JavaScript ports of Numpy are underway, and as an 
alternative, Eigen5 is transpilable. However, such efforts 
can lead to potentially very large JavaScript libraries 
(over 30MB in size). 

These issues all impact on the main purposes of 
using the Web as a platform - to make such technologies 
more accessible. We describe efforts to understand, ex-
plore and test solutions for a small number of these prob-
lems. Specifically, we present further data on the perfor-
mance of transpiled audio analysis systems running in the 
Script Processor Node, and describe how we have used 
these to implement and train bespoke Machine Learning 
systems on raw audio signals in browsers. We also com-
pare these systems with systems running natively. 

3. METHOD 
In order to present and explore current challenges in the 
design of contemporary Audio and Music Machine 
Learning systems for the Web, we take an existing, in-
house Deep Learning system for CD quality audio gener-
ation written in Python with TensorFlow, and explore the 
potential of porting this system to the Web using a com-
bination of Digital Signal Processing tools designed to 
interoperate with Web Audio, and TensorFlow.js. We 
first attempt to understand potential performance issues 
that may impact on the audio analysis and resynthesis 
approach that we require in order for our model to func-
tion. We do this by testing a proposed emscripten imple-
mentation against prior benchmarks published here [13]. 
Following this process, we construct a prototype analysis, 
training, generation and resynthesis system in JavaScript, 
and compare its output with that of the original imple-
mentation in Python with TensorFlow. 

3.1 Emscripten Benchmarking 

Transpiling is a complex process, especially when one 
considers questions of memory management and array 
processing which are pertinent in digital signal processing 
applications. We are transpiling from C++ to JavaScript. 
This means the resulting code will be running in the Ja-
vaScript interpreter in the web browser, adding another 
layer of complexity. Transpiled libraries often given vari-
able results in performance tests when compared with 
their native counterparts. We used a performance metric 
also used here [13] to benchmark the maxiLib.js library6 
which is a version of the Maximilian C++ library7 
transpiled using emscripten. 

The method works by calling a function many 
times and timing how long it takes. For example, how 
long does it take to call the Math.sin() function 10,000 

 
4 http://www.transcrypt.org/numscrypt/numscrypt.html 
5 http://eigen.tuxfamily.org/index.php?title=Main_Page 
6 https://gitlab.doc.gold.ac.uk/mick/maxi-js-emscripten 
7 https://github.com/micknoise/Maximilian 
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times? With that value, we extrapolate to how many 
times that function can run if we want to run in real-time, 
i.e. how many times could we run it in one sample frame. 
This of course assumes nothing else is happening, but it 
gives a simple performance base-line. Very poor perfor-
mance was previously reported for emscripten-transpiled 
signal processing functions in this specific benchmark 
when compared to roughly equivalent JavaScript per-
forming the same or similar function. 

We attempt to verify this result, as its implica-
tions for the use of emscripten for the purposes of 
transpiling signal processing code are significant. From 
looking at the gists provided in the original paper [13], it 
appears that the time period of the original test was rela-
tively short. We hypothesised that the test might be too 
short to account for the initial set-up cost of loading the 
emscripten-transpiled function into memory - a process 
that need only happen once at the start when running a 
programme. We therefore constructed a newer version of 
the test to see if performance improved when the test was 
conducted over a longer time period.   

3.2 Python Model Structure: MAGNet 

We have previously constructed an LSTM model in Py-
thon using TensorFlow for CD quality audio generation. 
The model, which is part of a project which we refer to as 
MAGNet, is designed to train only on chunks of Real-
FFT magnitudes. Therefore, the LSTM can be asked to 
generate blocks of Real-FFT magnitudes as a sequence. 
We can then reconstruct the phase using any number of 
potential phase reconstruction approaches such as Griffin 
Lim, Locally Weighted Sums [9], Phase Vocoding or 
similar, and then use an iFFT to resynthesise the audio 
output. In this case we choose to use LWS, as this has a 
functioning library that works in Python with C++ bind-
ings and appears to be reasonably robust to potential arte-
facts caused by the LSTM’s artificially generated magni-
tude spectra. A more precise description of this model 
and its properties is currently in preparation for submis-
sion separately. An example python implementation of 
MAGNet can be found here: 

https://gitlab.doc.gold.ac.uk/mick/rnn_audio. 

3.3 In the Browser 

Encouraged by the success of the existing Python imple-
mentation, we attempted to replicate the approach of 
modelling magnitudes with an LSTM as a method of cre-
ative audio generation in the browser. Given the similari-
ties of the APIs, the structure of the model was easy to 
replicate in TensorFlow.js. Although an implementation 
of the LWS approach to reconstructing phases from mag-
nitudes [9] is available as a Python package with C++ 
bindings, there is no equivalent library available in Ja-
vaScript. Therefore, LWS was ported to JavaScript using 
a combination of TensorFlow.js and math.js. The latter 
was necessary to handle matrix arithmetic with complex 
numbers as at the time of writing this had not yet been 
implemented in TensorFlow.js (0.13.1), although their 

use as a datatype had been introduced. The JavaScript 
port of the MAGNet Python example can be found here:  
https://gitlab.doc.gold.ac.uk/lmcca002/rnn-audio-js. Test-
ing was carried out on an Ubuntu 16.04 LTS system with 
an Intel i7 processor clocked at 3GHz, 32GB of RAM, 
and an 8GB NVIDIA GTX1080 GPU. 

4. RESULTS 

4.1 Emscripten Benchmarking 

Our results demonstrate that as per our hypothesis, the 
emscripten-transpiled function did appear to perform bad-
ly only in the first few moments of the test. We found 
that under a test of 250,000 iterations, the number of pos-
sible function calls increased from 11 per sample frame, 
to over 150 per sample frame when testing in the Chrome 
browser. We also found that on our Ubuntu 16.04 test 
system, Firefox was approximately twice as performant 
as Chrome, achieving up to 300 calls per sample frame. 
This is much closer to the performance of the original 
C++ library, and more accurately represents the real-
world experience of users who are operating emscripten-
transpiled C++ functions in JavaScript. This result may 
have further implications for those testing the perfor-
mance of emscripten and WASM transpiled routines. 
Further to this, it should be mentioned that our test did 
not factor out the initial period wherein the function was 
not performing optimally, and in the future we would 
recommend doing so. 

 
Figure 1: Example benchmark code for testing the per-
formance of transpiled libraries.8 

 
8 Example code available at 
https://gitlab.doc.gold.ac.uk/mick/maxi-js-
emscripten/tree/master/testing 
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4.2 MAGNet JavaScript performance 

When using identical model structures, analysis parame-
ters, hyperparameters and audio training data, training 
took approximately twice as long in JavaScript in com-
parison to our existing Python implementation. On our 
test system, training our model on a 9 second piece of 
Audio for 1000 epochs took approximately 12 hours. 
Python code on the same machine was able to train an 
identical model for 1000 epochs in just over 5 ½ hours. 
Training time for both models can be reduced greatly by 
simplifying the model and the size of the audio segment.  

Audio generation from the same system was not 
dissimilar. Generation took approximately twice as long 
as the Python version of the algorithm. This meant that 
short samples of up to 2-3 seconds long could be generat-
ed in around 5 seconds. This is not good enough for real-
time audio generation from deep learning systems in web 
browsers. However, it is within reasonable and acceptable 
limits for an online audio generator. 

This supports claims discussed earlier in the Ten-
sorFlow.js documentation regarding performance. Recon-
struction using the new JavaScript LWS method works 
well enough for testing, although further work is being 
carried out in order to reduce small artefacts occurring in 
the reconstruction. 

5. DISCUSSION 

5.1 Performance of Transpiled Libraries 

Our tests demonstrate that some performance issues asso-
ciated with transpilation approaches have more to do with 
the specific ways in which transpiled code is being de-
ployed and tested, rather than the explicit limitations of 
the code itself. For example, in our testing, systems 
which have been reported as only being able to produce < 
10 function calls per sample frame have been demon-
strated to be capable of many hundreds of function calls 
per sample frame. This is because the methods described 
in some related research do not account for the cost of 
setting up the function, which will vary from case to case 
depending on how the native code has been transpiled 
into asm.js by emscripten. Furthermore, we suspect that 
performance factors for asm.js may depend greatly on 
whether browsers are using ahead-of-time or just-in-time 
compilers. When testing transpiled systems it may be 
common to fail to account for compile times, which rep-
resent another large, fixed cost when any asm.js function 
is first called. It may be possible that this cost is far less 
great with WASM code, and this could be interesting to 
explore. 

5.2 Issues Porting Python Machine Learning 
Systems to JavaScript 

The need to port LWS to JavaScript revealed limitations 
in the TensorFlow.js library in relation to handling arith-
metic with complex numbers. This highlights issues that 
can arise when developing for early stage, pre-release 
libraries (as mentioned, these data types are now fully 
supported). Further challenges came from porting often 

dense NumPy code into JavaScript. As mentioned above, 
there is yet to be a complete porting of the NumPy API 
and all its functionality. Considering the prevalence of its 
use in ML, an automated approach to this would greatly 
open up porting of SOTA ML solutions for use in the 
browser. 
 In general, it seems clear that it may be more 
sensible at present to train models in Python, and then to 
load them via TensorFlow.js so that they can be served 
over the web. In our testing there were inconsistencies 
with the effectiveness and performance of the JavaScript-
trained models when compared to Python models of al-
most identical structure. However, those same models 
trained in Python performed identically in both JavaScript 
and Python. We are still investigating potential causes of 
these observations.   

6. CONCLUSION 
We present a potential structure and approach for creating 
contemporary web-based Machine Learning systems for 
music based on existing C++ and specifically rewritten 
Python libraries. We demonstrate that investigating and 
evaluating transpilation approaches can sometimes lead 
to misleading results that potentially mis-characterise the 
performance of such systems. Further to this, we compare 
methods and approaches for the development of LSTM-
based audio generators that are capable of CD quality 
audio reconstruction using current web technologies. It is 
fair to say that building such systems is still challenging, 
and represents some considerable engineering effort. 
Nevertheless, they are definitely possible to construct, 
and offer considerable potential for Computer Music re-
search. Finally, we have released our online LSTM audio 
generator software under an open source license to coin-
cide with ICMC 2019. 

Acknowledgments 
This work is funded by the Arts and Humanities Research 
Council as part of the MIMIC project, UK grant reference 
AH/R002657/1.  

7. REFERENCES 
[1] Bernardo, F., Grierson, M., and Fiebrink, R. User-

Centred Design Actions for Lightweight Evaluation 
of an Interactive Machine Learning Toolkit. Journal 
of Science and Technology of the Arts, vol. 10, no. 2, 
pp.2-25., 2018 

[2] Donahue, C., McAuley, J.,Puckette, M., Synthesis-
ing Audio with Generative Adversarial Networks, 
arXiv:1802.04208, 2018 

[3] Huernermann, J., NeuroJS, [Online], Available 
www.github.com/janhuenermann/neurojs,  [Ac-
cessed 15.01.2019] 

[4] Lobe Artificial Intelligence, Inc., Lobe - Deep 
Learning Made Simple. [Online], Available 
www.lobe.ai, [Accessed 15.01.2019] 

[5] Mann, Y. Interactive music with Tone. js. In Proc. 
WAC’15, 2015. 

390



 

 

[6] ml-js, Machine learning and numerical analysis tools 
in JavaScript for Node.js and the Browser, [Online], 
Available www.github.com/mljs, [Accessed 
15.01.2019] 

[7] NYU ITP, ML5 - Friendly Machine Learning for the 
Web, [Online], Available www.ml5js.org, [Accessed 
15.01.2019] 

[8] Aaron van den Oord, Sander Dieleman, Heiga Zen, 
Karen Simonyan, Oriol Vinyals, Alex Graves, Nal 
Kalchbrenner, Andrew Senior, and Koray Kavuk-
cuoglu. WaveNet: A generative model for raw au-
dio. arXiv:1609.03499, 2016. 

[9] Le Roux, J., Kameoka, H., Ono, N., Sagayama, S., 
Fast Signal Reconstruction from Magnitude STFT 
Spectrogram Based on Spectrogram Consistency, in 
Proc. DAFX’10, pp. 397--403, Sep. 2010. 

[10] Roberts, C, and JoAnn K. Gibber: Live coding audio 
in the browser. In Proc, ICMC’12, pp. ,2012. 

[11] TensorFlow, TensorFlow.js FAQ, [Online], Availa-
ble www.js.TensorFlow.org/faq,  [Accessed 
15.01.2019] 

[12] Zbyszyński, M., Grierson, M., & Yee-King, M.. 
Rapid Prototyping of New Instruments with Co-
deCircle. In Proc NIME’17, pp. ,2017 

[13] Zbyszyński, M., Grierson, M., Fedden, L., and Yee-
King, M., Write once run anywhere revisited: ma-
chine learning and audio tools in the browser with 
C++ and emscripten, In Proc. WAC’17, pp. , 2017 

391



 

 

Emotional Equalizer: An Emotion-Based Real-Time   
Music Arrangement System 

 
Yu Hong Andrew Horner Julius Smith 

CSE, HKUST 
yhongag@cse.ust.hk 

CSE, HKUST 
horner@cse.ust.hk 

CCRMA, Stanford University 
jos@ccrma.stanford.edu 

   
   

ABSTRACT 
Many famous film music pieces are composed from a rec-
ognizable theme with different arrangements. However, it 
is time consuming for composers to fit the mood of the mu-
sic to the desired mood. In this paper, we propose a real-
time music arrangement system, which allows the user to 
modulate the mood of the music in real-time while retain-
ing the underlying melody (i.e., theme). In the system, the 
target mood is used to modulate the music parameters 
(e.g., tempo, mode), and then the melody is modified while 
the harmony is automatically created. Modulation of the 
opening joyous music from the opera Carmen with the 
moods Scary, Sad, and Romantic is demonstrated in the 
paper. The system makes it easy for composers to produce 
film music from a theme. The system could also be inte-
grated into interactive games to allow the music to follow 
the action of the game. 

1. INTRODUCTION 
Many popular films contain a thematic soundtrack. Usu-
ally, the musical pieces within these soundtracks are com-
posed from underlying melodies. In order to match with 
the corresponding scenes, different arrangements can be 
applied. For example, in the movie “Spider-Man: Home-
coming”, the following theme presented in Figure 1 occurs 
in sections titled “Academic Decommitment” and “Monu-
mental Meltdown”. However, the mood of the former is 
happy and cheerful while the mood of the latter is anxious 
and agitated. 

 
Figure 1. The music theme of the movie “Spider-Man: 
Homecoming”. 

Therefore, arrangement is an important step in film mu-
sic composing. Many music parameters, such as tempo, 
pitch, and mode are carefully manipulated. However, due 
to the strong correlation between music parameters and the 
mood, a lot of repetitive work is required in constructing 
the music to match the desired mood. 

                                                        
1 https://github.com/hongyu19930808/Emotional-Equalizer/bl
ob/master/others/our-recent-work.pdf 

Therefore, we are wondering, is it possible to automati-
cally arrange a musical theme in order to achieve a target 
mood? Can we design a software allows users to edit the 
mood of the music in the same way that listeners can adjust 
a spectrum equalizer to shape the spectrum of the music? 
If so, it will be a convenient tool for film composers, since 
they can easily preview the music for a scene, and modify 
the mood of the arrangement without getting bogged down 
editing on a note-by-note level. 

Besides film music composition, such software could 
also be used in interactive games to achieve a better gam-
ing experience. For example, the background music could 
be automatically modulated by the software in response to 
the player’s actions. 

In this paper, we propose an “Emotional Equalizer”, an 
emotion-based real-time music arrangement system which 
can modulate the mood of the music while retaining the 
underlying melody. Previous related work is summarized 
in the next section. Section 3 presents the user interface 
and functions, while the implementation details are de-
scribed in Section 4. A demo of our system is presented in 
Section 5. 

2. RELATED WORK 

2.1 Music Parameters and Mood 

If we want to implement such a system, we need to take 
into account how music parameters control the mood. Pre-
vious research has shown that mode is very predictive of 
mood in music [1-6]. For example, music in a Major key 
is usually positive in mood while music in a Minor key is 
negative in mood [5, 6]. Minor key can be further divided 
into Natural Minor and Harmonic Minor, and our recent 
work has found that the former is suitable in expressing 
Angry and Scary moods while the latter is especially well 
suited to expressing Sad mood.1 Of course, other factors 
also affect mood, such as pitch [7-9], tempo [1, 7, 10] and 
dynamics [11, 12]. 

Generally, pitch has a positive effect on the positive 
moods such as Happy and Romantic [7, 9, 13]. However, 
several studies have found that it was not true for very high 
pitches [9, 13]. In addition, some particular moods such as 
Scary can be expressed by either very high pitch or very 
low pitch [9]. Chau et al. [9] summarized the emotional 

 

Copyright: © 2018 First author et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and source 
are credited. 
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characteristics of piano sounds with different pitch and dy-
namics, which we will use in our system. 

Tempo and Dynamics have a positive effect on the high-
energy level moods such as Angry and Heroic [1, 10, 11]. 
Not surprisingly, several studies have found that tempo 
and dynamics have little effect on some moods which can 
be either high or low energy, such as Happy (which can be 
energetically Happy or serenely Happy) [1, 9]. 

Timbre also has a strong effect on emotional character-
istics. If we want to express a particular mood, using a suit-
able instrument helps reinforce it. Chau et al. [14] con-
ducted a listening test and found the relative moods of dif-
ferent non-sustaining musical instruments. They found 
that the harp was suitable for expressing the Shy mood 
while the vibraphone was suitable for expressing the Scary 
mood. Wu et al. [15] also conducted a listening test and 
found the emotional characteristics of different sustaining 
musical instruments. Other factors such as reverberation 
also have a strong effect on emotional characteristics [16]. 
We will apply these results in our system. 

Actually, several music parameters work together in de-
termining the overall mood. For example, we recently 
found that Natural Minor could be positive in mood with 
high pitches [13, 17]. Enough chromatic notes can also 
push the mood into the negative side even if the musical 
piece is in a Major key [17]. 

2.2 Other Relevant Work 

As far as we know, there is no comprehensive software that 
arranges music according to a desired mood. However, the 
software SmartSound [18] includes a mood mapping func-
tion, which allows the user to use keyframes to automati-
cally change the instrument mix to match the desired 
mood. Hoeberechts et al. [19] implemented a composition 
engine that could compose original music based a desired 
mood. The melody was generated from a motif pattern li-
brary. Since the melody was totally composed by the algo-
rithm, the results were a bit unpredictable. Lucas at al. [20] 
also implemented a similar system through a fuzzy logic 
approach. The melody of that system was generated by 
HMM.  

Moreover, Chang et al. [21] implemented an emotion 
modulation system, which was somewhat similar to our 
system. However, the inputs of that system were valence 
and arousal values, which are not as intuitive to work with 
as emotional labels such as Mysterious. Besides, valence 
and arousal values by themselves are not complete in rep-
resenting mood, since they do not distinguish the moods 
such as Angry and Scary. They also cannot represent the 
combination of two moods such as both Mysterious and 
Sad at the same time. 

3. USER INTERFACE AND FUNCTIONS 
Our App can be downloaded from here.2 Figure 2 shows 
the main interface of our Emotional Equalizer. While 
                                                        
2 https://github.com/hongyu19930808/Emotional-Equalizer/tre
e/master/app 

playing music, the user can interactively drag the scroll bar 
to adjust the mood at any time. The degree of each mood 
category ranges from 0 to 100, where 0 is minimum, mean-
ing “Not at all”, and 100 is maximum, meaning “Very”. 
Users can click the “Change” button to try a new instru-
mentation and accompaniment pattern. Clicking the “Re-
set” button will reset all the moods to the original neutral 
setting of 50.  

 
Figure 2. The main interface of our Emotional Equalizer. 

Clicking the “Schedule” button will open a new interface 
which is shown in Figure 3. It allows the user to set the 
time-varying character of the generated music. For exam-
ple, the curve in Figure 3 indicates that the generated piece 
starts with a Sad mood, then becomes Mysterious and 
Calm, and ends with a Happy and Comic mood. 

 
Figure 3. The emotion schedule of our Emotional Equal-
izer. 

4. SYSTEM DESIGN 
The Emotional Equalizer expects a real-time mood input 
from the main interface in Figure 2 or the scheduled inter-
face in Figure 3. The latter has a higher priority. 
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The mood of the music is changed by modulating the as-
sociated musical parameters such as pitch and mode. Fig-
ure 4 shows the overall architecture of the system. We split 
the system into 4 major modules, which are the (1) Prepro-
cessing Module, (2) Mood-to-Parameter Converter, (3) 
Melody and Harmony Generators, and (4) Instrumentation 
Generator. 

  
Figure 4. Real-Time Emotional Equalizer System Block 
Diagram. 

4.1 Preprocessing Module 

The module is shown within the dotted box in the bottom 
of Figure 4. The functions of this module are to: (1) modify 
the mood of the input MIDI music to a relatively neutral 
emotion, (2) recognize the mode and key of the musical 
piece, (3) annotate the melody, and (4) generate the chord 
progression. Figure 5 shows the steps of the preprocessing 
procedure. 

 
Figure 5. Preprocessing procedure. 

First, we normalized the mood for the input MIDI music 
to a relatively neutral emotion. This is achieved by setting 
the tempo to 100 BPM, normalizing the average pitch and 
the average dynamics of the melody. To do this, we set the 
average pitch to A4 [17] and the average dynamics (i.e., 
the average volume of all the MIDI note-on events) to 90. 

Musical pieces often modulate. Similar to previous stud-
ies [22], we applied a Hidden Markov Model (HMM) to 
follow modulations. First, we split the musical piece into 
several chord units. Then, the hidden states are set to the 

key of each chord unit, while the observations are set to 
the note events. Next, the standard Viterbi algorithm is ap-
plied for estimating the hidden states. However, we do not 
distinguish Major and Minor keys at this step, which 
means that the hidden state C could represent either C Ma-
jor or A Minor. Finally, we estimate the mode (i.e., 
whether Major or Minor) within the same key based on the 
number of the tonic, mediant, dominant and submediant 
notes. 

After recognizing the key and the mode of the music, the 
melody notes are annotated as scale degrees. For example, 
G is the subdominant note in D Major, which is annotated 
as the fourth scale degree. 

In the last step of the preprocessing, the HMM model 
finds the best matching chord progression. Figure 6 shows 
the model. The first note in each chord unit is used as the 
observation (e.g., “1” in the first unit in Figure 6). The in-
itial state and the last state of the musical piece are set to 
the tonic chord (i.e., state “I”). The transition matrix is set 
based on the chord progression rules shown in Figure 7. 
The emission matrix is set based on the model shown in 
Figure 8. 

 
Figure 6. Hidden Markov Model for chord progression 
generation. 

 
Figure 7. Chord progression rules. “I” represents tonic 
chord, “II” represents super-tonic chord, etc. 

  
Figure 8. The emission model for chord progression gen-
eration. 

4.2 Mood-to-Parameter Converter 

In this module, we convert the desired mood to music pa-
rameters such as tempo and mode. Note that for mode, Ma-
jor is represented by a positive value while Minor is repre-
sented by a negative value. Tempo, dynamics, and mode 
values are calculated by the Equations 1 to 5.  

!"#$% = 100 + *+,	{/0123, 5%#67, 8+$$3}	/	2 −
				*+,	{=+>,*3?@"26%A?, 5+B#, C%#+0@67}	/	2          (1) 

DE30+#67 = *+,	{/0123, =7+23, 5%#67}	/	4 −
				*+,	{=+>,*3?@"26%A?, 5+B#, C%#+0@67}	/	4          (2) 
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E30+#67 = G%2#+B6H">	E30+#67 + DE30+#67     (3) 

Δ*%>"	 = 	*+,	{5%#67,8+$$3, 5+B#}	/
				50	– 	*+,	{/0123, =7+23, =+>,*3?@"26%A?}	/	50  (4) 

*%>" =

				L
0.5 + D*%>", 6N	%26160+B	#A?67	6?	*+O%2
−0.5 + D*%>", 6N	%26160+B	#A?67	6?	*60%2	

	        (5) 

When mode is less than 0, Harmonic Minor is picked if 
the maximum value of Angry and Scary is larger than the 
maximum value of Sad and Mysterious, otherwise Natural 
Minor is picked. 

To allow the overall pitch to change smoothly, we du-
plicate the music into five synchronized parallel tracks that 
crossfade different octaves of the music (See Figure 9).  

 
Figure 9. Synchronized Pitch Replication. 

Table 1 presents the crossfade weights. The symbol “+” 
means it is emphasized, “-” means it is de-emphasized, and 
“/” means a neutral effect. 
 

              Octaves 
Mood 

-2 -1 0 +1 +2 

Angry + + / / / 
Scary (Melody) / / - / + 
Scary (Harmony) + / - / / 
Comic - - / + / 
Happy - - / + / 
Sad / + / / / 
Mysterious - - - + + 
Romantic - - / / / 
Calm (Melody) / / + + / 
Calm (Harmony) - / + + / 

Table 1. Octaves emphasized in crossfading for each 
emotional characteristic. 

Besides modulating mode, tempo, dynamics, and pitch, 
some effects are also added based on the desired mood. 
Figure 10 presents the implemented effects: (1) Trill, (2) 
Ornament, (3) Parallel Augmented Fourth, and (4) Stac-
cato. 

 
Figure 10. The implemented effects. 

Finally, the bass type is determined based on the desired 
mood. If the maximum value of Angry, Scary, Comic and 
Happy is larger than the maximum value of Sad, Mysteri-
ous, Romantic, and Calm, we randomly select a bass from 
{Bass #1, #2, #3} in Figure 11. Otherwise, we randomly 
select a bass from {Bass #4, #5, #6}. The implemented 
bass is also adapted for different time signatures. 

 
Figure 11. The implemented bass. 

4.3 Melody and Harmony Generators 

To modify the melody, the desired mood is first converted 
to music parameters. Then, the music parameters are ap-
plied, and the melody is modified accordingly. 

Figure 12 shows the overall harmony generation proce-
dure. First, the desired mood is converted to music param-
eters. Then, chord progressions generated in the prepro-
cessing step are further adjusted to emphasize Major or 
Minor chords to make the overall mood more positive or 
negative respectively within the same key. Finally, the mu-
sic parameters are applied, and the harmony is generated.  

 
Figure 12. Harmony generation procedure. 

4.4 Instrumentation Generator 

Many instruments have their own particular emotional 
characteristics, depending on their musical timbre. There-
fore, picking some suitable instruments is very important 
in the system implementation. For each instrument in Gen-
eral MIDI, we manually annotated its mood based on our 
own informal listening tests. Whether an instrument is 
suitable for a particular mood is described by Equation 6.  

P0?(6)(O) =

				S
2, 6N	60?@2A#"0@	6	6?	TA6@"	?A6@+UB"	N%2	#%%>	O
0, 6N	60?@2A#"0@	6	6?	0%@	?A6@+UB"	N%2	#%%>	O				
1, U"@V""0	@ℎ"	N%2#"2	@V%	7%0>6@6%0?																

(6) 

Then, for the i-th instrument, we can calculate its score 
for the desired mood by Equation 7. 
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=7%2"(6) = ∑ P0?(6)(O) ∗ @ℎ"	O@ℎ	#%%>	Z+BA"[
\]^       (7) 

After sorting the scores of different instruments, three 
suitable instruments are picked, one for the melody and the 
other two for the harmony. Finally, FluidSynth [23] is used 
as the synthesizer, which converts the MIDI events to sam-
ples. 

5. RESULTS 
To illustrate our system, we use the opening music for the 
opera Carmen. The theme from Carmen is shown in Figure 
13. It is fast, high and Major, and naturally it is very Happy 
in mood. The theme can be downloaded from here.3 

 
Figure 13. The theme from Carmen. 

After we changed the Carmen theme to the Scary mood, 
the overall pitch of the melody was very high, the pitch of 
the harmony was very low, and the mode was Harmonic 
Minor (See Figure 14). The instrument was changed to 
electric piano which produced rather shrill and scary effect. 
In addition, the trill effect was added in the harmony. The 
generated demo can be downloaded from here.4 

 
Figure 14. Carmen when transformed by the Emotional 

Equalizer to the Scary mood. 

After the system changed it to the Sad mood, the overall 
pitch was much lower, the tempo slower, and the mode 

                                                        
3 https://github.com/hongyu19930808/Emotional-Equalizer/bl
ob/master/demo/original.mid 
4 https://github.com/hongyu19930808/Emotional-Equalizer/bl
ob/master/demo/scary.mid 

Natural Minor (See Figure 15). The instrument was 
changed to strings that sounded rather accordion-like.5 

 
Figure 15. Carmen when transformed by the Emotional 

Equalizer to the Sad mood. 

Finally, we used the system to change it to a Romantic 
mood. The tempo was much slower, the mode was still 
Major, and the overall pitch was medium-high to give the 
music a more tender quality (See Figure 16).6 

 
Figure 16. Carmen when transformed by the Emotional 

Equalizer to the Romantic mood. 

6. CONCLUSION 
In summary, we have described an emotion-based real-

time music arrangement system, which can modulate the 
mood of the music while retaining its underlying melody 
or theme. The desired mood is converted to music param-
eters such as tempo and mode which determine how the 
melody is modulated and how the harmony is generated. 
The system is potentially useful for both film music com-
posers and game designers, allowing them to choose from 
automatically generated arrangements. The gaming expe-
rience can be improved in a computer game that uses the 
Emotional Equalizer to generate background music that 
matches the action in the game and the player’s interaction 
with it. 

5 https://github.com/hongyu19930808/Emotional-Equalizer/bl
ob/master/demo/sad.mid 
6 https://github.com/hongyu19930808/Emotional-Equalizer/bl
ob/master/demo/romantic.mid 
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ABSTRACT

Revive is an live audio-visual performance project that
brings together a musical artificial intelligence architec-
ture, human electronic musicians, and audio-reactive vi-
sual agents in a complex multimedia environment of a dome
view with multichannel 3D audio. The context of the project
is live audio-visual performance of experimental electronic
music through structured improvisation. Revive applies
structured improvisation using cues and automatized pa-
rameter changes within these cues. Performers have dif-
ferent roles within the musical structures initiated by the
cues. These roles change as the performance temporally
evolves. Sonic actions of performers are further empha-
sized by audio-reactive visual agents. The behaviours and
contents of sonic and visual agents change as the perfor-
mance unfolds.

1. INTRODUCTION

Revive is a live audio-visual performance project that fea-
tures two human performers, and MASOM, which is a mu-
sical agent, an artificial intelligence (AI) architecture for
live performance 1 . For each sonic performer in Revive,
a corresponding visual agent puts sonic gestures and tex-
tures into live generative images. The visual agents use a
machine listening algorithm in the input module to exhibit
audio-reactive behaviours with generative visuals. This re-
veals the musical gestures that are so often lost in elec-
tronic music performance.

Revive’s aesthetics span a variety of experimental elec-
tronic music styles including acousmatic music, soundscapes,
glitch, intelligent dance music (IDM), and noise music.
Acousmatic compositions use electronic means to create
or process sounds to produce compositions. Soundscapes
use field recordings of the environment outside the studio
as the musical content. Glitch music explores the idea of
using sounds that are generated by the failure of any pro-
cedure. For example, glitch performers overload the cpu to
generate clicks and drops on the audio output. IDM com-
posers use any sound object to produce dance music, ex-
tending their audio palette to unconventional sounds. Glitch

1 A recording of a Revive session is available at https://
kivanctatar.com/revive where the audio is the binaural encod-
ing of the 3D audio setup.

Copyright: c�2018 Kıvanç Tatar et al. This is an open-access article dis-
tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

sounds such as clicks, short impulsive noises frequently
appear in IDM compositions. Noise music stands on the
louder and aggressive end of the musical composition con-
tinuum. Noise music employs loud sounds to stimulate the
body. The stimulations can be an ear pain caused by the
loud sounds or pulsations generated by loud bass frequen-
cies to vibrate the human body.

The musical AI in Revive, Musical Agent based on Self-
Organizing Maps (MASOM) is an audio-based musical
agent with autonomous unsupervised learning. Musical
agents are artificial agents that automatize musical creative
tasks [1]. Musical agents differ from purely generative sys-
tems because of autonomy, reactivity, proactivity, adapt-
ability, coordination, and emergence behaviours.

The architecture of MASOM proposes an innovative ap-
proach by combining a sonic latent space generation with
statistical sequence modelling for temporal musical struc-
ture. The autonomous, unsupervised learning in MASOM
only requires audio recordings. The musical agent creates
a sound memory through automatic audio segmentation
and thumbnailing, using audio features of timbre, loud-
ness, fundamental frequency, duration, and music emotion
features of eventfulness and pleasantness. The agent or-
ganizes sounds on a two-dimensional map so that simi-
lar sound clusters locate closer to each other. MASOM
learns the temporality of musical form by applying statis-
tical sequence modelling on the organized sound memory.
Hence, the agent assumes the musical form as temporal
shifts on sound clusters that are organized in the feature
space. In Revive, we use a variation of MASOM architec-
ture, where previous statistical sequence modelling algo-
rithm, VMM-PPM-C is exchanged with the Factor Oracle
algorithm [14] to improve timbre consistency for the cases
where the agent is trained on big-size audio recording data
ranging from 1-GB to 100GB.

Revive project exemplifies how to incorporate an unsu-
pervised, audio-based musical AI system into an audio-
visual live performance. The cue system of Revive autom-
atizes parameter changes that initiate musical sections in
the performance. This allows performers to focus more on
the aesthetics and less on the technical complexities. The
cue system defines roles where the performers can explore
improvisation within musical roles. Some examples of
these roles are filling the background sonic canvas, gener-
ating repetitive bass with fast spatial movements, improvis-
ing within a constrained spectrum, improvisation through
reaction towards the sonic gestures of musical AI, and stay-
ing quiet. Hence, the cues automatically set a structured
improvisation setup in the complex performance environ-
ment of Revive. In the context of improvised (or non-

398

mailto:ktatar@sfu.ca
mailto:pasquier@sfu.ca
mailto:remy@remysiu.com.
https://kivanctatar.com/revive
https://kivanctatar.com/revive
http://creativecommons.org/licenses/by/3.0/
http://creativecommons.org/licenses/by/3.0/


idiomatic) music, structured improvisation is free impro-
visation with predefined constraints for musical sections.
In addition, the synchronization of 3D audio spatialization
with the audio-reactive generative visuals emphasizes the
sonic gestures of performers in Revive. The specifics of 3D
audio setup that we mention in this paper clarify the tech-
nical details of the performances at the Société des Arts
Technologique (SAT) dome with 157 speakers clustered to
31 audio channels 2 . However, the spatialization tools in
Revive is flexible for any 3D or 2D audio speaker setup.

In the following, we first give a brief introduction to the
Creative Artificial Intelligence and Multi-agents Systems.
We continue by explaining the performance setup of Re-
vive. Then, we delve into the reactive agent architecture of
the visual agents. We move further with the technical de-
tails and aesthetic background of sonic strategies in Revive.
Finally, we conclude by the discussions around previously
mentioned topics while proposing possible future steps.

2. MULTI-AGENT SYSTEMS IN CREATIVE
ARTIFICIAL INTELLIGENCE FOR MUSIC AND

MULTIMEDIA

Creative Artificial Intelligence (AI) for Music explores the
applications of autonomous systems of Applied AI and
Multi-agent Systems (MAS) for musical applications [2].
Autonomous system architectures for creative tasks dif-
fer from conventional architectures that aim to solve tasks
with optimal solutions. Creative tasks often lack optimal-
ity, and the quality measures are ill-defined. For exam-
ple, there is no universal objective measure to assess if
one acousmatic composition is better than any other. The
lack of objective measures asks for system designs where
the possibilities of connections between autonomous be-
haviours and artistic aesthetics are explored. In many cases,
the architectures work with a set of hyper-parameters where
the user can manipulate the autonomous behaviour by ex-
ploring the space of these parameters.

Artifical agents in MAS are autonomous software with
perception and action capabilities. Musical agents are im-
plementations of Multi-agent systems combined with ap-
plied artificial intelligence and machine learning algorithms
for musical applications. We previously clarified six levels
of musical agent behaviours: 1- Reactivity, 2-Proactivity,
3- Interactivity, 4-Adaptability, 5-Versatility, 6-Volition and
framing; where the higher levels can inherit properties of
the lower levels [1].

The visual agent architecture in Revive aims for reactive
behaviours whereas the musical AI, MASOM’s initial ar-
chitecture with VMM-PPM-C can exhibit interactive and
adaptive behaviours. In Revive, we give up on the adap-
tive behaviours of MASOM with the Factor Oracle variant
(MASOM-FO) to improve timbre consistency with mid-
size datasets. The interactivity of MASOM-FO is more on
a higher level through user interaction, where the user can
change the statistical sequence model on the fly.

3. THE PERFORMANCE SETUP

Three sonic performers (including the musical AI MA-
SOM) improvise in Revive and the performers are con-

2 http://sat.qc.ca/en/satosphere

Figure 1: The UI of Revive’s performance setup

strained within certain musical roles that are defined per
musical sections. The performers apply various sonic strate-
gies that we clarify in Section 5. The sonic actions of
performers are visualized with a visual agent with audio-
reactive behaviours. The localization of generated visuals
follows the 3D spatial location of the audio. In addition to
3D audio with three sources, the second author also outputs
a background channel that is directly send to all speakers.
This helps to create a sonic background canvas for the per-
formers in the foreground.

The Revive performance applies a cue system to handle
parameter changes automatically (Figure 1). The cues also
define musical sections where the sonic performers impro-
vise within certain roles. The cues are automatically ini-
tiated at certain moments using a timeline. The cue sys-
tem is implemented within the Jamoma 3 framework in
Max 4 [3]. This framework automatically gathers all pa-
rameters of Max abstractions coded as Jamoma modules.
The Jamoma’s cue system allows a simple scripting where
the parameters can be linearly ramped to any value. The
script engine can also put into a halt for a certain time us-
ing the ”WAIT” command. These features provide a sim-
ple, yet powerful coding of complex performance environ-
ments where many parameters constantly change. The cue
system with Jamoma, sonic strategies in Revive, and ma-
chine listening modules of visual agents are implemented
in Max. The visuals are generated and rendered to the
dome view in Derivative’s Touch Designer 5 . These two
applications are networked through an OSC communica-
tion.

3 http://jamoma.org
4 https://cycling74.com/products/max
5 https://www.derivative.ca/
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4. AUDIO-REACTIVE VISUAL AGENTS IN
REVIVE

The visual agents aim to improve the audience’s perception
of sonic gestures. The visual agents are generative and re-
acts to the sonic performers by using a machine listening
algorithm. Using reactive behaviours, three visual agents
emphasize the actions of audio agents and make it easier
for the audience to comprehend the connection between
sonic gestures and the sonic performers’ actions.

The visual agent architecture consists of a machine lis-
tening module for audio feature extraction and a particle
engine to generate visuals. The location of particle en-
gines’ rendered outputs are synchronized with the spatial
location of sonic performers in the 3D audio setup. As the
sonic performers move in the 3D audio, the visuals fol-
low the locations of sonic performers. During the Revive
performances, three types of particle renderings provide
variety in the visual content: 1- particles as sprites, 2- par-
ticles for drawing lines, 3- particles for drawing triangular
shapes (Figure 2). The audio-reactive behaviours of three
particle engines apply mappings of sonic performers’ au-
dio features to the input parameters of particle engines.

The machine listening modules of visual agents imple-
ment an onset detection with onset loudness detection and
calculate continuous total loudness and specific loudness [4].
The onset detection uses the magnitude spectrum and if
the summation of magnitude powers of all bands pass a
user-set threshold, an onset is detected. Specific loudness
is the loudness calculated for the Bark bands that is a 24-
band spectrum that approximates critical bands of human
hearing. We also apply a post-processing on the specific
loudness to calculate a 3-band loudness spectrum of bass,
middle, and high bands. The first two Bark bands are com-
bined for the bass spectrum, the last eight bands are joined
for the high spectrum, and the remaining fourteen bands
constitute the middle band. The audio features are calcu-
lated for all sonic performers separately.

The audio features of a sonic performer are mapped to
the parameters of corresponding particle engine. The total
loudness is mapped to the overall particle speed and the
brightness of particles. Two color schemes are applied: 1-
static per performer, 2- the loudness of the mid-band con-
trols the amount of green in red-green-blue color represen-
tation. Additionally, if the total loudness passes a certain
threshold (above -3 dB for example), the type of noise that
scatters the particles changes. This increases the overall
movement of particles when the loudness moves closer to
the maximum. Regarding rendering type 2 and 3 (Figure
2b and 2c), the particles have a life-span which is also a
gaussian distribution. A static noise generates the birth lo-
cations of particles and the attraction points that the parti-
cles move towards within their life-time. The scale of birth
locations is linearly mapped to the loudness of the bass
spectrum. When there is more variance in the bass spec-
trum, the distances between the particle birth locations and
the attraction points increase, which results in an increase
in the fast movement behaviors of particles. The particles
are re-initiated when the loudness of an onset passes a -6
dB threshold. As we mention in Section 3, the second au-
thor also plays a background channel that directly outputs
to all speakers. Lastly, the total loudness of this channel

(a) Rendering type 1 - particles as sprites

(b) Rendering type 2 - particles for drawing lines

(c) Rendering type 3 - particles for drawing triangular shapes

Figure 2: Three snapshots of dome views illustrate three
types of particle engine renderings. In each figure, three
distinct colors corresponds to three visual agents that react
to three sonic performers.
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Figure 3: The offline learning in MASOM: a) Segmentation
b) Labelling the audio samples c) Sound memory where
squares stand for SOM nodes that are a clusters of audio
samples d) Creating a symbolic representation of the orig-
inal song using the clusters indexes of audio samples e)
statistical sequence model to learn temporal transitions.

controls the amount of post-processing effects such as blur
and feedback applied to all visuals.

5. SONIC STRATEGIES IN REVIVE

The first and the second author join MASOM in the sonic
performance of Revive. These three performing agents ap-
ply different techniques and approaches, which come to-
gether through pre-defined roles within the structured im-
provisation. Revive’s aesthetics allow performers to impro-
vise within these roles, and this introduces live sonic ges-
tures back to the performance. In the following sections,
we delve into the techniques of three sonic performers.

5.1 Musical Artificial Intelligence, MASOM-FO

Varèse defines music as “nothing but organized sounds” [5].
Inspired by this idea, MASOM’s system design implements
a neural networks algorithm combined with statistical se-
quence modelling algorithms in Max. The neural networks
algorithm organizes the sound memory of the agent whereas
the statistical sequence modelling algorithms handle the
temporal musical structure modelling and user interaction.
MASOM’s unsupervised learning requires a set of audio
recordings. The agent implements a Music Emotion Recog-
nition algorithm in the machine listening module.

MASOM applies offline learning and online generation.
The offline learning starts with segmentation of individual
sounds in the recording (Figure 3a and 3b). The agent rec-
ognizes the audio segments between onsets as audio sam-
ples. MASOM use spectral magnitude based onset detec-
tion where an onset is detected when the summation of
spectral magnitudes passes a user defined threshold. The
implementation of segmentation and audio feature extrac-

tion uses IRCAM’s MuBu Max Package 6 [6] and PiPo
externals 7 . Following the segmentation, the training pro-
cedure labels audio samples with a 35-dimensional audio
feature vector including:

– Timbre features: Perceptual Spectral Decrease and
13 Mel-frequency Coefficients (MFCCs)

– Fundamental Frequency

– Loudness

– Duration of audio sample

– Music Emotion Recognition (MER) features

Regarding timbre features, loudness, and fundamental fre-
quency; we first calculate the features using a window size
of 1024 samples and hop size of 256 samples, then we
calculate the mean and standard deviation of these fea-
tures per audio sample. The statistics of loudness, and
13 MFCCs, perceptual spectral decrease, and YIN-based
fundamental frequency estimation 8 adds up to 32 features
((1 + 13 + 1 + 1) ⇤ 2 = 32). In addition, we add the dura-
tion of audio samples, and two MER features and the total
number of audio features constitutes a 35-dimensional la-
bel vector.

The particular MER model that we use in the system de-
sign of MASOM is a two-dimensional, continuous multi-
variate linear regression model using the following equa-
tions:

Pleasantness =� 0.169+ (1a)
� 0.061 ⇤ Loudnessmean

+ 0.588 ⇤ SpectralF latness1mean

+ 0.302 ⇤MFCC1std

+ 0.361 ⇤MFCC5std

� 0.229 ⇤ Percept.Spect.Decreasestd

Eventfulness =� 1.551 (1b)
+ 0.060 ⇤ Loudnessmean

+ 0.087 ⇤ Loudnessstd
+ 1.905 ⇤ PerceptualTristimulus2std

+ 0.698 ⇤ PerceptualTristimulus3mean

+ 0.560 ⇤MFCC3std

� 0.421 ⇤MFCC5std

+ 1.164 ⇤MFCC11std

We generated this MER machine learning model using
the Emo-soundscapes dataset that contains 600 curated sound-
scape recordings [8]. In the audio domain, the terms va-
lence and arousal is exchanged with eventfulness and pleas-
antness, respectively [9]. This is mainly because of the
contradiction that a sound does not feel an emotion, but
stimulate an emotion. Hence, we can’t label a sound with
emotion categories of human cognition. For example, we
can’t talk about a happy sound (excluding anthropomor-
phism), but we can say that some sounds initiate happiness
feelings in humans.

6 https://forumnet.ircam.fr/product/mubu-en/
7 http://ismm.ircam.fr/pipo/
8 Please refer to [4] for the details of audio feature calculations and [7]

for the YIN algorithm.
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Following the segmentation and labelling audio samples,
the agent trains a Self-Organizing Map to create a latent
space of sonic possibilities (Figure 3c). In this latent space,
similar sounds locate close to each other. Self-Organizing
Maps are fully connected artificial neural networks with
unsupervised learning[10, 11]. SOM is used for visualisa-
tion, representation, and clustering of high-dimensional in-
put data with a 2D topology of square, rectangular, toroid,
and arbitrary shapes (such as Mnemonic SOMs). SOMs
consist of a number of nodes that position themselves dur-
ing training to represent the topology of the input data.
The nodes are vectors with the same number of dimensions
with the input data. Hence, SOM creates a symbolic latent
space that represent the topology of the training data.

MASOM incorporates the SOM implementation included
in ml.star Max Package [12]. Regarding the SOM train-
ing 9 , we first normalize the input data using the equation
2:

Inorm[i] =
I[i]

M [i]
⇤ STD[i] (2)

and i 2 [1 : N ], where the N is the total number of dimen-
sions of the input vector, I is the calculated audio feature
vector, M is a vector that gives the average of each audio
feature, STD is a vector of standard deviation of each au-
dio feature, and Inorm is the normalized feature vector. M
and STD are calculated for a given corpus.

Then, we apply a weight vector on the normalized input
data of SOM. In the weight vector W , MFCC features are
multiplied by 1/13 so that combined MFCC distances af-
fect the SOM training as one timbre feature. The rest of
the features are kept at the original value.

a = int(
p

the number of audio samples in the memory/6)
(3)

After the the pre-processing, we train an SOM map with
square topology, a ⇤ a where a is found by using the equa-
tion 3 that aims for 6 samples per cluster. We found that
this approach consistently gave a low number of SOM nodes
where no audio sample was clustered. The total number of
epochs in the SOM training is 1000. The learning rate and
the neighbourhood drops from 0.25 to 0.01 and a/4 to 0,
respectively.

Clustering follows the training of SOM sound memory.
We calculate Euclidean distance between SOM node vec-
tors and thumbnail vectors of audio samples in the agent’s
memory. The audio samples are labelled with the SOM
node that gives the lowest Euclidean distance. The num-
bers within the segment squares in Figure 3a are the closest
SOM node indexes. Following this labelling, we generate
a symbolic representation of the original song using the se-
quence of SOM node indexes (Figure 3d). This sequence
is later used to train the statistical sequence modelling al-
gorithm.

The agent can generate compositions on the fly and change
musical structure models through user interaction. A sta-
tistical sequence modelling algorithm learns and generates
SOM node index sequences (Figure 3d). These nodes are
clusters of audio samples, and the agent chooses a sample
clustered by an SOM node randomly. MASOM’s training
aims for 6 audio samples per node, and the sonic variation
within a node is constrained because of the unsupervised

9 The details of SOM training procedures is available at [11, 13].

� � � � � �# $ # # $

$ #

Figure 4: Factor Oracle generated using the sequence
ABAAB.

learning. Hence, the random sample selection within the
SOM node audio cluster implements a type of constrained
sonic variation in the agent’s output.

MASOM’s architecture was initially using Variable Markov
Models (VMM) Prediction by Partial Matching C (PPM-
C) variant [13]. MASOM VMM PPM-C variant was trained
on small and medium size audio corpora ranging from an
album to approximately 1GB of audio recordings (lossless
stereo wave files). Although the interactive nature of MA-
SOM VMM PPM-C variant was satisfying enough for pub-
lic concerts with small and medium size corpora, we real-
ized that this variant lost timbre consistency with big size
corpora ranging from 1GB to 100GB of audio recordings.
Hence, we switched MASOM’s statistical sequence model
to a generative Factor Oracle algorithm to ensure timbre
consistency and we refer to this variant as MASOM-FO.

Factor Oracle, initially proposed as a compression algo-
rithm, is a statistical sequence modelling algorithm as well
as a finite state automata [14]. FO models repeating pat-
terns in a sequence, which are the factors of a sequence.
FO has three types of links: internal links (forward links
between successive states), external links (forward links
that jumps to a future state), and suffix links (backward
links, dashed lines in Figure 4). Suffix links marks the
longest repeating factor in previous states. FO allows in-
cremental learning, and learning is linear in time and space [15].
Several musical agents previously implemented FOs in the
architecture [1, p. 26-29].

The training of FO allows a single sequence for training.
In MASOM’s case, the agent’s corpora include several au-
dio recordings and the symbolic SOM node representations
of these recordings 10 . This constraint emerges two op-
tions for FO training: 1- concatenating several (or all) sym-
bolic representations of audio recordings to one sequence,
2- using the symbolic representation of only one recording.
The first option risks timbre consistency as various audio
recordings cover a wide range of timbre possibilities, even
within the same musical style. Hence, we apply option two
in Revive project to ensure timbre consistency.

MASOM-FO incorporates Wilson’s [16] Max external im-
plementation which is sufficiently fast for real-time train-
ing. In Revive’s structured improvisation, MASOM’s role
in the performance is constrained by the FO training. In
each section, we train the agent’s FO from scratch using
the symbolic representation (the sequence of sound cluster
indexes) of one audio recording. This results in a high-
level user interaction where the user defines the musical
constrains and roles of the agent by forcing a subset of
sound clusters, and the temporal patterns and structures of
an audio recording. The subset of sound clusters may con-
tain samples of other recordings due to the SOM training,

10 The details of FO training is available in [16].
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and this introduces variety in the agents audio output.
FO initiate SOM node (cluster) index generation with

sound selection using two approaches: 1- playing one sam-
ple after another, 2- user-defined time intervals. The first
approach outputs one layer of sound events where each
sample is concatenated one after another. This approach
generates a monophonic output as the FO waits for the pre-
vious sample to finish before initiating the next one. The
second approach creates a multi-layered output where the
user can change the audio event density by manipulating
the time intervals between sample initiations. The agents
uses FO to output a sound cluster index in user-defined in-
tervals. Using any of these two approaches, FO outputs
a sound cluster index. MASOM chooses a sample within
that cluster randomly. The random picking of samples is a
constrained selection because of the SOM clustering, and
it aims for the generation of constrained variation in the
agent’s output. In Revive, these two generative approaches
are initiated by performance cues. We carry out the au-
dio event density manipulation in the second approach by
applying linear ramps on the time interval parameter.

5.2 Distruption of fixed-media

Acousmatic music facilitates electronic means to create or
process sounds to produce musical compositions. The pub-
lic presentations of acousmatic music happens as playback
of the compositions without any interaction, or live mixing
of prepared tracks using volume adjustments, fade ins and
outs, equalizers, and spatialization [17]. The second author
puts a rich MAX-based sampler player, Kenaxis 11 into
practice with samples of analog machines such as EMS
Synthi AKS, Korg Mono/Poly, Serge and Eurorack analog
modular synthesizers, as well as field recordings of forests,
waterfalls, and thunderstorms. Samplers and granular syn-
thesis engines are controlled live with a BCF-2000 MIDI
controller. The setup allows a sonic palette of background
layers made of drony textures, as well as foreground ges-
tures including more melodic motifs with live effects.

The reflections of the third wave of HCI studies have
initiated the introduction of embodied interaction for live
music performances [18] and proposed a combined under-
standing of sonic and bodily interaction [19]. In line with
the live performance trends in computer music, the first
author’s live sonic performance transforms his fixed-media
compositions to sonic material for improvisation combined
with live generation of sonic gestures. In this self-disruption
process, the first author metamorphoses his previous fixed
media pieces to a sonic vocabulary for live improvisation
of experimental electronic music. To do so, the first au-
thor combines wavetable synthesis with a game controller
interface to improvise experimental electronic music on a
3D speaker configuration (Figure 5).

Wavetable synthesis uses varying playback speeds to ma-
nipulate an audio buffer to synthesize sounds. Varying
playback speed generates pitch-shifting and time-stretching
audio manipulations, and it is possible decorrelate these
two manipulations [20]. The wavetable synthesis utilize
an audio buffer and allows sudden changes of the audio
in the buffer. The first author’s performance practice in
Revive applies one-minute long excepts from his previous

11 https://www.kenaxis.com/products/kenaxis-2/

fixed media compositions (Figure 5b). The audio buffer of
wavetable synthesis is a certain portion (window) of these
one minute excerpts. This approach provides a sonic di-
versity using varying window sizes and positions using a
game controller as the interface.

The first author utilizes an XBox controller that includes
two joysticks buttons underneath, one d-pad, 9 additional
buttons (x,y,a,b, left-button, and right-button), and two trig-
gers that acts as sliders, illustrated in Figure 5a. The joystick-
2 handles the interaction with the spatialization and the
rest manipulates the wavetable synthesis. Although the
joystick-2 outputs a 2-dimensional spatial position, we project
2D positions on a 3D spherical surface to create 3D spatial-
ization trajectories in azimuth-elevation-distance format us-
ing the equations,

r2D =
p

(position x2D)2 + (position y2D)2 (4a)

azimuth3D = arccos(
position x2D

r2D
) (4b)

elevation3D =
⇡
2
⇤ (1� r2D) (4c)

where r2D is the distance from the center in 2D, azimuth3D

and elevation3D ranges are [�⇡,⇡] and [0, ⇡
2 ]; respec-

tively. The distance is static, and this ensure 3D spatial-
ization while preserving the original loudness of the audio
source.

The y-axis of joystick-1 controls the amount of pitch-
shifting, and the x-axis controls the multiplier of time-stretching.
When joystick-1 is in the resting position, the wavetable
synthesis plays the original content in the audio buffer.
The button on the joystick-1 plays the sound; hence, there
is no sound coming out when the user moves the hands
away from the interface. The button x reverses the audio
buffer. The button b allows a toggle for continuous audio
play for occasion where a sustained continuous playback is
needed, such as textural sounds that functions in the sonic
background. Hence, the performer can explore a contin-
uum of sonic choices from gestural foreground actions to
textural background material. The up and down buttons
on the d-pad adjust the output volume, and left and right
buttons change the source spread in the 3D spatialization.
The spread controls the total area of audio source diffu-
sion. The buttons a and y set the spread to 1% and 90% in
2-seconds, respectively. The performer can cycle through
several audio buffers using start and back button. Lastly,
the home button resets the output volume to 0 dB in 3-
seconds.

5.3 3D audio spatialization techniques in Revive

Sonic performers in Revive are spatialiazed in 3D speaker
setups using IRCAM-SPAT Max library 12 [21]. This li-
brary is fast and flexible to change 3D audio speaker se-
tups and test spatialization methods in soundchecks and
rehearsals where the time is limited. In Revive, we use
3D vector-based amplitude panning (vbap3D). The audio
source positions are processed using the azimuth-elevation-
distance format. The distance is static so that performers
change the loudness of their output as they prefer. Through-
out this paper, the elevation range is [0, ⇡

2 ] that addresses

12 https://forumnet.ircam.fr/product/spat-en/
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Figure 5: The framework for using fixed-media compositions as content for the live audio-visuals with 3D audio: a) the
game controller interface and the mappings b) wavetable synthesis c) 3D audio visualization with the SAT dome setup.

the setup of the SAT dome. The elevation range is an in-
put variable for all spatialization modules for different 3D
speaker setups.

The first author controls the spatial location using the joy-
stick on the game controller. The output of second author
and MASOM are positioned using three different genera-
tive trajectories: circular, tangential, and random-walking.
The movement speed is a variable in all three cases, and
it is changed with the cue system of Revive. The first
method cycles the azimuth using a speed variable (degree/
s) and the elevation can be fixed or adjusted by the cue
system. The second approach, tangential trajectory gen-
eration chooses a random location on the opposite half of
the sphere in relative to the current source position, and the
source moves to this location in a duration that is set by the
cue system. The azimuth (azi) and elevation (el) of the
new location is generated using the following formula:

azinew = random(azicurrent +
⇡
2
, azicurrent +

3⇡
2
) (5a)

elnew = (elcurrent + random(0,
⇡
4
)) mod

⇡
2

(5b)

where the function random(a, b) generates pseudo-random
values in the range of [a, b]. The third approach, random-
walking first generates a step size within a user-set range
using the pseudo-random function. The generated step size
is added to the current location of the source; and thus,
the source jumps to a new location. The steps in random-
walking can be triggered by two ways: using a fixed dura-
tion or using a magnitude spectrum based onset-detection.
In case of MASOM, we apply an additional approach where
the random-walking is triggered with every sample initia-
tion in MASOM. The trajectory generation selections and
their input variables are controlled by the cue system dur-
ing the performance.

6. CONCLUSION

We introduced the live audio-visual performance project
Revive. The medium of this audio-visual performance project
is a dome projection with 3D audio setup where the audio
and the visuals are synchronized in position. Revive fuses
a musical AI architecture into structured improvisation for
audio-visuals. The musical AI in Revive, MASOM em-
ploys Factor Oracle algorithm for temporal content genera-
tion and user interaction. Thomas et al. [22] compare Fac-
tor Oracle, Fixed-Length Markov Model, and MusiCOG
on melody generation and show that these sequence model-
ing algorithms introduces particular biases to the sequence
generation. In our future work, we plan to compare var-
ious statistical sequence modeling algorithms in terms of
sub-sequence cloning, that is how much the model copies
the patterns in the training dataset.

The live performance of Revive benefits from an automa-
tized parameter management using Jamoma’s cue system.
The compositional approaches of Revive allows performers
to improvise within predefined roles. During the develop-
ment of Revive, the task with the highest time-complexity
was the setup and exploration of the mapping between au-
dio features and input parameters of generative visuals. Al-
though several mapping tools have been developed previ-
ously, these tools are not necessarily made for exploration
and comparison of several mapping possibilities. To ad-
dress this issue, several researchers around the globe plan-
ing to collaborate with the OSSIA 13 initiative. OSSIA,
stands for Open Software System for Interactive Applica-
tions, is an OSC-query based open-source framework for
time-scripting and mapping for interactive scenarios. The
framework is currently in its alpha stage, and we hope that
the project will move further in future.

13 https://ossia.io/
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ABSTRACT

An acoustic interface to create excitation signals for digital
resonators (waveguides, lumped models, modal synthesis
and sample convolution) in synchronicity with augmenting
control signals is presented. It is described how a direct
acoustic excitation creates an intimate and intuitive inter-
action. Multiple prototypes and the lessons learned from
them are documented in this paper.

1. INTRODUCTION

In the heyday of physical modeling synthesis, typical ex-
citation signals were static noise bursts or clicks. When
using a MIDI keyboard as an interface, the advantages
of physical models compared to playing back samples are
negligible, so manufacturers began to implement samples
in their instruments as memory became cheap. With the
right acoustic interface which allows audio signals to con-
tinuously excite these models in real time the strengths of
physical models easily outperform what is possible with a
keyboard and sampling. Acoustic excitation enables us to
create rich sounds with intuitive interaction and intimate
control. In a previous publication we presented the Tickle
instrument and concepts of its driver architecture [1], this
publication expands on the research that led us to its cur-
rent form.

1.1 Exciting audio

Using live audio as excitation signal for physical models
allows for a dynamic and continuous stream, but even more
importantly, through its spectral information it carries rich
potential for expressive play. Commercial products trying
to harness this power are surprisingly rare: Korg’s Wave-
drum (1994), Zamborlin’s Mogees [2] (2014) and the ATV

aframe [3] (2017) are the only products which are feeding
the excitation signal into a digital resonator. On the other
hand researchers have proposed many simple and afford-
able interfaces such as ceramic tiles [4], to acrylic sheets
instead of guitar strings [5], [6] or intricate prototypes with
vibration insulated pads for eight fingers [7]. In this cate-
gory the distinction between interface and instrument (or
controller and synthesizer) becomes blurry. You could ar-
gue to define it as an instrument, as the source waveform

Copyright: c⃝2018 Clemens Wegener et al. This is an open-access ar-

ticle distributed under the terms of the Creative Commons Attribution

License 3.0 Unported, which permits unrestricted use, distribution, and

reproduction in any medium, provided the original author and source are

credited.

for the synthesis is generated by the musician interacting
with the surface of the instrument. You could likewise ar-
gue it is “only” a controller or interface because the syn-
thesis happens on a connected computer or synthesizer.
Therefore we also call the Tickle an acoustic interface (to
an analog or digital synthesis).

1.2 Augmenting control

Miller’s tiles [4] and Momeni’s Caress [7] consider the
processing of the contact microphone as sufficiently ex-
pressive. Cook’s Nukelele [8] combines two sensors, one
at audio rate and one at control rate, to create the affor-
dance of an Ukulele which is played with both hands on
different positions of the instrument. Like with a guitar,
one hand controls the parameters, the other provides an
excitation signal. Former is the control rate input and later
the audio rate input.

We want to augment the sound signal with additional pa-
rameters, so we simultaneously get the position of touch
on the surface. This way we eliminate the need for a sec-
ond hand. Our implementation creates a percussive instru-
ment which can be hit, but also can be played melodic and
continuous by rubbing, scratching or bowing on its edge.

2. THE TICKLE

2.1 Prototypes

In the development stage we produced about a dozen proto-
types to evaluate the idea and different realizations thereof.

We started prototyping with multiple piezo mics attached
to 3d printed (Figure 1) – or wooden (Figure 2) bars resem-
bling what could perhaps be recognized as an electronic
marimba. Each bar (key?) had its own piezo microphone
attached, resulting in the use of eight channels of the audio
interface to digitize and excite the physical models in soft-
ware. We started using soft polyurethane foam as a sound
insulator underneath the bars as a starting point but noticed
soon, that this insulation was not sufficient. The next iter-
ation was aimed at improving the insulation by using a 3D
printed, free hanging rubber construction and at the same
time speeding up the fabrication process by designing a
laser cut enclosure.

However using eight audio channels, patching them into
the audio interface and then patching the software chan-
nels inside the DAW was a very uncomfortable workflow.
Additionally all the interface channels are then blocked, of
course. In a new approach we wanted to use a single audio
channel and use it in combination with positional data to
alter the pitch of the digital resonators. This is where we
investigated capacitive- and force sensing interfaces.
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Figure 1. 3D printed keys with individual microphones

Figure 2. Laser cut and 3D printed rubber for individual wooden keys

Most notably is a touch-pad with integrated piezoelec-
tric sensor and a load-cell in each corner, similar to the
Nuance[9]. It was made by taking a 7 Euro kitchen scale
from a supermarket and replacing the electronics by a cus-
tom made circuit board (Figure 3), reading the four sensors
separately instead of summing up their readings.

Re-using and appropriating a mass produced product al-
lowed it to be extremely cheap. For a continuous calibra-
tion of the readings a fifth load-cell is necessary as a ref-
erence, so buying five scales will allow for making four
interfaces.

The touch point on the surface is calculated by a simple
center-of-mass formula and it allows to detect force and
position simultaneously. The USB user space driver for
getting the position had an update rate of 200Hz with a dy-
namic range of detecting the force on each sensor of 60dB,
allowing to read forces with a resolution of five grams. Ad-
ditional shielding could even improve this. The class com-
pliant USB audio interface sent the audio signal from the
attached piezo mic with 44.1 Khz. The approach of cal-
culating the center of mass to detect the touch point has
very interesting physical side effects: it is possible to do a
vibrato by applying a shear force to the surface (you don’t
have to slide the finger, you can push and pull on a sin-

Figure 3. This custom PCB turns a kitchen scale into a sensor board

gle point in all directions and measure the resulting force
continuously).

The hijacked kitchen scale (Figure 4) approach was very
appealing to us, mostly because it is possible to measure
force and position at the same time using very accessible
technology. The disadvantage of this approach is the mea-
surement inaccuracy that results from the physical proper-
ties of the setup.

Figure 4. Kitchen scale based prototype

One problem is the momentum of the surface that re-
sults from its own weight. Because of the momentum, the
surface will physically vibrate on the springs of the strain
gauges and cause sensor misreadings.

A second problem is the strong susceptibility to shearing
forces when applying only little total force. The measure-
ment setup can be more sensitive to shearing forces than
the actual position of the center of mass (your finger) on
the surface. This causes the position measurement to be
much more inaccurate when little force is applied. The
limitation is in the sensor design, since it actually measures
both: weight and shearing forces as a linear combination.

Finally we opted for capacitive sensing technology be-
cause of manufacturability and reliability. The Monoitch
(Figure 5) and the Pocketickle [sic!] (Figure 6) are direct
predecessors of the Tickle.

2.2 Hardware

The case is made of bent steel with wooden side panels. It’s
top surface is a printed circuit board and has a capacitive
X-Y sensor, three endless rotary encoders with associated
RGB LED and two buttons (for transposition or other pa-
rameters). On the back are six ports which allow it to be
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Figure 5. Capacitive sensing surface with piezoelectric microphone

Figure 6. The “pocketickle”, a direct predecessor of the Tickle has a
piano keys print

connected to a modular synthesizer.

2.3 Surface

After a brief evaluation of piano key layouts and variations
thereof [10] it was concluded, that a piano key layout is
contradictory to the intended interaction with the instru-
ment. A hexagon pattern was chosen to have equal sized 1

surfaces without empty spaces on the surface. It is also
found in other electronic instruments and controllers, for
example the Synderphonics Manta [11]. From the 8-Bit
resolution in X and Y axis we can calculate in which of the
14 hexagons printed on the surface a touch occurred. The
capacitive touch sensing is single-touch, so polyphony can
not be achieved by simultaneous touches. However, with
voice allocation we can let one touch resonate while a new
touch gets its own resonator, so subsequent touch events
may have overlapping resonances.

2.4 Material and Texture

To create an acoustic excitation signal we rely on a hard
material that captures the spectra of different gestures. In
addition to the rigidity of the material, a textured surface is
essential to create enough noise when rubbed and scratched.

1 except for the hexagons at the edges

Silicone surfaces are not suitable for our application since
they absorb too much of the subtle interaction.

2.5 Residual and Resonance

Generally we want the physical surface of the instrument
to resonate as little as possible, so that we can feed the dry
residual signal of the touch gesture (rub, scratch, hit, flick,
bow, etc.) into a digital resonator (See also [4]). This way
the full power of physical modeling synthesis algorithms
may be accessed. The practice of sending generated noise-
bursts or clicks into digital resonators – which can be found
in literature for physical modeling and which is still the
standard in many soft- and hardware implementations – is
crippling the true potential of such algorithms.

2.6 Synthesis

Our synthesis algorithms are implemented as Pure Data
patches and are available through our Git repository. 2

For the sound synthesis we employ techniques of digital
reverbrators. They can be understood as modeled simula-
tions (waveguides and mass-spring models) of the physics
happening in real instruments as described by Smith [12].
These models can be generated with Berdahl and Smith’s
Synth-A-Modeler Compiler [13]. Synth-A-Modeler gen-
erates FAUST code which can be compiled in a variety of
other formats such as a Pure Data external. With the Pure
Data object pmpd˜ from Henry’s PMPD [14] library which
can create static mass and spring models we achieved nice
sounding string, plate and gong topologies. Drawback of
PMPD is that the topographies and properties of the model
can’t be interactively modified while sound is processed.

We are not aiming for perfect re-creations of orchestral
instruments, our interest lies in the exploration of synthetic
sounds with an acoustic and intimate level of control. Al-
gorithms like a nested comb filter delay as described by
Ahn and Dudas [15] prove interesting and fun to interpret
with our instrument while being surprisingly cheap to com-
pute. We can employ our acoustic interface to excite ex-
tended, hybrid and abstract cyberinstruments as described
by Kojs et al. [16]. Convolution methods with samples can
be useful to digital Foley artists to articulate a sample in a
plenitude of variations.

2.7 Architecture and Driver

Our hardware is based on a Cypress PSoC 5 micropro-
cessor and runs a firmware which is digitizing the capac-
itive sensing surface and the signal from the piezoelectric
sensor. It communicates to the computer as a USB Class
Compliant Audio and MIDI device and as such is available
without further software interfaces to user-space software
like Pure Data or Ableton Live. After consideration of
many different protocols for communication [1], we have
opted to implement the Tickle as a Class Compliant Audio
and MIDI device. Our legacy Kernel driver for Linux as
well as the Pure Data external are published under a free
license. A repository of the source code can be found on
our aforementioned gitlab/github.

2 gitlab.chair.audio mirror: github.com/chairaudio
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Figure 7. The current Tickle instrument

3. FUTURE WORK

Future research may be conducted to implement the fol-
lowing features:

• multi-touch (and thus real polyphony)

• pressure sensing [17]

• haptic feedback

• analog circuitry for sound synthesis

• embedded computing for digital synthesis, for ex-
ample implemented on the Bela board [18]

• playful interfaces to manipulate mass-spring models
in real-time as seen in Allen’s Ruratae [19]

• parallelization of processes using GPU power to com-
pute models in real time as in [20]

4. CONCLUSIONS

With our implementation of an acoustic interface we have
proven that physical modeling still has huge dormant po-
tential which are needing rediscovery and have been inac-
cessible due to inadequate interfaces.

Our instrument Tickle combines several well-known tech-
niques and technologies which on their own are not new.
Touch pad, contact-microphone and physical modeling syn-
thesis have been around for a while. However, in their
combination they synergize to a powerful intuitive instru-
ment which allows for a natural and intimate [21] interac-
tion with precise and reproducible control over sound. Ex-
citing sound means we can feed an analog excitation signal
into a (digital) resonator and thus create familiar as well
as alien sounds. Sounds which either behave like instru-
ments we know: Violin, guitar, snare drum, cymbal, gong,
marimba, etc. or sounds which are distinctly synthetic but
have an analog touch to it.

The development is ongoing and the list of possible future
work shows that there are a plenitude of improvements and
further research potential.
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Drumductor:  
A Gesture-Augmented Drum Pattern Generator 

ABSTRACT 
In this paper we introduce the drumductor which com-
bines hand gesture tracking, machine learning, and a 
drum pattern prototype software to generate and control 
drum patterns in real-time. Drumductor aims to provide  
an alternative way to create and interact with syntheti-
cally generated drum sequences where predefined drum 
patterns, fills, and single drum hits can be“conducted” 
rather than fully performed or fully sequenced. The 
drumductor system can be utilised in widely-used digital 
audio workstation (DAW) environments as well as in live 
performance settings where users are provided with a 
blended drum pattern generator tool for generating drum 
patterns. 

1. INTRODUCTION 
With the advancement of software and hardware tech-
nologies, creating and recording sophisticated piano, per-
cussion, and orchestral “performances” is no longer re-
served for virtuoso performers alone. Currently, however, 
most digital audio workstations with algorithmic compo-
sition systems only provide a limited variety of input 
controls, some of which also rely on traditional music 
instrument interfaces; the keyboard, for example, is ar-
guably one of the most widely used input devices 
amongst DAW users, but nevertheless requires the user to 
have some amount of basic piano performing skills. This 
skill set is not easy nor simple to learn and acquire as it  
requires time, effort, and persistency. On the other hand, 
sequencing drum patterns, while not necessarily requiring 
“actual” drum performance skills, using a step sequencer 
or piano roll interface from beginning to end of a piece is 
arduous and also undermines musical interactivity that 
comes with performance practices.  

In this paper, we summarise a gesture-augmented virtu-
al drum pattern generator called drumductor by integrat-
ing three modules (1) gestural input control, (2) machine 
learning for gesture classification, and (3) dynamic drum 
pattern generation to create a hybrid system that lies be-
tween drumming and conducting. The goals of creating a 
drum pattern generator is to produce digital drum pat-
terns as well as to provide an alternative method for vir-
tual drum performance. The project should also offer 
easy-to-use interface without requiring the ability to do 
what only highly skilled drummers can do on a drum kit. 

This in turn, allows users to play a virtual drum kit and 
also interact with the system by using hand gestures such 
as moving a hand in different directions to indicate musi-
cal meanings, which will output certain drum patterns as 
a result.


2. LITERATURE REVIEW 

2.1. Early Electronic Instruments 

One of the earliest electronic instruments is the Telhar-
monium, which was invented by Thaddeus Cahill. This 
instrument is significant in both technology and entrepre-
neurship, even though Thaddeus Cahill’s Telharmonium 
company did not commercially succeed as a result. The 
Telharmonium generates music and broadcasts through a 
telephone. Another early electronic instrument is the 
theremin, which was designed by the Russian musician 
Léon Theremin. The concept of theremin was to create 
sound without using mechanical energy, and the perfor-
mance was to imitate a conductor of an orchestra. The 
audience was amazed by this new way of music perfor-
mance, and theremin became successful around the 
world, although it was not easy to play due to the re-
quirement of precise control for both hands.  

Later, there were even more electric instruments in-
vented, which were inspired by the Telharmonium and 
theremin. One is the Spharophon, created by the German 
musician Jorg Mager. It is similar to theremin, but it is 
also capable of timbral gradations and discrete pitches. 
Another example is the Electronic Sackbut, a perfor-
mance-oriented synthesizer that needs fingertip control in 
expression and nuance. Finally, the RCA Mark II Elec-
tronic Music Synthesizer, developed by Milton Babbitt, 
which was toward the end of the era of early electronic 
instruments [2]. 

2.2. Motion Tracking 

Motion capture systems are typically categorized in three 
types: optical, electromagnetic, and electro-mechanical. 
The intended degree of abstraction connected between 
the human actor and the virtual counterpart will affect the 
accuracy of motion capture data. High-level abstraction 
of motion capture data is essentially involved with mo-
tion character instead of accuracy. Therefore, to accurate-
ly embody human motion involves lowering the degree 
of abstraction to a small number. Typically, motion cap-
ture projects estimate human motion on a rigid-body 
model with limited rotational degrees of freedom, which 
requires paying close attention to actual limb. In the 
commercial aspect, motion capture systems are available 
with two main types: optical and magnetic, while mag-
netic systems are more affordable [3]. In optical tracking, 
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the system will capture and process the data from image 
sensors. Tracking more users or a more substantial area 
requires additional cameras. 

2.3. Concept of Conducting and Gestures 

As a significant role in music performance, especially in 
orchestra, conducting is described as "the art of directing 
the simultaneous performance of several players or 
singers by the use of gesture. ” [4] Conductors will pri-
marily express their ideas and communicate with their 
musicians through hand gestures, sometimes, with the aid 
of a baton—as well as other gestures or signals, such as 
eye contact [5]. 

In the theory of music performance, the interpretation 
of a composition is explained as an enactment process 
achieved by intentions and can be followed as 
instructions by performers. The design of gestures should 
fit into their performing space to connect performers with 
audiences. Performers play an active role in the 
enactment process, which shows the connection of 
patterns and intentions. Meanwhile, subjective 
experience and social involvement are the two main 
factors in a performance. The first-person’s perspective is 
regarded as the execution of purposes, while the third-
person’s angle is used to monitor the process. 

Now, by using sensory technologies, the intentions of 
gestural movement from performers can be realized into 
sound patterns. As a result, the interpretation of artistic 
purpose will be more visualized and refined [6]. 

Another study explains the concept of gestures in music 
performance. By controlling with gestures and 
movements in real time, players can experience the 
metaphorical meaning during the process of creating 
music through their actions. While human’s metaphoric 
nature is the key to the design of gestures in applications, 
this can indicate music expression in both composition 
and performance [7].

2.4. Prior Work 

2.4.1. Gesture-Augmented Keyboard 

In the paper “Evaluating Gesture-Augmented Keyboard 
Performance”, a keyboard is augmented with gesture 
control. The authors provided 3-D gestural controls by 
adding an infrared depth camera (Microsoft Kinect) to 
the keyboard. Multiple parameters can be adjusted either 
by using the 3-D gestural controls or using the keyboard. 

In comparison, the physical configured controls in tra-
ditional keyboard instruments—including knobs, tabs, 
and pedals—are considered limited, and usually do not 
reserve space for arrangement or timbral change. With 
sensory installation in gestural control, live performance 
with real-time controls was achieved by combining a 
depth camera with the motion tracking of hand gestures, 
motions, and positions. The gesture-augmented keyboard 
allows users to control multiple parameters simultaneous-
ly in real-time. Since gestural controls are augmented to 
an existing device (the keyboard), it saves keyboard 
players time from having to familiarize themselves with a 
completely new device. Players can use their hands to 
play music either using gestures, the keyboard, or both. 
[8].

2.4.2. The Hands  

The Hands, initially presented in the year of 1984 by 
Dutch composer Michel Waisvisz, is an electronic in-
strumental device, which constructed as a pair of digital 
gloves that contained data and made wearable to both 
hands for the user. The Hands is considered pioneering in 
performing live music through digital device. [9] 

The Hands is built with two aluminum plates, which 
include keys and sensors that allow control from fingers 
and dynamic motion provided by user’s hands, such as 
tilt and distance change between user’s hands. 

2.4.3. Radio Baton 

The Radio Baton, originally named Sequential Drum, 
was created by Max Mathews in response to the request 
of conducting tapes, appeared at IRCAM in 1980, later 
refined in 1987 by Robert Boie.  

The Radio Baton is consisted of two batons and a base 
unit, the tips of each baton are covered with copper and 
five copper plates are embedded in the base unit. The 
movement of the batons can be tracked by the base unit 
through the level of electrical capacitance. The Radio 
Baton allows expressive control by using two batons   
interact with the base unit in a 3D space. [10] 

3. METHODOLOGY 
To build the drum pattern generator Drumductor, we 
chose Max/MSP (version 8) to conduct algorithmic tools 
for its high-level functionality in programming, music, 
and real-time performance. 

In our case, gestural motion is considered the primary 
control for non-musical input algorithmic tool interaction 
in Max, and to produce drum patterns as a result. Consid-
ering the requirement of gestural motion and sensory 
performance, Leap Motion controller was chosen as the 
gestural control input device due to its portability, popu-
larity, and cost effectiveness. To operate Drumductor 
successfully, four sections will need to be set up and or-
ganized, include Max/MSP software, Leap Motion de-
vice, Wekinator software, and LeapOSC application. The 
workflow is summarised in Figure 1, which follows the 
order in (1) Leap Motion; (2) LeapOSC; (3) Wekinator; 
and (4) Max/MSP. 

Figure 1. Workflow of the Drumductor system. 
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Figure 2. Left: hands attached with strings being cap-
tured by Leap Motion. Right: values from Leap Motion 
being extracted by the LeapOSC application. 

3.1. Controls for Mouse and Gestures 

During the design phase of creating Drumductor, it was 
decided to include both controls for mouse and gestures, 
as virtually all computer users are familiar with mouse 
control. However, mouse control and gesture control are 
different in a number of ways, and as such, they require 
different factors in the mapping process. The mapping of 
mouse control for drum patterns is programmed within 
the Max software. Mapping gestural control requires 
multiple components including reliance on custom soft-
ware code as well a sensor device. Therefore, mouse con-
trol and gestural control vary in the mapping procedures 
and results.  

For example, mouse control allows users to change 
speed and velocity, as well as to create drum patterns 
completely based on the user’s intention. However, com-
pared to gestural control, it is believed that mouse control 
has an advantage in adjusting parameters with high preci-
sion, which is readily available in computer keyboard 
control. Thus, we avoided mapping of gestural control 
into the parameters that need high precision including 
speed, velocity, and selecting single units on the grid that 
consist of 15 rows and 16 columns. Instead, the mapping 
of gestural control focuses on real-time adjustments 
based on preset drum patterns, allowing users to switch 
from simple to complex patterns, and to change musical 
styles. 

3.2. Gesture Mapping 

Hand gestures are captured by the Leap Motion con-
troller — a motion tracking hardware device that half the 
size of a regular cigarette pack. In order to map gestural 
values to Max/MSP, a machine learning system—Wek-
inator—was chosen due to its flexibility and its compati-
bility with Max/MSP. Wekinator processes outputs from 
Leap Motion and outputs results via OpenSoundControl 
(OSC) messages. Since OSC messages are not built-in 
features of the Leap Motion device, an application called 
LeapOSC was adopted. This application is an open 
framework-based Leap Motion extractor that sends the 
data through OSC messages to a default OSC destination: 
localhost [11]. LeapOSC supports motion tracking for 
both hands, which streams 62 values (31 values per hand) 
and sends the values to the input port in Wekinator that 
receives OSC messages. 

As gestures will not be captured when they are not 
within the boundaries of the Leap Motion sensor range, 
we added strings to limit hand-to-hand movement as 
shown in Figure 2. The string length has been adjusted 
reflect the size of sensor window width. 

To receive the outputs from Wekinator in Max, an OSC 
message “/wek/outputs” is used to send Wekinator’s cur-
rent output values. Meanwhile, a Max object “udpre-
ceive” is applied to receive Wekinator’s output values 
from its corresponding port for outputs, which uses 
12000 as the default port number. The default port num-
ber for inputs in Wekinator is 6448. 

Figure 3. Positions of gesture movements with as 
signed integers. 

Numeric output was selected as the output type in Wek-
inator. In the numeric output mode (displayed as “All 
classifiers”), a position can be assigned a integer value. 
To train the Wekinator, when the position of the user’s 
hand is tracked by Leap Motion controller and displayed 
on the screen of LeapOSC app, first, click the “Start 
Recording” button in Wekinator, after recorded, click 
“Train” button. Then the recorded position is trained with 
the assigned integer number. As a result, when the user’s 
hand moves to the position that trained with specific 
number, the Wekinator will output that specific number 
to be received by Max/MSP. As designed by the author, 
three integers were assigned to the left hand gestures, and 
five integers were assigned to the right hand gestures. 

To operate gesture control in real-time, each one of the 
six drum patterns was provided with two options: “with 
Cross Stick” and “with Snare.” Each option is assigned 
an integer with 2 and 3, while the integer 1 is assigned to 
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the “clear” message. By mapping the position of the left 
hand, the default range in Wekinator from 1 to 3 was 
scaled to the range of 0 to 2 through gesture mapping. 
Thus, in the user interface, the gesture control to the left 
hand is indicated as—0: Clear, 1: w/Cross Stick, and 2: 
w/Snare. The values that correspond to the left hand’s 
position were mapped in the up-down direction on the 
left side of the open frame. When the user’s left hand is 
tracked in the lower area of the left side, the output val-
ues will be lower. As the user moves the left hand further 
away from the sensor (up), the output values will in-
crease. When the values increase (hand moves further 
away), the corresponding section to the larger number 
will be triggered. When the values decrease (hand moves 
down towards the sensor), the corresponding section to 
the lower number will be triggered. For example, when 
the output number from the left hand is 2, the drum pat-
tern “with Snare” will be displayed on the live.grid ob-
ject.   

Figure 4. The gesture control section from the interface. 

In the right-hand gesture control, there are four other 
sections of drum patterns provided as presets: Crash 
Cymbal, Toms, Fill 1, and Fill 2. The mapping of the 
right hand follows the similar method from the left hand, 
each option is assigned an integer from 2 to 5, and with 
the integer 1 set to the “clear” message. After scaled to 
the range of 0 to 4, the gesture control to the right hand is 
indicated as—0: clear, 1: Crash Cymbal, 2: Toms, 3: Fill 
1, and 4: Fill 2. As specified in figure 3, each integer 
from 0 to 4 is mapped to a specific position on the right 
side of the LeapOSC’s open frame.  

When the user moves with the right hand to a certain 
position, the output number will trigger the correspond-
ing preset section. For example, when the output number 
from the right hand is 2, the live.grid object will display 
the section that corresponds to number 2, which is the 
selection of “Toms”. 

3.3. Templates for Drum Kit 

To build the template for drum patterns in Max/MSP, 15 
types of sound samples were selected. These include: 
Stick, Kick Drum 1, Kick Drum 2, Cross Stick, Snare 
Drum 1, Snare Drum 2, Claps, Hi-Hat, Floor Tom, Mid 
Tom, High Tom, Ride Cymbal 1, Ride Cymbal 2, Crash 
Cymbal, and Shaker. Although all these sounds were 
available in Max’s built-in MIDI resource, this resource 
lacked the realistic timbres and characteristics of an au-
thentic drum kit. Samples with more realistic features 
were later found and adopted in the template. These 15 

sounds were assigned to a Max object called “live.grid”, 
which is comprised of 15 rows and 16 columns. Each 
sound sample is mapped to one of the 15 rows in the 
live.grid object. The 16 columns stand for 16 beats, 
which correspond to the length of one loop to be played 
while running Drumductor. 

Figure 5. Layout of a 15×16 live.grid object and the 
position of each drum kit sample. The highlighted col-
umn in red indicates the movement of each beat in real-
time. 

In terms of musical notation, the note length of each 
sound can be determined by the distance from one select-
ed cell to the next selected cell in a certain row. For ex-
ample, if the first and thirteenth cells in a row are select-
ed, while the rest of the cells in this row remain unselect-
ed, the note length of the first cell will be 3/4, while the 
note length thirteenth will be 1/4. The minimum note 
length will be a 1/16 note since there are 16 columns in 
the grid. Therefore, various drum patterns can be pro-
duced by selecting the cells from the live.grid object. 

Figure 6. Preset drum pattern “Rhythm 1”. 

Six types of drum patterns, reflecting different types of 
musical styles, were added  to the drum template. These 
are considered the preset patterns for mouse control and 
gesture control. In the mouse control, since these four 
drum patterns are preset, each pattern is connected to a 
“message” button, users can easily generate preset drum 
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patterns by triggering their corresponding messages, 
which are titled: “Rhythm 1”, “Rhythm 2”, “Rhythm 3”, 
“Rhythm 4”, “Rhythm 5”, and “Rhythm 6.” Meanwhile, 
a “clear” message is provided as an option to clear all 
cells from the live.grid object.

3.4. Humanization in Tempo and Velocity 

When a drummer plays a physical drum kit, tempo and 
velocity are usually not strictly consistent due to the na-
ture of human error. Apart from intentionally changing 
the tempo and velocity, there is a margin of error that 
causes deviation in these two factors, which is considered 
unavoidable in human performance. According to Holger 
Henning, human errors in musical rhythm follow a pat-
tern, which is correlated to a certain timescale. Human’s 
deviation in musical rhythm will repeat in a fractal for-
mat. When compared to music with complete random 
errors, more listeners preferred music that deviates with 
correlated errors, which can be predictable and surprising 
as well [12].  

To include a simple model for deviation in human er-
rors that is associated with performances of musical 
rhythms, the author configured randomization in tempo 
and velocity with parameters that correlate and vary 
within a certain timescale. The deviation is set up in two 
aspects.  

The first aspect is the deviation in timing. When a drum 
pattern is being played, the timing to trigger each sound 
can be set to deviate within the range from ± 2 units, 
which is roughly equal to ± 1 units in beats per minute 
(BPM). This range is regarded as the deviation that re-
peats over time, with the offset of each beat being ran-
dom within the ± 2 range. The notion of deviation within 
a certain range is also applied in the velocity of each 
sound in the drum kit, which has the range of deviation 
of ± 2 units, corresponding to roughly ± 1 or ± 2 units in 
decibel (dB).  

The second aspect of deviation is the correlations be-
tween timing and tempo, and between timing and veloci-
ty. When a person gets excited the heart beats faster, 
since emotions such as excitement causes the brain to 
signal the release of adrenaline to speed up breathing and 
heart rate. Which allows more oxygen to be absorbed 
inside the brain and the muscles, so that the person can 
react faster with more strength [13]. A study showed that 
music is more likely to be favored when its tempo is 
close to the listener’s heart rate [14]. Another study sug-
gested that emotional expressions in drum performance 
will lead to variations in tempo, velocity, and timing. 
When a drummer expresses angry emotion, the sound 
level will become the highest [15].  

Therefore, when the drummer gets excited especially 
angry, the tempo will speed up, and the velocity of the 
drum sound is also expected to increase. Thus, when the 
timing of a beat is ahead of metronome, the velocity will 
increase, which results in increased volume. When a beat 
falls behind the metronome, the velocity will decrease, 
which results in decreased volume. Although velocity 
correlates to tempo, since there is no specific pattern of 
values to indicate when the tempo will deviate, the tempo 
may speed up or slow down randomly.  

As a result, users are able to perceive both correlation 
and randomness in tempo and velocity from the output. 
In the user interface, the control of randomization in 

tempo and velocity will be displayed as an on/off button 
labeled “Humanize”, making the use of randomization 
optional for users. When users turn on the “Humanize” 
button, the preset deviation will be activated in tempo 
and velocity. 

3.5. Customization 

In order to meet the demand of various drum patterns, a 
customization feature is provided to allow users to create 
up to four kinds of drum patterns. Users can utilize ges-
ture or mouse/keyboard to select customized patterns in 
real-time with assigned numbers from 0 to 4. The inte-
gers from 1 to 4 are mapped to the corresponding drum 
patterns customized by the users, while the integer 0 will 
trigger a “clear” message.  

Users can also rearrange the order of integers to the 
customized drum patterns. For example, the order of 1-2-
3-4 (default) can be altered to 3-2-4-1. After changing the 
integer value, a new order will be activated by clicking 
the “click to change order” button on the user interface. 
Meanwhile, three examples of drum patterns are given as 
references. 

Figure 7. Customization section on the user interface. 

4. DISCUSSION AND FUTURE WORK 
During the development phase of Drumductor, two main 
issues were observed.  

The first issue was the latency that occurred while op-
erating Max/MSP when other applications were simulta-
neously running. Running Max/MSP alone resulted in 
latency effects that were very small and the output sound 
was mostly consistent. However, when using gesture 
control together with Max, latency increased due to the 
longer processing time required for running multiple 
components, which include the Wekinator software, the 
LeapOSC application, and the Leap Motion device. 
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The second issue was found with a control in Wekinator 
which was incompatible with LeapOSC. Although an 
output type called “dynamic time warping” is provided in 
Wekinator (which can be used to recognize gestures), it 
was not compatible with the open frame application, 
LeapOSC. This was due to the conflict of holding the 
“add” button in Wekinator while running LeapOSC, since 
LeapOSC could not run while other software was being 
operated. 

While the system we created worked as a proof-of-con-
cept and in two test scenarios — (1) playing along with 
two pre-recorded popular songs (“Tenderness” by Par-
quet Courts and “Someday, Somehow” by Mt. Desolu-
tion) and (2) playing it as a standalone “drum kit” — 
much more work can be done in this space.  

As such, our first goal is training a convolutional neural 
network (CNN) system to more improve precision cus-
tomized for our specific needs including training it ges-
tures that will render more intuitive recognition of “drum 
playing gestures” or “drum-conducting” gestures which 
is currently underexplored. 

Secondly, as there are a vast resource of standard MIDI 
files for popular compositions, we plan to create a dataset 
of MIDI drum patterns in the style of particular famous 
“song.” 

Thirdly, as the system was only tested in the context of 
playing with pre-recorded musical recordings of popular 
music, we plan to test and use it in situations where live 
performers interact, collaborate, and make music togeth-
er.  

Lastly, as digital audio workstations (DAW) are widely 
adopted by musicians, composers, and producers, we aim 
to upgrade the Drumductor system to make it compatible 
with DAWs that are popular among users such as Logic 
Pro, Reason, Cubase, and Ableton. By adding Drumduc-
tor as a plug-in to DAWs, an alternative drum pattern 
generator is appended to users’ creating process. 

5. CONCLUSIONS 
The traditional piano-structured keyboard is still consid-
ered the most common and popular input device for digi-
tal audio workstation. For virtual drum kit in particular, 
input devices and accompanying software for all practical 
purposes are non-existent. Drumductor combines gesture 
control and mouse control to contribute to this area of 
research with an alternative input control method (1) to 
help users who lack drum kit performance training and 
(2) to offer an alternative performing method for playing 
digital drums. The Drumductor can also be utilized for 
educational purposes, with easy-to-use gestural con-
trols—moving the hands in the up-down direction—stu-
dents will grasp the fundamental elements in playing the 
drum kit. 
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ABSTRACT 
Soundtrack+, in tandem with its corresponding composi-
tion “Suite from Soundtrack+” as a piece+paper, aims to 
measure and incorporate participant-reported change in 
affect, resulting from the participants listening to various 
multichannel panning patterns. The primary goal of this 
project was to employ a human-centered “Design Think-
ing” approach in the composition process, which at the 
very least, regardless of outcomes, allows for listeners to 
become an active part of the composition’s creative pro-
cess. The long-term goal of this project is to see if it is pos-
sible to capture user-reported data regarding a change in 
affect, and then after an analysis, incorporate multi-chan-
nel patterns into a composition that would elicit a predict-
able and replicable change in affect for those participants.  
    Thirty participants were recruited and were asked to lis-
ten to one short abstract electronic composition (created 
as a mono source) six times, with each repetition using a 
different 5.1 panning pattern. For each multichannel pat-
tern, participants were asked to report their emotional re-
sponse by indicating one of the choices from a circumplex 
valence-arousal model of categories of emotion. As part of 
this model, participants were asked to indicate their “neu-
tral” state before the auditory testing began. Participants 
then indicated their emotional states, after listening to the 
same composition with the six different panning patterns. 
In the analysis, only the amount of change from the neutral 
state (not the emotional states themselves) was recorded. 
Two patterns were identified as the panning pattern that 
elicited the most change in affect, and those patterns were 
incorporated into a subsequent composition.  

 

INTRODUCTION 
Soundtrack+ is a project that aims to measure the amount 
of participant-reported change in affect, resulting from the 
participants listening to various multichannel panning pat-
terns. In the case of this project, “affect” is the expression 
of emotions and/or feelings displayed to others, with the 

display of the emotion/feeling reported by the participant. 
The lofty ultimate goal of this project is to see if it is pos-
sible to capture user-reported data regarding a change in 
affect, and then after a comprehensive but selective analy-
sis, incorporate multi-channel patterns into a composition 
(or compositions) that would elicit a predictable and repli-
cable change in affect. However, the primary and concur-
rent goal of this project was to employ a human-centered 
“Design Thinking” approach in the composition process, 
which at the very least, regardless of outcomes, allows for 
listeners to become an active part of the composition’s cre-
ative process. The value proposition of this applied re-
search, is to add to the existing discourse regarding the 
emotional content of musical structures, especially how 
musical content pertains to those who will be listening to 
the musical structures and how those listeners can become 
a driver in the creative process of a new composition.  
     In the case of this project, the aspect to be studied is the 
musical dimension that governs spatial and panning as-
pects of speaker-dependent music. The dimensions of 
pitch, time (pulse, tempo, rhythm), velocity, and timbre, 
and their capacity for affect are not studied here. Rather, 
those dimensions are left to long-standing research. The 
contribution of Soundtrack+ is to capture user-reported 
data regarding a change in affect (as a response to various 
multi-channel patterns), and then after an analysis, incor-
porate multi-channel patterns into a composition that 
would elicit a predictable and replicable change in affect. 
This is an area of affect studies in music that seems to need 
more attention. It is hoped that Soundtrack+ will begin to 
fill that gap, spark new discussions and research, and con-
tinue future explorations. At the very least, this paper doc-
uments an iterative and empathic creative process in the 
creation of a human-centered composition, utilizing ele-
ments of “Design Thinking” as described by David Kelley 
and Tom Kelley [1], which allows for the inclusion of the 
listener in the creative process. Considering the long tradi-
tion of interest in the inclusion of the audience into com-
position, ranging from the intermedia practitioners of Dick 
Higgins and Fluxus to the crowdsourcing experiments of 
Todd Machover with the Detroit Symphony, Soundtrack+ 
offers another approach to audience-participant-centered 
creative endeavors. The accompanying music for this pa-
per is called Suite from Soundtrack+. 
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UNDERPINNINGS 
As Sloboda [2] and Juslin [3] point out, citing the work of 
L.B. Meyer, the measurement of emotional response is 
problematic, susceptible to contamination by the partici-
pants themselves and the inherent subjectivity of classify-
ing and identifying emotional response, when using the 
self-reporting method. Later research provided some solu-
tions to the self-reporting channel. One is by identifying a 
“neutral” conveyor of the musical gesture, such as the 
work of Chau [4] in using “neutral” piano timbres to con-
vey pitch and dynamic information for measurement. 
Other work limited the scope of the research to the meas-
urement of very specific structures of a musical sound, 
such as research by Wu, which kept the focus on attack 
time and spectral centroid [5]. Soundtrack+ also acknowl-
edges the challenges of emotional response research and 
partially mitigates those challenges by attempting to use a 
“neutral” carrier of “neutral” musical information, tests 
one very narrow aspect of music for purposes of measuring 
that aspect’s ability to elicit a change in affect, and to even-
tually draw on that aspect to elicit a change in affect with 
a composition. 
     Design Thinking, as described by IDEO founder and 
Stanford’s d.school, David Kelley and author Tom Kelly, 
describes a “human-centered innovation” where “connect-
ing with the needs, desires, and motivations of real people 
helps to inspire and provoke fresh ideas.” The Design 
Thinking methodology, which is a loose collection of 
methods, is iterative, puts people at the center of the crea-
tive process, and relies on people’s response to conceptual 
models and/or prototypes. [1] Despite the implications of 
laying the groundwork for a user-centered compositional 
archetype, Design Thinking acknowledges that any initial 
findings are provisional, until further validated learning 
can confirm the sustainability of a composition’s emo-
tional content.  
 

METHOD 

1.1 Recruitment 

In October and November of 2018, thirty participants were 
recruited for this study. The sample frame consisted of 19-
24-year-old college students with some formal training in 
music. Before recruitment started, the study gained ap-
proval from the institution’s review board that governs re-
search on human subjects, including a pre-screening round 
of scientific review. The official notification of approval 
by the IRB is IRB#363-18-EX, and it is administered by 
the institution’s medical center. Both the PI and the super-
vising senior faculty are certified, by the Collaborative 
IRB Training Initiative (CITI), to conduct human subject 
research in the social sciences. Participants were 

compensated for their time, with a nominal gift card token 
of appreciation. 

1.2 Hardware Setup 

The speaker set-up is a standard 5.1 surround sound con-
figuration, with five identical JBL 308P MKII 8" full-
bandwith Powered Studio Monitors and one JBL 
LSR310S 10" Powered Studio Subwoofer. The seated par-
ticipant faces 3 speakers (a left, a right, and a center) and 
there are two speakers behind the participant (a left speaker 
and a right speaker). All speakers are on custom-built 
stands, positioning the five JBL 308Ps at or near eye level 
for most seated participants (See Figure 1). 

 
Figure 1. Testing area set-up with a participant. 

 

1.3 Software 

Specialized software was created by the PI for this project, 
utilizing Max7. The software was designed to play back 
one short electronic composition in mono, but panned/dif-
fused over five speakers and a subwoofer.  

 
Figure 2.  Max patch used for diffusing music through 
5.1 system. The music is called Suite from Soundtrack+. 
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1.4 Composition 

The composition was composed by the PI (first author). It 
is intended to be short and as abstract and absolute as pos-
sible. Although it is impossible to create a purely abstract 
and absolute piece of music with no extra-musical conno-
tations, that was the goal in creating a “control” composi-
tion. The goal of the “control” composition was to merely 
provide a “neutral” vehicle to deliver the different pan-
ning/diffusion patterns, without contributing meaning that 
may bias the participant’s emotional connection to the var-
ious panning patterns that were to be tested. It acts as a first 
“MVP” as would be described by authors like Eric Ries, if 
Lean were applied to musical composition [7].  The com-
position is called Suite from Soundtrack+, and it accompa-
nies this paper. 

3.5 Panning Patterns 

The following narrative describes each panning pattern 
that is used in the study. The timings indicate the corre-
sponding sections in the accompanying music, which uti-
lize each panning pattern. As part of the Piece+Paper 
presentation format, these patterns will be demonstrated in 
a live presentation.  
 
1.  Pattern 1 (0:00 – 0:48) utilized a constant rate of pan-
ning between the front left and right speakers. The panning 
method would complete a full cycle, from front left side to 
front right side and then back to left, every six seconds. 
This seemed to feel like a moderately fast rate of change. 
The center speaker was also activated continually to pro-
vide continuity, within ~1.5 dB, between the left to right 
panning. As the noise source reached the pinnacle of its 
peak on either the left or right speaker, it would be ~1.5 dB 
above the center channels output. � 
 
2.  Pattern 2 (0:49 – 1:39) took place between the rear left 
and right speakers wherein the noise would travel from 
rear left into rear right and back into rear left to complete 
one cycle. Pattern two also used the same 6-second rate per 
cycle completed between the rear left and right speakers, 
but due to no rear center speaker, the difference between 
the speakers’ point sources was ~ 3 dB. � 
 
3.  Pattern 3 (1:40 – 2:31) was a linear movement from the 
left side to the right side and back again. One cycle would 
complete in about 6.5 seconds at a constant, moderately 
fast, rate. The center speaker was again constantly engaged 
between the change from left to right to provide a ~ 1.5 dB 
buffer between the change.� 
 
4.  Pattern 4 (2:32 – 3:17) had a panning cycle from the 
front speakers to the rear speakers. This cycle took 4 sec-
onds to reach the back speakers and 3 seconds to return to 
the front speakers to complete the cycle. The rate between 
the front and rear was moderate. There was however a 

noticeable dip of about 2 dB as the transition between the 
front and rear took place.��
 
5–6.  Pattern 5 (3:18 – 4:08) and Pattern 6 (4:09 – 5:06) 
were reverses of each other. Pattern 5 produced movement 
between the front left speaker to the rear right speaker. Pat-
tern 6 was a cycle between the front right speaker and the 
rear left speaker. Each of these patterns shared the same 
moderate rate of change of 6 seconds per completion of a 
cycle. Between the speakers, the noise dropped ~3 dB as 
the sound panned between the two pattern sets. This how-
ever seems to add to the effect of change between speakers. 

1.5 Data Collection 

Participants were asked to listen to one short abstract 
electronic composition (created as a mono source) six 
times, with each repetition using a different 5.1 pan-
ning/diffusion pattern. For each multichannel pattern, 
participants were asked to report their emotional response 
by indicating one of the choices from a circumplex va-
lence-arousal model of categories of emotion [6] (See 
Figure 3). As part of this model, participants were asked 
to indicate their “neutral” state before the auditory testing 
began. Participants then indicated their emotional states, 
after listening to the same “control” composition with the 
six different panning patterns. It’s important to note that 
for this research, what emotions the participant chooses at 
any point in the auditory testing is not the focus of the 
analysis. The focus is on the amount of change, the 
amount of “steps” away from the “neutral” emotion after 
listening to the composition example through different 
panning/diffusion patterns. 
 

 
Figure 3. Valence-arousal plane, the choices for partici-
pants, before and after listening to each panning/diffu-
sion pattern. Before listening to the musical example, the 
participant circles the descriptive word that best de-
scribes their most current emotional state. Then, after lis-
tening to the musical example, the participant circles the 
descriptor that best describes their emotional response to 
the musical example. The participant does this listening 
and reporting six times. For each panning/diffusion pat-
tern, the amount of change (the amount of steps around 
the circle, taking the path closest to the destination emo-
tion), before and after listening to the composition 
through a panning/diffusion pattern, is recorded. The 
emotional descriptors themselves are not noted in analy-
sis.  
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ANALYSIS 
In the analysis, only the amount of change from the neutral 
state (not the emotional states themselves) was recorded. 
Patterns 1, 6, and 3 elicited the largest amount of change 
in affect. The range of the measurements of change in af-
fect ranges from “0” (no change) to 6 (biggest possible 
change—an opposite emotion). Patterns 2, 5 and 4 elicited 
the least amount of change in affect. Overall, the six vari-
ous patterns do not seem to elicit dramatic change, how-
ever, these are averages. Again, the numbers, for each pan-
ning/diffusion pattern, represent the average of all partici-
pants’ reports on the amount of change in their emotional 
state, as a result of listening to an abstract control compo-
sition, panned in various patterns in a 5.1 system (See Ta-
ble 1). 
 

Panning 
Pattern 

Average of all Participants’ 
reported amount of change 
(0 min – 6 max) 

1 3.5 
2 2.916 
3 3.166 
4 2.576 
5 2.833 
6 3.24 

Table 1. Results of the study. Hypothetical “0” repre-
sents no change. “6” would represent biggest possible 
change—or an opposite emotion. 

INTERPRETATION & APPLICATION 

1.6 Interpretation 

If the mode of inquiry had been deductive in nature, the 
results would be considered disappointing in that the re-
searchers were trying to see if a 5.1 panning pattern for an 
abstract mono music source could elicit a dramatic change 
in emotional response, as measured by the listeners them-
selves. The results were not dramatic, but they were defi-
nitely noticeable, albeit subtle. 
     Perhaps, all the expanding arms races in multi-channel 
audio systems and complex panning patterns are not 
achieving the affect that we think it is achieving (or would 
like to achieve)? 
     Perhaps, super-multi-channel audio/panning pat-
terns/localization cues/speaker orchestrations/etc. do not 
have the same ability to render affect as other musical di-
mensions like pitch, timbre, time, and velocity. And maybe 
composers should be spending more time with traditional 
dimensions, if affect is the goal? 

1.7 Application 

After analysis, a new composition in 5.1 was created, em-
phasizing the 1st and 6th patterns. It acts as a second “MVP.” 
This composition is also part of the larger composition 
Suite From Soundtrack+. The participants in the original 
study, as described above, will be called back to take the 
same test, once again, with the new composition informed 
by the study, in order to ascertain whether the invocation 

of affect is replicable. Whether or not it is replicable, the 
participants themselves have become part of the creative 
process. 

 

FUTURE RESEARCH AND CREATIVE 
ACTIVITY 

Another round of testing is scheduled, in order to ascertain 
whether the panning/diffusion patterns were successful in 
eliciting a reliably predictable change in affect. After final 
testing, the new composition will be recorded using high 
order encoding, so that the composition, with its informed 
5.1 panning/diffusion patterns for invoking affect, can be 
preserved and performed within stereo listening environ-
ments. There is no vertical plane information in the com-
position, nor in the 5.1 set up. 
     Another thing to note is that this project also allowed 
for some open-ended ethnographic responses to the multi-
channel panning structures, and the captured thoughts of 
the listeners do indicate that the varying multi-channel 
structures elicit a change in affect. For example, one lis-
tener reportedly “hated” the sounds coming from behind 
them. In future research, a laddering technique and a more 
inductive analysis could further investigate this response 
and similar responses. 
    About five of the listeners chaffed against the etic struc-
ture of the given twelve possible responses to a panning 
pattern, and came up with their own descriptors. Many lis-
teners volunteered their own narrative to describe their 
emotional responses. These interesting ethnographic tid-
bits should not be considered anecdotal, and it could be 
that a more inductive approach should be considered as a 
more suitable mode of inquiry for another similar project. 
    One listener noted that they were getting accustomed to 
the source music, and as a result, their self-reported re-
sponses were not as dramatic as the testing progressed. It 
might well be that familiarity, along with the fact that lis-
teners were focused in on other musical dimensions, too, 
mitigated the utility of the different multi-channel panning 
patterns. 
   Future research, then, will incorporate more or additional 
inductive approaches. At the very least, a design method-
ology should incorporate both etic and emic approaches. 
Future research should also be designed to mitigate famil-
iarity bias. This is in addition to contextualizing the novel 
approach to capturing affect, for purposes of composition. 

CONCLUSIONS 
Soundtrack+ identifies aspects of a compositional dimen-
sion that we now know will elicit a predictable affect in a 
composition, albeit modest. In this project, panning pat-
terns 1 and 6 seem to elicit the most change in affect, so a 
5.1 composition that wants to have increased chances of 
eliciting changes in affect, should use patterns 1 and/or 6. 
Considering that there is, in general, less of an emphasis in 
the literature,  on multi-channel panning patterns and affect, 
the project team ventures to say that, at least there is some 
research, with which composers can utilize a data-driven 
and human-centered approach to making musical deci-
sions, when invoking affect in their music, through multi-
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channel audio. At the very, very least, a process has been 
established, at least for the PI as composer, to incorporate 
listener-centered feedback, in the design of multi-channel 
gestures, for the creation of music with affect, for the 
tested participants (the “audience” for the composer). 
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ABSTRACT 
Recent research has shown how different instruments 
have different emotional characteristics and how these 
emotional characteristics change with pitch and dynam-
ics on instruments such as the piano and Western bowed 
strings with isolated notes. This paper investigates the 
difference in emotional characteristics of the Chinese 
erhu and violin using musical excerpts from the Butterfly 
Lovers Concerto. We conducted listening tests where 
subjects rated Arousal, Valence, and emotional intensity 
of four emotional characteristics: Romantic, Joyful, Agi-
tated, and Bittersweet. The results showed that the violin 
had higher overall Valence and Arousal scores than the 
erhu. The violin also had higher emotional intensity for 
Romantic, Joyful, and Agitated excerpts, while the erhu 
had higher emotional intensity for Bittersweet excerpts. 
These results give a first-order approximation of how the 
instruments differ in their emotional characteristics.                                                                                                                                                                                                 

1. INTRODUCTION 
Music emotion research has flourished in the past few 
decades. Due to the recent boom in popularity of video 
games and film, a deeper look into music emotion is es-
sential to better immerse players or viewers into the 
world constructed within the media. Correspondingly, 
there has been growing research into the emotional char-
acteristics of instruments and sound effects [1]. In partic-
ular, several studies have correlated the timbre of musical 
instruments with emotional characteristics [2-9], while 
others have investigated the effects of different instru-
ments, pitches and dynamics on various emotional char-
acteristics [10-14].  
 
Most of these previous studies have focused on a single 
pitch [9-14], where listeners compared the same note 
played by different instruments at the same dynamic lev-
el. Although this is a valuable starting point, other musi-
cal components can be considered as well, such as pitch, 
dynamics, tempo, and mode. 
 

Some recent studies have analysed the effects of some of 
these components on emotional characteristics. One re-
cent study investigated the effects of pitch and dynamics 
of the Western bowed strings, namely the violin, viola, 
cello and double bass [14]. Listeners compared the same 
note played at different octaves and with different dy-
namics to judge their emotional characteristics. This was 
a more comprehensive test, since not only different in-
struments were tested, but also different pitches and dy-
namics.  
 
An advantage of comparing single isolated notes instead 
of musical excerpts is that it gives a context-free setting. 
Most previous studies have mainly focused on comparing 
instruments from the same instrument family, such as the 
brass or the bowed strings. On the other hand, a drawback 
is that single notes are not representative of how emo-
tional characteristics ebb and flow in a musical piece, 
since multiple notes form a melody which is typically 
greater than the sum of its parts in the emotional charac-
teristics the piece is conveying. However, it is difficult to 
compare different instruments using musical excerpts, 
since they usually do not perform the same solo pieces 
and excerpts.  
 
One possible way to overcome this issue is to use one of 
the relatively rare musical pieces that is routinely played 
by the different instruments. In such a special situation, 
the emotional characteristics of the instruments can be 
accurately gauged compared to one another. However, 
this approach raises several issues. First, only a rare few 
musical excerpt are regularly played by two or more in-
struments, and a simple transcription may distort the 
emotional character of the music in unexpected and unid-
iomatic ways. Also, using a well-known piece would be 
an advantage, as it would be more convincing that the 
instruments can convey its emotional characteristics ef-
fectively. Second, the musical excerpt should ideally have 
minimum accompaniment. The comparison is between 
the solo instruments, and thus the effect of the accompa-
niment should be minimized. Third, unlike single notes, a 
musical excerpt can be performed in many ways, since 
the performer can take the music in different directions 
emotionally.  
 
In this study, the emotional characteristics of the erhu and 
violin are compared using excerpts from the Butterfly 

Copyright: © 2018 First author et al. This is an open-access article dis-
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Lovers Concerto. Although the piece was originally writ-
ten for violin, it is widely played on erhu. The original 
music strongly references both classical Chinese bowed 
string music as well as romantic Western violin concer-
tos. Moreover, although most film scores and video game 
music are typically composed for and played by Western 
instruments, Chinese instruments are increasingly popular 
in martial arts action scenes and Zen spiritual scenes, 
even in films that are not Chinese. Very few music emo-
tion studies have considered Chinese instruments, but we 
believe such research is important for widening the palate 
of possible timbres and emotional shades readily availa-
ble to sound designers.  
 
The erhu and violin are both the main leading string in-
struments in the Chinese and Western traditions, and have 
a somewhat similar range of pitch (though the erhu is 
typically a little lower). Butterfly Lovers is based on a 
Chinese tale about two lovers’ tragic love story, where 
they are forbidden to be together by their families and 
after death transformed into butterflies to be together for-
ever. This piece is widely known not only in China, but 
also globally. It has been played on both violin and erhu 
extensively. It also displays a wide range of emotions, as 
the piece is about the emotional story of two lovers meet-
ing, falling in love, then forcibly separated from each 
other, and dying with a bittersweet ending. We have se-
lected four excerpts from the concerto, representing the 
emotions Romantic (i.e., meaning tenderly romantic), 
Joyful, Agitated, and Bittersweet. To take in account the 
effect of variance between different performances on the 
same instrument, five performances of the concerto were 
selected for both erhu and violin, with an attempt to select 
performers representing different personal styles. There 
have been studies using musical excerpts [15-17], but 
these studies focused on the psychological and emotional 
response to music instead of comparisons between in-
struments. This study is the one of the first to compare 
the emotional characteristics of instruments using musical 
excerpts, and to compare instruments from different cul-
tures. 

 

2. METHODOLOGY 
Listening tests were conducted to compare the emotional 
characteristics of the erhu and violin. Excerpts were taken 
from Butterfly Lovers Concerto, and listeners were asked 
to judge their emotional characteristics, Arousal, and 
Valence. 
 
We had several hypotheses to be tested in the listening 
tests. First, the violin has what is generally regarded as a 
warm round romantic tone, while the erhu has a distinctly 
nasal tone which gives it an undertone of sadness. 
Therefore, we expected the violin to have a more 
Romantic emotional intensity and the erhu to have a more 
Bittersweet emotional intensity. Second, we expected the 
violin to be better at conveying high Arousal excerpts 
(i.e., it would be more Joyful and more Agitated), since 
the violin tone is brighter. Also, multi-string techniques 

can be used with dramatic effect on the violin but not the 
erhu.  
 
We also had an alternative first hypothesis that the violin 
would more intensely represent all four emotional 
categories and would have an overall wider range of 
emotional expression (i.e., it would be more Romantic, 
more Bittersweet, more Joyful, and more Agitated). The 
reason this might be true is that the violin is widely 
expressive as a heart-on-sleeve instrument that can scale 
the heights of joy and the depths of despair. At the same 
time, we think that the erhu might be more restrained in 
its emotional outpourings perhaps as a result of the 
traditional Chinese ideal of emotional restraint. 
 

2.1 Stimuli 

Ten performances of the Butterfly Lovers Concerto were 
selected, five with violin and five with erhu. The accom-
paniment was mainly Western orchestra, except one per-
formance accompanied by piano for both erhu and violin, 
as well as one performance accompanied by Chinese or-
chestra for erhu. 
 
In each performance of Butterfly Lovers, four excerpts 
were selected, representing the four emotional character-
istics Romantic, Joyful, Agitated, and Bittersweet from 
the same points in the music and story. The average 
length of each excerpt was around 13 seconds. There 
were 40 sample excerpts in total (i.e., 10 performers * 4 
emotional characteristics). The excerpts were faded in 
and out briefly to avoid pops. They were also manually 
equalized in loudness within each excerpt type to mini-
mize its effects on the comparisons. 

2.2 Test Procedures 

28 subjects were recruited to take the listening test. All 
subjects were fluent in English and were either under-
graduate or postgraduate students from the Hong Kong 
University of Science and Technology or in a few cases 
other Hong Kong universities. The subjects were seated 
in a quiet room with minimal background noise. Excerpts 
were played through Sony MDR-7506 headphones. The 
subjects were also provided with brief instructions, and 
had a chance to ask any questions. We conducted a com-
puter-controlled test in two parts. Before the start of the 
test, four of the excerpts, each representing a different 
emotional category, were played to introduce subjects to 
the excerpts and minimize the effects of learning. 
 
In the first part of the test, subjects were asked to rate the 
Valence (positiveness) and Arousal (energy-level) of 
each excerpt on a 9-point scale. The excerpts were played 
in a random order. For Valence, subjects rated the ex-
cerpts as 1: Very Negative, 2: Mostly Negative, 3: 
Somewhat Negative 4: Slightly Negative, 5: Neutral, 6: 
Slightly Positive, 7: Somewhat Positive, 8: Mostly Posi-
tive, 9: Very Positive. For Arousal, subjects rated the 
energy level of the excerpts as 1: Very Low, 2: Mostly 
Low, 3: Somewhat Low 4: Slightly Low, 5: Neutral, 6: 
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Slightly High, 7: Somewhat High, 8: Mostly High, 9: 
Very High.  
 

In the second part of the test, subjects were asked to rate 
the emotional intensity of each excerpt on a 5-point scale. 
Both the emotion categories and the excerpts within the 
categories were randomized. For example, if Joyful was 
chosen as the first category, subjects rated the ten Joyful 
excerpts as 1: Not Joyful, 2: Slightly Joyful, 3: Somewhat 
Joyful, 4: Mostly Joyful, 5: Very Joyful. If Agitated was 
chosen as the second category, subjects similarly rated 
the ten Agitated excerpts on a 5-point scale from Not 
Agitated to Very Agitated. 

3. RESULTS 
In Figure 1, the average score for each of the 40 excerpts 
is plotted in the Valence-Arousal plane. As expected, the 
excerpts from each of the four categories roughly fell into 
the four quadrants of the Valence-Arousal plane, but the 
difference in Valence was much larger between the Joy-
ful and Agitated excerpts than between the Romantic and 
Bittersweet excerpts. The valence values for the Roman-
tic excerpts were surprising more neutral than positive. 
 
In Figure 2, the average scores of the 10 excerpts for each 
emotional category is shown in the bar graph. There was 
a lot of variation for Joyful and Agitated, but there was 
relatively narrow range of variation for Bittersweet. In 
Table 1, the average and standard deviation values for 

Valence, Arousal, and each emotional category are listed, 
and confirm the wider intensity variations in Joyful and 
Agitated. 
 
Figure 2 and Table 1 show that the violin has a higher 
emotional intensity than the erhu for Joyful, Agitated and 
Romantic excerpts, while the erhu ha higher intensity for 
Bittersweet excerpts. Table 1 also shows that for all emo-
tional categories, the violin has higher average Valence 
and Arousal values than the erhu.  

4. DISCUSSION 
Prior to the listening tests, we had several hypotheses on 
how things might turn out. First, we expected the violin 
to have more emotional intensity for Romantic and the 
erhu more emotional intensity for Bittersweet. Second, 
we expected the violin would be better at conveying high 
Arousal excerpts. The results in Table 1 support these 
two hypotheses.  
 
First, Table 1 shows that the violin had a higher emotion-
al intensity for Romantic excerpts, while the erhu had a 
higher emotional intensity for Bittersweet excerpts. This 
supports our first hypothesis. Second, Table 1 shows that 
the violin scored higher than the erhu for all categories of 
excerpts and overall, not just for Arousal, but for Valence 
as well. This supports our second hypothesis. 
 

Figure 1. The 40 excerpts plotted on the Valence-Arousal plane 
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We also had an alternative first hypothesis that the violin 
would more intensely represent all four emotional catego-
ries with an overall wider range of emotional expression. 
Though the violin had a higher emotional intensity for 
Agitated, Joyful, and Romantic excerpts and overall as 
well as shown in Table 1, it had a lower intensity for Bit-
tersweet excerpts. Thus, the data does not support the 
idea that the violin has a wider range of emotional ex-
pression.  
 
As a disclaimer, it is important to mention the limitations  
of this study. Only four emotional categories and five 
performers for erhu and violin were represented, which 
may not be comprehensive enough to get a complete pic-
ture. Ideally, it would be great to include 20 performers 
from each instrument and several different excerpts from 
each quadrant in the Valence-Arousal plane. The devia-
tions in the results in Figure 2 indicate that performance 
style has some influence on the results, especially for the 
Agitated excerpts where there was more rubato in tem-
pos. The limited number of subjects and excerpts may 
simply not be enough to draw definitively conclusive 
results from such high variance excerpts. 
 
Nevertheless, the general results of this study provide 
some clear and useful insights into the differences be-
tween the violin and erhu in emotional expression. In 
future research, we can try different pieces to obtain more 
samples across a range of emotional characteristics, not 
just for the erhu and violin but other instruments as well. 
For example, some Baroque pieces are routinely played 
on different wind and string instruments (e.g., flute and 
recorder, or cello and viola da gamba). As another exam-
ple, Rachmaninoff’s Vocalise and Rimsky-Korsakov’s 

Flight of the Bumblebee have a wide range of arrange-
ments that are commonly played on various instruments. 
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Positiveness Average Score (Valence) 
Emotional Category standard deviation Instrumental Overall standard deviation 

Agitated 4.45 0.49 Erhu 4.95 1.66 
Erhu 4.11 0.38 Violin 5.26 1.70 
Violin 4.79 0.32    
Joyful 7.85 0.32    
Erhu 7.69 0.25    
Violin 8.02 0.29    

Bittersweet 3.47 0.19    
Erhu 3.47 0.25    
Violin 3.48 0.09    

Romantic 4.63 0.31    
Erhu 4.52 0.35    
Violin 4.75 0.20    

Energy-level Average Score (Arousal) 
Emotional Category standard deviation Instrument Overall standard deviation 

Agitated 6.83 0.40 Erhu 4.89 2.13 
Erhu 6.66 0.24 Violin 5.26 2.12 
Violin 6.99 0.46    
Joyful 7.39 0.44    
Erhu 7.22 0.42    
Violin 7.56 0.39    

Bittersweet 2.43 0.39    
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Romantic 3.66 0.51    
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Emotional Characteristic Intensity 
Emotional Category standard deviation Instrument Overall standard deviation 
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Bittersweet 3.40 0.22    
Erhu 3.45 0.25    
Violin 3.35 0.18    

Romantic 3.41 0.36    
Erhu 3.22 0.26    
Violin 3.60 0.34    

Table 1. Valence, Arousal and Intensity average scores and standard deviations for each emotional category and in-
strument 
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ABSTRACT 

IRMA (Interactive Real-time Measurement of Attention) is 
developed as a measuring apparatus to investigate perfor-
mances of audiovisual computer music in situated  
contexts. It provides devices and software to monitor the 
audience’s focus of attention during the course of the 
performance. The explorative method involves interpreta-
tion by collating quantitative empirical data alongside 
qualitative data gathered by the means of questionnaires 
and interviews as well as musicological analyses.  
 Besides being designed as a tool for providing com- 
posers and performers in artistic research processes with  
empirical feedback on how audiovisual materials or  
performative acts are perceived by the audience, IRMA  
delivered empirical groundwork for general aesthetical 
considerations. In this paper, both approaches towards  
research are exemplified on the basis of two performances 
of audiovisual computer music. The results demonstrate 
how particular artistic concepts have been perceived by 
the audience, and also indicate general insights into the 
perception of audiovisual compositions. IRMA has so far 
been used and evaluated with eight computer music  
performances in three concerts. 

1. INTRODUCTION 

1.1 Background 
 
The aim of this paper is to describe the exploration of a 
new method for the investigation of audience attention in 
audiovisual performances. In a second step, findings are 
presented that exemplify different methods of processing 
and interpreting the collected data. Research was under-
taken as part of Gamified Audiovisual Performance and 
Performance Practice (GAPPP)1, an artistic research  
project currently undertaken at the Institute of Electronic 
Music and Acoustics, Graz/Austria. At GAPPP one im-
portant research objective is to investigate the audience 
perception of gamified2 – or more generally ergodic [1] – 
audiovisual performances with methods from the social 
sciences and musicology. The goal is to inform composers 
and performers of electronic audiovisual music and give 
them a better understanding of the perception of their 
works. A main interest lies in determining the elements 
that attract the audience’s attention in the complex situa-
tion of an audiovisual performance of contemporary com-
puter music. In a second step a better understanding of the 
causal conditions of such points of attraction is sought.  
 The starting point for Interactive Real-time 
Measurement of Attention (IRMA) were so-called attention 
                                                             
1 GAPPP is funded by the Austrian Science Fund FWF as part of the 
PEEK program for artistic research, nr. AR364-G24. For a detailed 
description of the project please see www.gappp.net 

triangles introduced by Marko Ciciliani and Susanne 
Sackl-Sharif in the early stages of the GAPPP project. The 
intention was to operationalize initial research questions of 
the project regarding audience perception and feedback for 
the composers and performers.  
 The audience at the lab concerts was asked to mark a spot 
representing their principle focus of attention within  
a three-dimensional space with the dimensions:  
Music/Sound – Visuals – Performer. By placing the mark 
in the triangular field, different weights (e.g. “between  
visual and sounds”) are indicated. When the mark is placed 
in the center of the triangle, all three dimensions are 
weighted equally. If the attention lies predominantly on the  
performer, the mark would be placed at the bottom right 
corner. In boxes next to the triangles subjects had to  
provide additional verbal feedback and to indicate which 
moment of the performance they were referring to.  
 

 
 

Figure 1. Three-dimensional Attention triangle.  
 
The triangular shape was assessed as a functional 
representation as it allows measuring values between all 
three relevant dimensions by placing marks in one single 
diagram. Using bipolar scales for example would have 
made necessary several different scales. Furthermore, 
putting marks in the triangular diagrams in the 
questionnaires was thought to be more intuitive and 
spontaneous and therefore less interfering for the audience 
(at a concert situation) than giving verbal feedback.  
 The triangles have been used in the first questionnaires 
of the project in a printed and therefore static fashion  
(see Figure 1). While the data that was collected by means 
of this method provided first indications, a number of  
limitations and drawbacks became apparent: 
 (1) As subjects only rarely made precise indications as to 
which moments of the performance their marks refer to  
almost no information could be gained on how the atten-
tion changed during the performance.  
(2) For the same reason, it has been difficult to impossible 
to assign the very subjective comments and marks of the 
subjects to certain moments of the performance and to 
compare the marks of different subjects.  

2  For a brief description of the underlying  understanding of gamification 
also see www.gappp.net 
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1.2 Premises 
 
To solve these problems and obtain more detailed data, a 
method comprising custom technological apparatuses was 
developed that allows for the retrieval of real-time infor-
mation of audience attention. Experiences made in GAPPP 
and research in the field (see Context) suggested some 
premises for the development of IRMA: 
 (1) Research on perception of music operates often in lab 
experiments with systematically varied short audiovisual 
fragments that led to a plentitude of findings [2] [3] [4] [5]. 
However, these results are typically of little  
significance to the experience of time varied complex  
aesthetic relationships, that are characteristic for audio- 
visual performances in a concert setting. For the research  
presented in this paper, audience experience shall be  
understood as perceiving artworks in situated concert  
contexts. Nevertheless, one has to bear in mind that the 
complexity of the situated concert experience means that 
the setup is not fully controllable and the parameters are 
not fully modifiable in a systematic way [6]. 
 (2) The use of consumer products like tablets and the  
development of open source software3 is not only seen as 
an idealistic alternative position towards proprietary high-
end lab setups. It is also understood as a good scientific 
practice to avoid black boxes of proprietary high-end  
apparatuses and attain a more detailed understanding of the 
materiality of the measuring devices by constructing them 
by oneself. In doing so their materiality and agency can be 
rendered more transparent, scientifically describable and 
discussable. Also, such devices are open for replication. So 
ideally a toolkit of this kind can be used by others for their 
own investigations in artistic research projects. 
 (3) Measuring the focus of attention of subjects perceiv-
ing an audiovisual performance first-hand does not say an-
ything about the subjective aesthetic experience. Interpre-
tation can only reveal meaning once this quantitative data 
is brought into a context of musicological analyses of the 
musical performances and qualitative feedback by the sub-
jects. 
 (4) Measurement affects subjects by directing their  
attention to the apparatus. In this way, their attention is  
interfered. Generally measuring without interference is 
impossible [7] and especially in the case of IRMA the  
effect cannot be avoided completely but can only be  
minimized.  

 
1.3 Context 

 
Next to a large body of studies in music psychology inves-
tigating various aspects of how traditional Western art  
music is perceived [8] and experimental aesthetics [6], 
lately an interest in investigating the reception of charac-
teristics of contemporary and electro-acoustic composi-
tions is evident in several publications. In some instances, 
they also adopt a situated perspective, study artworks in 
performative contexts and stem from artistic research and 
musicology. For example, in a study conducted by  
A. Çamci [9] subjects listened to two electro acoustic 
                                                             
3 The GIT of the project can be found at  
https://github.com/asa-nerd/IRMA 

pieces and gave semantic feedback on associations on  
narrativity in real-time. In recent experiments undertaken 
at the Royal Northern College of Music a specially  
designed app was used in a concert situation. The app  
allowed for tapping on displays of smart phones to indicate 
the moments at which subjects perceived section bounda-
ries in contemporary music [10]. Video analysis of concert 
recordings was conducted with computer vision algo-
rithms to observe embodied and distributed musical expe-
rience [11]. Besides being situated and declaring whole  
artworks as objects of research, the mentioned studies  
allow to match measurements or feedback to specific parts 
of the performance. The method IRMA is located within 
this field of research. 

2. MEASURING APPARATUS 

2.1 Device hardware and application 
 
An Android application for touch tablets4 was developed 
that lets individual audience members indicate the focus of 
their attention throughout the performance. They do so by 
placing their finger within a designated triangular field on 
the screen. The coordinates of the finger positions are sent 
continuously via Open Sound Control (OSC) over a  
network connection to a host application. The device ap-
plication is fully configurable by the researcher and can 
run on almost any display size and resolution.  
 Cases exposing only the triangle interface were produced 
by laser cutting cardboard. This design decision was made 
to provide a haptic feedback to the users by physically 
marking the boundaries of the touch interface. In this way, 
it is operable in a more intuitive way and less attention is 
drawn to the apparatus as the audience operates the device.  
 

2.2 Host application 
 
The host application allows to operate the collection of 
data in the concert situation. This takes place by communi-
cating with the device apps of all connected tablets, by 
naming, starting and stopping the recording as well as de-
fining the time interval for measurements. The incoming 
OSC data sent by the device apps is stored in JSON-files 
on the host computer. The data-structure of the JSON-files 
is simple, it contains a time stamp in milliseconds for syn-
chronization, the ID of the sender (the device operated by 
the respective subject), the current coordinates of the index 
finger in the triangle and the name of the recording: 
 
{ 
    "timestamp": 500, 
    "senderId": 1, 
    "x": -0.14687499403953552, 
    "y": 0.2222018837928772, 
    "Recording": "Kilgore" 
} 
 
Real-time visualizations of the incoming data in the host 
app allow observations and monitoring by the researcher 
in live situations.  
 

4 Ten Samsung tablets of the type Samsung TAB A where used. 
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2.3 Analysis application / Knowledge extraction 
 
A third piece of software developed in Java and Processing 
allows to load the JSON datasets collected in the preceding 
steps and perform calculations and visualizations. What 
follows is a concise explanation of the calculations and vis-
ualizations that this software performs. 
 
2.3.1 Calculations 
 
Activity:  Activity is calculated by computing movement 
(distance) for each measuring point compared to the last 
point in time. This is done for every measuring point for 
each subject and also for the whole sample.   
 Average focus of attention: The mean of the position of 
all points (representing all subjects) at a given time is cal-
culated and displayed in the triangle (see Figure 4). It 
shows the average focus of attention at a given time.  
 Deviation of attention: In a second step the distances  
bet-ween the average focus of attention and the focus of 
attention of the individual subjects are calculated. They are 
displayed by a line in the triangle. From these distances, 
the deviation is calculated. Deviation of attention is  
intended to be useful for finding sections in performances, 
in which the audience’s focus of attention collectively 
shifts to certain audiovisual aspects or in which attention 
is divergent. 
 
2.3.2 Visualizations 
 
Activity: Joint activity of all subjects at each measuring 
point can be displayed linearly in terms of vertical lines on 
a time axis (see Figure 3). The resulting structure shows 
the amount of activity over time and can reveal parts and 
moments in which the focus of attention shifts.  
 
 
 

 
 

Figure 3. Activity over time for Kilgore by Marko Ciciliani. 
 
Spatial representation: The datasets are displayed as 
points in a triangle according to the finger positions and 
movements of the corresponding subjects over time. The 
recorded timecode and coordinates data is used for the cor-
responding calculations (see Figure 4). 
 Color coding: Each dimension of the previously defined 
three-dimensional attention space is given a basic color of 
the RGB color space. The space between the poles of the 
three dimensions is accordingly filled with gradients. Now 
each position in the triangle is represented by a distinct 
color (see Figure 4). 
 
                                                             
5 GAPPP covers a larger range of research interests – for example ques-
tions dealing with gamification or performance. For this paper only the 
data relevant for IRMA was taken into account. 
 

 
 

Figure 4. All Points, calculated average focus of attention  
and distances of points from average leading to deviation of  
attention. Color coding the spatial positions later allows a  

translation to a linear visualization. 
 

Linear representation: The introduction of color coding of 
spatial positions offers the possibility to visualize the data 
of individual subjects and the average focus of attention of 
subjects in a linear way on a time axis. This linear visuali-
zation allows for encoding the deviation of attention in the 
vertical dimension. The resulting bars vary in width: the 
lower the vertical height the more uniform is the measured 
focus of attention among subjects at a given time (see  
Figure 5). 
 

 
 

Figure 5.  Visualization of a performance of Tympanic Touch 
by Marko Ciciliani. The vertical height of the bar represents  

deviation of attention. 
 

2.4 Contextualization 
 
Experience with questionnaires and interviews in GAPPP 
show the necessity of analyzing the collected quantitative 
data by correlating it with aesthetic and perceptive  
phenomena of the actual performance and take qualitative 
feedback into account. 
 Video analysis: To analyze the quantitative data in the 
context of aesthetic phenomena of the performance, video 
footage of the concert can be displayed in the analysis app. 
A timeline makes it possible to scrub through video and 
qualitative data and its visualizations simultaneously. This 
allows for a method of finding significant moments by vis-
ually browsing video and visualizations at the same time. 
 Qualitative feedback: qualitative data is collected in 
large amounts through interviews and by questionnaires at 
the lab concerts of the GAPPP project. The data is  
transcribed and later analyzed with MAXQDA.5 Qualita-
tive data from questionnaires as well as interviews and  
visualization are collated manually and supplement the 
visualizations.6 

6 A detailed visualization covering the complementary perspectives in 
analyses is beyond the scope of this paper but can be accessed under 
https://github.com/asa-nerd/IRMA/blob/master/documentation/analysis/ 
AnalysisKilgore.pdf 
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3. STUDIED COMPOSITIONS / PERFORMANCES 
 

3.1 Common characteristics  
 
The application of IRMA and thereby some different ways 
of mining and interpreting the gathered data shall be  
exemplified by the research on two audiovisual computer 
music compositions. Both of them have been commis-
sioned and composed for GAPPP.  
 Common characteristics of the researched compositions 
are that they comprise audio as well as visual material. 
They are ergodic (or gamified) in different ways and com-
prise one or more human performers. Both pieces include 
virtual realities to different degrees and bodily representa-
tion in virtual space or a first-person view projected on  
a screen that suggests a bodily presence in virtual space. 
One piece comprises a VR headset for the performer.  
 

3.2 Experiment 
 
Research was conducted in two lab concerts (n = 31 and  
n = 35) with audiovisual performances at the IEM Graz. 
At each concert, ten subjects were equipped with IRMA 
devices. The participants were instructed to move their in-
dex finger in the attention triangle throughout the perfor-
mance according to their current impression of where their 
focus of attention lies at the moment. Also, questionnaires 
had to be filled out covering the participants personal back-
ground as well as various aspects of the subjective experi-
ence of the performance. The latter were mainly measured 
with Likert scales. All subjects were asked to fill out 
printed static attention triangles manually in the question-
naire and to make notes at which point in time during the 
performance they made their entry. The setup for the meas-
uring apparatus IRMA was as shown in Figure 6. 
 
 

 
 

Figure 6. Work- and dataflow at concert situation 
 
 

3.3 Marko Ciciliani: Kilgore 
 
3.3.1 Characteristics  
 
Kilgore is a composition for two performers playing game 
controllers and instruments. It comprises five parts of 
which two are situated in first person open world game en-
vironments in which the performers interact with sonic 
agents. In this way, they perform the audiovisual gestalt of 
                                                             
 

the parts. The composition comprises tasks to fulfill for the 
performers that guide them through the open world. In the 
other three parts (Preludus, Interpaidia, Postludus) the  
performers play instruments on stage.  
 
3.3.2 Patterns of activity 
 
In the already mentioned study [11] manual tapping on a 
touch display was used to mark sections in the piano piece 
by Ligeti. With IRMA, activity (describing the amount of 
change in the focus of attention) is interpreted to investi-
gate significant moments in a performance: 
 (1) Shorter peaks of activity potentially indicate that 
changes or transitions in phenomena are perceived. If short 
peaks are observed, subjects are believed to adjust to a new 
perceptual situation. Activity goes back to a lower level 
after this. 
 (2) Different parts of the observed pieces can show dif-
ferent patterns of activity (see Figure 7).  
 
 

 
 

Figure 7. Patterns of activity. High degrees of activity of sub-
jects indicate shifts in attention.  

 
The tracking of distinctive situations of high activity could 
be the groundwork for further analyses and feedback for 
composers and performers.  
 
3.3.3 Combining and complementing analyses  
 
In a second layer, activity is set in relation to the average 
focus of attention and deviation of attention of subjects. 
The corresponding bar graph shows varying characteristics 
over the course of a performance (see Figure 5-2). Further 
layers take into account qualitative feedback gained by 
questionnaires and interviews as well as aesthetic analyses. 
Unlike the studies referenced before, the method IRMA 
follows a complementary approach by collecting time-ac-
curate quantitative data for attention and collating qualita-
tive semantic feedback to that data (see Figure 8). 
 
 

 
Figure 8. Complementary approach for IRMA 
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3.3.4 Specific feedback for composers and performers in 
artistic research 
 
IRMA’s empiric data provides feedback to composers and 
performers about which parts and materials of a perfor-
mance are perceived disparately by the audience, and 
which are perceived as belonging together. A central  
research interest in the design of the method lies in inves-
tigating if aesthetical intentions of composers and  
performers translate to the audience. In case of Kilgore 
composer Marko Ciciliani for example stated: 
 
“What I wanted to achieve [with Kilgore] was a form of 
several parts where the focus shifts. In the ‘game parts’ 
one focuses on 3D reality. But then there are these inter-
ludes […] where they [the instrumentalists] just take their 
instruments and play practically in a chamber music way. 
And then of course attention shifts a great deal to the per-
formers.”7 
	
Exploring the data collected with IRMA at the concert  
performance of Kilgore shows that Ciciliani’s intention to 
compose different sections with different points of focus 
of attention has generally translated to the audience. Figure 
9 shows the average focus of attention calculated for the  
5 parts (marked A1 to A5) of Kilgore. The attention for the 
‘game parts’ in 3D reality (marked A2 and A4) lies  
between the dimensions Music/Sound and Visual. For the 
parts in which the performers play their instruments on 
stage (marked A1, A3 and A5), the attention is closer to 
the dimension Performer: 
 

 
 

Figure 9. Average focus of attention for all 5 sections of  
Kilgore. Section 2 and 4 are in 3D reality and in sections 1,3 

and 5 the performers play their instruments (n=5).  
 
That means however that the average focus of attention is 
shifted only to the center (where the attention is balanced) 
and not fully drawn to the dimension Performer. A closer 
look also reveals that in part 3 (A3), the average focus of 
attention lies closer to the visual dimension than the other 
two parts with performers playing instruments (A1, A5). 
Taking phenomena of the performance and aesthetics into 
account, the analysis provides further insights:  In part A3 
one performer just produces feedback on the guitar gener-
ating an ambient sonic layer melting with the visuals.  Sim-
ultaneously a cinematic sequence (a cut scene) is projected 
                                                             
7 Cited from an interview (March 1st, 2018) that was led with the 
composer before the concert at the GAPPP project.  
8 A detailed visualization covering the complementary perspectives in 
analyses is beyond the scope of this paper but can be accessed under 

that draws the focus of attention to the screen with the  
performers just accompanying that scene. The result is, 
that the perceived roles of the performers are not as distinct 
as in parts A1 and A5. Conducting research with IRMA  
reveals that shifts in attention occurred between parts of 
Kilgore. Aesthetic analyses can provide a framework for 
interpreting the data and can inform about how the perfor-
mance and the material is perceived.8 
 
3.3.5 General insights: Visual first? 
 
Cognitive research on audiovisual perception has shown a 
dominance of the visual domain [12]. Empiric data col-
lected of Kilgore by means of IRMA shows on several oc-
casions that when visual elements are introduced to the 
performance, initially they tend to attract attention and 
dominate perception. Gradually this focus decreases again  
and sounds as well as aspects relating to the performer  
“re-enter” the focus of attention.  
 

 
 

Figure 10.  Empiric data visualizing the shift of attention to  
visuals at the end of Tympanic Touch (n=10).9 

 
 A significant example of this observation is the last  
section of Tympanic Touch, a composition also by Marko 
Ciciliani (see Figure 10). Here visuals are added to the  
performance only after about ten minutes. As the projec-
tion starts, the average focus of attention instantly shifts 
close to the extreme pole of the dimension screen, coloring 
the graph deep green. Other dimensions almost cease to 
play a role. After a short while however, the perception of 
the subjects seems to have adjusted to the new situation 
and the indicated perception balances out. While the visual 
aspect still dominates, other stimuli regain attention – the 
average focus of attention moves to locations between 
screen and sound (turquoise color). 
 

 
 

Figure 11. Average focus of attention for whole performances. 

https://github.com/asa-nerd/IRMA/blob/master/documentation/analysis/ 
AnalysisKilgore.pdf 
9 Performance by B. Lüneburg and M. Ciciliani on February 28th 2018 at 
IEM, Graz. 
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Calculating the average focus of attention for entire  
audiovisual performances also shows a slight but con-
sistent shift towards the visual dimension (see Figure 11). 
For comparison, Tympanic Touch is also shown.  

 
 

3.4 Christof Ressi: Terrain Study 
 

3.4.1 Characteristics  
 
In this composition, an audiovisual setup is used which 
combines virtual reality with the physical performance  
environment that is inhabited by the performer and the  
audience. For the audience, musical form, sonic character-
istics and space emerge from the ongoing interaction  
between performer and virtual sound agents. As sound and 
sound-oriented interactions of the performer become  
parameters that increasingly contort the topography of the 
virtual environment the virtual performance space  
becomes more and more estranged from the familiar logic 
of the physical world. It becomes a world whose material-
ity changes as the result of the sonic interactions of the  
performer.  
 
3.4.2 Investigating special aesthetic situations 
 
Special aesthetic concepts and implications of composi-
tions bring up the necessity for a way of analyzing  
collected data that takes these into account. In the case of 
Terrain Study hypotheses are derived from qualitative data 
gathered in an interview with the composer and from ques-
tionnaires filled out by the audience. Quantitative data 
from questionnaires suggests a high amount of merging of 
materials (audio, visuals and game-elements).10 At the 
same time, the composer reported in the interview, that his 
idea was that with the audiovisual experience no dimen-
sion of attention will dominate but that the attention would 
fluctuate.11 Analyzing data from IRMA shows that the 
color coding of the average focus of attention tends to 
white for the first half of the performance (see Figure 12). 
 
  

 
 

 
Figure 12. Average focus of attention and deviation of attention 

for Terrain Study (n=10).12  
 
                                                             
10 Mean 4.3 (median 5) on a 5 pole Likert scale that asked subjects how 
much they agree with the statement „The game elements melt into a unity 
with visual and auditive elements.“ 
11 “I can’t tell exactly where the attention lies, ideally it is fluctuating.” 
Interview with the composer (March 1st, 2018). 

This indicates that the average focus of attention lies  
almost in the middle of the three-dimensional space and is 
compliant with the aesthetic idea of the composer. The  
calculated deviation of attention, however reveals that in-
dividual subjects have rather diverse focuses of attention. 
This implicates that although subjects stated in question-
naires that different elements merge, they still seem to 
have shifting focusses of attention throughout the perfor-
mance and in this way different ways of perceiving it. This 
also goes along with Ressi´s idea of a fluctuating focus of 
attention. 
 According to the previously described visual dominance 
in the attention of subjects, with Terrain Study the average 
focus of attention at the beginning also tends to the visual 
side (see Figure 12, Section 1). After that, the average  
attention focuses more strongly on the performer (red)  
emphasizing her special role in this piece, which also  
becomes more extroverted as the piece progresses. After 
about half of the performance the visual dimension (green) 
becomes dominant again (see Figure 12, Section 3).   
This confirms that the aforementioned convolution of the  
virtual space towards a dystopian environment, getting 
more abstract and “weird” and in this way attracts  
attention. 
 Apart from findings based on quantitative data, the im-
portance of this process for the aesthetics of Terrain Study 
is further underlined by the questionnaires in which  
subjects related frequently to it and often mentioned the 
“strange” transformation of the virtual environment.  
Unexpectedly they gave positive ratings to otherwise  
rather negative adjectives describing the emotions/associ-
ations they had at the performance:13 
 
Subj. 6-9: dangerous (+); tense (+) 
Subj. 6-28: death (+); nightmare (+); helpless (+); 
Subj. 6-33: angst (+); confusion (+) 
 
This example of collating IRMA data with aesthetic reflec-
tions and qualitative data shows a surprising finding. The 
strong relation to the visual domain in the second half of 
the performance seems unusual, as from a compositional 
viewpoint the VR World more and more becomes  
increasingly dependent to the logic of sound and the violin 
of the performer. 
 
 

4. CONCLUSION AND DISCUSSION 
 
The exemplification of the method IRMA demonstrates a 
flexibility that allows for different approaches in tackling 
specific research topics. A key step is to contextualize 
quantitative data collected with IRMA. In the case of 
GAPPP this can be means of aesthetic considerations, mu-
sicological analyses, qualitative feedback through ques-
tionnaires and fieldwork. In this way, strengths of IRMA 
like time-accurate quantitative measurement of attention 
can benefit from a more holistic qualitative feedback of 

12    Performance by B. Lüneburg on September 27th 2018 at IEM, Graz. 
13 Subjects answered to the question “Which spontaneous 
emotions/associations did you have while the first artwork was 
presented?” and marked the adjectives as positive (+), negative (-) or 
neutral (~). 
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subjects. It was shown that empiric insights provided by 
IRMA can offer feedback for composers and performers on 
how material configurations are perceived. Further, the  
described observations show empirical indications for  
effects of visual dominance in a situated concert setting of 
audiovisual music. Surprisingly feedback by participants 
given in questionnaires indicates, that they often didn’t feel 
distracted by operating IRMA. They frequently even stated 
that the device made them reflect more consciously about 
how they perceived the performance.  
 For statistical calculations of significance or chi-squared 
tests a larger number of subjects (>30) would be needed. 
This could be achieved by presenting video material of the 
performances to subjects by online services like Mechani-
cal Turk [13]. Subjects could respond on their trackpad.  
A disadvantage would be that the situatedness and first-
hand aesthetic experience would be lost.  
 Alternatively, to overcome being limited to ten  
devices, a version of the app could be developed that is 
operated by audience members on their own smart phones 
(as it was in [10]). A drawback of this adaption would be 
that the apparatus would be less standardized as partici-
pants would operate with different sizes of displays and 
without haptic feedback by the enclosure.  
 For such a larger sample, performing an analysis looking 
for clusters of attention could be insightful. The data of  
subjects populating the found clusters might be further be 
enriched with sociodemographic background information 
from the questionnaires to characterize certain groups 
within an audience. 
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ABSTRACT 

‘Strata Sequence’ is a body of work comprising a range 
of creative outputs, including compositions and 
installations. The work represents a series of 
collaborations with museums and festivals related by the 
theme of geology. The first created work, ‘Living 
Waves’, is a multi-channel composition interweaving 
field recordings from the Lake District with readings 
from the writings of John Ruskin alongside recordings of 
a specially created lithophone (the Brantwood Musical 
Stones) played by Dame Evelyn Glennie. An interactive 
audio-visual installation, ‘Strata’, was subsequently 
created utilizing the Xbox Kinect sensor with custom 
software created in Max/MSP. This allows participants 
to play a virtual version of the Brantwood Musical 
Stones via hand movements in front of a video screen, 
and is designed for touring. An on-line geological 
soundmap of Cumbria is also being created to represent 
sounds above and below the ground. The final part of the 
sequence is the recreation of a Jurassic soundscape 
entitled ‘Re-imagining the Jurassic’. This was created 
for a 16 month exhibition at Scarborough’s Rotunda 
Museum called ‘Scarborough’s Lost Dinosaurs’.  

1. LIVING WAVES: GEOLOGICAL MUSIC 

1.1 Background 

The multi-channel (5.1) fixed-media composition Living 
Waves1 was commissioned for the interdisciplinary 
Ruskin Rocks Project2 led by Leeds University, and 
funded through Natural England. The project brought 
together musicians, artists and scientists to create two 
new 21st Century lithophones (the Brantwood Musical 
Stones3). These stone percussion instruments are housed 
at Brantwood: a museum situated by Lake Coniston in 
Cumbria and the former home of artist, naturalist and 
social commentator John Ruskin. The two lithophones 
have been created from ringing rock extracted from 
several Cumbrian Quarries. 

The commission arose out of previous work I 
conducted with ringing rocks in the piece Song of Stones 
[7], composed in the studios of La Muse en Circuit in 

 
Copyright: © 2018 First Author et al. This is an open-access article 
dis- tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribution, 
and reproduction in any medium, provided the original author and 
source are credited. 

Paris. This piece maps a geological cross-section from 
the West coast to the East coast of Britain, combining 
recordings of lithophones made from rocks at four 
locations along the route with associated field recordings 
and voice. It includes the Richardson lithophone, housed 
at Keswick Museum and Art Gallery, made using 
hornfels from Skiddaw. This formed the first point of 
contact with Cumbrian ringing rocks and led to the 
subsequent Ruskin Rocks commission.  
 
1.2 Themes and Concepts 

Living Waves has been inspired by the thoughts, writings 
and paintings of Ruskin. It is the sub-title he himself 
gave to Deucalion [8], his book on geology. It is also 
included in the name of the exhibition ‘Living Waves: 
Form and Rhythm in the Art of John Ruskin’, shown 
during 2010 at Brantwood, of some of his drawings and 
watercolours in which he explored the many repeated 
patterns which occur in nature. Mountains are viewed as 
fluid and dynamic forms, living waves created by the 
shifting of the earth’s crust.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 1. Slates of Bull Crag and Maiden Moor (top) and successive 
compressions of pie paste [8] (P97) 

1 Stereo reduction available: https://soundcloud.com/robflute/living-
waves   
2 http://www.leeds.ac.uk/ruskinrocks/, Project lead: Prof Bruce 
Yardley, Dept. of Earth Sciences, University of Leeds. Coordinator: 
Bobbie Millar 
3 Designed by Dr Kia Ng (University of Leeds) and Marcus de 
Mowbray (freelance musical instrument maker) 
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Figure 1 demonstrates the similarities between fold 
structures in rock and Ruskin’s own experiments with 
pie paste, showing the rocks to be dynamic structures 
which evolve over time, like waves. These fold 
structures can be found at different levels of scale, from 
many miles across, down to the microscopic level.   
Ruskin himself describes the phenomenon of repeated 
forms in nature on differing scales: ‘For a stone, when it 
is examined, will be found a mountain in miniature. The 
fineness of Nature’s work is so great, that, into a single 
block, a foot or two in diameter, she can compress as 
many changes of form and structure, on a small scale, as 
she needs for her mountains on a large one…’ [9] (P311). 

The point is further illustrated in many of his 
watercolours: 
 
 
 
 
 
 
 
 
 

Figure 2. ‘Cloud Study’ (left) and ‘Small Shell’ (right) [9] 
 
On a conceptual level, Ruskin identified with the 
medieval scholars’ concept of Musica Mundana, or 
‘music of the spheres’, a celestial harmony. The three 
branches of the medieval concept of music were laid 
down by Boethius as Musica Mundana, Musica Humana 
(the internal music of the human body), and Musica 
Instrumentalis (sounds made by singers and 
instrumentalists). This sense of inter-connectedness 
pervades much of his work. 
 
1.3 Compositional Approach 

Through the compositional process I have tried to mirror 
Ruskin’s visual explorations from a sonic perspective, 
using a range of transformational techniques to convey 
repeated patterns and rhythm in different soundscapes at 
both the micro and macro level. In the context of this 
piece I have also interpreted the three medieval divisions 
of music interpreted as: sounds naturally occurring in 
nature (Musica Mundana); speech and the sound of 
manmade machinery (Musica Humana); and 
instrumental sounds (Musica Instrumentalis - in this case 
improvisations, on the new Brantwood Musical Stones, 
played by percussionist Dame Evelyn Glennie). 

During the period from January – September 
2010 field recordings were taken of the natural 
environment that the rocks occur, as well as location 
recordings at several quarries including the sounds of 
diamond saws, water-jet cutting, and rock blasting (a 
range of techniques were employed, including 
ambisonic recordings and use of hydrophones). These 
contrasting soundscapes are presented as sound 
paintings, woven together by more abstract musical 
passages employing the sounds of the Brantwood 
Musical Stones and passages of text by Ruskin. The 
chosen text combines the concepts in the piece into one 

single passage, describing the microscopic folds in the 
rock, almost as if they are frozen sound: ‘And, behold, 
as we look further into it, it is all touched and troubled, 
like waves by a summer breeze: rippled, far more 
delicately than seas or lakes are rippled; they only 
undulate along their surfaces – this rock trembles 
through its every fibre, like the chords of an Eolian harp 
– like the stillest air of spring with the echoes of a child’s 
voice.’ [9] 
 

 
 
Figure 3. Rock detail in the lithophone exhibition at Brantwood using 
text by John Ruskin. Carving by Lida Lopez Kindersley Cardozo. 
 

Composer Monty Adkins describes how the 
electroacoustic medium allows the composer to combine 
these varying sound sources in a meaningful way: ‘A 
medium that actively encourages ambiguity and 
multiplicity of perception is regarded by many of its 
practitioners as one of the most powerful aspects of sonic 
art as an auditory form. Sonic art allows for the 
recontextualizing and collaging of differing 
‘environments’ and creates multiple possible meanings 
by the juxtaposition of differing sound objects.’ [1] 

This process can only be achieved by active 
listening on behalf of the audience, combining three 
modes of listening defined by Michel Chion: Reduced, 
Semantic, and Causal [2]. In the case of this piece, these 
are not mutually exclusive. Semantic meaning is not 
only reserved for the voicing of the text, but instead there 
is semantic meaning conveyed through both the aural 
and mimetic discourses [3]. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 4. Chion’s modes of listening intersecting. 
 

In previous pieces I have interwoven these 
different discourses in a linear and sometimes semi-
narrative structure through sound transformation 
techniques where a sound may morph from the 
recognisable to the abstract. In my 2002 work Joyce’s 
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Vision [6]1, for example, a single recording of the voice 
speaking text from James Joyce’s Ulysses is transformed 
in a number of ways, alluding to both real-world sounds 
that the text describes as well as more abstract 
interpretations.  From 1’48” – 2’30”, the word ‘waves’ 
is transformed into sounds mimicking waves crashing on 
the seashore.  
 For this to work in a musical context, all three 
modes of listening are engaged in order to experience 
each compositional layer: 
 

• Causal: Man speaking transforms into waves 
crashing on the shore. 
 
• Semantic: The word ‘wave’ transforms into 
the physical manifestation of what it describes. 
 
• Reduced: Sibilance of ‘s’ transforms into a 
thick, polyphonic, noise-based texture. 

 
In Living Waves2, however, the blurring of boundaries is 
more layered and collage-like. Intelligibility of spoken 
word is maintained, and soundscapes are presented 
unaltered in a subtle underscore. Transformation 
techniques have mainly been reserved for the lithophone 
related material (both the played stones and the cutting 
processes used to make the keys). I have tried to arrange 
gradually shifting layers which move from the 
microscopic to the panoramic, as well as representing 
Musica Mudana, Musica Humana and Musica 
Instrumentalis.  
 The microscopic is represented through the 
processed lithophone material which has undergone 
various granular synthesis techniques. In this case I have 
intended the grains of sound to represent the tiny grains 
in the rock as one might see them under the microscope, 
where the fold structures are still preserved. This refers 
directly to Ruskin’s text where he says ‘…this rock 
trembles through its every fibre…’ [9]. I imagine these 
frozen oscillations to represent the smallest waves in the 
structure. Moving up a level of scale, we hear the 
lithophone being played by Dame Evelyn Glennie. This 
improvised material also has a wave-like quality, being 
built up from rolling ostinatos which ebb and flow in 
dynamic and pitch. The previously heard granular 
material is actually made up from this improvisation, 
forming a precursor to this section, giving the impression 
of being zoomed in on the rock, and then shifting 
perspective in the next section. Finally, moving out in 
perspective again, the overall structure of the piece is 
shaped like a wave, gradually building in energy until the 
final climax and dissipation at the end. This is meant to 
represent the panoramic level of scale, where the waves 
are now the size of mountains.  
 The soundscape recordings are integrated as a 
subtle word-painting accompaniment to the text. I have 
attempted to create a blurring between these and the 
granular textures of the processed lithophone material as 

 
1 Available at: https://soundcloud.com/robflute/joyces-vision 
2 Stereo reduction available: https://soundcloud.com/robflute/living-
waves   

well as the sounds of water-jet cutting which have been 
processed to become more fluid. 
 The most successful presentation of the work to 
date was at Scarborough’s Rotunda Museum (created by 
father of modern Geology, William Smith), as part of 
Coastival 2014, where it was presented as an installation, 
playing on a loop, therefore creating a more non-
teleological structure. This created a sense of cyclical 
wave structure to the piece and felt more fitting to the 
concept of repeated waves at different levels of scale. It 
also helped to represent the vastness of geological time 
and the sense of on-going natural processes.  
 The round cross-section of the Rotunda fitted 
perfectly with the surround-sound nature of the piece, 
and again alludes to the sense of a cyclical pattern rather 
than a linear one.  
 

 
 
Figure 5. Living Waves performed as an installation at the Rotunda 
Museum, Scarborough, as part of Coastival 2014. Photos by Tariq 
Emam and Scarborough Museums Trust. 
 
1.4 Tools and Methods 

Sound transformation and spatialisation techniques are 
employed to mimic some of the patterns occurring in the 
sound paintings, as well as helping to create the illusion 
of shifting perspective from the microscopic to the 
panoramic. Much of the sound design was achieved 
through the use of BAT3  (Bangor Audio Toolkit), a 
series of Max patches created by Prof Andrew Lewis at 
the University of Bangor. These allow for multichannel 
work with granular synthesis, including BATBoids [5] 
which uses an implementation of Craig Reynolds’ Boids 
algorithm (mimicking the flocking and swarming of 
birds, bees, fish etc). I used this to impose a flocking 
spatialisation onto the sound of water-jet cutting. This 
creates the effect of shoaling fish as well as an allusion 
to fluid, wavelike movements. Close collaboration with 
the performer during the recording of improvised 
material on the instruments ensured there were 
opportunities for transformation and mimicry between 
the instrumental and soundscape material. 
 

3 www.bangor.ac.uk/music/studios/BAT 
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Figure 6. Dame Evelyn Glennie playing at the Ruskin Rocks launch at 
Brantwood in August 2010. Photo by Robert Mackay   

2. STRATA: INTERACTIVE MUSICAL ROCKS 

2.1 Creating a Virtual Lithophone 

Once the Brantwood Musical Stones had been created, 
it was decided to make reference recordings of each key 
on the larger instrument in situ for possible use in the 
compositional process for Living Waves and for future 
installation work. Both lithophones are housed in the 
Linton Room, which is part of the Brantwood Estate. 
The larger instrument is comprised of 4 octaves. Each 
octave is made from a different rock type (C1 – B1: 
Slate from High Fell Quarry; C2 – B2: Shap Blue from 
Shap Quarry; C3 – B3: Hornfels from Skiddaw; C4 – 
C5: Limestone from Stainton Quarry).  
 

 
 
Figure 7. Large lithophone housed in the Linton Room at Brantwood. 
Photo by Robert Mackay. 

 
1 Sound example 1: Large lithophone played with hard beater. Sample 
contains C1, C2, C3, C4 and C5, each played at three different 
dynamics (best played over full-range loudspeakers or headphones). 
https://soundcloud.com/robflute/brantwood-musical-stones-hard-
beater 
 
Sound example 2: Large lithophone played with soft beater. Sample 
contains C1, C2, C3, C4 and C5, each played at three different 
dynamics (best played over full-range loudspeakers or headphones). 
https://soundcloud.com/robflute/brantwood-musical-stones-soft-
beater 

Each rock type has its own unique timbre which was 
captured via close mic’ing with a Neumann KM-140 
microphone. Each key was recorded at different 
dynamics and with different hardnesses of beater. In 
total, 279 samples were chosen to create two virtual 
lithophones in Native Instruments Kontakt 2. One 
virtual instrument is played with a hard beater, the other 
with a soft beater. This allowed for further versatility in 
the compositional process of Living Waves as well as 
future work. 
 Sound examples can be heard at the links in the 
footnote1. 
 
2.2 Furthering Public Engagement through the 
Creation of an Interactive Audio-Visual Installation 

The author was commissioned to create an interactive 
audio-visual installation for Coastival 20132, Yorkshire 
Coast’s annual arts festival. The installation Strata3 was 
created to enable participants to play virtual versions of 
the ringing rocks. Using the Xbox Kinect sensor with 
open source software Synapse4 (created by Ryan 
Challinor) and custom software built in Cycling74’s 
Max/MSP, the participant’s movements are tracked in 
order to play back the lithophone samples. Each hand is 
mapped to a pentatonic scale allowing simple melodies, 
harmonies and musical gestures to be played which are 
pleasing to the ear, even for inexperienced users. The 
left hand triggers samples of keys played with a hard 
beater and the right hand, a soft beater, for timbral 
separation.  

The participant’s movements are reflected in a 
visual display created in Jitter, which maps the 
movements of the hands in order to encourage further 
interaction.  

 

 
 
Figure 8. Strata showing Synapse mapping (bottom left) and the 
installation’s visual display. The lithophone samples are all derived 
from direct recordings and are untreated (audio best monitored over 
full-range loudspeakers or headphones). 

 
2 
https://www.create.uk.net/projects/past/item/coastival-2013.html 
 
3 Strata demo available: 
http://www.youtube.com/watch?v=wtNCHio05uo 
 
4 http://synapsekinect.tumblr.com/post/6309421487/about 
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Further interaction with the space is produced by head 
tracking which controls a quad panner, allowing the user 
to diffuse the sound as they move through the space. 
 

 
 

Figure 9. Simplified floor layout of Strata. 
 

3. RE-IMAGINING THE JURASSIC: A PALEAO-
SOUNDSCAPE 

The final part of the sequence is the recreation of a 
Jurassic soundscape entitled Re-imagining the Jurassic1. 
This was created the for an exhibition at Scarborough’s 
Rotunda Museum called Scarborough’s Lost Dinosaurs, 
opened in May 2012, and still running. The exhibition 
itself recreates a scene from 165 million years ago, when 
England was part of the super-continent, Pangea. 
Research was undertaken into species alive at the time, 
based on fossil evidence. The sounds of modern 
mosquitos and dragonflies were included, as those 
species have not evolved significantly since the Jurassic. 
In addition, re-synthesised sounds of a Jurassic cricket, 
Archaboilus musicus were included in the exhibition 
soundscape. This was under special permission from Dr 
Fernando Montealegre Zapata, from the University of 
Bristol, who re-synthesised the sound from fossil 
evidence. Since crickets create their calls from 
stridulation, the sound can be re-synthesised by 
examining groove structures located on their forewings. 
Zapata’s work and that of his colleagues is published in 
the journal PNAS2 [4].  
 In-line with budget constraints and practical 
considerations, a domestic 5.1 DVD playback system 
was chosen for the sound playback. This provided 
enough channels for an immersive sound experience 
within the installation space, as well as a reliable and 
easy to use playback system.  
  

 
1 Excerpt available: https://soundcloud.com/robflute/re-imagining-the-
jurassic 
 

 
 
Figure 10. Scarborough’s Lost Dinosaurs Exhibition at the Rotunda 
Museum, Scarborough. All artwork by Robert Nicholls 
(Paleocreations). Photo by Tony Bartholomew, courtesy of 
Scarborough Museum’s Trust. 
 

Based on geological evidence, a mural of a 
Jurassic scene was constructed by palaeo-artist Robert  
Nicholls of Paleocreations. This was wrapped around the 
installation space. The soundscape was constructed to 
reflect the visual representation, with the sound of 
running water set off to the west. The presence of 
herbivorous dinosaurs has been inferred by the sounds of 
breaking branches, and brushing of leaves, caused by 
grazing movements. No attempts at recreating 
vocalisations were made since there is not enough 
scientific evidence to be able to do so, and any attempts 
would only be based on conjecture at best. 
 

 
 
Figure 11. Detail from large mural created for Scarborough’s Lost 
Dinosaurs Exhibition. All artwork by Robert Nicholls 
(Paleocreations). Photo by Tony Bartholomew, courtesy of 
Scarborough Museum’s Trust. 
 
 Re-imagining the Jurassic was one of a number 
of shortlisted Sound Art Miniatures selected by an 
international jury for the art! � climate contest related to 
climate change effects and the global environmental 
crisis. This was run in collaboration between the ‘Red 
Cross/Red Crescent Climate Centre’ and CEIArtE 
(Centro de Experimentación e Investigación en Artes 
Electrónicas), Universidad Nacional de Tres de Febero3.  
 
 
 
 
 

2 http://www.pnas.org/content/109/10/3868 
3 http://ceiarteuntref.edu.ar/art_climate_selected_works 
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4. ONGOING WORK AND FUTURE 
DIRECTIONS 

4.1 On-line geological soundmap 

Growing from the Ruskin Rocks Project, an on-line 
soundmap1 is being constructed which combines field 
recordings from relevant locations in Cumbria alongside 
studio recordings of the lithophones created for the 
project. The concept is to develop two layers of map: 1) 
displaying the topography above the ground (integrating 
the field recordings of the soundscapes); 2) displaying 
the geological rock formations below the ground 
(integrating the lithophone recordings of the different 
rock types so that the varying timbres of the different 
rock types can be experienced). This is being 
implemented using Google Maps. In addition, Google 
Earth, Audioboom, and Geological Maps from Digimap 
on-line are also being considered for future 
developments.  
 

   
 
Figure 12. Left: Location map of Cumbria. Right: Geological map of 
Cumbria (By Martin and Jean Norgate: 2012. Geography Department, 
Portsmouth University) 
 
 
 
4.2 Installation Tour 

Following on from the presentation of Strata, alongside 
Mapping2 (an installation by Sam Eaton), a newer 
installation, Sounds of Our Surroundings3, was created 
for Coastival 2014 (a collaboration between Mackay and 
Eaton). This takes the concept of the above soundmap 
and presents it in a 3D audio-visual environment where 
the participant can navigate a virtual map of a local area 
and play the sounds of their environment like a musical 
instrument (using sounds from both above and below the 
ground). Funding applications are currently in progress 
for a national tour.  
 

 
1 
https://www.google.com/maps/d/edit?mid=zQ61ioZKNfTs.kvi2WN0
xw7mk 
 
2 Demo available: http://www.youtube.com/watch?v=DZHtm-zQgQk 

 
 
Figure 13. 3D representation of Sounds of our Surroundings 
installation set-up (produced by Sam Eaton). 
 
4.3 Resounding Mulgrave – playing space 

Further work with poetry and the environment has taken 
place in the project Resounding Mulgrave4, which was 
part of the Arts Council England funded Dictionary of 
Stone. This brought three artist interventions into the 
Rotunda Museum to interpret the geological landscape 
of its surrounding area and saw me collaborate with poet 
John Wedgwood Clarke on a section of the North 
Yorkshire Coast between Port Mulgrave and Staithes, 
which is rich in both geological and human history.  
 Video footage captured by Tariq Emam, Clarke 
and Mackay, of improvisations in the landscape as well 
as an 8 channel sound piece weaving field recordings, 
site improvisations and site readings of poetry were 
presented at the Rotunda Museum from 6th June – 14th 
July 2014.  
 
4.4 The Stalacpipe Organ 

In November 2017 a range of recordings of the Stalapipe 
Organ in Virgina were captured by Rob Mackay and 
Prof Matthew Burtner (University of Virginia) using a 
Soundfield ST350 microphone and a DPA 5.1 array5. 
The instrument was was designed and built by Leland 
Sprinkle between 1954 – 1957. It is the world’s largest 
instrument, spanning over 3.5 acres underground in the 
Luray Caverns very near to the Blue Ridge Mountains. 
Sprinkle spent 3 years choosing a number of stalactites 
which ring when struck, tuning them to a chromatic 
scale. He then linked them to an organ console via 
copper wires. Each key on the console is linked to a 
different wire, which in turn is linked to a solenoid 
attached to each chosen stalactite. 
 
 
 
 
 

 
3 http://vimeo.com/86912555 
4 https://www.youtube.com/watch?v=KOEJmHDdv2E 
5 https://robmackay.net/2017/11/17/recording-the-stalacpipe-organ-
composer-residency-at-the-university-of-virginia/ 
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Figure 14. The Great Stalacpipe Organ, Luray Caverns, Virginia. 
Prof Matthew Burtner pictured playing the instrument. Photo by Rob 
Mackay.  
 
A new ambisonic composition is in progress in the 16.4 
ambisonic studio at the University of Hull utilizing these 
recordings. 
 

 
 
Figure 15. University of Hull’s Ambisonic Studio. Photo by Mike 
Parks.  
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ABSTRACT

Ghioc is a composition for saxophone and fixed media
consisting of two independent collections of sections  that

are uneven in length.   A description of  the component
parts of the work and of the symmetries involved in the

formal  structure  is  followed  by  an  examination  of  the
controlled indeterminacy present both in the instrumental

part and in the fixed media.  The relationship between the
acoustic instrument and the fixed media is also examined

and   shown  to  be  fortuitous. The  continuity  of  the
discourse  in  Ghioc  is  challenged  by  the  fact  that  the

sections of  the work can follow each other in multiple
ways  but  the  unity  of  the  composition is  supported  by

robust  proportions  embedded  in  a  predetermined
template. 

  The  way  Ghioc  was  realized  is  connected  to  the
production of  manifold or  classes  of  compositions and

some  features  of  the  software  that  was  used  for  that
purpose  are  detailed.  The  code  is  comprehensive  and

seamlessly  combines  computer-assisted  or  algorithmic
composition and sound design.  

  A particular world view that permeates this composition
is  introduced  in  the  end  and  the  meaning  of  the  title

elucidated.

1. COMPONENTS

Ghioc is a composition for baritone saxophone and fixed
media.  The instrumental part and the fixed media part are

two independent collections of sections that are uneven in
length. Sections in each collection can succeed each other

in a variety of ways. Directed improvisation characterizes
most  of  the  details  of  the  saxophone  sections  and

controlled randomness permeates the fixed media ones. A
predetermined template controls the ways in which these

modules can be placed in time. 

1.1  Sections

 The  saxophone  part  consists  of  eight sections:  Heap,

Star,  Points 1, Points 2,  Lines1, Lines 2,  Sieves 1,  and
Sieves 2.  The notation of Lines is rather traditional; each

Sieves section  contains  ten  collections  of  pitches
ascending or descending scales which lack indications for

individual  durations;  Points  use   proportional  notation;
Heap and Star are graphic scores.

Sax Heap Lines

2

Points

1

Sieves

1

Star Sieves

2

Points

2

Lines 1

 Table 1. A possible succession of sax sections in Ghioc

  The electro-acoustic  (EA) part  also consists  of  eight
sections: Chords 1, Chords 2, Continuum 1, Continuum 2,

Percussive 1, Percussive 2, Cluster 1 and Cluster 2.  The
chord  modules  contain  triads  in  just  intonation  which

contain  three  or  four  high  upper  partials  of  C0,  the
clusters  are aggregates  of sixteen sounds each of  them

containing  sixteen  partials,  overtones  of  C1,  while  the
other  sections  are  various  combinations  of  continuous

lines and percussive events.

EA Chords

2

Cont 1 Perc  2 Cluster

1

Perc 1 Cluster

2

Cont 2 Chords

1

  Table 2. A possible succession of EA sections in Ghioc

1.2  Symmetry

  The lengths of both instrumental and EA sections vary

between 60 and 120 seconds but  come in pairs  whose
members have the same length. The only exception is  the

Heap and  Star pair  whose  members  have  different
durations.  Components of the same type may exchange

location among themselves but can not trade place with
the  items  belonging  to  a  different  type.  An  intended

symmetry  is  thus  created  and  maintained  in  the  fixed
media  but  broken  by  the  two  graphic  scores  in  the

instrumental stream.  

1.3  Building Blocks

The names of some modules point to the building blocks

of both streams: points - isolated sounds, short events, or
short,  compact  groupings of  sounds;  lines  -  points that

either travel in time along glissandi or create continuous
sequences of  sounds;  and textures  -  chords,  clusters  or

sound mass,  agglomeration of  points  or  lines.   Various
combinations  of  these  basic  elements  are  also  present

especially in the fixed media stream where most modules
contain multiple layers in which the three basic elements

coexist  and overlap.  Sometimes the boundary between
fundamental types is blurred as in the case of a glissando

created using granular synthesis – a line made of a texture
which is composed of micro elements.
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2. CONTROL AND INDETERMINACY

2.1 Saxophone

The live performer is responsible for making significant

decisions that involve details as well as the formal design
of the work but they have to occur within well defined

parameters.   Similarly  to  well  known  examples  of
aleatory  music  (Stockhausen’s  Klavierstücke XI  [1]  or

Boulez’s Third Piano Sonata [2]) the modules of the sax-
ophone part can be assembled in multiple ways.  At the

same  time,  this  is  limited  in  the  same  way  units  of
Alexander Calder mobile sculptures can move almost in-

dependently in space while being anchored to fixed ele-
ments.

   At the detail level, the timing of events is sometimes
suggested but not precisely prescribed and only reservoirs

of pitches (eg. scales that do not repeat at the octave) are
provided in other occasions.  The dynamic levels are left

mostly at the discretion of the performer in order to avoid
mismatches created by the many possible vertical combi-

nations between EA and saxophone sections:  256 such
independent combinations are possible.

2.2  Fixed Media

  If “directed improvisation” characterizes the saxophone
part, the fixed media stream could be described as con-

taining elements of “controlled randomness”.  Similar to
the instrumental score, the modules could switch the loca-

tions they occupy on the time line of the composition but
only a limited number of such moves are allowed.  A par-

ticular  sequence is chosen from the list  of  possibilities
through  a  chance  operation  that  mirrors  the  subjective

choices that the human artist is allowed to make.  Ran-
dom procedures are also used to select numerous details

of the EA sounds: start time, duration, frequency, loud-
ness,  rate  and  size  of  FM/AM,  location  of  the  sound

source, amount of reverberation, etc.  However, as in the

case of the instrumental part, there is a mixture of prede-

termined situations and choices governed by hazard. 

2.3  Being and Becoming

  Ghioc  is based on a template that controls the general
outlook of the composition by restricting the number of

available choices  at  all  structural  levels.   It  provides  a
framework within which indeterminate events can occur:

unpredictable details can not contradict the grand design
of the whole or the tenets on which the composition was

grounded.  In the spirit of John Cage’s aim to create a
music that  imitates  “nature in its  manner of  operation”

[3],  Ghioc serves as a metaphor for the workings of the
real world: gravity works in the same fashion regardless

on when and where apples or bananas fall and similarly,
random events have to fall between prescribed limits.

  A balancing act between determinism and hazard, be-
tween  causality  and  unexpected  happenstance  is  also

present: the fixed template limits the range of possibilities
and the manner in which macro events can succeed each

other while randomness prevails over concrete outcomes.
A static, immovable matrix/template and dynamic, con-

stantly moving random end results, also illustrate the con-

trast between Being (permanence) and Becoming (transi-
tory and ephemeral).

3. REALIZATION

3.1 Manifold Composition

Ghioc is a manifold composition - a composition class or
an equivalence class which is produced using both com-

puter-assisted composition and digital synthesis software.
  A manifold compositions consist of all actual and poten-

tial variants of a work that contains elements of indeter-
minacy and is generated by a computer reading the same

data for each variant.  Unique versions of the same piece,
they share the same structure and are the result  of  the

same process, but differ in the way specific events are ar-
ranged in time. The differences can range from a slight

re-arrangement of the notes in the score or of computer-
generated sounds in time, to radical alterations of textures

and even of the formal architecture of the piece. Similar
to faces in a crowd, the members of the manifold are dis-

tinct while sharing basic, common features.
  Discussing aleatory works, Umberto Eco wrote:  “They

are to be seen as actualization of a series of consequences
whose premises are firmly rooted in the original data pro-

vided by the author” [4]. In such cases, all conceivable
outcomes are equally valid results of an abstract blueprint

and a related process. Although there have been a number
of previous attempts at  computer-generating variants of

the same work (the ST pieces of Iannis Xenakis, Lejaren
Hiller's Algorithms, or Gottfried Michael Keonig's Ubung

für Klavier) unlike manifold compositions, none of them
have attempted to mass-produce such variants and all use

somewhat different sets of data from run to run.
  By potentially creating large numbers of unique versions

of the same archetype, manifold compositions represent
an idiomatic way of using computers in music composi-

tion. Their production depends on the availability of com-
prehensive software that does not require and does not al-

low the intervention of the user once the computations
have started.

3.2  DISSCO

A Digital Instrument for Sound Synthesis and Composi-
tion, DISSCO combines composition and sound design in

a unified approach. It has three main components: LASS,
a Library for Additive Sound Synthesis, CMOD, a Com-

position Module and a Graphic User Interface, LASSIE.
CMOD has the structure of a tree, a directed graph with

parent-children relations between its levels. Similar tools
are applied at different time scales (piece, section, sound,

FM/AM, frequency) and the link between the computer-
assisted composition and sound design is seamless.  

  DISSCO is comprehensive in the sense that it delivers a
final product which does not require further processing. It

is also a “black box” in the sense that it reads in the data
provided by the user and outputs a finished object,  the

piece, in a uninterrupted procedure.  This is necessary in
order to preserve the integrity of the process: modifying

the results or intervening during the computations would
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amount to the alteration of the data or of the logic embed-

ded in the software, a falsification of the experiment.
  A tool for the creation of manifold compositions such as

Ghioc, DISSCO can generate an arbitrary number of vari-
ants of the same piece by simply changing the seed for

the random number generator.
  The model  promotes  pre-composition planning along

with an experimental and speculative attitude.  DISSCO
and its features have been described in more detail in the

past [5].

4. CONTINUITY AND NARRATIVE

The difference  between  versions  of  the  same manifold
composition is enhanced when the order of its component

sections it is variable.  The continuity of the discourse is
challenged  and  the  significance  of  particular  events  is

modified in the new context.  

4.1 Role of the audience

  Traditionally, even abstract works lacking a literary pro-
gram display a logical chain of occurrences,  a “plot”, a

story that can be followed through the evolution of purely
musical features.   In the case of  Ghioc,  each section is

self-contained and the entire work is a collection of inde-
pendent and isolated episodes that share similar types of

material but are not causally connected.  Then, similar to
the readers of a French  Nouveau vague roman or to the

viewers  of some of David Lynch’s movie,  members of
the audience have to assume an active role and construct

their own interpretation.  As per Eco’s writing, all  such
readings are equally valid and plausible. 

4.2  Multiple  listenings

  Successive  listening of  distinct  Ghioc variants  reveal
additional ways in which the logical chain is fractured: as

the  succession  of  independent  episodes  changes,  new
connections and new narratives  are created.   Recogniz-

able  modules  appear,  to  the  alert  and  devoted  listener
who  remembers  the  old  arrangement,  as  flashbacks

placed in a changed environment.  
  At the same time, an exhaustive grasp of the manifold, a

complete and total knowledge of the work is impossible
since each conceivable ordering of sections also involves

a vast number of random details.  Actually, this  might
not be surprising since every new performance of a tradi-

tional  composition is  slightly different  even  when pro-
vided by the same artist.  Only, in that case, the diver-

gences are minor while the variants of a manifold compo-
sition like Ghioc could exhibit noticeable if not dramatic

distinctions.  An observer will acquire more information
in the case of the manifold simply because more choices

(leading to an increase in the entropy) are involved but
the complete comprehension of the artifact will be elusive

in both cases.

5. DIALOGUE

5.1  Asynchronous autonomy

When the  saxophone sections Star (lasting 60 seconds)

and Heap (lasting 120 seconds) switch places, the align-
ment with the EA sections is modified and the way the in-

strumental  and  fixed  media  layers  overlap  is  changed.
Since one of them occupies the first location in the se-

quence and the other one the fifth, only the position of the
last three sections  remains the same.  Even when the lo-

cations of  Heap and  Star are preserved, members of the
pairs  Lines  1/Lines  2,  Points  1/Points  2 could  switch

places: they employ similar materials and have a similar
structure, but the way their own elements are distributed

is not the same and the relationship with the EA stream
can then differ significantly.

  The two layers have their own time line and follow it in
independent fashion.

5.2 Hierarchy

  The human musician could either decide in advance or,
preferably,  on the spot the order of saxophone sections

but detail decisions will have to be made at the time of
the performance in  any case.  Fixed media part,  on the

other  hand,  needs  to  be  computed  before  the  concert.
Since the EA stream is “fixed” and can not be changed

once it has been computed, it occupies a dominant posi-
tion to  which the  instrumental  part  will  have to  adjust

(dynamics, for example) in real time - at least to some ex-
tent.

  Like two siblings, both EA and saxophone inherit the
same structure (the template) and materials (points, lines

and  textures)  but  there  is  no  planned  coordination  be-
tween the  two streams,  no intended synchronization of

sonorities.  The acoustic instrument tries to  adapt  when
necessary while the EA remains oblivious to the existence

of its kin. 
  The relationship between the two streams could also be

considered somewhat similar to that existing in some of
John Cage’s compositions:  two worlds coexist  by acci-

dent and their contacts are random.  For an outside ob-
server, they form a more complex universe in which, in

the case of Ghioc, the instrument tries to decipher the pre-
existing and unconcerned EA part.

5.3  Discrepancies

Another feature distinguishes  the fixed media from the
live performance: the EA sounds move continuously in

the stereo field in spite of the fact that the speakers re-
main in a fixed position while the saxophone performer

stands in the same location but executes gestures neces-
sary for sound production. Aurally, one sound source is

immobile while the other one is roving contradicting the
visual reality.

  Fixed media contains only sounds that were computer-
generated employing additive and granular synthesis (as a

subset of the additive).  They are created algorithmically,
from  first  principles,  without  attempting  to  mimic  the

characteristics  of  the  saxophone  or  resorting  to  prere-
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corded samples.  Conversely, the instrumental part is not

trying to emulate EA events either.
   In  summary, each stream follows its  own local,  im-

promptu narrative contributing to what can only be de-
scribed as a dialogue of the deaf.

5.4 Cohesion of the work

In the absence of a clear narrative and contending with an

impaired continuity, the integrity of Ghioc rests on the ro-
bust template governing its structure.  In addition to it,

the  unity is provided by its basic elements - points, lines
and  textures  –  both  instrumental  and  EA sections  also

benefit from two other features.

Figure 1. Envelope controlling miscellaneous parame-

ters in Ghioc. 

  The first one is an envelope that is applied to a group of

three parameters: frequency, loudness and density.  This
pattern, a function of time, is defined by ten points on the

abscissa (representing time) and ten points on the ordi-
nate (values); the coordinates result from divisions  corre-

sponding to the Golden Ratio.  The function is used both
in its original form as well as in its inversion, retrograde

and retrograde inversion creating a new layer of symme-
tries

  The second feature helping the cohesion of Ghioc is the
use  of  a  sieve  that  pervades  most  EA and  saxophone

modules  of  the  composition.   A logical  filter  based on
modulo  and  Boolean  operations,  the  sieve  produces  a

scale of the form 0, 3, 4, 5, 6, 7, 10 by employing moduli
2  and  5  to  construct  a  symmetrical  pitch  palindrome

which repeats at an interval of 10 semitones or minor sev-
enth:

      50 ⋃ 20 ⋂ (51 ⋃ 54) ⋃ 21 ⋂ (52 ⋃ 53)          (1)

 Later on, in the  Sieves sections of the saxophone part,
three prime numbers, 11, 13 and 17, are added as mod-

ules to generate scales that are also symmetrical but re-
peat at much larger intervals, beyond the range of the in-

strument.

6.  WORLDVIEW

A ghioc is a sea shell used by professional fortune tellers
to predict the future and to deceive credulous customers

in the process. The soothsayer pretends to find out what
the future holds by listening to the noise inside the shell.

Usually, the questioner is willing to suspend belief and
participates in the deception. 

  Ghioc, the composition, presents a somewhat similar sit-

uation with the fixed media running a monologue without
pause, apparently indifferent of the context, while - in one

possible interpretation - the human performer is asking an
“Unanswered Question” trying repeatedly to decipher a

message expected to be significant.  However, the inquiry
is senseless since there is no actual basis for communica-

tion between the two musical streams.  The fact that they
both exist  in  the same abstract  universe of  symmetries

and templates that establishes a framework where points,
lines and textures are ruled by chance does not imply the

possibility of an exchange of information between them.
  In real life, the delusion is brought about by an attempt

to make sense of random events, by the belief that there is
a rationale in accidental happenings and by ignoring the

existence of irrational, meaningless occurrences.  In “Le
mithe de Sisyphe” [6] Albert Camus writes:

  “The world in itself is not rational but what is absurd, is

the confrontation of that irrational reality and the desire
for clarity that profoundly resonates in the humans”

(author’s free translation)

The manifold  composition  Ghioc with  its  multitude  of
possible structural  and EA variants  and with numerous

spontaneous  decisions  available  to  the  performer,  also
points to the absurdity of latching on to a particular incar-

nation of the work: all variants are equivalent and equally
valid.  In turn, members of the audience have to decode in

their own way the message encased in Ghioc. 
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ABSTRACT

In this paper we describe the ongoing research on the de-
velopment of a body movement sonification system. High
precision, high resolution wireless sensors are used to track
the body movement and record muscle excitation. We are
currently using 6 sensors. In the final version of the system
full body tracking can be achieved. The recording system
provides a web server including a simple REST API, which
streams the recorded data in JSON format. An interme-
diate proxy server pre-processes the data and transmits it
to the final sonification system. The sonification system is
implemented using the web audio api. We are experiment-
ing with a set of different sonification strategies and algo-
rithms. Currently we are testing the system as part of an
interactive, guided therapy, establishing additional acous-
tic feedback channels for the patient. In a second stage
of the research we are going to use the system in a more
musical and artistic way. More specifically we plan to use
the system in cooperation with a violist, where the acoustic
feedback channel will be integrated into the performance.

1. INTRODUCTION

Real time measurement of human body movement pro-
vides an excellent technical basis for a larger number of
application and research scenarios. In this paper we de-
scribe the ongoing design and development of a real time
sonification system for body movement data. Two applica-
tion contexts for this system have been defined by us:

1. body movement sonification as an additional bio feed-
back channel as part of a physio therapy in multiple
settings

2. body movement sonification as an additional chan-
nel as part of a musical performance, in our case
playing the viola by our second co author, a trained
musician and music teacher

So far, we focused on the first context, as we are still in
the technical setup phase of our research.

Guided movements, which are body to body interactions
between patient and therapist, are a central, important means
for the treatment of a large number of human illnesses. The
therapist is guiding the patient with her body movements

Copyright: c�2018 Christian Baumann et al. This is an open-access
article distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

and helps him, by giving language instructions, is control-
ling the tempo of the movement, controls the intensity of
the patients movement and defines the rhythm of the move-
ment. By holding the hand or touching the arm, a helpful
supporting haptic feedback is given to the patient, who in
turn, is reacting to the interaction and thus adapts and im-
proves his body movements leading to a better recovery.

The similarity between therapy and musical performance
or dance should be rather obvious now. In both cases we
find the same pre conditions: dance consists of a body to
body interaction, musical performance consists of a body
to instrument interaction.

The integration of body movement and sound production
is an integral part of the musical and artistic expression.
Musician use body movements in multiple ways, obviously
to create the sound in conjunction with their instruments,
but also to intensify the musical effect, e.g. by synchroniz-
ing their body movements with the rhythm or the dynamic
of the performed musical piece.

Body movements are also used to communicate during
musical performance. Spoken language is often not to be
used during a musical performance, giving posture, ges-
ture, mimic and gaze a more important and prominent com-
municative function.

1.1 Bio feedback in therapy

Bio feedback training (BFB) is a powerful means to learn
and re-learn body motion patterns. It is often used with
patients suffering from neuro muscular disorders or pain
symp- toms of the motion apparatus. A positive effect
through pallaestethic BFB can also be recognized for chil-
dren with innate cerebral parases ([1]). BFB is also used
for patients with strokes and facial pareses ([3]; [8]; [2]).
Current BFB systems are focusing on visual bio feedback
(see [6]). These systems require the patient to visually
focus an external source, quite often a monitor display-
ing some kind of visual stimulus. This is interfering with
the patients ability to perceive their own body movements,
which could be a very important source of information dur-
ing therapy. It is currently not clear, whether audio based
BFB systems provide better results for the therapy of mo-
tion limited or disabled patients, ([7]; [4]) And it is also
unclear, how a satisfactory sonification process for body
movement data could be implemented within the context
of physio therapy ([5]).

2. THE MEASURING SYSTEM

Within our system, the recording of the body movement is
conducted using wireless sensors, that will be attached to
specific body parts of the musician/patient. These sensors
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Figure 1. The experimental setup: sensors can be placed anywhere on
the human body. In our case, we are interested in arm movements, either
in a therapeutic context, in a later stage, measuring the arm movements
of a violist.

provide high quality readings with a high temporal resolu-
tion. The maximum sample rate of the sensors is at 3000
Hz, giving detailed information on the muscle excitation,
the accelleration and the spatial alignment. The used No-
raxon software provides the functionality to synchronize
audio- and video streams with the recorded body move-
ment data. In addition, a number of simple statistical steps
can be computed by the software. It also visualizes the
measurements in a live graph and is able to create a very
simple auditory feedback, based on the definiton of thresh-
old values for the parameters.

Figure 2. The system architecture: data is transmitted using a REST
API. The intermediate proxy is preprocessing the incoming data. The
sonification process is implemented as a web audio based system running
in the client browser.

In order to access the live data of a recording, the No-
raxon software provides the user with a built-in web server
that is implementing a simple REST API. The measure-
ments are streamed as raw data and are encoded as a JSON
compatible string. The blocksize of these data chunks is
variable and depends on the request interval of the con-
nected client system, in our case, the computing proxy sys-
tem.

The computing proxy system parses the data blocks and
performs a set of pre-processing steps. It is implemented in
python and uses powerful libraries to extract a number of
key figures from the raw data. These include gliding aver-

Figure 3. The Noraxon software is recording, audio data, video data
and the body movement data in real time. Data is displayed as a live
oscillogram.

age and standard deviation. It also integrates the signal and
performs other standard statistical computations. Through
these steps, the computing proxy reduces the amount of
data, that is sent to the sonification system.

3. SONIFICATION WITH THE WEB AUDIO API

The sonification system has been implemented as a web
based application using the web audio API for creating
the sound. The central component of the system is a 3
oscillator subtractive synthesizer. Its internal architecture
is fixed (non modular) and follows the standard approach
taken by most of the current analogue and digital synthe-
sizers, consisting of a chain of VCO, VCF and VCA. In
addition LFOs and an EG are provided to modulate a num-
ber of parameters of the main components (e.g. frequency,
pulse width, filter cutoff frequency and filter resonance).
In order to receive the movement data from the comput-
ing proxy, a simple timer creates GET requests in regular
intervals. Depending on the selected sonifications strategy,
the movement values are then mapped to control param-
eters of the synthesizer, eventually creating the perceived
sound. For the creation of rhythmic patterns a simple web
based drum machine has been implemented. A set of four
pattern generators is used. These pattern generators func-
tion like a set of gears (see [9]), each producing a config-
urable repetitive rhythmic pattern. The gears could also be
linked, thus being synchronized. For each gear up to two
independent sounds could be selected with a pattern length
between 1 and 17 beats for a single gear revolution. The
sounds of the drum machine are produced by the described
web audio synthesizer.

4. FIRST EXPRIMENTS

A set of different sonification strategies has been imple-
mented. Parameters on a number of musical levels and
sound levels are controlled by the preprocessed movement
measurements.

• pitch

• volume

• rhythm

• complexity of tonal clusters (filter parameters of noise)

• chord selection
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• melody structure

• position in the stereo field

• position in a spatial field

The simplest way to sonify value changes is a direct map-
ping from movement to pitch. In our case, we experi-
mented with speed and acceleration of the arm movement.
While speed leads to smaller, less abrupt changes in pitch,
acceleration creates a sound impression, that can be com-
pared to a theremin. We also tried out to simultaneously
sonifiy different sensors with different sounds (and also
positioned them in the stereo field). While the sound be-
came more interesting in a musical sense, the bio feedback
seemed to be too complex. It became quite complicated to
map the perceived sound back to the movement control of
the arm. The second experiment tried to keep the pitch of
the sonification steady. This allowed for a better control of
the harmonic structure of the auditory feedback. Instead
the volume of the sound was mapped to the arm move-
ments. It turned out, that a better speed control of the arm
movement could be realized by the participants. On the
other hand, it became relatively complicated to get an ad-
equate feedback for fine grained arm movements. The dif-
ferences in auditory feedback were barely noticeable, even
though, the volume mapping used a logarithmic scale. In
our experiment on rhythmic structure we followed ideas
inspired by Toussaint ([9]). A rhythm machine was im-
plemented by means of geometrical descriptions. Here we
(conceptually) used gears of different sizes to create rhyth-
mic patterns of different length and speed. The arm move-
ments were mapped to these parameters, thus changing
the overall speed of the rhythm, as well its internal struc-
ture. Participants liked this kind of feedback. It gave them
a good control about the temporal course of their move-
ments. Even slight variations of movement speed were eas-
ily detected. On the other hand, variations in the movement
measurement needed to be smoothed out more. For the
next experiment we tried to provide as little musical struc-
ture as possible. Instead, multi band filtered pink, white
and brown noise was used to create a non disturbing pleas-
ant background hiss, comparable to an ocean noise on the
seaside. The filter cutoff frequencies were modulated by a
set of slowly moving LFOs, which in turn were controlled
by the arm movement data. Here the acoustic feedback
was perceived as delayed, not directly connected to the arm
movement. Nevertheless, participants kind of liked it, as it
provided a means of a slow moody change. They realized
something went wrong a little time ago, moved back to a
previous position and repeated the movement, hoping to
get no further negative acoustic feedback.

The experiment on chord selection was based on a varia-
tion of a Tonnetz by Euler. Instead of moving through the
network in a circular way, a given central chord was cho-
sen, and the arm movements were mapped to a distance
value, thus moving away from the central chord to select
more distant chords. Once the arm movement was back
on track, closer chords were chosen again. Most of the
participants liked to stay within a close range to the cen-
tral chord, thus mainly producing simple (musically rather
dull) cadences of tonica, dominante and sub-dominante.
Still some also enjoyed the more complex structure of the

distant chords. The perceived musical structure led to a
stronger distraction of the participants, as they rather tried
to get back to the central chord, than concentrating onto the
correct arm movement. In a sense, the participants used the
sonification system for a musical performance. The final
three sonification strategies have not yet been under exper-
imental testing. If accepted to the conference, we hope to
be able to present all of our results as part of a poster/demo
presentation.

5. CONCLUSIONS

In this paper we present the early stage of our research on
the development of a web audio based sonification system
for body movement data. So far, we have been able to de-
sign and implement a first version of the system. This pro-
totype is fully based on current web technology. We devel-
oped a set of sonification strategies and conducted a num-
ber of experiments to pre test our hypotheses. The results
are quite promising. Within the context of physiotherapy
we expect to achieve positive effects on the rehabilitation
of patients by integrating auditory bio feedback into the
therapy. In a second strand of research, we would like to
use the system in a more musical way. More specifically,
we would like to use the system to capture and analyse the
arm and body movements of a violist (our second co au-
thor) and use the incoming body movement data to control
the sonification system in a musical and esthetic way. As
the violist is also teaching viola playing to younger chil-
dren, one might also use our system in a didactic setting.
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Indicators of Intensity: A Composition via the Sonification of Cycling Data
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ABSTRACT

Sonification has been a consistent technique in the creation
of both electronic and computer music since their begin-
nings. With the proliferation of increasingly smaller, faster
computers and larger, more diverse data sets, the possi-
bilities of both practical and artistic methods of sonifica-
tion have been rapidly expanding. This project explores
one such possibility: creating an original piece of music
from data recorded by a cyclist throughout the course of
a training session. This possibility is achieved by leverag-
ing the availability of wireless sensor systems, on-bike and
wearable computers, software for the analysis of athlete
data, and software and programming languages for music
composition. The result is a computer program that takes
a set of training data as input and renders in real time a
computer-aided algorithmic composition that can be eas-
ily recorded using a modern digital audio workstation. To
achieve this result, the program reads through the provided
athlete data and generates MIDI data, synthesizes wave-
forms, and manipulates field recordings based on a set of
mappings from athletic to musical parameters. When de-
veloping the program and algorithms used in the sonifi-
cation process, parameters important to the evaluation of
athletic performance and parameters important to musical
analysis and composition were carefully considered. Pos-
sible mappings were then tested and refined until a musi-
cally satisfying result was obtained for one particular data
set. The resulting composition, Indicators of Intensity, is
the sonification of this data.

1. INTRODUCTION

Triathlon is a multisport discipline consisting of three se-
quential events: swimming, cycling, and running. This
project was inspired by my background as a triathlete and
enthusiasm for training scientifically. In the context of cy-
cling, this means training with the use of a power meter.
A power meter is typically a small device, equipped with
strain gauges, that is built into a bicycle’s crank or rear
wheel hub. The device measures the amount of force being
applied to the pedals by the rider and communicates this
information to the rider via a wearable or bike-mounted
computer. This application of force can be consulted along
with other parameters in real-time, at the conclusion of a
training ride or race, and over the course of a season (or

Copyright: c�2018 Robert Richey et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

multiple seasons) to draw useful conclusions about train-
ing and racing performance. In this project the athletic pa-
rameters of power, speed, heart rate, cadence, and duration
are mapped in various ways to the musical parameters of
pitch, dynamics, timbre, texture, and duration with the aim
of creating a musically interesting result. This experiment
in sonification relies on several existing technologies, as
well as a new program, written in the ChucK programming
language, to perform the aforementioned mappings. In do-
ing so, my hope is to extend the rich history of using data
from non-musical sources as the basis for computer-aided
algorithmic composition.

2. MUSICAL PRECEDENTS

While algorithmic approaches can be found among the old-
est systems of composition, I gravitated towards the new
in my own compositional processes. This project was di-
rectly inspired by the research and compositions of Charles
Dodge (Earth’s Magnetic Field), Iannis Xenakis (the UPIC
and Mycne Alpha), John Chowning (Stria), and Paul Lan-
sky (Six Fantasies on a Poem by Thomas Campion). I
was interested in how Dodge devised mappings from non-
musical data to musical parameters that resulted in an ef-
fective, coherent composition and was further intrigued by
how Xenakis’ UPIC system could be used to create any
number of compositions in a novel fashion. In the case of
Chowning and Lansky, their aforementioned compositions
represented what I considered opposing ends of a spectrum
in timbre. The other-worldly sounds in Stria encouraged
me to use frequency modulation synthesis techniques in In-
dicators of Intensity, while the use of comb filters on cer-
tain vocal passages is a direct result of my admiration of
Lansky’s electronic music that utilizes vocal components.
One goal of Indicators of Intensity was to create a texture
that effectively juxtaposes the innately human sound of
speech against abstract sounds generated via FM synthe-
sis. By allowing both to be present throughout the piece,
I hoped to produce a musical equivalent of a bicycle and
rider, where human and machine play equally important,
yet distinct roles. A final influence worthy of mention are
the chance processes of John Cage. This influence is im-
portant due to the ease of which indeterminacy can be uti-
lized in a programming environment via random number
generators. Embracing this strategy for a wide range of de-
cisions allowed for quickly yielding diverse results. Exam-
ples of musical decisions left to a certain degree of chance
include pitch and rhythmic material, how many sonorities
are triggered at a time, which field recordings are selected
for playback, and whether a given sonority is heard at all.
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3. CONCEPT

In creating a sonification, the program tracks changes in
four cycling parameters over the course of a ride: speed,
power, heart rate, and cadence. Their definitions are as
follows:

• Power – the amount of force the rider is applying to
the pedals, measured in watts

• Speed – the rate at which the rider is moving, mea-
sured in kilometers per hour

• Heart rate – the speed of the rider’s heartbeat, mea-
sured in beats per minute

• Cadence – the rate at which the rider is pedaling,
measured in revolutions per minute

These parameters were chosen because they are easily
understood, can be accurately measured, and are among
the most frequently analyzed when evaluating and opti-
mizing athletic performance [1]. Their relationships to one
another also provide the possibility for interesting sonic re-
sults. Consider the following scenarios:

• While on a flat road, speed and heart rate will in-
crease as power increases.

• While riding up a hill, cadence and speed will likely
drop as power and heart rate rise.

• While riding down a hill, speed will likely increase
as cadence, heart rate, and power decrease.

• While sprinting there will be a sudden increase in
power and speed, but heart rate will lag behind and
may continue to increase after the sprint has con-
cluded.

These examples illustrate opportunities to draw straight-
forward comparisons to common musical phenomena in-
cluding voice motion, repetition, imitation, variation, con-
tour, and climax. When designing sonification algorithms,
such comparisons informed the musical decisions made re-
garding points of entry and repetition; periods of activity
and repose; and the contour, pitch, and timbre of wave-
forms. During the sonification, the following changes in
parameters are tracked: maximum values, values of zero,
current values, and changes in power zone. When planning
the processes for sonification, these changes were consid-
ered within the context of when they happened during the
ride. Therefore, the passage of time and the ride’s overall
duration were also key considerations.

3.1 The Passage of Time

As with all music, the passage of time is necessary for
the realization of a composition created by the program.
In rendering a sonification, the entry points of the various
sonorities and the rate at which they happen are determined
by two parameters: the desired duration of the piece and
the total number of samples in the data set. (The data set
used in Indicators of Intensity was recorded at a rate of
1 sample per second over the course of approximately 3
hours and 40 minutes for a total sample count of 13,281.)

The sonification program uses this information to expand
or contract the sample rate to fit the duration specified by
the composer. For example, in this 16 minute composi-
tion, samples are processed at approximately 13 samples
per second (13, 281 samples / 960 seconds). In this way,
the entirety of a given ride can be expressed flexibly over
any amount of time. The result is the sonification will re-
flect the changing of parameters in proportion to when they
occurred in real time. This program was written with the
goal of utilizing the data produced during a typical train-
ing session (1–3 hours) to produce a composition with the
length of a typical piece of chamber music (10–20 min-
utes). This however serves only as a starting point. In-
teresting results may be obtained by further compressing a
data set, expanding only select fragments of data, or allow-
ing a data set to unfold over a much longer period. These
decisions may be made based on the nature of the data,
musical considerations, or some combination of the two.

3.2 Maximums and Values of Zero

One way sonification takes place is by tracking the highest
recorded value for a given parameter as samples are being
read. Another is noting whenever certain parameters drop
to a value of zero. The sonification program reacts to new
maximums in speed, cadence, heart rate, and power; and
to values of zero for power and cadence.

The inclusion of these events was chosen for their sig-
nificance when training. New maximums may be dictated
by the training plan of a particular workout, demanded by
the rider’s environment, or serve as a warning that the ath-
lete is working too hard. Values of zero indicate the rider
has momentarily stopped applying force to the pedals or is
currently coasting. This may be useful to conserve energy
or an indication of inconsistent effort. By incorporating
these events into the sonification, the composition reflects
the moments of highest and lowest intensity found in the
data.

3.3 Current Values

The current measurements of the various cycling parame-
ters are also utilized. Allowing the ever-changing values of
current measurements to affect certain musical parameters
gives the listener a window into what is currently happen-
ing in the data. These windows open periodically through-
out the piece by subjecting certain sonorities to continuous
manipulation. Using current values to shape certain as-
pects of the composition was considered important due to
the interrelated nature of how exercise and music are ex-
perienced. While analysis is performed on athlete data as
well as musical scores, each use discrete measurements to
represent a continuous phenomenon that can only be expe-
rienced in real time.

It is an important feature of the sonification program that
while every sample influences the composition, not every
sample is necessarily utilized directly. In the case of Indi-
cators of Intensity, 3 hours and 40 minutes of data is con-
densed into a 16 minute composition. At this high sample
rate, sequential use of every sample can result in erratic
behavior by the sonorities the samples are governing. To
remedy this, when tracking the current value of a parame-
ter, the average of a set number of samples’ current values
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is used instead. The number selected to average (such as
every 5 samples) varies by sonority, and was chosen to re-
flect the data at a level of granularity that was representa-
tive of current values while maintaining a relatively smooth
contour with regards to the sonority being governed.

After deciding on mappings between current cycling val-
ues and musical parameters, how the mappings would be
performed had to be decided. Throughout the program,
when dealing with the representation of current values, the
program relies on a straightforward linear transform (1).
The transform takes a value x from cycling parameter range
[a, b] and calculates the corresponding value y from mu-
sical parameter range [c, d]. This transform is used exten-
sively throughout the sonification, and auxiliary functions
are employed to shift smoothly from one value to another.
In this way, the change in data can be heard in proportional
time to when it was recorded over the course of the original
ride.

y = (x� a)/(b� a) ⇤ (d� c) + c (1)

3.4 Change of Power Zone

Power is an invaluable metric for cyclists because it is an
objective measure of input. This is in contrast to a parame-
ter such as speed, which is a measure of output that only al-
lows for an estimation of input (maintaining a given speed
while riding up a hill will require much more effort than
riding down). Because of this, riders may precisely mea-
sure the intensity of their effort by monitoring their power
output. By staying within clearly defined ranges, referred
to as “zones”, they can increase the benefits they receive
from their training [2].

In the sonification program, when the data indicates that
the rider has moved from one zone to another, there is a
chance that three algorithms are executed that manipulate
samples of spoken voice. By using a change in power zone
in the sonification process, the resulting composition in-
cludes cues as to when the rider has made a significant
change in intensity. By taking these events and incorporat-
ing them into the form of the composition, the importance
of changing power zones is further emphasized. This re-
flects the profound impact that training at a given intensity
has on fitness level.

4. FORM

The form of the resulting piece is created by two factors:
the source data and the design of the algorithms govern-
ing the sonification process. Consideration was given as to
how to balance these factors in such a way as to arrive at a
composition that was both musically intriguing as well as
reflective of the data. The employed strategy aims to estab-
lish repetition by having a particular sonority assigned to
each data-driven event tracked by the program, and achieve
contrast by having each execution of a given sonority vary
based on a combination of the state of the data and chance
processes.

While each sonority is consistently mapped to the same
cycling parameters, the rider’s power output dropping to
zero is a prominent source of repetition in the data, and is
thus reflected in the composition. Every time power drops
to zero, one or more bass drum sounds are heard. These

sounds are intended to serve as a foundation, providing a
familiar anchor throughout the piece. FM synthesis wave-
forms and manipulated voice samples are designed to fur-
ther aid in bringing structure to the piece via their con-
sistent presence. By triggering the FM synthesis wave-
forms via the sounding of drums, and the voice samples
via change in power zone, three distinct sounds are tied to
the riders power output, making this parameter a key for-
mal component that provides a variety of musical material.

To provide contrast, all sonorities are subject to change
throughout the piece. Changes may result from the data,
by chance, by a function of elapsed time, or by some com-
bination of the three. They may be slight, such as in choice
of articulation; marked, but gradual, such as within voice
texture; or sudden, but retaining a similar character, such
as in the pitch and rhythmic material generated for MIDI
instruments. The goal of this approach was to create con-
trasting material at the local and global level by utilizing a
variety of methods, and by favoring a particular approach
depending on the level and data in question. An impor-
tant source of large-scale change can be found in the voice
sonorities. The texture and volume of these voices gradu-
ally changes throughout the duration of the piece, leaving
the listener in a different place at the end than in the begin-
ning. Gradual change based on elapsed time is also found
in field recordings of bicycle sounds. In this case, the rel-
evant algorithm returns the listener to where they started.
These changes are an attempt to reflect a change in fitness
and the return to a starting point, respectively.

At a more local level, change is primarily generated by
chance. While a particular event, such as a new maximum
power, always results in the sounding of a marimba, the
particular pitch and rhythmic material of each passage is
left to chance. This choice was made because the initial
triggering of a particular sonority is the cue most relevant
to what is indicated by the data. To extend a potentially
simple, utilitarian indicator to an event that has musical in-
terest, algorithms were developed that, for instance, com-
pose brief passages using material familiar to traditional
Western music. The result is the sonification program gen-
erates musical material at predictable points when com-
pared to the data. Some musical events are unavoidable in
any sonification utilizing this approach, while others would
differ substantially depending on the data set. An unavoid-
able occurrence is a burst of activity at the start of the soni-
fication. Since all maximums start at zero at the beginning
of a training session, new maximums will be recorded reg-
ularly even though the athlete may only be warming up.
This activity will then naturally subside as a baseline inten-
sity is established for the session. From there, depending
on the nature of the workout, the data may cause consider-
able variability in the frequency, density, texture, and tim-
bre of the sounds heard in the sonification. In this fashion,
the data is allowed to speak for itself.

5. INSTRUMENTATION

The sounds that make up the composition can be thought
of as belonging to three different groups: an ensemble of
MIDI instruments, a collection of waveforms, and a col-
lection of field recordings.
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5.1 MIDI Ensemble

The MIDI ensemble takes the form of a quintet of instru-
ments housed in a digital audio workstation. The ensemble
consists of flute, marimba, guitar, piano, and a trio of bass
drums. These instruments were selected due to their abil-
ity to complement one another in terms of range, timbre,
melodic contour, and chordal ability. As a unit, this ensem-
ble is meant to provide a collection of familiar sounds to
counterbalance the more abstract waveforms and manipu-
lated field recordings heard throughout the piece.

5.2 Waveforms

The piece also features a variety of waveforms that are syn-
thesized in real time inside of the ChucK program by uti-
lizing the language’s oscillator unit generators. They are
broken down into two groups: five sine waves, and three
waveforms created via FM synthesis. The sine waves al-
ways sound in clusters and may be thought of as a sin-
gle sonority. The FM synthesis waves each behave inde-
pendently. While they are frequently triggered together,
their algorithms and timbres are more complex and result
in each wave having a distinct character. Each are given
their own space in the stereo field.

5.3 Field Recordings

The piece features a total of 44 field recordings that, like
the waveforms, may be thought of as belonging to two
groups. The first group is composed of a variety of sounds
created directly by, or are related to, a bicycle. Examples
include shifting derailleurs, dragging a fingernail across
spokes, and riding the bike on a trainer. The second group
is comprised of samples of the composer reading excerpts
of Dr. Alan Coggan’s paper Training and racing using a
power meter: an introduction. This paper was chosen for
two reasons: it not only provides an outline for, and ar-
gues the effectiveness of, applying power-based training to
cycling, it is also authored by one of the most influential
researchers and coaches on the subject [3]. Furthermore,
the field recordings featuring these excerpts are heard dur-
ing changes in the rider’s power zone. By selecting salient
passages from Dr. Coggan’s paper and incorporating them
as vocals into the piece at key moments, the composition
is able to comment on not only its structure, but also its
inspiration.

6. SONIFICATION ALGORITHMS

This section provides an overview of the algorithms that
govern each sonority featured in the sonification process.
Many of these sonorities share commonalities which are
designed to unify the piece. Common behaviors and over-
all organization schemes include:

• All sonorities (except the bicycle sounds) are trig-
gered or affected by at least one of the four cycling
parameters.

• Chance processes are utilized in every algorithm.

• All pitched MIDI instruments freely draw their pitch
material from the chromatic scale.

• Rhythmic material performed by the MIDI instru-
ments is selected from durations of 800, 400, 200,
and 100 milliseconds with occasional augmentation.

• Three algorithms are used to manipulate the field
recordings of voices. These algorithms are executed
together and serve to provide a gradually changing
texture to the vocal component of the composition.

The project’s code follows standard object-oriented de-
sign principles and takes advantage of ChucK’s core fea-
tures including classes, functions, events, concurrency, and
multithreading. In total, the code consists of 18 ChucK
files and one Python script. Of these ChucK files, 15 each
outline a class which is responsible for either processing
data or making use of such data to create sound. The re-
maining three files make use of these classes to render the
sonification by way of iterating through the data and ex-
ecuting a given sonority’s play function when prompted
by the data (see Figure 1). 1

for (1 => int i; i < numberOfSamples; i++) {
    if (sample[i].cadence.max > sample[i-1].cadence.max && 
        fluteIsOff) {
        spork ~ playFlute();
    }
    sampleRate::ms => now;
}

fun void playFlute() {
    0 => fluteIsOff;
    Math.random2(2, 8) => int numNotes;
    Math.random2(60, 127) => int velocity;
    

for (0 => int i; i < numNotes; i++) {
        if (i == numNotes / 2 && Math.randomf() > 0.6) {
            trill(velocity);
        }
        Math.random2(72, 96) => int note;
        MIDInote(fluteOut, 1, note, velocity);
        durs[Math.random2(0, durs.size()-1)]::ms => now;
        MIDInote(fluteOut, 0, note, velocity);

}

    if (Math.randomf() > 0.66) {
        trillFade(velocity);
    }
    1 => fluteIsOff;
}

Figure 1. Control flow and play function for MIDI flute.

6.1 Flute, Marimba, and Piano

These instruments receive MIDI input when a new maxi-
mum is achieved during the ride. They are mapped such
that the flute responds to new maximums in cadence, the
marimba to power, and the piano to heart rate. The flute
and marimba algorithms respond by generating a stream
of single notes whose individual pitches and rhythms are
determined by chance. These passages are ornamented by
trills and rolls respectively. The piano algorithm generates
a three note chord that is sustained for a predetermined du-
ration of four seconds.

6.2 Guitar

The guitar is controlled by a straightforward algorithm that
executes whenever cadence is equal to zero. It results in the
sounding of a single MIDI note followed by a crescendo
of tremolo picking which is occasionally punctuated by a
three note chord. Tremolo speed is fixed while pitch and
sustain vary with each execution.

1 Source repo at https://github.com/robertrichey/IndicatorsOfIntensity
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6.3 Drums

A power output of zero results in one or more of the three
bass drums being triggered for a total of one to three times.
Which of the three drums is sounded, its velocity, and the
duration between successive hits is chosen by chance. The
final drum hit is delivered with a stronger velocity than the
preceding hits. The pan value of the final drum is then used
to determine the beginning pan value of the following FM
synthesis wave, should it sound.

6.4 FM Synthesis

The piece makes use of three FM synthesis waves to pro-
vide insight into the status of the current values of the cy-
cling parameters. Two oscillators create each FM synthesis
wave, and their settings are controlled by the data. For in-
stance, one wave uses the following mappings:

• power ! carrier frequency

• speed ! modulator frequency

• cadence ! carrier gain

• heart rate ! modulator gain

The other two waves have different combinations of the
above mappings. These three waveforms are initially trig-
gered by the drum algorithm. The duration for which these
waveforms play is determined by the amount of time that
has passed since the last time the drums have sounded.
Stated another way, this duration is based on the amount
of time that has passed since a power value of zero was
last recorded. For instance, if 100 samples have been read
since the previous execution of the drum algorithm, the
waveform will sound for approximately the next 100 sam-
ples, and its parameters will be continually shifted based
on the current values contained in samples being read by
the program at that time.

6.5 Sine Waves

The five sine wave oscillators used in the piece can be
thought of as a single, five-voiced instrument. When a new
maximum speed is registered, a silent oscillator is chosen
to play with its frequency, gain, and duration determined
by chance. Because only a single oscillator is chosen each
time there is a new maximum speed, as a group, the five os-
cillators may not always sound together. When several new
max speeds are achieved by successive samples, additional
oscillators will continue to sound at different frequencies
and for different durations until all are in play.

6.6 Shifting Voice

The Shifting Voice sonority is triggered 80% of the time
the rider changes from one power zone to another. When a
change takes place, a voice sample is chosen at random and
played in its entirety. It is subjected to three comb filters
whose delay times are set in relation to one another in such
a way that the sample takes on a chordal-like resonance. To
set the filters, the first filter’s delay setting is mapped to the
rider’s current power output. The second filter is set to be a
perfect fourth above the first, and the third filter is set to be

a random interval between a minor second and an octave
above the first. Once these intervals are selected, they are
then continually shifted as a group based on the current
power values of the samples being read during playback of
the voice sample. This sonority is silent at the beginning
of the piece and gradually increases in volume during the
sonification. At the piece’s conclusion, it is the only voice
sonority heard.

6.7 Voice Fragments

Two algorithms are responsible for fragmenting the voice
samples in different ways. If a switch in power zones trig-
gers the execution of the Shifting Voice algorithm, these
voice fragments will sound for the same duration. As the
name suggests, only small portions of the various voice
samples are heard and are chosen at random. They are
played rapidly, across the stereo field, at a variety of gain
levels, and are occasionally subjected to effects.

The first of these algorithms fragments the voice samples
into smaller pieces and occasionally applies reverb to in-
dividual fragments. The master gain of these fragments is
gradually reduced to zero over the course of the piece. The
fragments governed by the second algorithm are slightly
longer and become increasingly present as the piece pro-
gresses, reaching their peak volume at the golden section
before fading over the remainder of the piece. Instead of
reverb, these fragments are manipulated by a trio of comb
filters. The filter settings vary with each fragment and their
delay settings are dependent on one another in a manner
similar to the Shifting Voice algorithm. The first filter has
its delay set randomly, with the settings of the remaining
two filters set so that they each sound between one and
twelve half steps away from the first.

6.8 Bicycle Sounds

Throughout the piece, a variety of sounds created by, or
related to, a bicycle are heard across the stereo field. These
sounds are meant to act as the canvas upon which the rest of
the piece is painted. Throughout the duration of the piece,
there is a chance that a random sample will be played at
a specified interval (in the case of Indicators of Intensity,
every three seconds). The chance that a given sample will
play becomes increasingly likely as the elapsed time ap-
proaches the golden section of the piece. The result is that
the density of these bicycle sounds increases as the piece
approaches the golden section and then tapers off as the
piece reaches its conclusion.

7. WORKFLOW AND TOOLS

To create a finished composition, multiple steps are re-
quired of the composer. They involve selecting a data set,
converting the data into the proper format, configuring and
running the sonification program, and recording, mixing,
and mastering the result. The title Indicators of Intensity is
inspired by the composition’s emphasis on reacting to the
changing of athletic parameters over time. The wording
itself comes from Dr. Coggan’s frequent use of the word
“intensity” throughout Training and racing using a power
meter: an introduction.
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7.1 Selecting and Preparing a Data Set

The data used in the sonification for Indicators of Intensity
was initially recorded and saved by the athlete for training
purposes and later volunteered for sonification. This in-
volved the athlete utilizing a Garmin smart watch to record
data from sensors placed on their bicycle and person during
a training ride. Once received, the data set was imported
into the software tool Golden Cheetah for analysis. Golden
Cheetah is intended for the use of tracking cycling data for
the purpose of evaluating athletic performance. For this
project, Golden Cheetah’s use was twofold: its visualiza-
tion capabilities were used to estimate how suitable a given
data set would be for the purposes of creating an interest-
ing composition, and for converting the data from a propri-
etary format to a JSON file. A useful feature for determin-
ing whether the data may create an interesting sonification
was the ability to view charts that track the changes in pa-
rameters relative to one another over time. Once a data set
was selected and a JSON file exported, a Python script was
used to iterate over the JSON file and write data relevant to
sonification to a series of txt files. These files were easy to
work with when using ChucK’s comparatively limited I/O
functionality.

7.2 Sonification Process

The sonification program was entirely written in ChucK
and makes extensive use of the language’s “strong timing”
[4]; support for concurrency and event handling; and unit
generators for sound synthesis, MIDI routing, and sam-
pling. ChucK was selected for the ease of which these fea-
tures can be utilized and its familiarity to the composer. To
render a sonification, the program had to be configured to
make use of its input in the form of cycling data and field
recordings. (All field recordings were captured at home
using a handheld recorder.) To do so, a file path to the ap-
propriate txt files and field recordings was entered into the
program along with the desired composition length. After
configuration, the final step was to ensure the appropriate
virtual MIDI ports were created and routed to the correct
instruments inside a digital audio workstation. Ableton
Live was the primary workstation used to record MIDI data
output by the ChucK program. Live was a natural choice
due to its large library of instruments and the ease of re-
ceiving, recording, saving, and exporting MIDI and audio
from virtual inputs. Once configured, the program could
be launched via an initialization file that sends all neces-
sary class files and scripts to the ChucK Virtual Machine.

7.3 Recording, Mixing, and Mastering

The instrument parts and synthesized ChucK sounds were
recorded simultaneously, but independently. Instruments’
MIDI data was directly recorded within Ableton while all
other sounds were captured in a wav file using ChucK’s
built-in recording capabilities. The resulting wav file was
then added as an additional audio track to the Ableton set
that recorded the MIDI instruments.

Once a recording was captured in Ableton and selected
for mixing, the project’s MIDI data and ChucK audio were
moved to Logic. Logic was used due to its easy integra-
tion with Native Instruments’ Kontakt sampler as well as
logistical concerns such as the configuration of the studio

available to the composer. Kontakt was found to provide
the highest quality virtual instruments from the resources
available and thus was used in the final version of the com-
position. Basic mixing adjustments were then made for
each track and as a final step a limiter was placed on the
master track before the final version of the piece was ex-
ported as a single wav file.

8. CONCLUSIONS

Indicators of Intensity represents one possible result of the
sonification of cycling data. While the program was tai-
lored to a specific data set over the course of its devel-
opment, it can still be used “as is” with any cycling data
that contains samples of the discussed parameters to cre-
ate a unique piece of music. Adjustments to further alter
the result include the length of composition, granularity
of the averages used in various synthesis processes, pitch
and rhythmic values of MIDI notes, and selection of the
MIDI instruments themselves. These represent superficial
changes to the core algorithms that govern the sonifica-
tion process that would nevertheless dramatically alter the
musical result. This suggests that further experimentation
with this program is worthy of consideration. Refactor-
ing and further automating the steps involved in the soni-
fication process would further simplify the task of mod-
ifying the program to behave differently under the same
data set, more dynamically under any provided data set, or
allow it to function in a different environment. Taken to-
gether, these options could lead to additional compositions
and compositional techniques worthy of release. Addition-
ally, this project may serve as a starting point for many
collaborative opportunities due to its interdisciplinary na-
ture. Those with skill sets in the areas of music compo-
sition, computer science, and exercise science would all
be able to contribute to this or a similar project and ex-
tend the ideas presented here in a variety of directions for
artistic or practical purposes. Exploring these possibilities
collaboratively makes the establishment of interesting con-
nections and discovery of satisfactory results more likely.
By using athlete data in combination with new and exist-
ing technologies as a method of music composition, this
project serves as one example of, and a potential starting
point for, exploring the interconnectedness of seemingly
disparate fields.
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ABSTRACT

The Sun is a resonant cavity for very low frequency acous-

tic waves, and just like a musical instrument, it supports

a number of oscillation modes, also commonly known as

harmonics. We are able to observe these harmonics by

looking at how the Sun’s surface oscillates in response to

them. Although this data has been studied scientifically

for decades, it has only rarely been sonified. The Sonifi-

cation of Solar Harmonics (SoSH) Project seeks to sonify

data related to the field of helioseismology and distribute

tools for others to do the same. Creative applications of

this research by the authors include musical compositions,

installation artwork, a short documentary, and a full-dome

planetarium experience.

1. INTRODUCTION

It is a poignant coincidence that acoustical physics is such
an intrinsic part of our most prominent celestial object
when so much of Western philosophical history connects
the cosmos to sound. Our home star appears as a mass
of boiling plasma, and it rings like a bell in a sandstorm,
generating millions of resonant harmonic modes [1]. By
applying the mathematics of spherical harmonics and fluid
dynamics we are able to determine various properties of
the Sun’s internal structure. Although the data used is
acoustic in nature, scientists have only very rarely listened
to it, despite the fact that sonification of other types of
solar data has yielded new scientific insights [2].

After a short introduction to the subject of helioseismol-
ogy, we describe a collaborative research initiative called
the Sonification of Solar Harmonics (SoSH) Project. This
project seeks to transform helioseismology into a listen-
ing experience for the scientist and nonscientist alike. One
of the initial outcomes from the SoSH Project is a soft-
ware tool for rendering helioseismic data as audible sound.
This tool is the most advanced contribution to helioseismic
sonification to date and provides the first access to audio
generated from the most recent data available. In addi-
tion to the SoSH Tool, we describe several creative appli-
cations derived from solar harmonics research and future
directions for the project. The contents described in this
paper including the SoSH Tool, datasets, and additional
information can be found at http://solar-center.
stanford.edu/SoSH/.

Copyright: c�2018 Seth Shafer et al. This is an open-access article dis-

tributed under the terms of the Creative Commons Attribution License 3.0

Unported, which permits unrestricted use, distribution, and reproduction

in any medium, provided the original author and source are credited.

2. A BRIEF PRIMER ON HELIOSEISMOLOGY

The study of oscillations inside the Sun is called helio-
seismology. In particular, here we shall consider acous-
tic waves. Turbulent convection near the solar surface ex-
cites sounds waves, and the waves with frequencies that
resonate form the harmonics. Just as the frequency of a
plucked guitar string becomes higher with greater tension
and lower with greater thickness, the frequencies of the
Sun’s harmonics enable us to infer properties of the solar
interior such as its pressure and density. And just as any
acoustic instrument produces a set of harmonics above a
fundamental frequency that combine to create a character-
istic timbre, so too does the Sun.

2.1 Spherical Harmonics

The input data for helioseismology are typically velocity
images of the Sun, where each pixel gives the speed of that
plasma element toward or away from the observer. It is
a mathematical theorem that any such image of the Sun’s
surface can be expressed as a sum over spherical harmon-
ics, which are simply a special set of functions of latitude
and longitude. Each of these functions are labeled by two
integers: the spherical harmonic degree l and the azimuthal
order m. The degree l is � 0, and for each l, there are 2l+1
values of m, ranging from �l to l.

One way to understand spherical harmonics is in terms of
their node lines, which are the places on the sphere where
the spherical harmonics have an amplitude of zero. The de-
gree l tells how many of these node lines there are in total,
and the absolute value of the order |m| gives the number in
longitude, so the number of node lines in latitude is l�|m|.
Therefore a spherical harmonic with m = 0 has only lat-
itudinal bands, while one with m = l has only sections
like an orange. A third integer, the radial order n, tells
how many nodes the oscillation has along the Sun’s radius.
Since only the surface of the Sun is visible to us, all the
values of n are present in each spherical harmonic labeled
by l and m, although only some of them will be excited to
any appreciable amplitude. The total mode, then, is rep-
resented as a product of a spherical harmonic and another
function of radius, known as the radial eigenfunction. The
radial eigenfunction depends on both n and l.

Figure 1 below illustrates modes with degree l = 5 and
all nonnegative values of m. Modes with m < 0 are not
included because in a still image they are indistinguish-
able from modes with m > 0. As the spherical harmonics
evolve in time, one would see the two signs of m rotate in
opposite directions; this is discussed further below. One
can see that different spherical harmonics sample different
latitudes, according to the value of |m| relative to the de-
gree l. Modes with high absolute values of m have their
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maximum amplitude at low latitudes, whereas lower val-
ues extend to higher latitudes.

Figure 1. Surface views of the Sun showing all harmonic modes with
degree l = 5.

2.2 Modeling the Sun’s Interior

The harmonics we are able to measure have frequencies
ranging from 1000 to 5000 microhertz. For any given value
of the degree l, we will find a certain range of values of the
radial order n, with frequency increasing as n increases.
The next two figures show interior views of the Sun for
two different radial orders and degree l = 5. For clarity, in
Figure 2 we show radial order n = 3, although this mode
is expected to have a frequency too low to measure. Figure
3 shows radial order n = 20, which is easily measured,
but at this frequency the nodes along the radius become so
closely spaced near the surface that they are difficult to dis-
cern at this scale. It is important to realize that we are see-
ing modes of many different n in each spherical harmonic.
For instance, for degree 5 we might measure modes with n
ranging from 7 to 28, each oscillating at its own frequency,
roughly 140 microhertz apart from each other.

Figure 2. Interior views of the Sun showing harmonic modes with degree
l = 5 and radial order n = 3. A model predicts these modes to have a
frequency of 800 microhertz.

Each mode oscillates with its characteristic frequency,
and each samples different depths inside the Sun. At a
given degree, high frequencies will penetrate more deeply,
while low frequencies are trapped closer to the surface.
Likewise, at a given frequency, high values of the degree
l will be trapped near the surface, while low values will
penetrate almost all the way to the core, with l = 0 even

Figure 3. Interior views of the Sun showing harmonic modes with degree
l = 5 and radial order n = 20. A model predicts these modes to have a
frequency of 3190 microhertz.

reaching the center. This is further illustrated in the next
series of figures below, which show a selection of modes
with degree l = 25 for the same two values of n (see Fig-
ure 4). We see that the extent in latitude of the spherical
harmonic combines with the extent in radius of the radial
eigenfunction to yield a mode that inhabits a particular re-
gion of the Sun.

Figure 4. Surface views for degree l = 25 and corresponding interior
views for n = 3 and n = 20. The expected frequencies are 1290 and
3990 microhertz.

2.3 Typical Data Pipeline

To determine the frequencies of the Sun’s harmonics, a
typical instrument might take an image once a minute for
72 days. For each image, we decompose it into its var-
ious spherical harmonic components. For each of these
components, we form a timeseries of its amplitude. From
the timeseries we are able to construct the power spectrum
(acoustic power as a function of frequency). It is here that
we are able to separate the two signs of m. Without delving
into complex analysis and the theory of the Fourier trans-
form, we simply state the two signs correspond to the pos-
itive and negative frequency parts of the power spectrum.
Furthermore, the sign of m that rotates in the same direc-
tion as the Sun will be shifted up in frequency, while the
sign that goes against solar rotation will be shifted down
in frequency. Because different modes sample different re-
gions of the Sun, we are able to use their frequencies to
determine solar properties as a function of both depth and
latitude. For example, we are able to use the frequency
splitting in m to measure internal solar rotation.
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Once the power spectrum is calculated, the location of
peaks will correspond to the frequencies of the modes.
The height of each peak tells us the mode amplitude, and
the width of the peak tells us how much the oscillation
is damped. Each n will have its own peak in the power
spectrum.

The relationship between l, n, and frequency is illustrated
in Figure 5 below. Plotted on the left is raw power as a
function of l and frequency for m = 0. As one can see, the
modes for a given n form a ridge of power. The right panel
is a scatter plot indicating which modes we have been able
to successfully fit. In both plots the bottom ridge corre-
sponds to n = 0.

Figure 5. Degree-frequency diagrams. Left panel shows raw power, right
panel shows the modes that we are able to fit.

3. OVERVIEW OF THE SoSH PROJECT

3.1 Previous Sonification Efforts

The Sonification of Solar Harmonics (SoSH) Project is the
most extensive effort toward the translation of helioseismic
data into audible sound, but it is not the first. That distinc-
tion goes to Douglas Gough, who created an audio tape for
public demonstration using solar data in the early 1980’s
[3]. More recently, Alexander Kosovichev sonified 40 days
of data taken with an instrument in space [4]. Although he
had the benefit of computer processing, still only a handful
of audio samples were created. Nonetheless, until prelimi-
nary investigations by Larson and the current project, these
few audio files were the only sonifications of helioseismic
data available to the public, and they were used in a wide
range of other works. [5]. Although Larson sonified data
covering an entire solar cycle, it was not until the devel-
opment of the SoSH Tool that one became able to sonify
helioseismic data interactively.

For completeness, we note that other types of solar data
have been sonified over the years, for both artistic and sci-
entific purposes. Examples include the use of solar cycle
data by Thorbjoern Lausten [6] and solar radio emissions
by Thomas Ashcraft [7]. Several projects have sonified
various solar wind data, notably Robert Alexander working
with the University of Michigan to use ACE data [8], a UC
Berkeley group using STEREO data [9], and Don Gurnett
at the University of Iowa using data from the Plasma Wave
Instrument onboard Voyager [10]. Finally, Chris Hayward
[11] and Florian Dombois [12] conducted work similar to
this project to audify geoseismic data.

3.2 Datasets for Sonification

The SoSH Project aims to sonify any solar harmonics
dataset. Several such datasets are available for sonifica-
tion. The first of these comes from the Michelson Doppler

Imager (MDI) [13] onboard the Solar and Heliospheric
Observatory (SoHO). It was in operation from May 1996
to April 2011 and was the source of data for both the audio
files made by Kosovichev and the earlier work of Larson.
Similar to MDI and parallel to instruments operating in
space, the Global Oscillation Network Group (GONG)
has operated a network of six ground-based observatories
since 1995 [14]. Both GONG and MDI observe the same
spectral line at a cadence of one minute.

In 2010 MDI was superseded by the Helioseismic and
Magnetic Imager (HMI) [15] onboard the Solar and He-
liospheric Observatory (SDO). HMI observes a different
spectral line at a cadence of 45 seconds and remains in op-
eration today. The SoSH Project represents the only sonifi-
cation of HMI data to date. Although capable of doing so,
we have not yet sonified any GONG data.

3.3 The SoSH Tool

The SoSH Project developed a tool to input complex spher-
ical harmonic timeseries and output sonified audio of that
data. The only preprocessing needed is to convert the time-
series from FITS (Flexible Image Transport System) to
WAV format. This first step represents a pure audification
of the data [16]. As discussed below, the subsequent pro-
cessing done by the SoSH Tool exactly parallels the steps
in the scientific analysis. By using fitted mode parameters
to filter and transform the data, we produce a sonification.

The strongest of the Sun’s harmonics have periods of
about 5 minutes, corresponding to frequencies of only
about 0.003 hertz. Unfortunately, this is far below the
range of human hearing, which is typically taken to be
20�20, 000 hertz, although most people are only sensitive
to a smaller range. In order to experience the sound of the
Sun with our ears, these very low sounds must be scaled
to the range we can hear.

3.3.1 Sample Rate Time Scaling

The most straightforward way to do so would be to use the
spherical harmonic timeseries we already have in hand and
speed them up. But by how much? The answer of course
is arbitrary and will depend on your preference, but as long
as this choice is applied consistently you will still be able
to hear the real relationship between different solar tones.

Let us suppose that we want to transpose a mode in the
peak power range at about 0.003 hertz up to 300 hertz;
this amounts to speeding up the timeseries by a factor of
100, 000. If we have 72 days of data taken once a minute,
it amounts to 103, 680 data points. If each data point be-
comes an audio sample, the sped-up timeseries would now
play in just over a minute. One must also consider the sam-
ple rate, however, or the rate at which audio is played back.
Speeding up the original sample rate of 1/60 hertz by a fac-
tor of 100, 000 yields a new sample rate of 1666.67 hertz.
Unfortunately, most audio players will not play any sam-
ple rate less than 8000 hertz. Assuming this sample rate,
our 0.003 hertz mode on the Sun will now be transposed
up to 1440 hertz and the timeseries will play in about 13
seconds.

But suppose you want to play it in a shorter time; 13 sec-
onds is a long time to sound a single note, although you
might want to do so in some circumstances. You could
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increase the sample rate further still, but at some point
the mode will be transposed to an uncomfortably high fre-
quency. For example, if we sped up the sample rate so
that the duration is only 1 second, the resulting frequency
would be over 18000 hertz. To understand the solution to
this problem, we must explore the process by which we
shall isolate the modes.

3.3.2 Modal Isolation

At this point in our processing, playing an unfiltered time-
series would sound just like static, or noise. This is be-
cause very many modes are sounding simultaneously in
any given timeseries, not to mention the background noise
involved in our observation of the modes. Therefore, if we
want to isolate a single mode, we have to do some filtering.
Luckily, as mentioned above, we have already measured
the frequency, amplitude, and width of many modes. We
can use these fitted mode parameters to pick out the partic-
ular part of the power spectrum corresponding to a single
mode, and set the rest of the power spectrum artificially to
zero. Once transformed back into the time domain, we can
play the filtered data back and hear only the isolated mode.

Properly speaking, we do not compute any power spec-
tra, but rather retain both the real and imaginary parts of the
Fourier transform. The input timeseries are also complex
because each of them contains both signs of the azimuthal
order m (the timeseries for m = 0 has only a real part).
Because we also perform the transform over the full length
of the timeseries rather than windowing, we preserve the
maximum amount of phase information present in the orig-
inal signal. Although of course we cannot hear the phase, it
may nonetheless become important when adding different
modes together. Finally, we note that the output is strictly
real because it now contains only a single m.

3.3.3 Pitch Shifting and Time Stretching

Since we are selecting only a narrow range of frequencies,
we have the freedom to shift the entire power spectrum
down in frequency before we transform back to timeseries.
This timeseries will play in the same amount of time as be-
fore, but the frequencies in it will be transposed down by
the same factor that we shifted the power spectrum. For ev-
ery power of 2 shifted down, the tone will drop by one oc-
tave. This allows for the resulting audio to be set to any ar-
bitrary pitch, solving the problem with uncomfortably high
frequency playback.

As long as you use the same sample rate and downshift
factor when you sonify every mode, the frequency relation-
ships between them will be preserved. In other words, you
will hear the same musical intervals as you would on the
Sun.

Conversely, the duration of the resulting sonification can
be altered by modifying the sample rate, although one must
also multiply the downshift factor by the same amount if
they desire to keep the same total transposition factor. Any
arbitrary sample rate is permissible. The sample rate mod-
ification happens after the inverse transform and uses bi-
linear interpolation to maintain an internal sample rate of
44, 100 hertz. When writing the output to a WAV file,
however, the chosen sample rate is written into the WAV
header.

3.3.4 Using the SoSH Tool

The SoSH Tool is an open-source system implemented in
the visual programming language Pure Data (PD). Upon
launching the demo patch “modefilter_standalone.pd” (see
Figure 6), you are required to specify a path to your lo-
cal data directory. The patch will search this directory
for ASCII files containing the fitted mode parameters, as
well as the WAV files for whatever spherical harmonics
you wish to sonify.

Figure 6. A screen shot of the core processing engine inside the SoSH
Tool.

With these files in place, the dataset is now accessible by
the day number corresponding to the first day of the time-
series, the spherical harmonic degree l, the radial order n,
and the azimuthal order m. By default, the tool is set to
use MDI data. If it is successfully able to load the neces-
sary audio files, it will automatically trigger FFT analysis
of them. Next, the fitted mode parameters corresponding
to the inputs are used to generate a gain array in which full
output is allowed for a frequency interval centered on the
mode frequency and of width five times the mode width.
Full attenuation is set for all other bins. This default width
of the pass band is the same as that used for the fitting,
but it can be increased multiplicatively in the software by
specifying the “width factor.”

Once the gain array is generated, the FFT data is multi-
plied by it and resynthesized. If a downshift factor is spec-
ified, the FFT will be shifted down by this amount before
the inverse transform.

Beyond the basic sonification of single modes, several ex-
tensions to the SoSH Tool enable more advanced functions.
One extension processes several modes and additively out-
puts their results into a single array (see Figure 7). Another
extension turns the tools into a kind of multitimbral sam-
pler that can trigger different modes assigned to different
MIDI pitches. Yet another extension reads a score from a
text file to produce a sequence of modes.

The SoSH Tool, datasets, audio samples of sonified data,
and much more can be downloaded from the SoSH website
[17].

3.4 Audible Science

The physical phenomenon most accessible to hearing is
solar rotation. In just a single timeseries of moderate m,
the frequency splitting between the two signs results in a
clearly audible beat frequency when they are played to-
gether. In a similar fashion, one may also easily hear the
so-called small frequency separation, which is sensitive to
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Figure 7. A screen shot of an extension to the SoSH Tool that additively
combines modes into a single output array.

conditions in the solar core [18]. Both types of frequency
difference are known to vary with the solar cycle. How-
ever, if we apply an absolute frequency shift rather than a
relative one, one may hear the effect of the solar cycle on a
single mode by juxtaposing timeseries from two different
epochs.

4. CREATIVE APPLICATIONS

While the SoSH Tool is clearly a potential benefit to the
scientific community, it also generates possibilities for cre-
ative output. Music compositions, installation artwork, a
documentary, and a full-dome planetarium experience are
detailed below.

4.1 Music Composition

Music composition is one creative outcome from the SoSH
Project. diFalco’s composition Helios (2018), from a set of
works collectively titled Cosmophonia, is written for or-
chestra and imagines a journey directly through the center
of the Sun beginning at the furthest reaches of the helio-
sphere [19]. The composition applies the acoustic phe-
nomenon of helioseismology by scoring the natural har-
monic series as it relates to the position inside or outside
of the Sun. In addition, the primary pitch material is de-
rived from a solar flare recorded on 23 November 1998
by Peter Messmer et al. at the Institute of Astronomy in
Switzerland (see Figure 8) [20].

Figure 8. Analysis and orchestration of a solar event used in Helios

(2018) by Elaine diFalco.

Many possibilities exist to directly implement the audio
output from the SoSH Tool into compositions employing
electronic means. As noted above, this audio can be ma-
nipulated to map to any pitch or stretched/compressed to

any duration. One particularly exciting application is us-
ing the sonified data at low rate (perhaps even the real-
time rate of one data point per minute) to drive other pro-
cesses like synthesis parameters, sample playback, tempo
rate, dynamic contour, etc. In this way, the sonified data
can act as an LFO to shape larger-scale parameters.

The authors are collaboratively composing a new work
for orchestra and electronics using the SoSH Tool to gen-
erate both the acoustic score and the accompanying elec-
tronics. Given the large datasets available, the performance
will sonify an entire solar cycle to create a kind of “solar
concerto.”

4.2 Installation Artwork

The application of the SoSH Project to installation based
work is particularly attractive. Shafer’s multichannel pro-
jector installation Sol Invictus (2015) uses the raw visual
data from the Atmospheric Imaging Assembly (AIA) on-
board SDO to display the complex convection happening
in the chromosphere (see Figure 9) [21]. The gigantic scale
of the solar forces is subverted by the minuscule dimension
of the images generated by the five micro projectors.

Figure 9. A still from the multichannel projector installation Sol Invictus

(2015) by Seth Shafer.

4.3 Documentary and Intermedia

The process of creative immersive experiences to under-
stand the abstract datasets of helioseismology is the subject
of diFalco’s documentary Immersing (2018). The film dis-
cusses the topic of helioseismology, the complexity of the
dataset, and the intermedia practice of creating immersive
experiences.

Another important outcome from the SoSH Project is
the SoshPy Visualization Package. Written in Python, this
software package was used to generate Figures 1–4 of this
paper. It can also plot all three components of the vector
velocity associated with any given mode, as well as its
energy density. More interestingly, it is also able to plot
sums of modes and create animations.

Plans for a large-scale intermedia experience using the
SoSH Tool are underway. The full-dome projection the-
ater, commonly used in planetariums, is an ideal platform
for the SoSH Project due the immersive possibilities and
its attraction to the science-seeking public. Details of this
creative activity will emerge as the project progresses.
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Figure 10. Still from the documentary Immersing (2018) by Elaine di-
Falco.

5. CONCLUSIONS AND FUTURE RESEARCH

The SoSH Project designed a software tool that sonifies
helioseismic data from the largest and most recent datasets
available. The project is a significant update to and expan-
sion upon earlier efforts to sonify data related to the surface
and interior of the Sun.

Current efforts are underway to create an interface be-
tween the SoSH Tool and the SoshPy Visualization Pack-
age. Both programs will ultimately read from the same
“score”; a SoSH extension will create the soundtrack for
the SoshPy animations. Going the other direction, we will
use SoshPy to trace a trajectory through the Sun and then
output the “score” corresponding to the relative amplitudes
of modes we specify.

Finally, further creative applications of the SoSH Tool
are in development. The full-dome experience described
above is in early planning stages and will benefit from
community feedback on the project at large and the SoSH
Tool specifically.

We hope that the accessibility of the data and now tools
to easily sonify that data will lead to new scientific insights
related to our home star. In addition, as we attempt to
make artwork from these fascinating natural phenomenon,
we encourage others to also generate new creative work
inspired directly or indirectly from this project.
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ABSTRACT 
The New GENDYN Program by Peter Hoffmann is a 
faithful re-implementation of Iannis Xenakis’ dynamic 
stochastic synthesis algorithm that was used to create his 
landmark piece Gendy3.  The program also broadens the 
algorithm’s capabilities by providing a real-time synthe-
sis and graphical user interface environment, while serv-
ing as a platform for research in non-standard stochastic 
sound synthesis techniques and explorations in composi-
tional form.  We present a user report and survey of an 
ongoing project that is focused on understanding more 
thoroughly Xenakis’ GENDYN algorithm via Hoff-
mann’s program, as well as exploring algorithmic com-
puter music composition in general, by taking advantage 
of the extended capabilities that are offered in Hoff-
mann’s implementation, towards the creation of an orig-
inal work with the program.  Specifically, we investigate 
two domains not likely intended by the original algo-
rithm or its realization in Hoffmann’s program, that 
have none-the-less yielded interesting results: (1.) dy-
namic stochastic granular synthesis, and (2.) the appli-
cation of a type of temperament – or tuning – of the 
GENDYN, that enables a kind of score synthesis with its 
own form of stochastically distributed counterpoint. We 
also explore aspects of algorithmic composition – and 
composition in general – that were illuminated during 
the development of the various workflow while using the 
New GENDYN Program for the development of a new 
work. 

1. INTRODUCTION 
Iannis Xenakis’ dynamic stochastic synthesis algorithm 
(also interchangeably referred to as the GENDYN algo-
rithm, for GÉNération DYNamique Stochastique), is a 
radical example of non-standard synthesis that emerged 
in the early 1990s with Xenakis’ compositions Gendy3 
and S.709 [1], [2].  The New GENDYN Program by Pe-
ter Hoffmann [3] extends Xenakis’ original algorithm by 
essentially making it possible to replicate sound synthe-
sis and architectural features on a much larger scale.  For 
example, although Xenakis’ own treatment of the algo-

rithm was applied to sixteen simultaneous tracks of 
sound (Figure 1), Hoffmann’s implementation permits as 
many as fifty simultaneous tracks.  This paper describes 
an ongoing project into this feature of the program, and 
the opportunities that this approach to algorithmic com-
position and digital sound synthesis presents.  

In [5] Hoffmann provides a description of the New 
GENDYN Program and its genesis, as well as a thorough 
investigation into the GENDYN algorithm itself and his 
research project of an analysis by resynthesis of Xena-
kis’ landmark work Gendy3.  In this paper, I will focus 
on that specific aspect of the New GENDYN Program 
that permits a multiplicity of sound synthesis events 
across a wide range of time scales, and, as we will also 
show, across ambitus scales.  Along the way, I will also 
touch on the processes and workflow that were imple-
mented, as well as thoughts on the implications of the 
methods undertaken within the framework of algorithmic 
computer music. 
   The New GENDYN Program was originally devel-
oped as an aid to assist with the musicological analysis 
(as well as forensics), of Xenakis’ landmark work Gen-
dy3, an analysis by resynthesis [3]. The application also 
has features that enabled the program to become a com-
position tool in and of itself.  The author is familiar with 
at least one other instance where the New GENDYN 
Program was used for the creation of an original work 
[9]. 
   I was first introduced to the application during its de-
velopment in 1995-96, while attending the eight-month 
cursus at Les Ateliers UPIC in Alfortville.  The eight 
month cursus eventually became a three year stay.  Peter 
was gracious enough to provide me with a copy of the 
GENDYN application to experiment with.  I immediate-
ly installed it on my Windows NT computer at the time.  
Initially, I found that the application was tricky to navi-
gate due to my own inexperience with this new non-
standard synthesis technique.  In retrospect, I had spent 
most of my time in the late 1990s focusing on Xenakis’ 
UPIC system at Les Ateliers UPIC, exploring its graph-
ical interface and chaotic sound synthesis possibilities 
via its built-in FM capabilities.  As will be explained 
later in this article, the experience of establishing a rela-
tionship with the New GENDYN Program, and therefore 
the dynamic stochastic synthesis algorithm itself, in ret-
rospect, turned out to be a different undertaking alto-
gether, from the similar experience when confronting the 
UPIC system some years earlier.  A comparative study 
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of the two platforms from an end-user’s perspective 
would require, in the least, a separate paper altogether, to 
properly characterize the activities involved and work-
flow necessary, and their implications, for realizing a 
framed result. 
   The composition tools (equipment) conceived by Ian-
nis Xenakis present a unique and perhaps new type of 
challenge to composers wishing to incorporate them into 
their body of working methods. These systems are (per-
haps intentionally) created to be broad blank canvases on 
which one does not only create a framed artifact, but one 
also creates an entire method, a creative ecosystem, a 
musical thinking space or sound world in which to in-
habit, one that provides the latitude and flexibility for 
experimentation and pedagogy simultaneously.  
   This notion of constructing the rules and parameters 
within which to self-regulate is of course autodidactic in 
nature; it is a hallmark of both the UPIC system and the 
New GENDYN Program.  If one commits to working 
with the application in an earnest way, how does one 
prevent the situation where the user may appear to simp-
ly mimic Xenakis’ own efforts?  How does one prevent 
what might ultimately become a redundant exercise?  It 
is an almost forgone logical conclusion that, should you 
choose to use Xenakis’ composition tools, you are forced 
to subvert the tool itself in hopes that you achieve an 
originality.  You are forced into a position of heretical 
(ab)use of the given technology1.  In my own experienc-
es with these platforms, in the case of the UPIC system, 
it was transformed to become an algorithmic composi-
tion development environment.  Graphical images and 
arcs on the UPIC page did not represent the imagined 
sound’s properties along a timeline, indeed I utilized no 
UPIC arcs as intended by the system (see Figure 1). 
 

 
Figure 1.  The UPIC page for the piece Maya (1997), 
by the author, showing a subset of the total of graphic 
arcs that make up the elements of the composition 
algorithm. In this case, the FM synthesis capabilities of 
the system were radically exploited. For the piece 
Maya, The UPIC system was performed in real-time, 
and captured to a DAT (digital audio tape) recording 
device. 

                                                           
1 DiScipio discusses this here [13], Hoffmann addresses this aspect of a 
“heretical use of technology” here [14], p 36.  

 
   With the New GENDYN Program, the system – quite 
ironically – was transformed from a sound and composi-
tion synthesis system based on random walks and proba-
bility distributions, into one that was exploited to facili-
tate representing an array of pitched events within a time 
span in common practice notation.  These systems, due 
to their open and fundamental nature, in the end, may 
say more about the individual who works with them than 
they do about the underlying technology used to realize a 
work.2 
   This project with the New GENDYN Program, some 
aspects of which are summarized in this paper, is de-
scribed from a user’s perspective, with the experiences 
encountered along the way towards creating my own 
works with this new technique.  I’ve experimented ex-
tensively with the application endeavoring to understand 
its various capabilities, while taking advantage of its 
real-time sound synthesis features.3 Over time, a cata-
logue of executions was compiled, where the parameter 
settings for each was noted and saved; the associated 
recordings for each parameter set were captured and 
archived as digital audio files.  To date, over 1500 indi-
vidual executions have been logged, of varying timbres, 
architectures, and combinations of distributions, and is 
growing.  This catalogue acts as a reference while devel-
oping new compositions and constructions of new 
works.  A methodical and analytical approach is what 
was necessary to establish a cohesive framework for 
such an open-ended tool and undertaking. 
 

2. THE NEW GENDYN PROGRAM 

2.1 Summary 

   In his original GENDYN algorithm, Xenakis had ab-
stracted and organized tracks of sound across horizontal 
channels of time, that were aligned vertically (Figure 2).  
These multiple tracks of digital data were then summed, 
forming a single aggregated data stream whose values 
represented a time-pressure curve.  This stream of data 
fed a digital-to-analog converter for the aural realization 
of a work.  In this model, care was needed to prevent the 
amplitudes of the digitized sound from exceeding a 
threshold that would result in distortion.   
 

                                                           
2 These platforms would have had to be designed in such a way to 
enable a personal style to ultimately emerge through persistent and 
systematic exploration by the user.  And, of course, this is not limited 
to the tools devised by Xenakis.  I have had similar experiences with 
other applications, one example is a software called Cloud Generator 
by Roads and Alexander [18], that facilitated another workflow alto-
gether (introduced at Les Ateliers UPIC in 1995/96), resulting in a 
wide-ranging catalog of results that was part of a separate project on 
convolution methods.  
3 The New GENDYN Program is a 16 bit application. To continue 
using it while new operating systems and CPUs were introduced over 
the years, meant having to maintain a few Windows XP machines for 
the sole purpose of hosting the New GENDYN Program. 

463



 
Figure 2.  Two pages of a GENDYN score as present-
ed in Xenakis’ classic text Formalized Music.   

 
 

 
Figure 3. A schematic representation of GENDYN 
timbre synthesis geometry showing one cycle of a 
wave-form within boundary limits, followed by a sin-
gle magnified vertex with an imagined displacement. 
The movement of this vertex (indeed all vertices of the 
waveform), follows a random walk that is influenced 
by a probability distribution function selected by the 
user. 

 
   Figure 3 shows a simplified model of the geometry of 
the dynamic stochastic sound synthesis engine, and the 
waveform breakpoints that are affected by the algorithm.  
The boundaries, or walls of the rectangle, are flexible 
and adjustable by the user through the interface of the 
program; waveform breakpoints that happen to exceed 
the defined boundaries are reflected into the “safe space” 
of the rectangle (which is presented as a square in this 
example, however the sides are movable based on initial 
conditions set by the user), thereby preventing excessive 
amplitude values that could result in unintended distor-
tion.  One full cycle of a waveform is contained within 

the boundaries, and the user can select the number of 
vertices for each cycle; in Figure 3 we see seven vertices 
for a cycle.  Intervening samples between the vertices are 
calculated by a linear interpolation process.  The posi-
tions of the vertices follow random walks that are influ-
enced by the probability distribution function selected 
for that timbre.  In the New GENDYN Program, each 
track of the total of 50 can have its own individual tim-
bre that is unique from the other 49, or all 50 track tim-
bres can be identical. 

2.2 Algorithmic Composition Development Envi-
ronment 

The New GENDYN Program can be thought of as a 
composition development environment.  Although as-
pects of the individual components of the application are 
fixed – i.e., there are only so many probability distribu-
tion functions to choose from, and a predefined range of 
possibilities for the initial condition parameters – there 
are many permutations of combinations of these various 
parameters, enabling a wide variety of timbral color and 
a range of large-scale formal architectures.  Over time 
and through empirical heuristic iteration, a large catalog 
of timbres as well as macrostructure architectures was 
developed and documented.  Patterns emerged with re-
spect to the large-scale forms that the GENDYN algo-
rithm generated, particularly with respect to the defini-
tion of the density of events across the multiple tracks 
via the Number, Density and Activity parameters (to be 
described in detail later).   
   Thus far, two areas emerged as being the most fertile 
for investigation while exploring the algorithm. The first 
is the ability to develop a form of dynamic stochastic 
granular synthesis. By judiciously adjusting the two sets 
of three architecture parameters – i.e., both the local and 
global parameters of the Number, Density, and Activity 
fields that drive the determination of events along the 
timeline – it is possible to sculpt densities of clouds of 
timbres.  The New GENDYN Program extends the limits 
of scale with respect to the formal architecture of a given 
execution – an almost unlimited layering of sound on top 
of sound – making it possible to explore boundless dis-
tributions of events in time.  This dynamic stochastic 
granular synthesis model that emerged proved to confirm 
the influence of low-level sample generation activity on 
the meso- and macro-level architecture of a GENDYN 
execution, and then of course on the emergent sound.  
   A second area of investigation was the algorithm’s 
ability to generate steady-state pitched timbres, coupled 
with the increased scaling of the number of individual 
sound tracks.  The GENDYN algorithm is well known 
for its seemingly limitless range of noise-like timbres 
and its arcing and curving glissandi. However, it is also 
possible to tune or temper the system such that a multi-
octave range of pitches can be established.  An entire 
ambitus of sustained and controlled tones, in various 
timbres, transforms the GENDYN into an algorithmical-
ly controlled generative pitched instrument, with an in-
strumental color palette, organized in such a way that is 
not unlike a pipe organ, with ranks and stops.  An as-
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sortment of timbres has been catalogued (see Table A1), 
their associated parameter sets archived, enabling the 
possibility to arrange the instrumentation of a GENDYN 
execution for a desired timbral color. 
   Once a tempered GENDYN was established, an analy-
sis of transcriptions of generated pitched clusters and 
melodies was then possible.  These transcriptions of 
pitch distributions and accompanying melodic trajecto-
ries presented a form of stochastic counterpoint. The 
GENDYN would offer a cantus firmus on which addi-
tional voices of pitches could then be constructed.  The 
stable pitched tones could be tuned to any frequency, or 
fraction thereof, permitting a subdivision of the modern 
twelve-tone equal temperament scale into a continuous 
spread of ambitus frequencies.  Any temperament could 
in theory be programmed.4   
  
2.3 Graphical User Interface and Real-Time Synthe-
sis 
 
Figure 4 shows the Track Architecture user interface 
window of the program, with the multiple tracks frame at 
the top of the figure.  In the example, the same timbre 
was programmed across all tracks, however each track 
was assigned a different pitch (we will further explain 
this scenario in detail later). 
   Figure 5 shows the sound synthesis dialogue window 
of the New GENDYN Program.  With this interface, the 
user can define the synthesis parameters for generating 
the timbres for each of the tracks of the timeline archi-
tecture in Figure 5.  There is wide variability regarding 
tone color and sonic character that is dependent on the 
probability distribution function and the associated pa-
rameters selected.  The combination of settings for these 
two dialogue interfaces work together to define an archi-
tecture at multiple levels of the synthesis engine for gen-
erating the completed result.  This result can be self-
contained, requiring no further adjustments: i.e., an au-
tonomous work, executed in one go.  It may be a subsec-
tion of a larger work.  Further, it may form one of many 
layers or series of slices of synthesized sound where 
each slice adds a distinct layer of character to the result-
ing sound. 
   Each timbre can be previewed in real time, while syn-
thesis parameters are adjusted, allowing the user to react 
to the changes.  Parameters that define the distribution of 
events along the timeline for each track – the architec-
ture of a work – can be adjusted with the effects wit-
nessed in real time.  For example, the density of events 
across all 50 tracks can be steadily increased or reduced 

                                                           
4 It is interesting to note here that, for the first time user of the UPIC 
system, a preprogrammed composition is available to load as an exam-
ple, and is included with every installation of the software (now known 
as the UPIX application – a software only version of the system).  This 
sample composition is a transcription of a J.S. Bach setting of a cho-
rale, demonstrating the generality of the UPIC itself.  The GENDYN 
algorithm, via Hoffmann’s realization, is in fact capable of this very 
demonstration.  In fact, Werkmeister III tuning [19] – acknowledged as 
the temperament used by Bach – has been programmed into the New 
GENDYN Program for achieving similar tonal colors. 

by varying the Number, Density and Activity parameters 
during an execution. 
 

 
Figure 4. The track architecture dialogue of the New 
GENDYN Program user interface shown with the max-
imum number of 50 tracks of sound. This is one sec-
tion of a GENDYN construction. There are potentially 
50 separate sections that can be generated by the pro-
gram, each with as many as 50 tracks. 

 
Figure 5.  The timbre sound synthesis dialogue win-
dow of the New GENDYN Program.  

2.4 Events and Time Scales 

In figure 4, we also see the key variables that affect the 
distribution of events across the timeline.  They are: 
Number of Fields, Density, and Activity.  The combina-
tion of the Number of Fields and Density coefficient pa-
rameters are used to determine the duration of each field 
in each track using the exponential probability distribu-
tion.  A field is nothing but a segmented section of a 
track along the timeline, and in this example, there are 
50 tracks with 1000 fields per track.  We are simply 
segmenting a line into constituent subunits. Once each 
segmented field duration is calculated, a decision must 
then be made to determine either the presence of sound, 
or of silence, for each field along the timeline.  This is 
determined using a binary coin-tossing decision (i.e. 
on/off), where the toss can be biased based on the value 
of the Activity parameter. 

There is a second set of Number, Density, and Activi-
ty parameters at the bottom of the Track Architecture 
section.  These can be considered "Global Architecture 
Parameters", in that they will scale all “local” fields 
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across all tracks in each sequence.  These three parame-
ters act as a type of scaler that are applied equally, across 
all events of the track architecture. 

To the left of the figure, the track listings are indicat-
ed with accompanying check-boxes.  In Hoffmann’s 
implementation, it’s possible to select specific tracks to 
be included, or not included, into the final aggregated 
result of digital sound data. However, one of the peculi-
arities of the user interface is that it is not possible to 
affect tracks 31 through 50 via the user interface itself, 
as they are hidden behind the boundary of that section of 
the interface.  However, I considered this to be a feature, 
as it led to having to enter into the accompanying GEN-
DYN data file. This data file is a container of all the pa-
rameters that make up the configuration of a given 
GENDYN execution.  Manually editing the fields of this 
data file enables those parameters to be adjusted. Each 
execution of the GENDYN can be stored as an archive 
via this data file; a library of data files emerges over 
time.   

2.5 Matlab GENDYN User Interface 

However, it became apparent that as the full capabili-
ties of the program were explored a revised user inter-
face would be practical.  One such interface was created 
in the Matlab development environment, shown in Fig-
ure 5.  The Matlab interface was designed to permit the 
assignment of synthesis parameters to individual tracks, 
as well as to groups of tracks, within a given section, or 
across multiple sections.  A parameter data file is the 
output, appropriately formatted, that is then read by 
Hoffmann’s synthesis engine in the New GENDYN Pro-
gram. 

With the Matlab interface, it is possible to selectively 
assign the entirety of the synthesis parameters – i.e. the 
specification of the distribution functions, and all associ-
ated variables such as mirror boundary values, etc. – to 
individual tracks, as well as to large groups of tracks, 
copying parameters from one to another or to a group.  
Large collections of tracks could be programmed simul-
taneously, with subtle changes for each to create a de-
sired timbral result. 

 

 
Figure 6.  The GENDYN user interface as implement-
ed in the Matlab programming environment.   

    

3. DYNAMIC STOCHASTIC GRANULAR 
SYNTHESIS 

3.1 High Density Synthesis Events 

The New GENDYN Program provides a novel method 
for generating and organizing a multiplicity of events in 
time.  This capability lends itself to granular synthesis 
techniques.  Managing these scales of events in aggre-
gate can become unwieldy, particularly when the events 
vary in duration from several microseconds and may 
number in the many tens or hundreds of thousands. The 
workflow procedures vary widely, we will briefly dis-
cuss the predominant methods that have been employed. 
   Layering many multiple timelines in parallel within a 
single execution of the sound synthesis engine yielded a 
variety of textures of timeline architectures.  A timeline 
architecture is a single distribution of events in the time-
line, containing up to 50 individual tracks.  A given 
timeline architecture is defined by the Number, Density 
and Activity parameters (both local and global), to 
achieve the desired density of events within a timespan.  
Figure 4 shows an execution of the program where the 
initial conditions were established to deliver a sparse 
distribution of events across the fifty tracks, with varying 
durations; in this case event durations range from a frac-
tion of a second to several seconds.  Other densities are 
possible, including those that contain thousands of 
events each in the millisecond range, to those that con-
tain events that extend for several minutes (Figure 7).  
Combinations of densities within the same execution 
deliver variations across the same span of time (Figure 
8).  
   Timeline architectures can stand as self-contained 
works if the distribution of timbres is defined appropri-
ately, or they can become part of a larger aggregation 
comprising of many multiple layers of separate timeline 
architectures. For example, aggregations that would 
amount to as many as 800 individual tracks (16 execu-
tions of 50 tracks each), have been generated.  Of course, 
many more are possible, achieving yet still larger com-
plex masses of sound. 
   The duration of a given execution is dependent upon 
the relationship between the local and global track archi-
tecture parameters (Number, Density and Activity field 
variables).  Over time, as the catalog of executions began 
to grow, it became useful to more thoroughly understand 
this relationship, and its influence on the results of a giv-
en computation.  Figure 9 presents event distribution 
curves for combinations of fixed variables, while adjust-
ing the third parameter. 
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Figure 7. Two examples of stochastic granular 
distributions of events in The New GENDYN Program. 
The parameters across all tracks were defined using the 
Matlab user interface. 

 

 
 

 
 

 
Figure 8.  GENDYN architecture variations. Top: This 
GENDYN architecture demonstrates the effect of sepa-
rately adjusting the local Fields, Density and Activity 
parameters for groupings of tracks.  The duration of 
this architecture is 25 seconds. Center: Specific tracks 
can be silenced.  Bottom: A tapering of the local Densi-
ty parameter across the tracks. 

 

 

 

Figure 9.  Two event density distribution curves for 
various GENDYN algorithm executions, with defined 
local and global architecture parameter settings. These 
curves provide a sense of the durations of the generated 
sound for particular combinations of architecure 
parameters. 

4. A TEMPERED GENDYN ALGORITHM 

4.1 Steady-State Timbres vs. Erratic Noise and Glis-
sandi 

An array of new timbres was developed and catalogued 
and organized with respect to the pair of probability dis-
tribution functions that characterize them.  Each proba-
bility distribution function influences a pair of random 
walks: one distribution function influences the random 
walk that determines the amplitude (ordinate) value for 
all waveform vertices, and another distribution function 
influences the random walk that determines the time 
(abscissa) value of the vertices.  For a given waveform, 
all amplitude values are influenced by the same proba-
bility distribution function, and likewise for the time 
value; it is not possible to apply different distribution 
functions for each vertex.  As new timbres were created 
with their own distinctive sets of characteristic parame-
ter definitions, it became clear that certain combinations 
of distribution functions created classes or groupings of 
timbres. 
    The variety of pitches that the dynamic stochastic syn-
thesis algorithm creates could vary uncontrollably with 
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respect to time: the characteristic glissandi undulate to 
and from a gravitational pitch center.  Or, the jostling of 
the waveform breakpoints created rapidly moving melo-
dies at such a high velocity they were received as 
smeared or compressed5.  Ultimately it was discovered 
that certain combinations of the synthesis parameters 
resulted in fixed pitches, of varying timbres.  Ultimately, 
tables of fixed pitches spanning across five octaves were 
defined.  Consequently, the New GENDYN Program 
was transformed from a primarily non-standard timbre 
synthesis tool, into a complex tempered pitch instrument 
that permitted experimentation with tunings, tonalities 
and stochastically defined distributions of melodies and 
harmonies. 
   Eventually it became possible to define tonal centers 
that adhered to familiar keys or modes.  Theoretically, 
since any steady frequency can be generated by the algo-
rithm by adjusting the parameters accordingly, any tem-
perament can be achieved across the fifty tracks of the 
architecture.  In addition, it is possible to define the den-
sity and frequency of occurrence of sound events or si-
lences along the timeline, across many multiple tracks of 
pitches.  Executing multiple instances of these pitched 
constructions, and then superimposing them upon each 
other in a digital audio editor, permitted a layering not 
too unlike the layering of interlacing weaves within a 
tapestry or an intricate lace.   
 

 
Figure 9.  An early example of a tempered 
configuration of the New GENDYN Program, where 
the time-span of the resulting architecture is partitioned 
into measures.  There are 50 tracks in this architecture, 
the vertical axis is partitioned into subdivisions of the 
ambitus range, two tracks are assigned to each of the 
defined pitches.   

                                                           
5 It is interesting to note that this type of rapid-fire timbre melody 
could be slowed-down in a digital audio editor, revealing hidden melo-
dies contained within, that were impossible to perceive otherwise. 

   This way of representing and organizing polyphonic 
pitched relationships in time, spanning a continuous am-
bitus range, is not without precedent (Figures 10 and 
11), only the means of generating the events to be repre-
sented is perhaps new.  In the case of the GENDYN, 
machine computation yields the events. Creating a hu-
man readable format requires the organizing methods 
demonstrated in the example image of Figure 9, which is 
in fact an intermediary step towards creating the com-
mon practice notation representation as in Figure A1 
(which is an example of a separate execution of the algo-
rithm, with its own set of initial conditions). 
 

 
Figure 10.  An example of 10th century daseian nota-
tion from the Musica Enchiriadis, demonstrating the 
organization of pitches in a polyphonic setting. Sylla-
bles of the sung text are placed among the horizontal 
spaces, each space being a pitch that is identified by the 
symbols on the left margin. 

 

 
Figure 11.  An example found in the 19th C text by E. 
de Coussemaker [18], from the section titled “Some 
things out of the Musica Enchiriadis, unpublished”, 
indicating direct linkages and trasitions among and 
between sung pitches of organum, again with dasaeian 
notation on the left. 
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5. COMPOSING WITH THE GENDYN 

5.1 What is Composing with the New GENDYN Pro-
gram? 

Composing with a computer can encompass as many 
different procedures, techniques and approaches as there 
are practitioners. The GENDYN algorithm is but one of 
those procedures. The platform of the New GENDYN 
Program necessarily limits the possibilities afforded to 
the composer by the GENDYN algorithm, while also 
simultaneously widening them.  What I mean by this is 
that the application provides a fixed number voices and 
synthesis options, while at the same time, allows for a 
vast number of permutations of parameter and variable 
combinations.  On other platforms such as MAX or 
SuperCollider, for example, one can synthesize a limit-
less range of timbres, depending on the processes that 
are programmed.  In fact, the dynamic stochastic synthe-
sis algorithm was realized on the SuperCollider platform 
[8].  With the New GENDYN Program, there are only so 
many probability distribution functions to choose from 
for influencing the random walks, that then determines 
the position of waveform vertices.  The range of values 
that determine the boundaries within which the wave-
form vertices can travel is also (necessarily) limited (see 
Figure 1). 
   This is an important aspect of working with an applica-
tion such as the New GENDYN Program.  Early at-
tempts to create an original work, one that would stand 
out as separate in character and form from the works that 
Xenakis had already created, led to frustration and even 
confusion.  How does one rein in the vast number of 
choices in a way that takes advantage of the wide timbre 
and structural possibilities?  Xenakis’ composition tools 
leave no choice for a composer but to develop their own 
path with self-imposed rules. 
   Agostino DiScipio [13] has described this aspect of 
computer-assisted composition as a “subversive rational-
ization” of technology.  
 

Hu man  end eavors  ca l l ed  c reat ive  -  man ' s 
poiesis, the bringing forth of objects which would not 
have come to existence without composition, without 
art, without desire - entail a hidden orientation 
towards discarding the technical code inscribed into 
available tools. In short: art is made by inventing the 
techniques of its making, which is to say by 
questioning established, inherited techniques and 
methods. Artifacts are as traces of poiesis, tangible 
products testifying at invented ways of acting in a 
medium (i.e. in the world). Artifacts are objects made 
by art - thus not art in itself. 
 

   Xenakis invented systems for his own compositional 
purposes, to achieve his own artistic ends.  These sys-
tems construct and facilitate his own poiesis – his means 
towards an artifact. His own subversion of technology, 
the results of this appropriation of technology – those 
very composition systems – can be subverted as well. 

   Xenakis’ composition tools – his equipment – allow 
one to make decisions with latitude and definitiveness.  
He intended for these tools to be used by other compos-
ers (he has stated as such in various interviews and arti-
cles), and it may not be a stretch to suggest that he may 
have been aware that composers might ask themselves 
this very question: “Why am I using the tools invented 
by another composer?”   Another example is the UPIC 
system, Xenakis’ graphical drawing composition system. 
It presents the composer with a completely blank surface 
waiting for the lines and curves to be associated with a 
bank of waveform oscillators.  With the New GENDYN 
Program by Hoffmann, the challenge is to understand 
what exactly you are confronted with – which are math-
ematical relationships encoded in software, situated 
within and projected onto an abstract geometric space of 
configurable constraints – and to then assert, challenge 
and confront yourself towards the creation of an original 
statement.  The way I understand this confrontation with 
technology: to be authentic and original with perhaps a 
minimalist set of required elements, to ultimately fill a 
space of time with sound.  Xenakis tools do permit this 
to happen, like the way a blank sheet of music staff pa-
per confronts a composer.  With the GENDYN, he in-
vented a way of synthesizing sound from literally noth-
ing but geometry and mathematics: relations that de-
scribe natural phenomena – if not nature herself.  But 
further, these already abstract relationships are then en-
coded in binary logic in a computer program.  Hoff-
mann’s implementation of the GENDYN algorithm was 
itself a landmark, like the UPIC system before it, and 
becomes a platform for learning, as well as a platform 
for a disciplined approach to a formal, structured and 
generative craft and ultimately the art of algorithmic 
composition. 
 

5.2 Workflow and Procedure 

In this section we will describe the workflow and proce-
dure that was developed over time while exploring the 
GENDYN algorithm and the New GENDYN Program 
itself.   
   Initial experiments with the GENDYN yielded, ironi-
cally, explorations in sound mass. They sometimes pre-
sented as variations of Xenakis’ Concret PH piece.  It 
was interesting to discover that a technique born of pure 
mathematics and geometry and realized on a general-
purpose computer yielded very similar textures as those 
created decades earlier with magnetic tape and a splice 
block.  These experiments with the GENDYN demon-
strated how to manage masses of sound and textures.  It 
was a unique way of thinking about sound: massive lay-
ering upon layers of sound, and enormous, sometimes 
unwieldly clouds of micro-events tossing and flowing 
between loudspeakers as it filled the air.  Creating these 
textures required a workflow that demanded the same 
tasks be performed and repeated as a routine.  I become 
an automated facilitator to the GENDYN itself that then 
created the forms and architectures.  Andy Warhol’s 
mantra of “I want to be a machine” could have de-
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scribed the process, except I didn’t consciously want to 
be a machine the way Warhol had so gleefully acqui-
esced.  Instead I had to act like a machine to facilitate 
the GENDYN’s results.  The procedure would involve a 
rotating and revolving cycle of steps, adjusting variables, 
repeating steps, readjusting more variables then repeat-
ing the algorithm.  The refinement process following 
each of the iterations amounted to a form of empirical 
heuristic natural selection.  Ultimately, the many itera-
tions with varying sets of parameters, along with the 
cataloging, made it possible to almost predict the out-
come of an execution. 
   The procedures described here were executed over an 
extended period, and continues.  The hundreds upon 
hundreds of executions of the algorithm needed to be 
catalogued and archived for reference and recall, when 
developing new work.  This was done in four ways: (1.) 
the parameter settings for all variables for each execu-
tion were entered into a spreadsheet which eventually 
grew to massive proportions (2.) each execution’s data 
file was archived with an identifying filename that re-
ferred to the spreadsheet entry, (3.) the respective audio 
file of the execution was saved (a WAV file format), and 
(4.) a graphic of the user interface for the track architec-
ture of the execution was captured and retained in a pair 
of documents, insuring that the visual representation of 
the event architecture timeline was archived.  This col-
lection of data for each execution enabled a full descrip-
tion of the algorithm’s executions – a sort of complete 
identity – and permitted an empirical analysis for charac-
terizing the performance of each execution with respect 
to various parameters and event distributions (we present 
some of these empirical results in the previous section). 
   Cataloguing GENDYN executions in this manner al-
most requires an archivist’s way of working, as well as a 
scientist’s way of collecting data.  Tables of data fill 
spreadsheets, and graphs are plotted to understand if 
patterns or trends are revealed.  Relationships between 
the variables that determine the overall architecture of an 
execution, and the duration of these events are tabulated.  
Experiments are repeated to confirm or validate that an 
existing set of variables would generate comparable re-
sults.  These working methods at first glance may not 
resemble a musician’s way of being.  There is no flow 
nor “in the moment” stream-of-consciousness that may 
characterize an instrument-based or performance-based 
approach to composition.6 I did not hear sounds in my 
mind’s ear that I wanted to replicate. 
 

5.3 Results 

Working in the manner described above has yielded 
three predominant modes of composing with the GEN-
DYN algorithm.  Each mode consists of its own set of 
rules and workflow for forming a constructed result: (1.) 

                                                           
6 One is engaged in a constant state of disruption, with regards to what 
might be considered the traditional idea of flow of invention or musical 
activity.  

a tempered construction, (2.) a rigorously [strictly] com-
puted construction, and (3.) a hybrid construction.7 
   A tempered GENDYN construction enables a form of 
stochastic counterpoint, to borrow a familiar term. It 
requires that the GENDYN algorithm (specifically the 
realization that is available in Hoffmann’s program), be 
controlled and constrained in such a way that pitched 
steady-state timbres may be classified and organized to 
simultaneously generate vertical clusters as well as hori-
zontal melodies of voicings along a timeline.  Once the 
timbre synthesis engine is programmed to achieve 
steady-state tones, the vertical ambitus scale provides an 
almost limitless combination of steady-state pitches, 
ranging from a fine-tuning of microtones to wide gaps 
across octaves.  Multiple executions of the GENDYN 
algorithm, while programmed in such configurations, 
with subtle adjustments in the parameter sets between 
those executions, establishes a layering of “sheets” of 
pitched matrices within a time frame, where each 
pitched matrix becomes an impression of interspersed 
note events. 
   A rigorously computed GENDYN construction is one 
that is completely defined prior to its execution. The 
GENDYN parameter set is adjusted as part of a heuristic 
process, and the New GENDYN Program is left to exe-
cute the instructions.  This is the mode exemplified by 
Xenakis with his original pieces Gendy3, and S.709.  
This describes a closed computation, and follows the 
traditional paradigm of computation.  With Hoffmann’s 
implementation however, there are over three times as 
many tracks to work with for distributing timbre events 
(and of course this can be extended with further revi-
sions to the application). 
   A hybrid GENDYN construction is one that has been 
created with a combination of the first two modes, as 
well as by taking advantage of the real-time capabilities 
built into the New GENDYN Program, and the built-in 
recording function of the program.  While the results of 
the calculations are generated, they are written to local 
disk storage.  The effects of adjustments to any of the 
parameters during the execution of the program are then 
captured in the recording.  One can also change the ar-
chitecture of an execution in real-time by adjusting any 
of the local or global event density parameters.  There-
fore, in a hybrid construction, the composer could then 
define the character of an execution as with a rigorous 
execution, incorporating tempered pitches, while varying 
a parameter that might adjust the pitch of a prominent 
timbre, for example, to achieve an intended result. An 
element of real-time interactive computation is intro-
duced to the execution of the dynamic stochastic synthe-
sis algorithm.   
 
 
 

                                                           
7 These modes of composing with the GENDYN are exemplified on 
the Elli Media CD release by the author, titled GENDYN Suite [10]. 
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6. COMPOSING AND ALGORITHMS 
6.1 What is Composing with Algorithms 
 
We revisit footnote 6 above where we briefly suggested 
that algorithmic composition can be considered a disrup-
tion to the traditional act of musical activity or composi-
tion.  The immediacy of improvisation, or of in-the-
moment experimentation, is absent in the algorithmic 
development process, when one is engaged in the itera-
tive trial-and-error empirical process that has character-
ized most of the activity I was engaged in thus far with 
the New GENDYN Program8.  Certainly, the New 
GENDYN Program allows for real-time interaction with 
the synthesis engine for exploring timbres; it is even 
possible to change the architecture of an execution in 
process, while the results are being delivered to the hard 
drive.  This however, based on my own experience with 
the program, is different from the situation where a mu-
sical instrument can become an extension of the per-
former or composer.  The GENDYN is not quite an in-
strument in this traditional sense.  A rigorous algorith-
mic composition, one in which only a computer is used 
to realize and execute the step-by-step procedure of the 
composition algorithm, separates the composer from the 
instrument – it is a completely dissociative activity.  
Unless we are prepared to call the general-purpose com-
puter the instrument, as was my personal experience 
during the performance of the UPIC system (for the 
work Maya). 
 
6.2 Musical Thinking, Computational Thinking 
 
The work that is described in this paper and that led to 
the primary forms explained in section 5 above (the 
tempered, rigorously computed, and hybrid construc-
tions), has illuminated the fact that each practitioner in-
vents their own approach and workflow for any given set 
of tools or methods.  This is the normal way of things 
and is expected.  The remarkably flexible setting of the 
New GENDYN Program can generate practically an 
infinite variety of timbres and textures, with architec-
tures of an almost infinite variety of arrangements. Xe-
nakis’ work Gendy3 presents these timbres and forms in 
an abrupt and very direct manner – the timbres seem at 
times to be controlled by valves: on/off events with no 
preparation for their starting or stopping.  Are there other 
ways to employ the algorithm that could render results 
that are less abrupt, that are more adaptable, and in gen-
eral more expressive?  In this section we consider the 
analysis of scholar and musicologist Christoph Wolff, in 
his biography of J.S. Bach [14], as he explores the path 
Bach takes towards forming a practice of “musical think-
ing”.  Could this analysis inform a model and a way 
forward, or perhaps a way out of, the strong gravitational 
pull and influence of Xenakis?   

                                                           
8 We speak here of working with the GENDYN only and the New 
GENDYN Program specifically, as we are aware of the numerous real-
time interfaces that have been developed for interacting between com-
puter and acoustic instruments. 

   Through Bach’s earliest biographer, Nicholas Forkel, 
Wolff points out that 

 
Forkel elaborates on the idea of musical thinking by em-
phasizing that “order, coherence, and proportion” – or bet-
ter, order/organization, coherence/connection/continuity, 
and proportion/relation/correlation (the original German 
terms Ordnung, Zussamenhang, and Verhältnis are not 
easily rendered by single words) – must be brought to bear 
on musical ideas.9 

 
These qualities are necessary to form a cohesive and 
proportioned work, and are principles that enable the 
organization of abstract musical concepts, that could 
then be manifest as physical sound in air.  This trans-
formation of the abstract into the physical is facilitated 
primarily by melody, harmony and counterpoint in the 
case of J.S. Bach. 
   Wolff goes on and asks, “What do order, organization, 
connection, coherence, continuity, proportion, and rela-
tion mean in the process of musical composition?” And 
again, he answers with the help of Forkel, “If Forkel 
accurately articulated Bach’s thinking, then Bach con-
ceived of compositional method primarily in abstract 
functional terms, as he also defined harmony – that is, as 
accumulated counterpoint."10  The resulting musical 
forms with their harmonic development, their interplay 
and interrelationships, are an emergent result of their 
underlying lower level properties, in this case, their ad-
herence to the rules of counterpoint, fugal procedures, 
and higher level formal structures such as the various 
dance forms or other largescale compositional forms 
such as the concerto.   
   While illuminating the way Bach explored these com-
positional features, particularly in Vivaldi’s concerto 
compositions (the L’Estro Armonico, Op. 3 Concertos, 
that acted as early lessons for Bach during his develop-
ment), he notes that 
 

the concerto as a musical genre or form was a secondary 
consideration, and the same was true of counterpoint, 
thematic invention, and other technical aspects of com-
position, including even word-tone relationships in vocal 
works.  What Bach dubbed musical thinking was, in fact, 
nothing less than the conscious application of generative 
and formative procedures – the meticulous rationaliza-
tion of the creative act.11 

 
The italics are added. This sentence highlights, as well 
as resonates, in the context of an automated generative 
music founded on mathematics which Xenakis had pio-
neered, the parallel and equally meticulous rationaliza-
tion of the creative act manifested through the GENDYN 
algorithm.  One can comfortably substitute in this quote, 
Bach’s name with that of Xenakis’, and the statement 
would immediately be describing Xenakis’ project12 in 
the 20th century, 250 years in the future.    
                                                           
9 Christoph Wolff, Johann Sebastian Bach, The Learned Musician, 
170-171. 
10 Ibid., 171. 
11 Ibid., 171. 
12 I use the term “Xenakis’ project” in the sense as Hoffmann in [5]. 
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   A generative music, whether Xenakis’ dynamic sto-
chastic synthesis algorithm, or Bach’s extensive coun-
terpoint and fugal procedures, have long raised questions 
about what a mechanized music or an automated compo-
sition might mean – this is not a new inquiry with the 
advent of computers. Such debates have been ongoing 
for a couple hundred years, at least since the middle of 
the 18th century.  David Yearsley dedicates a chapter in 
his book Bach and the Meanings of Counterpoint, titled 
“Bach the Machine”13, to address this question through 
the prism of Bach’s powers of counterpoint and the mu-
sical automata (and a mechanical duck), that were con-
structed in the day and would amaze those who had wit-
nessed them.   
 

   [C]ounterpoint itself seems to be the agent that disturbs 
the temporal and intervallic relationships between the 
voices, with several permutational possibilities available 
and one or another arbitrarily engaged at any moment.  It 
is as if the contrapuntal operations are automatically 
generating the musical material.  Like Vaucason’s au-
tomata these contrapuntal constructs are products of hu-
man genius which, once fabricated, seem to run on their 
own, to think for themselves.  The performing machine 
had challenged the performer; the thinking composition 
machine now challenged the composer to distinguish 
himself from “unthinking matter”.14 

 
   The performing machine referred to in the above quote 
is that of a mechanized flautist created by Jacques de 
Vaucanson, the French inventor and maker of mechani-
cal automata of the 18th century.  The performing musi-
cal automata was at the center of a debate regarding the 
origin of the soul of music, and whether such a soul 
could be replicated with machines.  Extending this ar-
gument from automated performance into the realm of 
composition shines a light on the formal procedures and 
rules that dictate strict counterpoint and fugues of Bach. 
And extending this metaphor still further a couple of 
centuries into the future, we find ourselves concerned 
with, and attempting to understand, the meaning of an 
automated art in general and a computable and genera-
tive music more specifically, as realized with the gen-
eral-purpose computer. 
   Which brings us back to the present effort described in 
this paper, with its own procedures and self-imposed 
rules, while perhaps subverting the original intent of 
Xenakis’ own efforts with the GENDYN along the way. 
Peter Hoffmann suggests, and this effort hopefully con-
firms, that confronting oneself through technology 
means to overcome it and escape it. 
 
    Automated Art cannot be a substitute for human creativi-

ty. Its true value is only revealed when it is harnessed by 
human ingenuity. Its rich potential serves to stimulate 
and challenge artistic invention, as well as to confront 
the listener (and the composer himself in the first place) 
with a different acoustic reality. Therefore, it is not only 
legitimate but important to break the rules and to change 

                                                           
13 David Yearsley, Bach and the Meanings of Counterpoint, 173-208. 
14 Ibid., 188. 

the specification wherever it seems appropriate in order 
not to be trapped by machine logic.15 

 

7. CONCLUSION 
This paper has presented some results of an ongoing 
project that has attempted to illuminate the capabilities 
of the New GENDYN Program, while also describing 
the process towards creating an original work with the 
application.  Peter Hoffmann’s implementation of Xena-
kis’ algorithm provides a robust platform for investigat-
ing a rigorous form of algorithmic composition, while 
also serving as a pedagogical tool, shining a light on 
potentially new approaches towards composition assisted 
by algorithms and the computer. The New GENDYN 
Program’s framework and organization allows for exper-
imentation of timbral synthesis on a large scale – of dy-
namic stochastic granular synthesis – while also generat-
ing formal composition architectures.  The synthesis of 
fixed pitches coupled with the event distribution archi-
tecture presents a platform for investigating tunings and 
temperaments that can be exposed to the GENDYN al-
gorithm, yielding a form of stochastic melodies and 
harmonies. Future investigation involves customizing the 
GENDYN algorithm to include alternative distributions 
for influencing the random walks that control the synthe-
sis of the timbres; a more flexible and targeted allocation 
of the global and local event variables that define the 
distribution of events along a timeline track and alterna-
tive methods of varying the individual samples that 
comprise a GENDYN waveform.  
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Figure A1. A pair of GENDYN executions (two top-
most images), and transcription as represented on 
staves. φ1 and φ2 direct impression, with reduction in 
staves 5 and 18, and respective transcription into 
voices. Parameters have been defined á priori to temper 
the GENDYN algorithm. 
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ID Stop Data File Name Ax Bx Lower Upper Lower Upper Ay By Lower Upper Lower Upper
1 1 CAU_ARC1 Cauchy 1 1 -10 10 1 10 Arcus Sine 0.534257 1 -100 100 -100 100
2 2 CAU_ARC2 Cauchy 1 1 -10 10 1 10 Arcus Sine 0.509659 0.501846 -100 100 -100 100
3 3 CAU_ARC3 Cauchy 1 1 -10 10 1 10 Arcus Sine 0.504776 0.501846 -100 100 -100 100
4 4 CAU_ARC4 Cauchy 1 1 -10 10 7 10 Arcus Sine 0.504776 0.501846 -100 100 -100 100
5 5 CAU_ARC5 Cauchy 1 1 -10 10 7 10 Arcus Sine 0.50029 0.496841 -100 100 -100 100
6 6 CAU_ARC6 Cauchy 1 1 -10 10 7 10 Arcus Sine 0.504776 0.501846 -100 100 -100 100
7 7 CAU_ARC7 Cauchy 1 1 -10 10 7 10 Arcus Sine 0.504776 0.501846 -100 100 -100 100
8 8 CAU_ARC8 Cauchy 1 1 -30 30 1 25 Arcus Sine 0.506851 1 -100 100 -100 100
9 9 CAU_ARC9 Cauchy 0.000305185 0.000305185 -30 30 1 25 Arcus Sine

10 10 CAUARC10 Cauchy 1 0 -10 10 0 5 Arcus Sine 0.499954 1 -100 100 -100 100
11 11 CAUARC11 Cauchy 1 0 -10 10 0 5 Arcus Sine 0.499954 1 -100 100 -100 100
12 12 CAUARC12 Cauchy 1 1 -10 10 0 5 Arcus Sine 1 0 -100 100 -100 100
13 13 CAUARC13 Cauchy 1 1 -10 10 0 5 Arcus Sine 1 0 -100 100 -100 100
14 14 CAUARC14 Cauchy 1 1 -10 10 0 5 Arcus Sine 1 0 -100 100 -100 100
15 15 CAUARC15 Cauchy 1 1 -10 10 0 5 Arcus Sine 1 0 -100 100 -100 100
16 16 CAUARC16 Cauchy 1 1 -10 10 0 20 Arcus Sine 1 0 -100 100 -100 100
17 17 CAUARC17 Cauchy 0.00274667 0 -10 10 0 20 Arcus Sine 1 0 -100 100 -100 100
18 18 CAUARC18 Cauchy 1 1 -10 10 0 5 Arcus Sine 0.499741 0 -100 100 -100 100
19 19 CAUARC19 Cauchy 1 1 -10 10 0 5 Arcus Sine 0.499741 0 -100 100 -100 100
20 20 CAUARC20 Cauchy 1 1 -10 10 0 7 Arcus Sine 0.499741 0 -100 100 -100 100
21 21 CAUARC21 Cauchy 1 1 -10 10 0 5/7/8 Arcus Sine 0.499741 0 -100 100 -100 100
22 22 CAUARC22 Cauchy 1 1 -10 10 0 8 Arcus Sine 0.499741 0 -100 100 -100 100
23 23 CAUARC23 Cauchy 1 1 -10 10 0 5/7/8 Arcus Sine 0.499741 0 -100 100 -100 100
24 24 CAUARC24 Cauchy 1 1 -10 10 0 5/7/8 Arcus Sine 0.499741 0 -100 100 -100 100
25 25 CAUARC25 Cauchy 1 1 -10 10 0 5/7/8 Arcus Sine 0.499741 0 -100 100 -100 100
26 26 CAUARC26 Cauchy 1 1 -10 10 0 5/7/8 Arcus Sine 0.499741 0 -100 100 -100 100
27 27 CAUARC27 Cauchy 1 1 -10 10 0 5/7/8/9 Arcus Sine 0.499741 0 -100 100 -100 100
28 28 CAUARC28 Cauchy 1 1 -10 10 0 5/7/8/9 Arcus Sine 0.499741 0 -100 100 -100 100
30 30 CAUARC30 Cauchy 1 1 -10 10 0 5 Arcus Sine 0.499893 0 -100 100 -13 8
31 31 CAUARC31 Cauchy 1 1 -10 10 0 5 Arcus Sine 0.499893 0 -100 100 -13 8
32 32 CAUARC32 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
33 33 CAUARC33 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
34 34 CAUARC34 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
35 35 CAUARC35 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
36 36 CAUARC36 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
37 37 CAUARC37 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
38 38 CAUARC38 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
39 39 CAUARC39 * note Cauchy 0.000305185 0.000305185 -30 30 1 25 Arcus Sine 0.504776 1 -2 1 -100 100
40 40 C_A_40 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
41 41 C_A_41 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
42 42 C_A_42 Cauchy 1 1 -10 10 0 5 Arcus Sine 0.499863 0 -100 100 -100 100
43 43 C_A_42_A Cauchy 1 1 -10 10 0 5 Arcus Sine 0.499863 0 -100 100 -100 100
44 44 C_A_42_B Cauchy 1 1 -10 10 0 5 Arcus Sine 0.499863 0 -100 100 -100 100
45 45 CAUARC43 Cauchy 0.671224 0 -13 13 0 30 Arcus Sine 1 0 -10 10 -10 20
46 46 CAUARC44 Cauchy Arcus Sine
47 47 CAUARC45 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
48 48 CAUARC46 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
49 49 CAUARC47 Cauchy 1 1 -10 10 7 10 Arcus Sine 0.504776 0.501846 -100 100 -100 100
50 50 CAUARC48 Cauchy 1 1 -10 10 7 10 Arcus Sine 0.504776 0.501846 -100 100 -100 100
51 51 CAUARC49 Cauchy 1 1 -10 10 7 10 Arcus Sine 0.504776 0.501846 -100 100 -100 100
52 52 CAUARC50 Cauchy 1 1 -10 10 7 10 Arcus Sine 0.504776 0.501846 -100 100 -100 100
53 53 CAUARC51 Cauchy 1 1 -10 10 20 20 Arcus Sine 1 0 -100 100 -100 100
54 54 CAUARC52 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
55 1 CAUCAU01 Cauchy 1 0 -10 10 0 10 Cauchy 1 0 -100 100 -100 100
56 2 CAUCAU02 Cauchy 0.000305185 0.000305185 -30 30 1 25 Cauchy 0.506851 1 -2 1 -100 100
57 3 CAUCAU03 Cauchy 0.000305185 0.000305185 -30 30 5 9 Cauchy 0.500046 1 -13 4 -100 100
58 4 CAUCAU04 Cauchy 0.000305185 0.000305185 -30 30 5 9 Cauchy 0.500046 1 -13 4 -100 100
59 5 CAUCAU05 Cauchy 0.000305185 0.000305185 -30 30 5 9 Cauchy 0.500046 1 -13 4 -100 100
60 6 CAUCAU06 Cauchy 0.000305185 0.000305185 -30 30 5 9 Cauchy 0.500046 1 -13 4 -100 100
61 7 CAUCAU07 Cauchy 0.000305185 0.000305185 -30 30 5 9 Cauchy 0.500046 1 -13 4 -100 100
62 8 CAUCAU08 Cauchy 0.0061037 0.0061037 -10 10 0 5 Arcus Sine 0.499832 1 -100 100 -13 8
63 9 CAUCAU09 Cauchy 0.000305185 0.000305185 -30 30 1 25 Cauchy 0.506851 1 -100 100 -100 100
64 10 CAUCAU10 Cauchy 0.000305185 0.000305185 -30 30 1 25 Cauchy 0.506851 1 -2 1 -100 100
65 11 CAUCAU11 Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
66 12 CAUCAU12 Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
67 13 CAUCAU13 Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
68 14 CAUCAU14 Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
69 15 CAUCAU15 Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
70 16 CAUCAU16 Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
71 17 CAUCAU16_b Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
72 18 CAUCAU16_c Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
73 19 CAUCAU16_d Cauchy 0.000305185 0.000305185 -81 84 0 105 Cauchy 0.506851 1 -76 68 -100 100
74 20 CAUCAU16_e Cauchy 0.000305185 0.000305185 -81 84 0 10 Cauchy 0.506851 1 -76 68 -100 100
76 22 CAUCAU17 Cauchy 0.000305185 0.000305185 -100 100 5 9 Cauchy 0.00488296 0 -11 11 -100 100
77 23 CAUCAU18 Cauchy 0.000305185 0.000305185 -100 100 5 9 Cauchy 0.00488296 0 -11 11 -100 100
78 24 CAUCAU19 Cauchy 0.000305185 0.000305185 -100 100 2 23 Cauchy 0.00488296 0 -11 11 -100 100
79 25 CAUCAU20 Cauchy 0.000305185 0.000305185 -100 100 2 23 Cauchy 0.00488296 0 -11 11 -100 100
80 26 CAUCAU21 Cauchy 0.000305185 0.000305185 -100 100 23 23 Cauchy 0.00488296 0 -11 11 -100 100
81 27 CAUCAU22 Cauchy 0.000305185 0.000305185 -100 100 2 23 Cauchy 0.00488296 0 -11 11 -100 100
82 28 CAUCAU23 Cauchy 0.000305185 0.000305185 -100 100 2 23 Cauchy 0.00488296 0 -11 11 -100 100
83 29 CAUCAU24 Cauchy 0.000305185 0.000305185 -100 100 2 23 Cauchy 0.00488296 0 -11 11 -100 100
84 30 CAUCAU25 Cauchy 0.000305185 0.000305185 -100 100 2 23 Cauchy 0.00488296 0 -11 11 -100 100
85 1 Cau_hyp1 Cauchy 0 0 -10 10 10 10 Hypercosine 0.496292 0 -100 100 -40 0
86 2 Cau_hyp2 Cauchy 0 0 -10 10 0 0 Hypercosine 1 1 -100 100 -40 0
87 3 Cau_hyp2 Cauchy 0 0 -10 10 0 0 Hypercosine 1 1 -100 100 -40 0
88 4 Cau_hyp4 Cauchy 0 1 -30 30 1 25 Hypercosine 0.506851 1 -100 100 -100 100
89 5 CAUHYP05 Cauchy 0.001 0.1 0 3 9 9 Hypercosine 0.1 0.0001 -1 1 -7 7
91 1 EXPARC01 Exponential 1 1 -30 30 10 10 Arcus Sine 1 1 -30 30 -50 50
92 2 EXPARC02 Exponential 1 1 -30 30 10 10 Arcus Sine 1 1 -30 30 -50 50
93 3 EXPARC03 Exponential 0 0 -30 30 10 10 Arcus Sine 1 1 -30 30 -50 50
95 1 EXPLOG01 Exponential 1.0000000 1.0000000 -10 10 20 30 Logistic 0.5001370 1.0000000 -64 100 -10 20
96 2 EXPLOG02 Exponential 1.0000000 0.0000000 -51 100 10 90 Logistic 0.0411084 0.1463360 -83 100 -30 30
97 3 EXPLOG03 Exponential 0.0535600 0.0000000 -51 100 10 90 Logistic 0.2465900 1.0000000 -83 100 -30 30
99 1 HYPHYP01 Hypercosine 0.6712241 1 -13 3 0 30 Hypercosine 1 0 -10 0 -10 20

100 2 HYPHYP02 Hypercosine 0.671224 1 -13 3 0 30 Hypercosine 1 0 -10 0 -10 20
102 1 HYPLOG01 Hypercosine 1 1 -5 5 5 600 Logistic 0.000305185 0.000305185 -1 1 -100 100
104 1 LOGARC01 Logistic 0.6712241 1 -13 3 0 30 Arcus Sine 1 0 -10 0 -10 20
105 2 LOGARC02 Logistic 1 1 -7 7 0 1000 Arcus Sine 0.668752 0.170721 -50 50 -100 100
106 3 LOGARC03 Logistic 1 1 -7 7 0 1000 Arcus Sine 0.668874 0.170721 -50 50 -100 100
107 4 LOGARC04 Logistic 1 1 -7 7 0 1000 Arcus Sine 0.672781 0.170721 -50 50 -86 56
108 5 LOGARC05 Logistic 1 1 -100 7 0 1000 Arcus Sine 0.672781 0.170721 -50 50 -86 15
109 6 LOGARC06 Logistic 1 1 -7 7 0 1000 Arcus Sine 0.672781 0.170721 -50 50 -86 15
110 7 LOGARC07 Logistic 1 1 -7 7 10 1000 Arcus Sine 0.671224 0.170721 -50 50 -86 15
111 8 LOGARC08 Logistic 1 1 -7 7 0 1000 Arcus Sine 0.671224 0.170721 -50 50 -86 15
112 9 LOGARC09 Logistic 1 1 -7 7 10 1000 Arcus Sine 0.671224 0.170721 -50 50 -10 10
113 10 LOGARC10 Logistic 1 1 -17 17 10 1000 Arcus Sine 0.671224 0.170721 -50 50 -10 10
114 11 LOGARC11 Logistic 1 1 -17 17 7 11 Arcus Sine 0.671224 0.170721 -50 50 -30 10
115 12 LOGARC12 Logistic 0.500198 0.5000153 -3 3 10 80 Arcus Sine 0.5300149 0.844356 -10 5 -76 15
116 13 LOGARC13 Logistic 0.500198 0.500015 -3 3 10 80 Arcus Sine 0.530015 0.844356 -10 5 -76 15
117 14 LOGARC14 Logistic 0.500198 0.500015 -3 3 10 80 Arcus Sine 0.4998322 0.844356 -10 5 -76 15
118 15 LOGARC15 Logistic 0.500198 0.50015 -3 3 10 80 Arcus Sine 0.530015 0.844356 -10 5 -76 15
119 16 LOGARC16 Logistic 1 1 -3 3 0 1000 Arcus Sine 1 0.880184 -10 20 -86 15
121 1 LE_01A Logistic 0.500259 0.500107 -7 7 0 1000 Exponential 0.671224 0.170721 -5 5 -86 15
122 2 LOGEXP02 Logistic 0.000305185 0.000305185 -3 3 0 200 Exponential 0.00030519 0.00030519 -100 100 -90 90
123 3 LOGEXP03 Logistic 0.000305185 0.000305185 -3 3 0 200 Exponential 0.00030519 0.00030519 -100 100 -90 90
125 1 LOGHYP01 Logistic 1 0 -10 10 0 5 Hypercosine 0.502304 0 0 100 -10 10
127 1 LOGLOG01 Logistic 0.547960000 0.707327000 -10 10 11 30 Logistic 0.383557000 0.487808000 -10 10 -10 10
128 2 LOGLOG02 Logistic 1.000000000 0.731834000 -20 20 10 100 Logistic 0.068483500 0.073183400 -12 12 -10 10
129 3 LOGLOG03 Logistic 1.000000000 0.100650000 -20 20 10 100 Logistic 0.104068000 0.100650000 -15 15 -30 30
130 4 LOGLOG04 Logistic 1.000000000 1.000000000 -40 -30 10 100 Logistic 0.100162000 0.100253000 -15 15 -40 40
131 5 LOGLOG05 Logistic 1.000000000 1.000000000 -100 40 5 100 Logistic 0.000305185 0.000305185 -95 95 -100 100
132 6 LOGLOG06 Logistic 1.000000000 1.000000000 -100 40 5 100 Logistic 0.000305185 0.000305185 -95 95 -100 100
133 7 LOGLOG07 Logistic 1.000000000 1.000000000 -20 20 10 600 Logistic 0.123295000 0.000000000 -40 70 -100 100
134 8 LOGLOG08 Logistic 1.000000000 0.500046000 -20 20 10 600 Logistic 0.424655000 0.414625000 -40 70 -100 100
135 9 LOGLOG09 Logistic 1.000000000 1.000000000 -5 5 5 600 Logistic 0.000305185 0.000305185 -1 1 -100 100
136 10 LOGLOG10 Logistic 1.000000000 1.000000000 -5 5 5 600 Logistic 0.000305185 0.000305185 -1 1 -100 100
137 11 LOGLOG11 Logistic 0.000305185 0.000305185 -50 0 0 20 Logistic 0.164342000 0.438978000 -10 10 -50 50
138 12 LOGLOG12 Logistic 0.000305185 0.000305185 -21 21 4 20 Logistic 0.500107000 0.500150000 -1 1 -50 50
139 13 LOGLOG13 Logistic 0.000305185 0.000305185 -50 0 2 20 Logistic 0.164373000 0.439192000 -10 10 -50 50
140 14 LOGLOG14 Logistic 0.013702800 1.000000000 -100 100 0 1000 Logistic 0.100436000 0.100650000 -50 50 -50 5-
142 1 LOGTRI01 Logistic 1 1 -7 7 0 1000 Triangular 1 1 -10 10 -86 15
143 2 LOGTRI02 Logistic 1 1 -1 1 0 1000 Triangular 1 1 -100 100 -15 15
144 3 LOGTRI03 Logistic 1 1 -7 7 0 1000 Triangular 1 1 -20 20 -86 15
145 4 LOGTRI04 Logistic 1 1 -3 3 0 1000 Triangular 1 0.880184 -10 5 -86 15

Synthesis Parameters
Time Amplitude

Distribution
Distribution Function Mirror Flucuations Random Walk Mirror

Distribution
Distribution Function Mirror Flucuations Random Walk Mirror

 
Table A1.  A catalogue of GENDYN timbres. 
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ABSTRACT

Multi-touch display musical instruments, typically avail-
able on tablets or similar touchable surfaces, are becom-
ing a popular way of making and performing music in live
situations. Given their particular constrains and affor-
dances, the musician confronts some interesting challenges
when interacting with these kind of devices, that we pro-
pose to classify and to study using a model of interaction
and processing frameworks, based on HCI theory. In this
article, we provide a taxonomy for classification of these
instruments based on their levels of interaction and a brief
survey of representative performative musical apps, focus-
ing on their interaction properties and discussing in detail
the implications of their design for musical applications.

1. INTRODUCTION

Nowadays, many novel digital musical instruments (DMIs)
are being implemented in tablets systems, given their porta-
bility and very precise multi-touch technology. DMIs are
human-computer interfaces which allow musicians to con-
trol samples or computer sound synthesis [1]. DMIs have
expanded the possibilities for live performance of com-
puter music because they allow for interactive control of
many musical parameters while performing. These inter-
faces have evolved in parallel with other technologies that
have improved the interaction between musicians and com-
puters [2].

DMIs can been understood as a four-stage process as shown
in Figure 1: interaction, processing, mapping and synthesis
[3]. The controller represents the interface, based on sen-
sors, that connects the physical interaction with its virtual
representation [4], and here it is divided onto two different
stages: interaction and processing. First, we need to study
what kind of controls and active zones can be configured
in the interaction stage. Afterwards, the processing stage
interprets the information about the user movements [3].
The third stage translates the musician’s movements into
musical parameters that are the inputs for the synthesis or
sampling stage, which in turn generates sound [5].

Copyright: c�2018 Marie González-Inostroza et al. This is an open-
access article distributed under the terms of the Creative Commons Attri-
bution License 3.0 Unported, which permits unrestricted use, distribution,
and reproduction in any medium, provided the original author and source
are credited.

Controller

Figure 1: DMIs can be studied as a four-stage process: in-
teraction, processing, mapping and synthesis. The two
first stages constitute the controller or interface with which
the user interacts. For a more detailed description of this
model, we refer the reader to [3].

In the case of tablet-based DMIs, we encounter many
look-a-like interfaces, but they can vary at the interaction
and processing stages. In the interaction stage we can de-
termine the organization of the playable surface and what
kind of values can be directly obtained from it. For exam-
ple, a surface can be divided into keys that set fixed pa-
rameters or have a multidimensional zone that allows for a
continuous change of multiple parameters. The processing
stage determines what kind of interactions occur between
multi-touch points and their evolution in space and time.
In consequence, different movements can imply different
meanings inside the system. These two stages and their
implications modify the interaction between the DMI and
the musician. Even with the same interface, the interaction
and processing stages can give us multiple options in order
to customize the results [3].

In this article, we focus on apps intended for musical per-
formance. These apps distinguish themselves from oth-
ers in that they can control the sound in real-time and the
users movements on the surface modify the sound in mul-
tiple aspects. In order to analyze these tools, in section
2 we explain how human-computer interaction can illumi-
nate a DMI perspective and in section 3 we classify dif-
ferent strategies presented on multi-touch apps. Then, we
provide a taxonomy and discuss how some current apps
work in section 4.
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2. HUMAN-COMPUTER-INTERACTION AND
DMIS

Research in music and human computer interaction (HCI),
known as music interaction, has contributed to a deeper
understanding of DMIs. HCI provides tools to analyze
the musicians’ activities and to evaluate DMIs as inter-
faces that control a computational process [6]. We believe
that the usage of some theories taken from the field of HCI
could improve the analysis of DMIs.

In HCI, mental models are the user’s psychological ex-
planations about how a system works, that helps enlighten
what the system will do in response to an specific action.
Designers must use correct mental models that would pre-
dict what the system will do in response to a specific ac-
tion. In order to achieve this, designers can use perceptible
signals that indicate what actions can be done, which are
called signifiers [7]. Also, metaphors, representations of a
system that define rules of its behavior and refer to a well-
known system in order to facilitate the understanding of a
new system performance, are valuable resources to be con-
sidered [8].

Musical frameworks have been extensively used in com-
positional and performing contexts and influence the way
the music is done. A violin, a synthesizer or a digital au-
dio workstation software are examples of physical frame-
works. In addition, conceptual frameworks are common in
music, for example a twelve-bar blues or a metric rhythm.
A framework can be studied “as a collection of indepen-
dent, smaller, frameworks; and likewise, any collection of
frameworks can also be regarded as a single, larger, frame-
work” [9].

As proposed in [10], touchable surfaces bring actions from
the physical world to a virtual representation, meaning that
the usage of real-world metaphors from the users’ move-
ments and actions can provide easier ways to use the in-
terface. However, in the case of DMIs, metaphors have
been used in most cases centered on mapping and synthe-
sis [11]. Nevertheless, there is a growing usage of new
techniques to incorporate the users’ movements in a more
natural way. In fact, novel movement models, descriptors
calculation and machine learning algorithms that give in-
formation about the musicians’ gestures are hot research
topics at the moment [12, 13, 14, 15, 16, 17].

3. LEVELS OF INTERACTION AND
PROCESSING ON TOUCHABLE SURFACES

We propose the analysis of interaction and processing stages
as frameworks that can be constituted by controllers, in
the case of the interaction phase, and interpretations, in
the case of the processing stage, that have their own fea-
tures that impact in the usage of a musical instrument. We
have detected that many mobile apps use frameworks con-
stituted by different kinds of controls that are truly frame-
works by themselves and can be studied as single elements.
In order to facilitate the analysis, we classify different frame-
works for interaction and processing as levels about what
interactions and relations they afford. Nevertheless, we
must consider how the smaller frameworks are related to
the interaction and processing frameworks in order to es-
tablish how the user will interact with the full system [3].

3.1 Levels of interaction

Interaction frameworks can be classified according to the
information that can obtained from them and the interac-
tion they afford. Each level adds new possibilities and ex-
pands the number of involved dimensions [3]:

1. Keys: the discretization of the surface by means of
keys, zones or buttons that allow to select a singular
parameter or active/de-activate a property. The user
can touch any point of the key and the result will be
the same.

2. Sliders: with sliders or knobs the user can change
parameter(s), but usually the change happens con-
tinuously.

3. Multi-dimensional zones: the surface is conceived
as a multidimensional blank canvas, where it is pos-
sible to use continuous or discrete movements. As
such, we can obtain as many parameters as dimen-
sions the interface contains.

3.2 Levels of processing

We propose also a classification of processing frameworks
on four basic types: vertex, polygons and gestures. The
first two are static in terms of the relations of the detected
points, meanwhile gestures refers to understanding the dy-
namics of musician’s movements in time [3]:

1. Vertex: analysis of the position of touched points
on the surface and their distances or angles in rela-
tion with an anchor point that the user will use as a
reference.

2. Polygons: analysis of touched points on the surface,
as a group. Absolute and relative positions and an-
gles can be analyzed in order to estimate what pos-
ture the user is doing on top of the surface.

3. Gestures: a gesture refers to a movement composed
by a set of postures over time. It provides high-level
information about the musician’s movements that al-
lows us to understand what is the specific action a
performer is doing considering the recent history of
observed points.

4. TAXONOMY AND ANALYTICAL SURVEY OF
MULTI-TOUCH DISPLAY APPS

As we explained earlier, we have considered mobile apps
that can be used for real-time musical performance. This
survey does not have the objective of being comprehen-
sive, but rather to illustrate different possibilities of inter-
action. As table 1 shows, we classified the interactions
of each one, following the levels of section 3. We de-
tected that many apps share interaction features, especially
when they are based on metaphors from musical instru-
ments from the physical world, later simulated in the multi-
touch experience. As a result, we propose a taxonomy for
the apps in four different types: sequencers, synthesizers,
acoustically-inspired and custom interfaces. This taxon-
omy is centered on the type of interaction that happens
when performing the instrument.
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4.1 Type 1: Sequencers

This first group gather apps that are designed in a very sim-
ilar way to traditional sequencers. These kinds of DMIs
are generally based on buttons that the user can press in
order to modify the sequence. Usually they dispose of a
matrix-ordered set of fixed buttons. As an example, figure
2a shows the Yamaha TNR-e [18], an app where the user
presses keys in order to activate a sound, ordered in rows,
at a specific time, represented by columns.

4.2 Type 2: Traditional synthesizers

This kind of DMI imitates classical synthesizers in terms
of sound and interaction style. There are several apps that
work using the same interactions: the screen is divided into
a keyboard part and a controller or settings screen. Many of
these apps can be externally controlled with a MIDI key-
board, so users can avoid the interaction with the virtual
keyboard on the tablet and interact instead with a physical
one.

Some of these apps resemble traditional keyboards, with
simple keys organized in the same way of a piano, but oth-
ers incorporate some modifications. For example, Synth-
Scaper [19] and Reason Compact [20], the latter shown in
figure 2b, have keyboards of the same size that also work
as multidimensional zones at the same time. The user can
press a specific key in order to select a pitch and then pitch
and/or timbre can be modified with changes in the vertical
or horizontal position inside the key. Another possible in-
teraction is a movement outside the key range in a similar
fashion as a processing based on vertex.

Type Name Interaction Processing
K S MD V P G

1 Yamaha TNR-e [18] X
1 Apematrix [21] X
1 Arpio [22] X
2 QiBrd [23] X X X X
2 SynthScaper [19] X X X X
2 Reason Compact [20] X X X X
2 Tardigrain [24] X X
2 Mood [25] X
3 GarageBand [26] X X X X
3 Bandlab [27] X X X X
3 Maggic Fiddle [28] X X X
4 GeoShred [29] X X X
4 Bebot [30] X X X X
4 Auraglyph [31] X X X
4 Rotor [32] X X X
4 TC-11 [33] X X X X
4 Orphion [34] X X X X
4 EtherPad [35] X

Table 1: Levels of interaction and processing frameworks
used on tablet apps. Interaction frameworks are classified
based on keys (K), sliders (S) and multi-dimensional zones
(MD). Processing frameworks are classified as relation of
vectors (V), postures (P) and gestures (G). In addition, a
taxonomy of four types based on their interaction at per-
formance time is proposed.

4.3 Type 3: Acoustically-inspired interfaces

There is another group of apps that simulate acoustical
instruments, such as GarageBand [26], BandLab [27] or
Magic Fiddle [28]. In these cases, there are multiple styles
of interaction that depend on a particular selected instru-
ment. For example, when they resemble a piano layout, the
screen is divided in keys and pressure is used for dynamic
control. Another possible layout imitates circular drums,
based on rounded zones that produce specific sound, and
the distance to the center modifies timbre. Also, structures
based on sliders are used to represent strings, imitating in-
struments such as a guitar, ukelele or bass.

(a) Type 1 Example: Yamaha TNR-e [18]

(b) Type 2 Example: Reason Compact [20]

Figure 2: Some apps use interfaces that refer to well-known
musical interfaces. As an example, DMIs of type 1 im-
plement sequencers, compose of a matrix of keys as figure
2a, and type 2 imitates electronic synthesizers, which use
a keyboard and sliders like figure 2b.

4.4 Type 4: Custom interfaces

Finally, there are apps that rely on custom approaches as to
how the user interacts with the playing surface. GeoShred
[29] employs multidimensional zones with a processing
stage that allows for simple selections from the user. As
figure 3a illustrates, the screen displays rectangular areas
to let the user know were the notes are located. Once the
user plays a note, the system assigns a pitch, which may be
modified with movements around the surface. Depending
on the movement, the modifications could imply higher or

478



(a) Geoshred [29] (b) TC-11 [33] (c) EtherPad [35]

Figure 3: Type 4 examples: these are apps that have developed their own customized interaction strategies.

lower changes in pitch. Several other parameters can be
adjusted as well.

Auraglyph [31] and Rotor [32] have interfaces inspired
by artistic block programming systems such as PD or Max.
They both implement environments for composition and
real-time performance with boxes or blocks that instantiate
a specific signal processing function and may be modified
with sliders and keys. In both cases, previous knowledge
about sound digital synthesis is usually necessary to prop-
erly interact with these kinds of instruments.

TC-11 [33] calculates angles and distances between the
fingers as inputs for the sound system. This app has a sin-
gle multi dimensional zone, which detects the position of
each finger and then processes the information as poly-
gons, vertex ad gestures made by the user. As figure 3b
shows, multiple fingers can touch the surface at the same
time and the relation between are meaningful for the sys-
tem.

Orphion [34] incorporates circular buttons that work at
the same time as multidimensional zones. When the user
presses a button, a specific pitch is produced that can be
later modified with the finger’s position. This position is
compared with the center of the circle in order to determine
the degree of change.

Other cases are EtherPad [35] and BeBot [30], which use
a multidimensional zone which is divided into rectangles
that represent different pitches, as shown in figure 3b. In
the case of EtherPad, users can set how many octaves are
distributed horizontally in the surface and modify pitch and
timbre properties with changes in the vertical and horizon-
tal position.

5. DISCUSSION

As we presented in section 4, many of the current mobile
apps for musical performance have interactions based on
metaphors that refer to well-known musical systems. As
expected, traditional instruments are commonly used as a
reference in order to incorporate interaction controls. Nev-
ertheless, the most common musical metaphors are related
with electronic synthesizers: sequencers and keyboard-style
synthesizers are the most common performative-purpose
apps on Apple’s App Store and Google Play. Many of this
systems seem to center their interest in the sound produc-
tion stage: they use sophisticated sound production ma-
chines and the user can set many detail about how the in-
strument sounds, and the interaction strategy is typically

a keyboard or a button matrix. In this context, many mu-
sicians use the app to set parameters and perform with an
external MIDI keyboard.

An interesting common strategy is the usage of different
levels of interaction and processing in the same control.
As an example, there are buttons that work at the same
time as multidimensional zones letting the user select fixed
parameters, such as a central pitch, and select others in a
continuous range, usually parameters related with timbre.

Many of these cases incorporate a more detailed process-
ing of the beginning and ending of each finger movement.
The time or velocity that the user takes when putting the
finger in the surface and it is released are calculated in or-
der to finely control amplitude envelopes. This is a metaphor
that is observable in many acoustical instruments. It is
clear that the incorporation of this processing impacts on
how users initiate and end their movements.

Advanced strategies of processing involve new interac-
tion properties. For example, TC-11 analyzes the move-
ment considering the relations between multiple fingers,
not just independent movements. As a result, the user has
to focus not only in the positions of each finger, but on the
overall gesture as a whole.
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[10] S. Jordá, C. F. Julià, and D. Gallardo, “Interactive
surfaces and tangibles,” XRDS: Crossroads, The ACM
Magazine for Students, vol. 16, no. 4, p. 21, 2010.

[11] T. Magnusson, “Designing constraints: composing and
performing with digital musical systems,” Computer
Music Journal, vol. 34, no. 4, pp. 62–74, 2010.

[12] E. Street, C. Volioti, E. Katsouli, and A. Manitsaris,
“x2Gesture : how machines could learn expressive ges-
ture variations of expert musicians,” NIME ’16 Pro-
ceedings of the 2016 conference on New interfaces for
musical expression, no. Section 5, 2016.

[13] J. I. Mendoza and M. R. Thompson, “Modelling Per-
ceived Segmentation of Bodily Gestures Induced by
Music,” Conference of the European Society for the
Cognitive Sciences of Music, no. August, pp. 128–134,
2017.
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Imitation Game: Real-time Decision-making in an Inter-
active Composition for Human and Robotic Percussionist 

 
 

ABSTRACT 
This paper describes an interactive composition for hu-
man and robotic percussionist exploring decision-making 
processes in the context of composed interaction scenari-
os. The composition is based on a dynamic form, shaped 
by decisions made by the musician and the robotic per-
cussionist in real-time. Using a Neural Network trained 
to recognize different instruments and playing tech-
niques, the robotic percussionist makes long-term deci-
sions based on metrics of musical contrast. Similarly, the 
musician interprets a non-linear score, which enables 
him/her to interact with the robotic percussionist in real-
time. The paper describes various components of the sys-
tem, including the auditory processing and decision-
making stage, and introduces a framework for artistic 
experimentation borrowing evaluation methods from hu-
man-computer improvisation. 

1. INTRODUCTION 
Musical robotics is a fast expanding research field, cover-
ing a wide range of musical instruments, from percussion 
to string and wind instruments [1], as well as interaction 
paradigms: from interactive human-computer music sys-
tems to laptop orchestras [2]. 

This growing interest for acoustic – or, more accurately, 
mechanically produced – sound can be attributed to both 
sound- and interaction-driven design and compositional 
choices. The complexity of acoustic sound [3], the ex-
pressive potential of physical actions [3] and the role of 
visual communication in anticipating and coordinating 
performers’ actions, as well as establishing cause-effect 
(i.e. action-sound) relationships [4] are some of the most 
commonly cited advantages of musical robotics over 
electronically (re)produced sound. 
 Research in musical robotics has expanded to encom-
pass a large variety of applications, from robotic musical 
instruments, played by human musicians or triggered by 
predetermined sequences, to anthropomorphic musical 
robots, designed to imitate (physical) human actions, and 
perceptual robots [3, 5]. The last category refers to au-
tonomous musical robots, able to “perceive” and interact 
with their sonic environment, suggesting an overlap with 
the field of interactive music systems. 

 The work described in this paper falls under the latter 
category, incorporating both hardware components and 
software agency. Imitation game is an interactive compo-
sition for human and robotic percussionist based on a 
dynamic form, which is shaped by decisions made by 
both the musician and the robotic percussionist in real-
time. The robotic percussionist interacts with the human 
based exclusively on machine listening, particularly a 
feed-forward Neural Network trained to recognize differ-
ent instruments and playing techniques. Decisions are 
made both on a meso and macro time scale, based on 
metrics of rhythmic, timbral and dynamic contrast.1 

2. DECISION-MAKING IN INTERACTIVE 
MUSIC SYSTEMS 

Most interactive music systems – whether hardware of 
software-based – incorporate one or more interaction 
“modes” [3] or “modules” [6], which are responsible for 
different agent behaviors and, therefore, sonic affordanc-
es. In the case of interactive robotic percussionists these 
modes can differ with respect to rhythmic material, inter-
action timing (e.g. synchronous vs. asynchronous action) 
and/or the sensory processing and decision-making pro-
cesses involved in them.  
 For example, Haile [3] is a perceptual robot equipped 
with six different interaction modes, some of which are 
synchronous and some sequential. These modes are not 
selected in real-time, but are activated in predetermined 
sequences in compositions written by its creators [3]. 
Real-time decision-making processes are employed main-
ly on the “phrase” level: the robotic percussionist calcu-
lates the stability of an input rhythm and then chooses 
from a database of rhythms based on similarity metrics 
and a target stability value [5]. Another perceptual robot, 
Shimon [6], is based on three “interaction modules”, 
which are described as segments with a fixed or condi-
tion-dependent duration, while the CIM software [7] is 
based on a model of duet interaction centered around six 
different types of musical activity: “imitate”, “initiate”, 
“loop”, “restate”, “shadow” and “silence”. In the current 
version of the software, activity selection is random, a 
shortcoming that the authors are planning to address in 
next iterations of the software [7]. 

                                                             
1 A video documentation of the piece is available in the following link: 
http://www.artemigioti.com/demos/Imitation_game.
html  
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2.1 Generating Meaningful Responses 

The integration of different interaction modes and com-
plex decision-making processes in the above mentioned 
systems is indicative of an interaction design oriented 
towards a “conversational” [8] – i.e. reciprocal – model 
of interaction, rather than one based on cause-effect rela-
tionships. Emmerson [9] distinguishes between “causing” 
a reaction and “provoking” a response – particularly a 
“meaningful response” – using the example of two musi-
cians improvising in a call-and-response fashion as a 
model for the second. However, as Emmerson [9] points 
out, “meaningful” is a musical judgement. 
 In interactive musical robotics, musical meaning is – 
not unjustifiably – linked to “higher-level percepts” and 
“subjective concepts” [4]. What Weinberg [4] refers to as 
“higher-level percepts” are musical meta-parameters (e.g. 
metrics of rhythmic stability, melodic similarity etc), 
which are used to describe the meso and macro time 
scale, rather than the sound event level. Meaning is, 
therefore, not only subjective but also context-dependent. 
Furthermore, these higher-level percepts are in most cas-
es specific to the instrumentation, the musical idiom (e.g. 
jazz vs. free improvisation) and even the compositional 
idea.  

2.2 Can the computer say “no”? 

Another key distinction between a reciprocal interaction 
based on decision-making processes and a mere input-
output mapping is that of intention, as well as that of ne-
gotiation of different intentions between actors. Or, as 
Emmerson [9] puts it: can the computer say “no, thanks”?  

A behavior that is strictly reactive and not pro-active 
falls under causality, rather than interactivity. A meaning-
ful response does not mean just following, but also lead-
ing, even ignoring or rejecting your co-player’s actions – 
behaviors often incorporated in the decision-making stage 
of interactive music systems [4, 10]. 

3. IMITATION GAME 
Notions of musical intention and meaning – particularly a 
meaning that is constructed through context (i.e. on a 
meso and macro time scale, rather than on a sound event 
level) – are some of the central concepts explored in Imi-
tation game. This meaning is not universal, but composi-
tion-specific and constructed – composed – based on the 
composer’s subjective criteria.  

Auditory processing in Imitation game therefore ex-
tends beyond the sound event level (instrument and play-
ing technique recognition), to the phrase level (calculat-
ing metrics of musical contrast) and form level (monitor-
ing the evolution of contrast metrics as a function of 
time). Similarly, decision-making extends beyond the 
selection of single actions to the initiation of various “in-
teraction scenarios” [11], in which the agent assumes 
different roles, (e.g. following and leading). The auditory 
processing, decision-making and action stage of the ro-
botic percussionist in Imitation game are described in 
detail in the following sections. 

3.1 Auditory Processing 

The auditory processing stage of the robotic percussionist 
is based on a feed-forward Neural Network (NN) trained 
to recognize different instruments (cymbals, bongos and 
cowbells) and playing techniques (strokes, scraping and 
bowing). In order to train the NN, several examples of 
each class were recorded using a large number of differ-
ent mallets and various microphones, to ensure variability 
in the data set and prevent overfitting. The recorded ex-
amples were analyzed using a window of 2048 samples 
and 50% hop size (sampling rate: 44100 Hz) and divided 
into three sets: a training set (60% of the data set), a 
cross-validation and a test set (each 20% of the data set). 
The final set of features used for machine learning was 
selected through an iterative process of training and test-
ing and consists of the following features: onset, spectral 
centroid, spectral spread, spectral slope, spectral flatness, 
spectral roll-off and Mel Frequency Cepstral Coefficients 
(MFCCs).  
 In order to solve this classification problem several 
methods were tested, including breaking the task into 
smaller classification problems (e.g. using one NN for 
instrument recognition and another one for playing tech-
nique recognition). Both multiclass classification (assign-
ing a single label to each sample) and multi-label classifi-
cation (assigning several labels to a single sample, e.g. an 
“instrument” and a “playing technique” label) performed 
equally well on a balanced training set (i.e. a training set 
in which none of the classes are significantly over- or 
underrepresented). Eventually, multiclass classification 
was preferred over multi-label classification due to its 
practical advantages (faster training and lower computa-
tional cost in run-time). 
 In its final form, the NN consisted of one hidden layer 
(consisting of the same number of units as the input lay-
er) and 11 output units corresponding to the following 
classes/labels: "bongo, stroke", "cymbal, stroke", "cow-
bell, stroke", "bongo, scraping", "cymbal, scraping", 
"cowbell, scraping", "cymbal, bowing", "cowbell, bow-
ing", "cymbal, resonance", "cowbell, resonance" and 
“background noise”. Background noise was added as a 
separate class in order to integrate noise gating in the 
classification task. The activation function used was the 
logistic sigmoid. 
 The accuracy of the NN on the test set reached 85%, 
with one of the main weaknesses of the algorithm being 
the low accuracy of the onset detection algorithm2 on 
cymbal strokes, presumably due to the characteristic en-
velope shape of the instrument (slow attack). Finally, a 
confidence threshold was introduced to filter out some 
false predictions and improve the overall accuracy of the 
algorithm. 
 
 

                                                             
2 “Onsets” SuperCollider UGen [12] using the rectified complex devia-
tion onset detection function [13]. 
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3.2 Decision-making 

The decision-making stage of the robotic percussionist 
processes data collected in the auditory processing stage 
and chooses among three different interaction scenarios:  

(1) repeat (play the exact same material), 

(2) imitate (play similar material) and 

(3) initiate (introduce new material). 

 The terms “imitate” and “initiate” were borrowed from 
Brown et al.’s previous work [7] and adapted to describe 
specific interaction scenarios used in the composition. 
Particularly, “imitate” is used to refer to the generation of 
similar material, using high-level percepts such as rhyth-
mic contrast as similarity measures, rather than the reuse 
of material within a short time frame [7]. 
 It’s been suggested that, “musical changes” [14], par-
ticularly “non-arbitrary” ones [15], are key to designing 
meaningful musical interactions. That is presumably be-
cause the ability of an interactive music system to pro-
pose changes (e.g. introduce new sound material) is in-
dicative of a high level of music understanding, as well as 
a high level of autonomy. In line with that view, interac-
tion scenarios in Imitation game are not selected random-
ly by the robotic percussionist, but based on metrics of 
rhythmic, timbral and dynamic contrast, which are calcu-
lated as follows: 

• Rhythmic contrast: standard deviation of (detected) 
Inter-Onset Intervals (IOIs). 

• Timbral contrast: standard deviation of the (detected) 
timbre probability distribution (where timbre x is treated 
as a random variable that can take 8 possible values: 
"bongo, stroke", "cymbal, stroke", etc., excluding reso-
nances and background noise). 

• Dynamic contrast: standard deviation of the (detected) 
dynamics probability distribution (where “dynamic” x 
can take 3 possible values: p, mp/mf and f). 

 These contrast metrics are calculated on a phrase basis 
and their values are stored in arrays, allowing the robotic 
percussionist to make decisions based on their evolution 
in time. Specifically, if the estimated rhythmic contrast 
has been constant (i.e. around the same value), or mono-
tonic (i.e. constantly increasing or constantly decreasing) 
for the last few phrases, the robotic percussionist is less 
likely to play similar material (“imitate”) and more likely 
to introduce new, contrasting material (“initiate”).  
 From the three interaction scenarios mentioned above, 
“imitate” and “initiate” follow the call and response para-
digm, while “repeat” is the only scenario entailing syn-
chronous action (i.e. both the human and the robotic per-
cussionist playing simultaneously). In this scenario, audi-
tory processing and decision-making are based on short- 
rather than long-term memory functions. Instead of calcu-
lating contrast metrics and generating responses on a 
phrase level, the robotic percussionist interacts with the 
musician on a sound event level, freely repeating some of 
the actions performed by the musician. The initialization 

conditions for this scenario are not dependent on contrast 
metrics, but a record of past scenarios, kept to ensure that 
it is not repeated too often. 
 The musician can alternate among the same scenarios 
as the robotic percussionist, while “navigating” a non-
linear score that consists of both descriptive and prescrip-
tive notation. The composed fragments/phrases used in 
the “imitate” and “initiate” scenarios are organized in 
three concentric rectangles according to pre-calculated 
contrast metrics as follows:  

• From the center outwards: in order of decreasing 
rhythmic contrast, 

• From the center upwards: in order of decreasing tim-
bral contrast, with strokes being the predominant playing 
technique, 

• From the center downwards: in order of decreasing 
timbral contrast, with scraping being the predominant 
playing technique. 

 This “topological” organization of the sound material 
facilitates real-time decision-making and interaction, al-
lowing the musician to adapt to the robotic percussion-
ist’s actions (Fig. 1). 

The material used in the “repeat” scenario is less thor-
oughly notated: instead of playing composed musical 
phrases, the musician is instructed to improvise on a set 
of notated actions with variable or open instrumentation 
and duration. 

The “repeat” scenario has two variations depending on 
who is “leading” the improvisation: the musician or the 
robotic percussionist. In the former case, the musician 
can improvise freely, while in the latter, he/she is in-
structed to “repeat” the actions of the robotic percussion-
ist ad libitum (i.e. freely). 

The beginning and end of the piece are fixed and based 
on two differentiated instances of the “repeat” scenario in 
which the musician is leading and the robotic percussion-
ist is following. Concretely, the beginning of the piece is 
based on a direct mapping of the input amplitude (human 
bowing a cowbell) and has the character of an instrumen-
tal interaction, rather than an interaction with an autono-
mous agent. The ending sequence of the piece, which is 
initiated by the robotic percussionist, is based on a repeti-
tion of detected strokes (onsets) initially with a variable 
delay, which is progressively reduced until only the la-
tency of the onset detection algorithm and the actuation 
mechanism remains. 

3.3 Action 

The responses generated by the robotic percussionist are 
based on pre-composed sequences of onset times. The 
specific actions (instrument and playing technique) to be 
performed and their durations are chosen on the fly based 
on the current scenario (i.e. according to whether the cur-
rent response is an “imitation” or an “initiation”, the ro-
botic percussionist might choose the same or different 
actions than those performed by the human).  
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The actions employed by the robotic percussionist in-

clude strokes and scraping and are implemented through 
the use of servo-motors, controlled by an Arduino UNO 
micro-controller, and two permanent magnets suspended 
over one of the cymbals and set into motion by two com-
puter-controlled electromagnets, which are placed direct-
ly underneath the cymbal (Fig. 2). 
 

 

 
Figure 2. Robotic percussionist: instrument setup. 

4. SYSTEM AUTONOMY AND RESPON-
SIVENESS 

Decision-making in Imitation game is centered around 
two seemingly contradictory – if not mutually exclusive – 
agent attributes: 

• Responsiveness or “reactivity” [16]: the agent’s ability 
to act in response to its environment, including human 
actions, and 

• Autonomy: the agent’s ability to act independently of 
human actions. 

 Admittedly, balancing responsiveness and autonomy is 
a key factor and, at the same time, a major challenge in 
designing meaningful sonic human-computer interactions 
[7]. A high degree of responsiveness coupled with a low 
degree of autonomy is associated with linear input-output 
mappings – and therefore cause-effect relationships – 
rather than complex decision-making processes. For ex-
ample, a musician would not always respond to the same 
sound stimulus in the same way. His/her response to it – 
or lack thereof – would be the result of a decision in-
formed by the overall sonic context, rather than an inde-
pendent response to the stimulus per se. Conversely, high 
autonomy and low responsiveness are suggestive of errat-
ic, rather than intelligent behavior. Balancing agent re-
sponsiveness and autonomy is therefore key to designing 
intelligent behaviors – or at least behaviors perceived as 
such. 

Figure 1. Score excerpt: "imitate" - "initiate". 
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4.1 “Imitate”: Establishing System Responsiveness 

In Imitation game, system responsiveness is established 
through the “imitate” mode. The robotic percussionist’s 
ability to play similar material to that played by its human 
counterpart (e.g. by choosing similar rhythms, instru-
ments and playing techniques) suggests that the agent is 
not only collecting auditory information, but also inter-
preting it in a musically meaningful way (i.e. understand-
ing human/musical concepts such as instrument and play-
ing technique categories), while confirming that the agent 
is in fact responding to the human percussionist and not 
acting at random. 

4.2 “Initiate”: Establishing System Autonomy 

Along with responsiveness, the system also displays a 
high degree of autonomy, demonstrated mainly in the 
“initiate” scenario. Following a complex decision-making 
process based on an aesthetic evaluation of musical con-
trast, the robotic percussionist might choose to stir the 
interaction in a different direction, by introducing new 
sound material. 

4.3 “Repeat”: Increasing Musical Tension 

The “repeat” scenario deviates from the other two scenar-
ios regarding both the level of compositional control (im-
provised vs. notated material) and the timing of the inter-
action (synchronous vs. asynchronous action). 
 This contrasting relationship is a source of musical ten-
sion due to both the higher density of sound events (2 
“voices” instead of one) and the accelerated response 
time, resulting from decisions being made on a sound 
event rather than a phrase basis. 
 The co-existence of interaction scenarios in which the 
robotic percussionist rejects (“initiate”), confirms (”imi-
tate”) and even mirrors (“repeat”) human actions implies 
an instrument-agent continuum – rather than a dichotomy 
– in which system responsiveness and autonomy are al-
ternately established and questioned. 

5. NAÏVE REHEARSALS AS A FRAME-
WORK FOR ARTISTIC EXPERI-

MENTATION 
Evaluation is becoming a topic of increasing importance 
for human-computer improvisation systems, with evalua-
tion frameworks often being borrowed from other disci-
plines – mainly Human Computer Interaction (HCI). Lin-
son et al. [17] argue that qualitative evaluation by experts 
is the most appropriate evaluation method for freely im-
provising interactive computer music systems and a pre-
liminary literature review reveals that it is indeed the 
most commonly used method.  
 Brown et al. [7] adopt an iterative design process based 
on evaluation by expert musicians, during which they 
collect both quantitative and qualitative data in the form 
of open-ended feedback. Hsu and Sosnick [18] focus on 
usability, interaction and “musical results”, combining 
expert evaluation (“naïve” and “informed” rehearsals, as 
well as questionnaires) with audience surveys. In Wein-

berg and Driscoll’s user study [3], (expert) users are 
asked to interact with a robotic percussionist, participate 
in a “perceptual experiment” and answer a questionnaire. 
 While in the case of human-computer improvisation 
systems, these evaluation methods seem to provide inter-
esting insight, by helping identify and subsequently ad-
dress possible weaknesses, the question of their applica-
bility to compositions is undoubtedly a complex one. 
 For instance, usability and interaction – both important 
aspects in HCI evaluation frameworks – may be irrele-
vant and even undesirable in the context of a specific 
composition. For example, in Mark Applebaum’s Apha-
sia [19] the performer (“singer”) is asked to synchronize 
highly detailed hand gestures to an audio tape. Since 
there are no sensors involved, the synchronization is left 
entirely to the performer’s ability to execute the score as 
accurately as possible. This creates a carefully composed 
illusion of interaction, which leaves the audience wonder-
ing whether the performance was in fact based on some 
kind of sensor technology. In this example, there is essen-
tially no interaction – at least not in an HCI sense. In fact, 
evaluating parameters such as usability and interaction 
would contradict the very concept of the composition. 
 To complicate things further, the evaluation of human-
computer improvisation systems often includes aesthetic 
components [3, 7, 18]. Applied to a composition, this 
approach could lead to a paradox, as it is based on the 
implicit assumption that the objective of the composition 
at hand is to satisfy listener preferences. But, what about 
the case of a musical work that does not aim to satisfy 
preferences, but rather question them and establish new 
aesthetics? 
 These reservations aside, some of the evaluation meth-
ods mentioned earlier can be a useful tool when used in 
the context of creative experimentation instead of a for-
mal evaluation. In the case of interactive compositions, in 
particular, balancing compositional control and real-time 
decision-making remains a significant challenge and one 
that can only be addressed through extensive experimen-
tation in collaboration with the musician(s). 
 In the development of the composition described in this 
paper, “naïve rehearsals” [18] were used as a framework 
for artistic experimentation throughout the creative pro-
cess. In these sessions, percussionist Manuel Alcaraz 
Clemente was asked to improvise with the robotic per-
cussionist, without being given any prior information on 
how it would respond to his actions. The purpose of these 
experiments was to observe and identify unintended 
emergent behaviors and interaction affordances. Some of 
these behaviors were undesirable, in which case a revi-
sion of the score and/or software would be considered 
necessary. In other cases, “hidden” interaction compo-
nents would emerge which, though initially unintended, 
were considered as musically interesting and were later 
integrated in the composition. At this point, it’s important 
to clarify that what constitutes an “undesirable” or a “mu-
sically interesting” interaction component was deter-
mined by the composer and not the user/performer, since 
the purpose of these sessions was not an evaluation of the 
composition, but rather aesthetic experimentation as part 
of the compositional process. 
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 Initially, these experimentation sessions started with a 
naïve rehearsal, followed by a semi-structured interview 
in which the musician was asked to describe his experi-
ence and the way in which the system responded to his 
actions in each scenario. Following this short interview, 
the musician was asked to fill-in a questionnaire regard-
ing the degree of controllability, responsiveness and au-
tonomy of the system, the degree of influence that the 
generated responses had on his actions, the timing (syn-
chronous vs. asynchronous responses) and time-scale of 
the interaction (i.e. whether the responses were based on 
short or long-term changes), as well as the specific pa-
rameters of the human input to which the system was 
responding. Finally, the musician was asked to fill-in a 
similar questionnaire after participating in an informed 
rehearsal.  
 Later in the experimentation process, the format of the-
se sessions was modified and centered around a naïve 
rehearsal, with observation and a semi-structured inter-
view serving as the main data collection methods. The 
questionnaires and informed rehearsals were eventually 
abandoned, due to the limited scope of the data collected 
in them. Specifically, the naïve rehearsals seemed to pro-
vide a more suitable framework for experimentation in 
comparison to the informed rehearsals, in which the mu-
sician’s actions seemed to be restricted by the capabilities 
of the system, instead of exploring its limits. Similarly, 
the interview encouraged open-ended feedback, provid-
ing useful insight that extended beyond the scope of the 
questionnaire. 

These experimentation sessions fed back into the com-
positional process, fostering creative ideation. For in-
stance, the “repeat” scenario emerged from a naïve re-
hearsal during which the musician mistakenly thought 
that the robotic percussionist was repeating his actions 
one by one. This misinterpretation of the robotic percus-
sionist’s actions resulted in an interesting counterpoint 
between the human and the robotic percussionist, which 
was later integrated in the composition as a separate in-
teraction scenario. 

6. CONCLUSION 
The composition described in this paper assumes an an-
thropomorphic model of agency, which is reflected in all 
three stages of the robotic percussionist. Concretely, the 
decision-making stage is based on aesthetically-driven 
decisions incorporating subjective high-level percepts, 
while the action stage involves acoustic sound sources – 
instead of loudspeakers – and actuators used to simulate 
human actions (e.g. “strokes” and “scraping”). Similarly, 
the auditory processing stage is based on a dual classifi-
cation task involving (human) concepts such as “instru-
ment” and “playing technique”.  
 The main objective of this compositional choice was to 
create meaningful interactions in which the software 
agent would be able to make decisions based on aesthetic 
criteria – instead of (pseudo-)random processes – and 
assume the same roles as the human (e.g. following and 
leading). Instead of randomly selecting an interaction 
mode, the robotic percussionist (aesthetically) assesses its 
current interaction with the musician and chooses to ei-

ther “follow” him/her or “lead”, by introducing musical 
changes. 
 At the same time, human decision-making is condi-
tioned by a set of algorithmic instructions similar to those 
incorporated in the robotic percussionist’s decision-
making stage. For the human, following algorithmic in-
structions is the equivalent of aesthetically-driven deci-
sion-making for the computer: a task usually associated 
with machines, performed by a human. This trade of (an-
thropomorphic and mechanistic) attributes between the 
musician and the robotic percussionist aimed at exploring 
the intersection between human and computational deci-
sion-making.  
 As part of the compositional process, evaluation meth-
ods from human-computer improvisation were adapted 
into a framework for creative experimentation, fostering 
composer-performer collaboration. Particularly, the for-
mat of a naïve rehearsal [18] was used to explore unin-
tended emergent behaviors in composed interaction sce-
narios. Data collected through observation and a semi-
structured interview with the musician was used to in-
form the compositional and software development pro-
cess, with the objective to balance compositional control 
with real-time interaction and decision-making.  
 The main limitation of this framework proved to be the 
concept of “naivety” itself: one cannot be “naïve” for too 
long and therefore a naïve rehearsal can only take place 
once. Further development of the framework could in-
clude conducting naïve rehearsals with more than one 
musicians and introducing additional data collection 
methods such as focus group discussions. 
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ABSTRACT 

This paper introduces QTCheck, a tool devel-
oped in Max/MSP which allows composers 
writing for Kingma system quarter-tone alto 
flute to check pitch sequences for awkward fin-
gering transitions which may limit the speed at 
which they can be played. The author explains 
how he first became aware of the potential use-
fulness of such a tool when working on a com-
position of his own, before describing the tool’s 
design and implementation. He discusses an 
evaluation exercise which involved an open call 
asking composers to use QTCheck to assist 
them as they composed solo miniatures for 
Kingma alto flute: the relatively small number 
of impractical fingering transitions in the pieces 
that were submitted suggests that the software 
is effective. The paper concludes by suggesting 
possible expansions and adaptations of 
QTCheck, setting the project in context, and 
expressing the hope that the tool will encourage 
composers to continue to take advantage of 
Kingma instruments’ capabilities. 

 

1. INTRODUCTION AND BACKGROUND 

Kingma system flutes are instruments with ad-

ditional keys which allow the performer to pro-

duce quarter-tonal pitches with the same degree 

of consistency and reliability as the notes of the 

chromatic scale (see Rees [1] for a full ac-

count). This allows composers who write for 

them the possibility of using quarter-tones with 

considerably more freedom and confidence than 

they might otherwise. However, the presence of 

the extra keys may also demand of the compos-

er an understanding of the practicalities of fin-

gering that they may not have found it neces-

sary to acquire when writing for conventional 

instruments. Some transitions between pitches 

may only be achieved by sliding a finger from 

one key to another: this creates a momentary 

glissando which, at a quick tempo, may detract 

from the clarity and precision with which a le-

gato passage can be played. Similarly, playing 

some keys requires a finger (or a whole hand) to 

move out of its normal position: this takes time, 

and may hold up the execution of a passage if it 

comes in the midst of a continuous stream of 

shorter notes.1 Such problems are magnified on 

Kingma alto and bass flutes because of their 

larger size, and the consequent increases in the 

physical distances involved. 

 

I became aware of these issues while compos-

ing a piece called Multi(poly)phonies, for 

Kingma alto flute and guitar [2]. My principal 

idea for the piece was to reverse the roles the 

two instruments might usually be expected to 

play within an ensemble of this kind (flute mel-

ody, guitar accompaniment). One way of doing 

this was to devise for the flute an equivalent of 

the guitar ‘strum’: an arpeggiation through the 

notes of a chord, executed with enough speed 

for them to sound ‘as one’ rather than as a me-

lodic line or gesture. Since these chords con-

tained quartertones, it quickly became apparent 

that if any of them called for the kind of finger-

ing transitions described above, they would not 

 
1 See www.altoflute.co.uk/02-pitch/microtones.html#agility for further 

explanation and illustrative videos. 
Copyright: © 2019 Jonathan Pitkin. This is an open-access article dis- 

tributed under the terms of the Creative Commons Attribution License 3.0 
Unported, which permits unrestricted use, distribution, and reproduction 
in any medium, provided the original author and source are credited. 
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be possible to play with sufficient fluency for 

them to achieve their intended effect. 

Multi(poly)phonies was written for Rarescale, 

a British ensemble directed by Carla Rees.2 

Carla is one of the leading advocates of Kingma 

system flutes, and the author of comprehensive 

online guides to composing for the alto and bass 

instruments which include charts of fingerings 

for all available pitches.3 Using these, I was 

able to look up the fingering for each constitu-

ent note of my flute ‘chords’, and check wheth-

er they would involve any awkward move-

ments. This, however, was a laborious process; 

I realised that by automating it I would be able 

to save myself a considerable amount of time. 

QTCheck is the tool I developed to do this. 

2. DESIGN AND IMPLEMENTATION 

QTCheck is a Max/MSP4 patch which is availa-

ble as a free download (either as a .mxf collec-

tive, or as a standalone application for Mac or 

Windows) from my own website.5 It invites the 

user to enter sequences of up to eight pitches for 

Kingma alto flute, and checks these for prob-

lematic fingerings. 

 

Pitches may be input using the mouse, a text 

entry box, or a connected MIDI keyboard (play-

ing adjacent semitones simultaneously for the 

quarter-tone in between). They appear on a 

stave at written pitch (and optionally at sound-

ing pitch), alongside a diagram of their finger-

ing. 

 

QTCheck examines submitted sequences for 

three possible issues: finger slides between 

Kingma-system keys and conventional ones, 

movement of the right hand little finger to and 

from the D half-sharp key, and movement of the 

right hand out of its normal position in order to 

reach either the G half-flat or C sharp trill keys. 

Problems are highlighted on the relevant finger-

ing diagrams in one of three colours, according 

to their relative seriousness: red for those which 

are likely to hold up the performer the most, 

orange or green for lesser obstacles. A descrip-

 
2 www.rarescale.org.uk  
3 www.altoflute.co.uk and www.bassflute.co.uk  
4 www.cycling74.com  
5 www.jpitkin.co.uk/Tools_software.html  

tion of the problem appears underneath (Figure 

1 shows an example). All of these issues, and 

their relative levels of seriousness, were ex-

plained to me in detail by Carla Rees, and in-

cluded on her recommendation. 

 

 

Figure 1. Partial screenshot of QTCheck, showing 

highlighting and description of two fingering problems. 

Following discovery of a fingering issue, the 

user may investigate possible ways of avoiding 

it: by deleting the final pitch of the sequence, or 

cursoring back through it, moving notes up and 

down to see whether the problem persists. If the 

user wishes to re-examine or make changes to a 

previously-entered sequence, they may retrieve 

it from the History, and paste it into the text en-

try box. 

 

Help pages, which include brief explanations 

of each kind of problem, are available in-app or 

online.6 A short tutorial video is also provided: 

this is available on the web page from which 

QTCheck is downloaded. 

 
6 www.jpitkin.co.uk/software_help/QTCheck/Help0.html  
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3. EVALUATION 

3.1 Method 

I used an early, undistributed version of 

QTCheck (v1.0), which looked for a limited 

range of potential problems, to help me avoid 

awkward fingerings as I continued to work on 

Multi(poly)phonies, and thus to maximise the 

chances of the ‘strums’ (as well as various other 

flute passages) sounding with the effect I in-

tended in the finished piece. Later, to evaluate 

the current, more complete version of QTCheck 

(v1.1), Carla and I invited composers to use the 

software to help them write short miniatures (1-

2 minutes in duration) for unaccompanied 

Kingma alto flute. A call for submissions was 

issued via Rarescale’s social media channels, 

and was linked to in an article I wrote about 

QTCheck for the website of the British Music 

Collection [3]. The call stipulated that the com-

positions submitted should include quarter-tonal 

pitches, and that participants would be required 

to complete an online questionnaire. In return 

they would receive recordings of their pieces. 

The exercise was intended to investigate the 

effect of composers using QTCheck on the 

playability of their compositions: we wanted to 

see whether it would help them to avoid calling 

upon the performer to execute awkward finger-

ing changes, and therefore to write more practi-

cally than they might have done without it. 

 

The questionnaire asked the composers (using 

5-point Likert scales) how much they had used 

the software, how often it had highlighted play-

ability issues, and how often they had made 

changes as a result. It also sought to establish 

the respondent’s existing level of relevant prac-

tical knowledge, asking for details of any previ-

ous experience of writing for, or indeed playing, 

Kingma alto flute or a related instrument. Re-

spondents were asked how easy they had found 

the program to learn and use, how much they 

had consulted the help documentation, and 

whether they had watched the tutorial video. 

Finally, the questionnaire invited suggestions 

for improvement of QTCheck: these contribu-

tions are discussed in section 4. 

3.2 Results 

Nine composers submitted pieces in response to 

our call. It emerged from their questionnaire 

responses7 that, as a result of misunderstanding 

or failing to read all of our instructions, two had 

not used QTCheck in the course of composi-

tion. Rather than discarding their submissions, 

however, we decided that it would be interest-

ing to use them as accidental control studies 

which could be compared with the other pieces. 

 

Of the two composers who didn’t use the 

software, one (Composer 9) submitted a piece 

which nevertheless posed the performer no sig-

nificant problems in terms of fingerings (albeit 

one in which microtones were only used quite 

sparingly). A contributing factor to this may 

have been the understanding they had gleaned 

from having previously written solo works for 

both Kingma-system and conventional low 

flutes, although none of these had been per-

formed. The other (Composer 4) had a broadly 

similar level of existing relevant composing ex-

perience, but wrote some awkward sequences of 

fingerings, as well as some microtonal pitches 

which were out of range. 

 

Two of the other composers said that they had 

used the software quite a lot, and had found that 

it highlighted potential fingering problems quite 

often, but that they had only occasionally made 

changes in response. One of these (Composer 1) 

included some out-of-range pitches. The other 

(Composer 7, who had a little training as a flau-

tist themselves) wrote one very awkward bar, 

and some other slides between Kingma-system 

and conventional keys, within a piece which 

otherwise, for the most part, worked reasonably 

well on the instrument. 

 

The other five composers had a range of pre-

vious experience: one had already written solos 

for Kingma alto and bass flutes (and had heard 

them performed), others had written solo or 

chamber works for conventional low flutes, and 

one had not previously composed for a low 

flute of any kind. All of them had made at least 

 
7 All responses have been tabulated and made available online at 

https://tinyurl.com/qtcheck-feedback. Subsequent mentions of “Com-

poser 1”, “Composer 2” etc refer to the identifications used in this table. 
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some use of the software, had found that it 

highlighted fingering issues at least occasional-

ly, and in response had made changes either 

usually or always. All reported finding 

QTCheck at least quite easy to learn and use, 

and all but one had made at least some use of 

the help documentation. 

 

Some of these composers’ works posed no 

fingering problems at all (including that of 

Composer 3, who was an experienced flautist 

themselves); some still contained a few issues 

that QTCheck would have made them aware of. 

There were, however, no consistent patterns 

connecting these outcomes with different levels 

of previous experience, or precise degrees of 

engagement with QTCheck or its help re-

sources. 

3.3 Discussion 

I asked Carla whether the collection of pieces 

which had been written with the assistance of 

QTCheck were, on the whole, more practical 

than what she might normally have expected to 

receive in response to a call for scores of this 

kind (Rarescale issues such calls regularly for 

specific projects, and has an ongoing open 

submission policy). She said that while she 

would usually expect to be faced with a lot of 

awkward or impractical moments, in some of 

these pieces there were none at all. She spoke of 

there being a sense that the pieces were mostly 

very well researched. 

 

This overall impression, as well as the specific 

practical problems which arose in the pieces 

submitted by composers who had either not 

used the software at all, or had only occasional-

ly made changes in response to its warnings, 

suggests that QTCheck is effective in helping 

composers to avoid the potential pitfalls of the 

Kingma system. 

 

The software also seems to have been useful 

to two of the composers in an unanticipated 

way: they appear to have used it to identify 

pairs of pitches between which it is possible to 

play a fingered quarter-tone glissando, sliding 

from one of the additional Kingma system keys 

to the adjacent conventional key or vice versa. 

The very same thing that makes it difficult to 

make such transitions cleanly in the context of a 

continuous legato makes them suitable for this 

effect. One composer even explored the idea of 

a slow glissando trill back and forth between 

two such pitches. 

4. POSSIBILITIES FOR FUTURE 
DEVELOPMENT 

The simplest potential expansion of QTCheck 

would be to allow the user also to check finger-

ings for Kingma bass flute or flute in C (many 

of the things the program would need to look 

for would be the same as for the alto). Adapted 

versions of the software could also check fin-

gerings for instruments from other families; 

however, given the fairly unique challenges 

posed by the Kingma system, and the very high 

levels of technical ability that are widespread 

amongst today’s professional performers, this 

may be more useful in the context of composing 

for amateur or student musicians, where there 

may be a requirement not to exceed a certain 

level of difficulty. 

 

Besides its quarter-tone keys, another major 

advantage of the Kingma flutes is the extended 

range of multiphonics they may be used to pro-

duce [4]. Several of the composers who submit-

ted pieces as part of the evaluation used mul-

tiphonics – it is likely that they consulted the 

list of possible pitch combinations provided, 

with their fingerings, at altoflute.co.uk – and 

one (Composer 6) suggested in their question-

naire response that QTCheck might be expand-

ed to check for challenges in moving to, from or 

between multiphonic fingerings. This was also 

suggested by Carla Rees in response to my ask-

ing her whether there were any fingering diffi-

culties in any of the submitted pieces which 

QTCheck would not have picked up, but which 

might be useful for a future version to ‘know’ 

about. Such checks would also have to take ac-

count of differences in the air pressure required 

to produce each multiphonic. 

 

Another suggestion Carla made was that the 

program might check pairs of pitches (or mul-

tiphonics) and indicate whether or not it would 
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be possible to perform a trill or tremolo be-

tween them. This requires an even greater de-

gree of similarity between the fingerings in 

question than a fast legato, and may involve the 

use of alternative fingerings: the present version 

of QTCheck, therefore, can only provide lim-

ited guidance on these matters. Three of the 

submitted pieces contained trills or tremolos 

that were difficult or impossible to play with 

any real speed. On a related point, Carla and 

one of the composers (Composer 6) both raised 

the possibility of complementing the 

red/orange/green severity classification with a 

more precise quantification of the maximum 

safe tempo (or, perhaps, minimum note dura-

tion) at which a submitted pitch sequence could 

be played. 

 

Finally (and most ambitiously) QTCheck 

could be developed so as to suggest alternatives 

when a submitted pitch sequence is found to 

include fingering problems. This would essen-

tially involve the program repeatedly resubmit-

ting the sequence to itself with any of a number 

of modifications designed to preserve different 

aspects of the original (the user could filter or 

select from these according to their personal 

priorities): transposing the entire sequence, for 

example (so as to retain the exact intervallic 

shape), or re-ordering the pitches (so as to keep 

the underlying harmonic implications). 

 

There is no reason why any of these subse-

quent versions of QTCheck could not be written 

in JavaScript rather than in Max, in order to 

make the program even more widely accessible. 

5. CONTEXTUALISATION AND 
CONCLUSION 

Ultimately, QTCheck constitutes quite a tradi-

tional application of computer technology, in 

that it involves the storage, retrieval and pro-

cessing of information that is relatively easy to 

represent numerically. In taking the practicali-

ties and limitations of instrumental performance 

technique as the material to be encoded, it fol-

lows on from Botros et al. [5], whose web-

based ‘Virtual Flute’ lists all possible alterna-

tive fingerings for individual pitches and mul-

tiphonics for conventional flute in C; from vari-

ous researchers who have developed systems to 

generate optimal fingerings for passages of mu-

sic for string instruments [6, 7] and guitar [8, 9, 

10]; and from commercial software such as 

Guitar Pro.8  

 

If, as suggested above, a future version of 

QTCheck were to suggest more practicable al-

ternatives to difficult sequences of pitches, this 

would give it even more in common with the 

work of Laurson and Kuuskankara [11], who 

identified the need for checks on playability to 

be integrated into computer-aided composition 

systems, and demonstrated how the application 

of sets of instrument-specific rules could ensure 

the output of idiomatic writing for guitar and 

trumpet, as well as with that of Tuohy and Pot-

ter [12] and Hori et al. [13], who developed sys-

tems which generate playable guitar arrange-

ments of any given piece of music. It would al-

so align it more generally with algorithmic 

composition systems which arrive at their re-

sults through the resolution of Constraint Satis-

faction Problems (see Fernandez and Vico [14] 

for a survey, and Anders and Miranda [15] for 

an overview of the use of constraint-based 

models to process musical information for other 

purposes). 

 

In its current form, QTCheck codifies 

knowledge which the composer might other-

wise have had to acquire for themselves, and 

thus saves them time and effort. It makes it eas-

ier for composers to avoid practical problems 

which might prevent performers from being 

able to realise their creative ideas in the way 

they intend them, and thus removes a signifi-

cant barrier which might discourage composers 

from choosing to write for Kingma system in-

struments in the first place. Instead, it will 

hopefully encourage composers to continue to 

take advantage of the exciting new capabilities 

these instruments can offer. 

 

 
8 www.guitar-pro.com  
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Figure 1. GUI for selecting which target points to track 
in KiCASS 
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ABSTRACT 
TaSTE (Tracking and Smart Textiles Environment) is an 
inexpensive, wireless gesture tracking system for interac-
tive/responsive performance. It consists of a Kinect-
Controlled Artistic Sensing System (KiCASS), Responsive 
User Body Suits (RUBS), and custom written software. 
KiCASS optically tracks up to 25 points on each of two 
performers, while RUBS are dance leotards with e-textile 
sensors. TaSTE performers generate data to control me-
dia triggering/processing and DMX lighting. 

1. INTRODUCTION 
1.1 Performer Control in Media Works 

As noted by [1, 2, 3], and others, the control of music, 
audio, and media through gesture and dance tracking has 
been occurring for over fifty years. Examples of artistic 
research and work include [4, 5, 6, 7] with more recent 
work including that of [8, 9, 10]. The increasing sophisti-
cation of the systems is impressive, and over time there 
has been a growing adoption and improvement of the 
technology through ventures such as Nintendo’s Wii® 
interfaces for Sports®, Harmonix’s RockBand® software 
with the Kinect®, EyesWeb®, Thalmic Labs Myo®, and 
the work of [11] combining Xsens®, iPhoneX®, and Au-
todesk Maya®.  

However, with the increase in tracking sophistica-
tion there has often been a concurrent increase in costs or 
configuration difficulties, which limits the ability of de-
veloping and non-technical artists to adopt and create 
with the technology. For example, the highly sophisticat-
ed Xsens® mocap suit retails for between $12,000 and 
$30,000 US. 

Additionally, performers such as dancers often have 
well-developed abilities ranging from subtle hand ges-
tures to full stage body movement and postures, a contin-
uum of motion that may be difficult for some tracking 
technologies to discern. Dancers may not wish to hold 
sensor devices, since this affects the expressivity of their 
hand motions, and some performers may not want to 
wear sensors as noticeable as the Myo® in performance. 
As a result, it is possible that for some situations per-
formers can feel artistically constrained by a limited 
choice of gestures, by the need to replicate gestures with-
in parameters consistently recognized by the tracking 
systems, or by the required technology. 

2. THE SYSTEM 
The Tracking and Smart Textiles Environment (TaSTE) 
is a low-cost system that combines two types of mo-
tion/gesture tracking. The first type is the common active 
infra-red system of the Kinect-for-Windows v.2 system, 
transmitted wirelessly, providing users with data derived 
from the camera’s line-of-sight target points on each per-
former. The second type uses up to eight e-textile sensors 
on each of two dance leotards, tracking fine touch move-
ments and hidden gestures, and supporting collaborative 
expression between performers. The e-textile data are 
transmitted wirelessly from on-body units. 

3. COMPONENTS 
3.1 KiCASS 

The Kinect-Controlled Artistic Sensing System 
(KiCASS) uses Kinect-for-Windows v.2 hardware and 
custom written Windows software, and was developed at  

 
UBC over two years by Computer Engineering students 
co-supervised by the author [12,13]. The software runs on 
a Surface Pro II, and tracks up to 25 points on each of 
two dancers, giving x,y,z data for each target point. It 
also tracks hand postures, recognizing “open”, “closed”, 
and “lasso”. The resulting data are OSC-formatted, 
packed, and then broadcast from the Surface Pro II 
through a local WiFi router.  

To connect to the server, clients use a custom written 
Max/MSP GUI. Using that same GUI, clients select 
points on silhouettes of two performers to choose which 
targets to track (Fig. 1). OSC-formatted data from those 
points is passed on to the client’s Max/MSP/Jitter patches 
to control media and lighting. It is possible to track a total 

Copyright: © 2019 Bob Pritchard. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribu-
tion, and reproduction in any medium, provided the original author and 
source are credited. 
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Figure 2. RUBS with eight e-textile sensors. Suit 
design A. Hamer. 

Figure 3. Conductive fabric as potenti-
ometer wipers 

of 50 target points and the three positions of each of four 
hands. 

While nowhere near as sophisticated as EyesWeb® or 
Xsens®, KiCASS easily and cheaply integrates with the 
Max/MSP/Jitter-based curriculum of the UBC Digital 
Performance Ensemble and is used for multiple perfor-
mances each year. It has also been used with string play-
ers (viola and cello) for research into automated score 
following [14]. 

3.2 RUBS 

Dance leotards form the foundation for the Responsive 
User Body Suits (RUBS). Originally developed by [15], 
each RUBS has up to eight parallel conductive/resistive 
textile[16] or fine metal mesh/tape[17] tracks that form 
potentiometers in voltage dividers (Fig. 2). 
 

This method of creating the e-textile sensors is 
straightforward and – importantly for our goals -- inex-
pensive, allowing for a variety of sensor patterns to be 
investigated and then adopted or discarded depending 
upon their success, either performatively, electrically, or 
aesthetically.  

 
The potentiometer wipers consist of billiard gloves 

with conductive fabric sewn to the fingers and palms. 
This has proven to be effective, comfortable, and aes-
thetically pleasing. (Fig. 3) The metallic components of 
musical instruments (such as flute, clarinet, or trumpet) 
have also been used in performance as wipers [18]. The 

voltages that are read from voltage dividers are scaled 
from 0 to 1023, with an initialization calibration protocol 
maximizing the scaling on the shorter sensors. 

3.3 Wireless 

Each RUBS has a 3D printed case in a pouch containing 
an MKR1000 with augmented WiFi101 library, lithium 
battery, a custom-printed circuit board, and six pow-
er/data connectors, each capable of handling two sensors. 
(Fig. 4) Using UDP protocols several units can be opera-
tional at the same time, transmitting the mapped sensor 
values. 

4. TASTE 
4.1 Combining KiCASS and RUBS 

TaSTE is a combination of the two systems, taking 
advantage of the strengths of each. KiCASS works 
well in performance, especially for the tracking of 
body location and large limb gestures but has the 
known problems of depth and range restrictions, oc-
clusion of performers, and joint confusion when per-
formers are in folded positions or crawling. As well, 
the discernment of hand postures is not always accu-
rate, often resulting in false readings.  

The strength of RUBS is in its tracking of small 
hand gestures, and in the ability to repeat hand 
movements on and off the suit for expressive purpos-
es while only generating data when touching the suit. 
RUBS users can face any direction while performing 
and still create data, even when the hands are hidden 
from the audience. Additionally, in works with multi-
ple performers, users have the ability to play each 
other’s suits, creating yet another opportunity for in-
teractive and paired performance[19].  

4.2 Learning the System 

For users new to the TaSTE system a certain period of 
exploration and discovery is required before achieving a 
level of comfort that supports artistic exploration and 
collaboration. For dancers this has usually begun with an 
exploration of the KiCASS system and then expanded to 
include the RUBS system, since the ability to move 
throughout the performance space while controlling me-
dia often has a strong appeal to dancers. The addition of 
musicians whose sound is being processed in real time by 
the captured data increases the number of hours involved 
in learning how to work with the system.  

Figure 4. RUBS wireless transmitter in custom case 
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5. DISCUSSION 
5.1 TaSTE in Practice 

Two etudes have been created with TaSTE, entitled The 
Spaces In Between [20] and …to travel the distance of a 
changing feeling… [21]. Each work’s group consisted of 
a composer/programmer, a dancer, an acoustic musician, 
and a choreographer, all supervised by the author. The 
two composers and one dancer had previously worked 
with KiCASS, and one dancer had previously performed 
with RUBS. As a result of the prior experience of most of 
the performers, the two etudes required only about twenty 
group hours each to compose/improvise and choreograph. 
Additional time was spent by individuals on composing, 
choreographing, and practicing. 

5.2 The Spaces In Between 

These etudes illustrate how their creation and perfor-
mance were dependent upon having the complete TaSTE 
system available. For The Spaces In Between the dancer’s 
RUBS has four sensor strips. Two long sensors run from 
each shoulder down to the waist, and two short sensors 
run laterally across the hips. The sensor placement is such 
that each sensor can be reached by the left or right hand. 
The performance involves RUBS dancer, bass clarinet, 
audio clips, Max/MSP, and DMX lighting.  

Early in the piece, in a highly introspective section, 
the dancer is crouched at some distance from the Kinect. 
Her arms are close to her body, confusing the ability of 
the Kinect to discern her limbs. However, she is able to 
control the processing of the accompanying bass clari-
net’s sound using RUBS, even using the sensors on the 
side away from the audience and the Kinect. Later in the 
piece in a much more active section the vertical extension 
of her arms and her hand postures serve to trigger loud 
audio samples and light flashes from DMX lighting. 

In the first instance KiCASS would have been unable 
to generate useable data unless the limbs were extended, 
something that was not required or desired at that point in 
the choreography. In the second instance the highly active 
choreography with extended arms and body movement 
would have been compromised by pulling in one of the 
hands to touch a RUBS sensor to trigger the sound and 
light. Both of these examples show how – throughout the 
creation of the work – the composers, choreographer, and 
dancer were able to select the most appropriate gestures, 
processing, and triggering to support their artistic vision. 

5.3 …to travel the distance… 

The etude …to travel the distance of a changing feeling 
(for RUBS dancer, RUBS flautist, audio clips, video 
clips, Max/MSP, Ableton Live) can be examined to illus-
trate some more specific uses of TaSTE.  

In this work KiCASS tracks three target points on the 
dancer: the two wrists and the sternum. The distance of 
each wrist from the sternum is calculated, and the result-
ing data is used to control different processing of the 
flute’s sound at different times in the piece.  For instance, 
in an early section the X position of the left wrist controls 
scrubbing through a buffer of a flute sample, while the Y 
position controls the wet/dry mix. In rhythmic sections, 
the right hand is used to control echo and delay, while in 

the final section the left hand’s X position controls 
wet/dry delay and the Y position affects sampled pitches 
using a variable granular delay. In one performance the 
body location of the dancer was also used to control the 
tracking of DMX lighting. 

For this piece the dancer’s RUBS is constructed in an 
identical manner to the one used in The Spaces In Be-
tween. The flautist’s RUBS also has four sensors, but 
they are asymmetrically placed on the suit and are playa-
ble by the right hand. During performance the flautist is 
able to hold the flute with the left hand and continue play-
ing, while using the right hand to contact the sensors. 
Alternatively, the flautist can use the instrument as a wip-
er on the sensors as was done with this suit in a previous 
RUBS work [18]. 

All four sensors on the dancer’s RUBS are used to 
affect the Master Track of the piece. The top half of the 
left shoulder sensor controls autopan, while the bottom 
half is used to control a low pass filter sweep. The top 
half of the right shoulder sensor controls the Speedshifter 
while the bottom controls the Master Track reverb enve-
lope. One half of the left hip sensor controls a filter on the 
drum track while the other half handles pitch decay with 
beat repeat. In a similar manner half of the right hip sen-
sor controls the autopan on the drums while the other half 
controls a fixed pitch beat repeat effect. 

As one example of a paired performance in this 
piece, the flautist’s RUBS is used by both the flautist and 
the dancer to trigger and scrub through samples: while the 
flautist is performing the dancer is able to trigger samples 
by activating the sensors on the flautist’s RUBS.  

5.4 Evaluation of the results 

Combining the two methods of data creation/collection 
for performance resulted in a much larger, deeper, and 
more expressive library of artistic motion and data con-
trol than provided by each system on its own. For in-
stance, in this piece the vertical motion of the right hand 
tracked by KiCASS can affect pitch/granular delay, but 
when done while touching RUBS the same motion can 
add the Speedshifter effect or alter the reverb envelope on 
the Master Track. 

The particular sensitivity and use of the RUBS also 
means that subtle hand positioning that is difficult to pick 
up by KiCASS can be used artistically in the control of 
processing. As previously mentioned, a performer can 
position themselves to hide a hand but still generate 
RUBS data with it: this reinforces that it is not necessary 
for the audience to be aware of every movement made for 
triggering/control of media. 

Throughout the piece the incoming data is accepted 
or ignored, depending on the settings for that particular 
section of the etude. Thus, a motion can be purely artistic 
at one point in the piece, but it can become a significant 
controlling motion in another section. This gives greater 
artistic expression to the performers and allows the cho-
reography to be developed with more of a focus on what 
the music/character/etude required, rather than what the 
technology and sensors required. 

5.5 Performers’ reception of TaSTE 

Ten dancers and twenty to thirty musician/pro-grammers 
have worked with KiCASS. Eight performers have 
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worked with RUBS, and three performers have worked 
with the combined system TaSTE. Six of the RUBS per-
formers have experience with interactive media ranging 
from student to professional level, and most have signifi-
cant musical training. Perhaps because of their musical 
expertise, these six RUBS performers found the idea of 
using the hands to trigger and control media to be fairly 
natural, treating the RUBS as instruments or controllers. 
Two of the professional dancers have given mixed reac-
tions to performing with the RUBS. Both are highly 
trained, and adept at improvisation and contact dance. 
Both chose the sensor placement on their suits and appre-
ciated the ability to play each other’s suit.  While they are 
enthusiastic about the use of technology, they are less 
concerned about the fine control of media. One dancer 
stated that she would be very comfortable if she didn’t 
know what the suits could do, and she could react to 
whatever happened when the suits were touched. She is 
more interested in interacting with the KiCASS system 
and moving her entire body. Both of these dancers are 
interested in the idea of using the RUBS in contact dance 
or as random controllers, where physical interaction of 
dancers’ bodies would create less deterministic data for 
media control. 

This difference between performers and their ap-
proach to the different systems may point to the differ-
ence in being highly trained in using hand gestures on 
musical instruments for expressive purposes, compared to 
being highly trained in using movement and posture of 
the whole body for artistic expression. Recently the au-
thor was approached by Megumi Masaki, a concert pia-
nist very familiar with interactive technology, who has 
requested a RUBS suit with the sensors only on the 
sleeves so that she can use it in piano performance: she 
doesn’t wish to move away from the piano in perfor-
mance, so the KiCASS component isn’t desired. 

6. ADVANTAGES AND DISADVANTAGES 
6.1 Advantages 

The TaSTE system is an inexpensive motion capture sys-
tem useable in performance by one or two performers. 
For the KiCASS component, millions of Kinect-for-
Windows v.2 units were sold, and many used ones are 
now available online, as are the required USB 3 Kinect 
adaptor. These two components can be obtained online 
for under $200 US total. The materials required to con-
struct the lightweight and unobtrusive RUBS system can 
be obtained for under $75 US. The TaSTE software can 
be obtained for free from the author. 

TaSTE combines large limb and body motions with 
fine hand and finger gestures for the control of media, 
providing a larger library of gestures available to creators 
and performers. There is no need to hold or wear weighty 
or cumbersome sensors, allowing choreographed gestures 
to focus first on artistic communication. As well, the e-
textile sensors can have customized shapes and can be 
sewn onto a variety of clothing, supporting costuming 
differences in performance. 

 The e-textile sensors can be configured to be highly 
sensitive continuous data controllers or can be used to 
simply toggle or trigger processing. They can also be 
used to change the operating mode and target joints 
tracked by KiCASS, giving the performer more direct 

control of a particular piece or section of a work. The 
system can also be treated as containing an on-body in-
strument which the wearer or others can play, opening up 
new opportunities for interactive performance. 

Because RUBS uses WiFi, another advantage is 
TaSTE’s ability to send data when outside of the Kinect 
tracking quadrilateral, allowing performers to use all 
parts of the concert hall (including offstage, backstage, or 
in the audience) and still control media. 

Both RUBS and KiCASS use Max/MSP- based 
GUIs, enabling TaSTE to be easily integrated into the 
undergraduate curriculum of the UBC digital perfor-
mance ensemble, which is Max/MSP/Jitter-based. Setup, 
configuration, and calibration are quick, and the system is 
stable. The system operation and its components are high-
ly reliable, and as a result have been used in numerous 
local and international performances over the past three 
years. 

6.2 Disadvantages 

The disadvantages of TaSTE include the limited optical 
tracking range, which constrains the operating area for 
those parts of a work requiring limb and body tracking. 
The obsolescence of the Kinect-for-Windows system is 
another disadvantage. However, we are refactoring the 
KiCASS code so that it will run on Orbbec units, which 
have a larger tracking area and range.  

Another disadvantage is the known problem of skele-
tal IDs with the Kinect-for-Windows, which can suddenly 
change, either due to skeletal overlap in performance, or 
due to a performer exiting and re-entering the tracking 
area. To overcome this in performance, when skeletal IDs 
are swapped by the Kinect, the interface allows the com-
poser/coder to quickly swap the two IDs back to the orig-
inal configuration.  

Since RUBS are based on form fitting clothing, each 
suit must be custom adapted, rather than relying on a one-
size-fits-all approach. This slows down the development 
of each suit but does allow individual performers to be-
come more involved in the creation of each RUBS, in-
cluding making design decisions about the placement of 
sensors. Multiple washings of the RUBS suits may or 
may not compromise the chemical content of the fabrics, 
changing the resistive properties. For now we avoid this 
problem by treating each suit as we would hockey 
equipment in Canada: you almost never wash it. 

7. FUTURE WORK 
7.1 Multiple Bodies 

Current work on the TaSTE system includes developing 
tracking for up to six dancers using an Orbbec sensor. As 
mentioned above, skeletal IDs are assigned when the per-
formers are detected, so when a performer leaves the 
tracking area and re-enters s/he is assigned a new ID. We 
are now investigating solutions to this problem, including 
the possibility of assigning IDs based on colour recogni-
tion, so that (for instance) a dancer in red will always be 
given the same skeletal ID. This raises problems with 
changing theatrical lighting, but by allowing for a larger 
palette of colour hues and saturation we may be able to 
compensate for this.  
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We are also interested in the use of multiple KiCASS 
systems operating across the front of a performance 
space, allowing users to be tracked across a wider area, 
such as done in the work of [22]. 

7.2 MuBu Libraries 

Other planned work is the development of gesture librar-
ies based on the MuBu object [23] in Max/MSP. Using 
MuBu each performer will develop a library of personal 
gestures recognizable by the system. Those gestures will 
be mapped to control specific media/effects. The gestures 
will function at the group level for all performers or – 
with non-changing skeletal IDS – at the level of individu-
al performers. 

7.3 Resistive Thread/Mesh Configurations 

The British Columbia Institute of Technology’s Soft 
Shop lab has been contracted to carry out studies of resis-
tive thread and mesh patterns and configurations. Addi-
tional work in this area will include testing the effect of 
repeated washings on the chemical doping of the materi-
als, to ensure that the manufacturing claims for the wash-
ability of materials are correct. [24] 

7.4 Myoelectrics 

The use of bioelectrics in controlling electronics has a 
long history as shown by [25] and [26], and the author 
has some experience with myoelectrics and dance [27]. 
Currently the author is investigating myoelectric interfac-
es to measure the voltages of dancers’ muscles to see if 
this can be added to TaSTE.  

8. CONCLUSION 
An inexpensive yet robust environment for full body ges-
ture tracking in performance has been presented, using a 
Kinect-for-Windows v. 2 unit, an easily constructed wire-
less unit, and basic e-textile sensors. The environment 
combines skeletal IDs and associated on-body target 
points with voltage-related data from individual user-
worn e-textile sensors. It supports data generation from 
large body motion to subtle hand gesture tracking, as well 
as data generation outside of the Kinect tracking area. 
The current system tracks two performers and generates 
OSC-formatted data, which are wirelessly received and 
used to control media. To date, the individual compo-
nents KiCASS and RUBS have been used in dozens of 
local and international performances by students and pro-
fessionals, and the combined TaSTE environment has 
been used in two new works.  
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ABSTRACT 
This paper details the design and implementation of an 
augmented violin shoulder rest that uses two voice coils to 
generate haptic feedback. To our knowledge, this is a new 
means of providing a violinist haptic feedback coupled to 
live digital audio processing during performance. The pro-
ject follows trends in development of rich multimodal in-
terfaces and is motivated by an enactive theory of cogni-
tion in which embodied sensorimotor action-perception 
feedback loops are understood to be generative of cogni-
tion. A shoulder rest is an ideal candidate for introducing 
haptic feedback in augmented violin performance. The 
haptic shoulder rest is used in tandem with hardware and 
software systems, also described in this paper, previously 
developed by the first author for augmented violin perfor-
mance. Digitally processed audio signals generated by the 
system are sent to the shoulder rest in order to haptically 
couple it with the overall sonic dynamics of the system. 

1. INTRODUCTION 
By recovering neglected relationships with the human 
body and physical world, contemporary design techniques 
for digital musical instruments (DMIs) have responded to 
earlier critiques about disembodiment in computer music. 
Set against a much longer backdrop of industrialization, 
the incipient period of DMI design was dominated by a 
controller/generator metaphor in which gestures of effort 
are exchanged with those of control [1]. According to 
Perry Cook, the bifurcation of control elements and gener-
ative or synthesis elements in DMIs produces a sense that 
“no meaningful physics goes on in the controller” [2]. On 
his account, the loss of intimacy is threefold: haptic feed-
back is lacking, delays and distortions impair gesture re-
sponse, and no sound emanates from the instrument’s 
body. 

Cook uses the term “remutualizing” to describe the pro-
cess of improving the impoverished physics of first gener-
ation DMIs. In this paper, we leverage this idea in order to 
identify areas for improvement in an ongoing augmented 
violin project by the first author. This led us to develop a 
violin shoulder rest outfitted with voice coils that provides 
haptic feedback to the violinist. While this instrument fits 
into the class of “augmented” instruments, we prefer to 

describe the instrument as “hybrid” in order to downplay 
the conceptual distinction between its acoustically and dig-
itally generative features. The challenge, then, is to find 
ways to shore up this conceptual unity with rich and mean-
ingful physics for the performer. 

2. THE HYBRID VIOLIN 

 
Figure 1: The first author performing the hybrid violin 
at ACM TEI 2019, Tempe, AZ. 

1.1 A Personal Instrument Paradigm 

The first author’s hybrid violin project is ongoing and 
builds on earlier work, including a custom data glove con-
troller, the alto.glove, that tracks salient features of violin 
playing [3], as well as several generations of software writ-
ten for it (Transference, Windowless) [4]. The most recent 
software, Transference, is implemented in Max for Live 
(M4L). Explorations with electromyographic sensors for 
tracking left hand movements have also been attempted 
but over time have proven less satisfying. In general, it 
seems that the right hand is a better candidate for tracking 
than the left, insofar as it provides a primarily excitatory 
rather than modulatory gesture [5]. 

This project takes a different approach to augmentation 
than other efforts in the literature [6, 7]. In particular, the 
hybrid violin can be considered a “personal” instrument 
insofar as the feature construction in the software is not 
based on an a priori model of violin bowing gesture for 
classification (detache, marcatto, spicatto, etc.) but on ex-
perimental, continuously revised construction of novel 
feature vectors. In addition, these altogether less-catego-
rized, semantically shallow tracking techniques are co-de-
veloped with new sonification methods ad libitum, a situ-
ation afforded by working with low-level control and au-
dio signals at once in the M4L environment. Continuous 
tinkering and revision of the instrument over time suggests 
a paradigm of instrument augmentation that makes no 

Copyright: © 2019 Seth Dominicus Thorn and Byron Lahey. This is an 
open-access article distributed under the terms of the Creative Com-
mons Attribution License 3.0 Unported, which permits 
unrestricted use, distribution, and reproduction in any medium, provided 
the original author and source are credited. 
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claim to universal or scientific validity. Because of this—
not despite it—the hybrid violin demonstrates highly re-
fined instrumental dynamics [8]. 

1.2 Mapping and Audio Processing Techniques 

 
Figure 2: The M4L module used to map alto.glove fea-
tures to audio processing. 

The first author has developed a variety of techniques for 
mapping violin gesture to audio processing. This section 
elaborates techniques used in a recent performance by the 
first author at the 2019 ACM TEI conference in Tempe, 
AZ.1 Table 1 sketches some of these techniques. 
 
State/Time Features 
1 (0:00) Pizzicato: live granulation 

Sustained bow: noise + reverb. 
Bow changes: spectral freeze 

2 (1:38) Pizzicato: harmonization + reverb. 
Sustained bow: pulsar + resonant filters 
Bow changes: live sampling 

3 (3:32) Pizzicato: mix of live granular and pitch-
tracking driven glisson synthesis 
Motion: resonant bandpass filtered im-
pulses 
Sustained bow: harmonization, signal 
chopping 

4 (5:16) Sustained bow: harmonization; noise + re-
verb. 
Bow changes: spectral freeze with inde-
pendent amplitude envelope + FX 
Bow velocity: live granular looping modu-
lated with rapid octave shifting 

 
Table 1. System states and transition times in Transfer-
ence performance at ACM TEI, March 2019. 
 
The IMU, flex sensors, and force-sensitive resistors 
(FSRs) built into the alto.glove permit tracking of various 
aspects of bowing, such as the angle of the bow, string 
crossing (reflected by gyroscopic x axis), bowing velocity 
(gyroscopic z axis), wrist angle (wrist flex sensor), and piz-
zicato technique (flex sensor on fourth finger, indicative of 
grip on bow and horizontal pivoting). The addition of two 
small FSRs near joints of the thumb and index finger per-
mit voluntary actuation of various features, with the FSR 
on the thumb used to move between system presets, and 

 
1 Video of the performance can be found at this link: 
https://vimeo.com/325537098 

the functionality of the FSR on the index finger specified 
in individual presets. 

Rapid mapping and tuning of instrument dynamics is fa-
cilitated by an M4L module that was developed by the first 
author to make the mapping process more fluid (see Figure 
2). Some of these mapping techniques, generalized in eval-
uation of the system in actual performance post facto, are 
outlined below. 

1.2.1 Temporalized Bow 

Changes in bowing direction are indicated by sign changes 
of the gyroscopic z-axis. These changes reset a timer meas-
uring the duration of the current stroke. This feature can be 
mapped to various parameters by selection in the M4L 
module and tuning of the temporal dynamics of the result-
ing control signal, including attack and decay or other mor-
phological transformations. The amplitude gains of differ-
ent effects gradually increase and/or are modulated as the 
bow is drawn. In the software, these transformations are 
often depicted metaphorically, e.g., the gradual addition of 
a signal pitch-shifted down an octave is called “cello bow.” 

1.2.2 Autonomous Bow 

Infinite compression applied to the input signal is some-
times employed in discrete sampling processes in Trans-
ference. As a technique, embracing the ecological context 
of performance in this way also bypasses the need to use a 
noise gate with an arbitrarily fixed threshold to attempt to 
distinguish between signal and noise (i.e., between violin 
event and environment or arena.) Granular buffers, loop-
ers, and spectral freezes used in the system can take audio 
input from this compressor. One use is to map changes in 
bowing direction, after a brief delay, to the triggering of a 
spectral freeze. Amplitude and tremolo rate of the cutoff 
frequency of a low-pass filter on the resynthesized sound 
are modulated by bowing velocity. Both effects operate in-
dependently of sonic input from the violin, with the result 
that the captured sound can continue to be gesturally 
“bowed” independently of the actual physical excitation of 
the violin. The violinist can use left-hand pizzicato tech-
nique to excite the violin while the right hand initiates the 
spectral freeze and modulates the transformational dynam-
ics. Noise gating on an uncompressed input signal can op-
tionally be used in order to more closely couple the spec-
tral freeze event with actual bowing of the acoustic violin. 

1.2.3 Periodicity / Accumulation 

The first author has found discrete changes between up and 
down bows to be the most salient event for detection by 
the system, with other couplings based predominantly on 
continuous response to gestural input and nuance rather 
than discrete Boolean logics [9]. Another exception is the 
second-order calculation of rhythm or periodicity, which 
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is generated by statistical comparisons of current and pre-
vious bow strokes, entraining the system to meso-temporal 
rhythmicity. These calculations might control tremolo or 
sampling rates of signal choppers or granulators, with 
other features coupled to continuous gestural input. 

1.2.4 Gestural Nuance / Immediacy 
 

Perturbation of textures generated by the system through 
coupling to continuous input gesture yields micro-tem-
poral responsivity and a tactile-like feel for the performer. 
A dramatic example is the use of a granular buffer that 
continuously captures signal input from the violin. The 
playback speed of the buffer is modulated by bowing ve-
locity and tuned in octave intervals from -84 to 84 semi-
tones, allowing 15 possible discrete pitch/speed states (see 
Figure 2, a screen capture of this mapping). The input sig-
nal is passed through a harmonizer and down-sampled in 
order to thicken the sonic material and add high frequency 
content. The bowing velocity is scaled and clipped in order 
to be sensitive to very fine bow nuance, so that subtle 
changes in speed quickly sweep through the pitch/speed-
modulated playback of the buffer. Bowing velocity also 
controls the amplitude of the signal captured by the buffer, 
and a low-frequency shelf EQ enhances the bass output 
from the chain of effects. 

3. SHORTCOMINGS 
This section reflects on the shortcomings of first genera-
tion DMIs identified by Cook (lack of sound from instru-
ment body, delayed and distorted gesture response, and 
lack of haptic feedback) and applies these criteria to the 
hybrid violin while reflecting on potential solutions. We 
also discuss ways in which these benchmarks might be un-
derstood differently or reinterpreted vis-à-vis the unique 
case of the hybrid violin. 

1.3 Resonant Body 

Integrating an amplified speaker into body of an instru-
ment in order to imbue it with physical meaning, coupled 
input and output dynamics, and haptic feedback, is unten-
able in the case of the hybrid violin. Notable redesigns of 
the violin’s resonant body exist that preserve its playing 
dynamics, from the Stroh Violin to Laurie Anderson’s 
quixotic inventions. However, as described in more depth 
later in this article, the voice coils used in the shoulder rest 
generate near-field, high frequency sound. Due to the lo-
cation of the exciters under the body of the violin, and with 
appropriate high-pass filtering, feedback through the lapel 
microphone attached near the violin’s bridge does not be-
come problematic. This outcome is much more convincing 
than the compromise of merely placing an amplifier near 
the violinist. 

 
2 Note Meyer Sound’s “Constellation” system in this context. 
3 The terms “event” and “stage” here refer to Simon Emmerson’s spa-
tial “frames” (event/stage/arena/landscape) [11]. These help to articulate 
what has changed with the multichannel hybrid violin. Emmerson’s in-
tention is not to reinstate a normative scaffolding for performance, but 
to provide an analytical tool by which to understand the impact of the 

But the hybrid situation implies that more is at stake than 
gratifyingly resonant instrumental dynamics. Transference 
produces rich multichannel sound. This suggests that the 
physics in play are instrument acoustics no less than room 
acoustics: Transference may not be so much about rewrit-
ing the physics of the violin as it is about overwriting the 
material acoustic affordances of resonant space with digi-
tal logic.2 The hybrid violin is indeed physically respon-
sive, but responsive in a way that exceeds the paradigm of 
a spatially monadic instrument. This is an “immersive vi-
olin” in the sense described by Dan Trueman [10]. The 
“schizophonic” situation—to deploy R. Murray Schafer’s 
neologism in a different way—of an acoustic event taking 
place in the violinist’s hands while the computationally 
prolonged, digitally reflective room acoustics ambiently 
take place on the stage is, according to the first author’s 
experience with the haptic-feedback shoulder rest, less dis-
crepant with use of the haptic shoulder rest.3 

1.4 Delay and Distorted Response 

With the alto.glove and Transference, distortions are min-
imized by keeping up with the glove signals in real-time 
(where appropriate) as much as possible in much of the 
signal processing. This is realized through general avoid-
ance of statistical processes, windowing, or machine learn-
ing classification [3, 4, 8], thereby generating a fine grain 
through reliance on semantically shallow signal pro-
cessing. 

While minimal latency is critical to the success of any 
DMI, in the context of hybrid performance the acoustic in-
strument maintains its natural dynamics, while digital ef-
fects and processing are added to and driven by the acous-
tic signal and/or control signals from sensors. As sug-
gested above, this creates a situation in which delay might 
be an intrinsic and even desirable feature of a system that 
changes not only the physics of the instrument, but also 
provocatively reimagines the physics of the environing 
space. 

1.5 Haptic Feedback 

By shoring up the conceptual integration of acoustic and 
digital elements with a materially unified haptic response, 
the hybrid violin benefits from the haptic feedback added 
by our shoulder rest.4 Moreover, following the enactive 
theory of cognition [13], increasing the multimodal dimen-
sionality and integration of the hybrid violin should also 
enhance its performability. In addition to the digitally pro-
cessed sound diffusing from ambient sources beyond the 
immediate event of the instrument, the voice coils in the 
haptic shoulder are coupled to the total sonic output of 
Transference during performance. 

reordering and material fluidity of these frames in electrically or compu-
tationally mediated environments. 
4 To be accurate, haptic information includes both tactile and kines-
thetic channels [12]. In the case of a sedentary shoulder rest, the tactile 
channel (cutaneous sensitivity) is in play, while kinaesthetic perception 
(proprioception) is not. 
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Adding haptic feedback in this way brings the project 
into the orbit of other projects that have made vibro-tactil-
ity thematic in string playing, including the vBow [14], the 
virtual cello-like controller [15], and the BoSSA [2]. To 
our knowledge, ours is the first attempt to “remutualize” 
an augmented violin. 

 

 
Figure 3: An unmodified shoulder rest attached to the 
backside of a violin. 

4. WHY A SHOULDER REST? 
A wide variety of shoulder rests are currently marketed to 
violinists. Considered in the context of the 500-year his-
tory of the violin, the shoulder rest is an incipient contrap-
tion, its purpose being to raise the violin slightly in order 
to afford a more ergonomic hold of the violin between the 
chin and the collarbone, and to provide greater freedom in 
positional shifting by the left hand [see Figure 3]. Para-
phrasing Nietzsche’s genealogical dictum that nothing 
with a history can be defined, to this short list of purposes 
we add: digital hybridization. 

Whether a violinist should make use of a shoulder rest 
at all is topical, with an older generation of virtuosi often 
advocating for direct contact of the violin with the collar-
bone, and a more contemporary consensus (more or less) 
that different body types (such as endomorphic, mesomor-
phic, or ectomorphic) require different setups to effec-
tively minimize tension in the neck and shoulders. The ar-
gument against the shoulder rest may be in part based on a 
romanticism that, in playing the violin, “the violin be-
comes part of your body” [16]. In the context of this paper, 
the denotative meaning of that statement is obviously well-
founded on principles with profound consequences for the 
experiential quality of DMIs in performance. Physical vi-
bration of the instrument is a rich source of feedback for 
the performer. Nevertheless, only negligible haptic infor-
mation is derived from the base of the violin in contact 
with the body, whether this involves use of a shoulder rest 
or not. By contrast, the fingertips, which are highly sensi-
tive to haptic information [17], garner a great deal of feed-
back from the neck and strings of the violin as well as from 
the bow [15]. 

In the case of the hybrid violin, an intermediary shoulder 
rest provides a unique opportunity to reintroduce haptic 
feedback coupled to the sonic output of Transference. The 

shoulder rest provides an elongated and gently curved sur-
face covered with a dense piece of foam or neoprene. The 
pad runs across the shoulder, collarbone and/or upper rib 
cage. This contouring allows broad contact with the body. 
Coupled to the body of the violin and held in place by the 
friction of rubber-coated feet, a shoulder rest is an ideal 
candidate for haptic augmentation, as it requires no modi-
fications to the violin itself. 
 

 
Figure 4. A small exciter mounted to the underside of a 
shoulder rest. 

5. MATERIALS & DESIGN 
Implementing the haptic shoulder rest involved simple 
modification of an Everest EZ-4A Violin Shoulder Rest. 
This model was chosen because of its low cost, excellent 
grip, and popularity. Made of plastic, it is easily etched and 
engraved, and the smooth slope and flatness of its under-
side makes it a better candidate than more ornate or em-
bossed designs (such as the Kun Shoulder Rest), which 
also tend to be more expensive. 

Two flat surfaces at opposite ends of the shoulder rest 
were etched using a 1+1/8” Forstner drill bit, which is 
slightly larger than the full diameter of the exciters. Two 
Dayton Audio DAEX13CT-4 Coin Type exciters were 
then fixed in place using the preinstalled 3M adhesive. 
During this process it was discovered that the foam on the 
shoulder rest could be peeled back and reapplied without 
damage, thus allowing more rigorous machining. Two 
small holes were drilled near the exciters to route their 
leads to a 1/8” TRRS jack mounted at the end of the shoul-
der rest. The exciters were chosen because of their 4-ohm 
impedance and 3-watt rating, which makes them pair well 
with a small Class D amplifier. We chose a breakout board 
produced by Adafruit that uses a MAX9744 amplifier with 
a spread spectrum modulation feature that helps to mitigate 
RF that could emanate from the long speaker wires (and 
potentially interfere with the WiFi connection to the 
alto.glove). Coupled with a 5-volt supply, the amplifier 
produces two channels of audio output, each with up to 3.7 
watts of continuous power at 4 ohms. The use of 28 AWG, 
12-foot TRRS cable used to connect the amplifier to the 
shoulder rest likely adds a small amount of resistance, but 
we found the output power to be adequate. 
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Candidates for providing haptic feedback to DMIs in-
clude tactors, piezo-electric elements, voice coils, motors, 
and solenoids. Following haptic criteria outlined by Mark 
Marshall and Marcelo Wanderley, we chose the use of 
voice coils because of their wide frequency response, tran-
sient response, and ease of control—they can be driven by 
the same audio signal generated by the DMI [17]. They 
also afford auditory feedback. 
 

 
Figure 5. The modified shoulder rest, TRRS jack, ca-
ble, and powered amplifier. 

6. PERFORMANCE 

1.6 Performance Setup 

The TRRS cable connects the shoulder rest to the amplifier 
[see Figure 5]. The audio signal is provided by the head-
phone output of a MOTU Ultralite AVB audio interface. 
The headphone jack is used because the eight analog out-
puts of the interface are used for sending eight channels of 
audio signal from Transference into a multichannel audio 
space. The hardware gain is set to its maximum so that gain 
can be fully controlled in the Live session software.  

Built in Live 10, Transference is based on a stereophonic 
diffusion paradigm, but it becomes a multichannel system 
by using a set of return tracks for diffusing stereo signals 
in different ways through eight channels of output. A ded-
icated return track outputting on channels 9 and 10 was 
created for the shoulder rest in order to selectively route 
audio signals to it. This setup permits controlled tuning of 
the output: sounds coming from individual tracks suggest-
ing more localized events can be routed to the shoulder 
rest, while more prolonged sonic responses, especially 
ones with greater tendency to cause problematic feedback, 
can be attenuated or ignored. 

1.7 Initial Impressions and Obstacles 

The haptic shoulder rest enhances the integrity of the per-
ceptual physics of the hybrid violin and helps to cohere it 
as an instrument. Hearing and feeling the digital reflections 
in one’s hands, which were previously limited to the pe-
riphery of the ambient stage, intensifies the sensation of 

 
5 A demonstration is available here: https://vimeo.com/305282476 

being able to, as it were, grip the instrument in a maximal 
way.5 

Audio feedback problems are easily managed using a 
high-pass filter with a gentle roll-off from about 1 kHz. 
Higher frequencies remain present in the near-field, espe-
cially near the left ear of the violinist, which creates the 
sensation that the digitally processed sound is emanating 
from the body of the violin, while lower frequencies over-
lapping with the resonant modes of the violin (which tend 
to be very strong near the D and A strings [18]) are miti-
gated, thus circumventing potential feedback issues. More 
careful tuning using a parametric equalizer or a bank of 
notch filters would enhance things further. 

1.8 Collaboration 

 
Figure 6: Improvised collaboration with a dancer, Ella 
Alzua, at Arizona State University. 

Haptic augmentation can generate feedback signals related 
to instrumental physics as well as transmit symbolically 
relevant information. For instance, the shoulder rest could 
be made to pulse at a certain tempo. In improvisatory con-
texts with other performers, the shoulder rest could receive 
information encoded as different pulse lengths or counts in 
order to clandestinely coordinate performance, structure 
improvised playing, or generate other novel means of in-
teraction among performers [19]. Polytemporal patterns 
and scores can be coupled to haptic devices for ensemble 
entrainment. These possibilities are beyond the themes of 
remutualization and enhancement of DMIs that we have 
pursued in this paper, but are avenues to be explored in the 
future with the enhanced hybrid violin. In general, it is an-
ticipated that compositional techniques and choreographic 
practices can be experientially thickened by multimodal 
interfaces and instruments such as ours, not only enriching 
but also provoking rupture with habitual techniques and 
performance codes through improvised gesture in live 
events. 

7. CONCLUSION 
A violin shoulder rest is an implement that has not at all 
been explored in the context of augmented violin perfor-
mance. Converting these devices into digitally, sonically, 
and/or haptically active interfaces is a simple and non-
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destructive means of bringing a traditional violin (and vi-
olinists!) into the orbit of digital music and NIMEs. The 
ease of outfitting an ordinary shoulder rest with haptic ex-
citers is a boon to the longer-term aspirations of this pro-
ject, namely to produce a set of simple hardware and soft-
ware tools that could act together as a cohesive, customi-
zable, and inexpensive toolkit for hybrid violin perfor-
mance. Although many different types of shoulder rests are 
available, most share central design features (such as cur-
vature and mounting position) with the one we modified 
for this project. Among digital violinists—and perhaps 
among traditional players, too—we hope it will find a large 
audience. 
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ABSTRACT 
On our previous study we had shown that a better tuning 
scale in terms of lower sensory dissonance should apply 
to the ancient Chinese chime-bells instrument of Marquis 
Yi. In supporting our analysis, we need to create a virtual 
chime-bells synthesis model for playing the new scale in 
Max/Msp environment so as to compare it with the origi-
nal scale. We aim at two goals for the synthesis: interac-
tive operable and real-time playing with acceptable re-
semblance. Our novel designed model called the Direct 
Sinusoid Generator (DSG) had used a sum of multiple 
parallel second order systems to accomplish the task. The 
designed patchers are encapsulated in Max/Msp’s patch-
er window for supporting 7 notes playing on a single 
screen. Simulations showed that the design meets our 
goals. It also allows polyphonic playing without delay. 
 

1. INTRODUCTION 
The chime-bells instrument of Marquis Yi of Zeng state 
was unearthed in 1978 in Hubei Province, China. It was 
made in 433 B.C. and contains a total of 6Ķ pieces [1]įġ
Yi’s bells are two-tone bells that one bell can sound two 
tones. The middle struck tone (or sui) is lower, and the 
side struck tone (or gu) is a major or minor third higher.  
The instrument is well-known for its sophisticated tuning 
scale. Though the instrument can also play all twelve half 
tones in the middle area of the tonal range, it has a 6-tone 
tuning scale [2]. 

 

 
 
Figure 1. The real Yi’s bell ensemble excavated in Hubei, Chi-
na in 1978. 
 
To uncover the tuning myth, we had done the Sensory 
Dissonance Curve (SDC) analysis, a method originated 
from Plomp-Levelt [3]. This tuning method is proven to 
be very accurate and effective in our experimental project 
[ĵ]. Based on the original digitally recorded sui tone (C4-
32, 256.89Hz) of ύΟ 8 bell of the Yi’s bells  (the 8th 

bell counting from right of the Set III bells in the middle 
tier in Figure 1) as the tonic note we had completed a 
SDC and chosen those relative minima (sag points) of the 
curve to be the scale for Yi’s bell [5]. The scale is differ-
ent from the original scale and averagely has lower disso-
nance than the original scale. In order to test the effec-
tiveness of this result, we need to synthesize the bell 
tones to play this new scale instead of fabricating a real 
set of bells.  Figure 2 shows the spectrum of the sui tone 
of the ύΟ 8 bell that contains inharmonic partials. We 
can simplify the realization by choosing only five main 
partials for the model, and each main partial in fact stands 
for two closely spaced sinusoids separated from some 15 
to 50 Hertz. This creates different beating in each main 
partial. 
 

 
 
Figure 2. Spectrum of the sui tone (tonic) of ύΟ 8 bell 
of the Yi’s bell is calculated by 90000 point FFT. It 
shows five major partials with each partial in fact that 
contains two closely spaced sinusoids. 
 
The general ARMA model to synthesize this type of sig-
nal usually requires much higher orders sometimes up to 
hundreds to a thousand since sinusoids are too closely 
spaced. To cure this, our previous study had used the 
Frequency Zooming (FZ)-ARMA technique that allows a 
total of five low order FZ-ARMA(4,6)’s to synthesize a 
bell tone in Matlab [5] [6].  
 
We had also tested the FZ-ARMA model in Simulink 
with a proper designed signal flow structure since a direct 
form II IIR implementation is not possible to work. In 
direct form II IIR, even with the feedback order of just 6 
can still make the system stuck. The rearranged procedure 
is done by using tf2sos in Matlab to convert the FZ-
ARMA(4,6) to three cascaded second order systems. 
Simulation shows the converted system can run smoothly 
in Simulink. But it is still not possible real-time operable. 

506



Moreover, when the same parameters were ported to 
Max/Msp we cannot even make it work since poles are 
close to unit circle and the computation precision of 
Max/Msp is worse compared to that of Simulink. The 
system is simply unstable with an oscillated output. 
 
So for the particular Max/Msp environment we are better 
apt to use more parallel system blocks instead of cascad-
ed system blocks to reduce the precision error propaga-
tion. The so called DSG model is proposed that uses mul-
tiple second order systems in parallel to synthesize the 
tone. Section 2 gives a brief retrospect of our previous 
work in SDC analysis in scale design of Yi’s bells, then 
we show how to synthesize the FZ-ARMA(4,6) success-
fully in Simulink but fails to run in Max/Msp in Section 3. 
Section 4 introduces the DSG model and its implementa-
tion in Simulink and Max/Msp. Simulation shows it can 
reach real-time in Max/Msp with acceptable resemblance. 
The final remark then is given in Section 5. 

2. BRIEF REVIEW OF SDC ANALYSIS IN 
YI’S BELLS TUNING 

The SDC for two sinusoidal tones was made by averag-
ing 90 testers who listened to the audio of two sinusoids 
originated in same frequency, then with one fixed and the 
other swept upward, and at each swept frequency marked 
the dissonance degree from 1 (most unpleasant) to 7(most 
consonance).  Multiple experiments are made for differ-
ent starting frequency to create a group of SDCs which 
were then modeled by a single parametric mathematical 
formula by Lafreniere [7]. How can SDC be used in scale 
design for Yi’s bells? Usually we can treat the tone of any 
note of inharmonic instrument as generated by the com-
position of multiple sinusoids based on its spectral con-
tents. The total dissonance when two different notes 
(tones) are played can be calculated mathematically by 
summing up all pairwise sinusoids between spectral con-
tents of their notes. With a selected tonic note, computer 
simulations help to calculate all possible detailed disso-
nances of accompanied tones higher than the tonic note in 
one octave to complete the SDC for the instrument, and 
we choose those relative minima (sag points) of SDC to 
form the scale for it. Figure 3 shows the SDC of Yi’ bell 
made by using the sui tone of ύΟ 8 bell (C4-32) as the 
tonic note. The acquired scale is 1, 1.14, 1.21, 1.37, 1.48, 
1.66 and 1.83 which is different from the original scale 
[5]. We also marked the original scale by red dots togeth-
er with their calculated dissonances into the graph for 
comparison. Here we need to clarify that the original 
scale includes both sui and gu tones. In fact, the spectral 
shapes of the sui tone and gu tone of any bell are different. 
But all bells share the same shape of spectrum except 
with transposed versions if struck in the same way (sui or 
gu). Most of the red dots deviate from the sag points with 
higher dissonance, except the third note (second dot from 
the left). The third note seems to have lower dissonance 
than the adjacent sag point. For this outlier, we had ex-
plained in [5]. The basic assumption is that each bell 
should be fabricated so that sui tone and gu tone are har-

monically differed by a major or minor third. We did a 
similar SDC analysis using the gu tone of the ύΟ 8 bell 
as tonic note. The SDC shows that the third note has 
higher dissonance than the adjacent sag point of SDC. 
Namely, the 6th bell where the third notes of sui and gu 
belong to was tuned to have lower dissonance with sui 
tone, but has higher dissonance in the gu tone compared 
to our scale. So this bell might simply be miss tuned. In 
general, considering all notes our proposed new scale has 
lower dissonance compared to the Yi’s scale.   

 
Figure 3.  Dissonance (red circle) of all the sui and gu 
tones to the C4-32 sui tone in the same bell rack are plot-
ted into the SDC to show the difference.  

3. SYSTHESIS OF THE YI’S BELL TONE 
USING FZ-ARMA(4,6)  

FZ-ARMA model was tested in our previous analysis [5]. 
There are five main partials, and each partial in fact is 
two closely spaced sinusoids. Strategy used is to first 
down modulated each group of partials to a lower fre-
quency range, then each partial is filtered out before fre-
quency scale is magnified (zoom in). The enlarged scale 
(we used 80) makes the two closely spaced sinusoids 
further apart so as to ensure a lower order ARMA model 
to represent it. The stmcb command is used in Matlab for 
the model fitting for the frequency enlarged signal. Then 
the true model can be obtained by an inverse procedure 
(back substitution of the poles and zeros (back rotation)). 
The calculated  model is a complex valued ARMA(2,3), 
and after augmentation procedure to place in all the com-
plex conjugate poles and zeros in denominator and nu-
merator we obtained a real valued ARMA(4,6). The di-
rect form II implementation in Simulink is tested in Fig-
ure 4. Unfortunately, due to long feed-back path up to 6 
orders has caused the precision error to propagate, the 
system is stuck and halted.  

 
 

Figure 4. The direct form II implementation in Simulink of the 
FZ-ARMA(4,6) of C4-32 sui tone of Yi’s Bell. The system is 
stuck and impossible to run. 
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To cure this, we had used tf2sos (transform to second 
order system) in Matlab to convert each ARMA(4,6) to 
three cascaded second order systems. Figure 5 (left) 
shows the system to generate the bell tone with each bi-
quad block that contains a 3x6 vector parameters sos for 
each partial where 
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that represents the parameters of the three cascaded sec-
ond order systems. This structure allows Simulink to run 
with the tested scope output depicted in Figure 5 (right) 
 

 
 
Figure 5. The synthesis of C4-32 sui tone of Yi’s Bell by suing 
the FZ-ARMA(4,6) in Simulink. (left) The system structure; 
(right) The scope waveform output. 
 
The parameters of the system in Figure 5 are ported to 
Max/Msp using the same structure. In Max/Msp, the bi-
quad patch cannot be a vector as defined in equation (1) 
in Simulink. Three cascaded biquads must be used to 
replace the Direct Form II structure for each main partial 
in Max/Msp.  Experiment shows that it simply cannot 
work since the computation precision of Max/Msp is 
worse than that of Simulink resulted in oscillation with-
out decaying. Therefore, we have to find a model with 
less feedback orders. This points to thinking a parallel 
system model for our purpose which will be described in 
the next section. 

4. SYNTHESIS OF THE YI’S BELL TONE 
USING DSG 

The second order system for generating a sinusoid is fre-
quently used in DTMF (Dual Tone Multiple Frequency) 
for dial tone generation in the telephone system [8].  

The systems for generating the waveforms 
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From (2), we then obtain the real part to be )(1 zH  (cosine) 
and the imaginary part to be )(2 zH (sine). Q.EįD. 

Figure 6 shows the synthesized bell tone of C4-32 sui 
tone and its spectrum in Matlab. The spectrum shows five 
main partials with each partial in fact a closely spaced 
two sinusoids. Therefore, we need to generate at least 10 
sinusoids with intensities adjusted by their relative spec-
tral amplitudes in order to synthesize one bell tone. The R 
is set to 0.999931 which is manipulated by comparing to 
the real tone for controlling the decaying rate.  Figure 7 
shows the DSG model of Simulink blocks with a simulat-
ed scope output in Figure 8.  

 
Figure 6. The synthesis of C4-32 sui tone (256.89 Hz) by Di-
rect Sinusoid Generation (DSG) with R=0.999931, (left) is the 
synthesized waveform and (right) is its spectrum. 
 
             
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 7. The DSG model (ten sinusoidal generators) to 
synthesize the C4-32 sui tone (256.89 Hz) by Simulink. 

508



 
 
Figure 8. The Simulink scope output the synthesized waveform 
of C4-32 sui tone.  

Comparing the synthesized scopes of FZ-ARMA (Figure 5) and 
that of the DSG (Figure 8) in Simulink, they are very close. 
Subjective perception tests were performed by choosing proper 
candidates who possess music background. They all admitted 
that both sounds are close to the original; however, the tones of 
DSG is purer than FZ-ARMA since the FZ-ARMA model has 
higher background noise due to the higher order of FZ-ARMA 
that covers the noise process [5]. This can also be seen in their 
spectrum difference. But the DSG model saves almost about a 
half of the computation time and it shall be good for the 
Max/Msp to implement. We then checked two important aspects 
for the synthesis issue. First, does DSG model allow real-time 
operation in Max/Msp? Second, is polyphonic playing possible? 
These are important for interactive computer music. All seven 
tones that constitutes a virtual Yi’s bell instrument in one octave 
are first simulated in Simulink. Then the same parameters are 
ported to Max/Msp. The implementation of the virtual instru-
ment contains a large patchers. Therefore, we need to use the 
encapsulate icon under edit to highlight the required part (in 
here, each tone generator) to shrink into a customer defined 
window. Here we had used the names Do, Re, Mi, Fa, Sol, La, 
and Ti to stand for each tone generation window of the new 
notes scale. Figure 9 shows the Max/Msp patchers to synthesize 
the new 7-notes scale of Yi’s bell by DSG model. Double click 
the encapsulated “note” patch will pop out the detailed pachers 
of each tone generator. Figure 9 in the left shows the popped out 
tonic note ‘Do’ (C4-32 sui tone) generator.  

 
Figure 9. Max/Msp is used to synthesize the new 7-notes scale 
of Yi’s bell by DSG model with each note that contains ten 
biquad objects.  Double click the encapsulate “note” patch will 
pop out the detailed pachers. The figure in the left shows the 
popped out C4-32 sui tone generator system (Tonic note ‘Do’). 

5. CONCLUSIONS 
This paper presents the efforts for finding a real-time 
synthesis model for playing the virtual chime-bells in-
strument of Marquis Yi in Max/Msp. The real-time syn-
thesis makes our job easier to run the virtual bell tones in 
new scale so as to authenticate our analysis that the new 
scale is better.  

In our previous work we had completed a low order 
ARMA(4,6) synthesis model for Yi’s bell run in Sim-
ulink successfully. Unfortunately, this model fails to run 
in Max/Msp due to the Max/Msp environment is much 
limited by its computational precision. Moreover, the 
model is not quite real-time operable in Simulink. This 
leads to finding a parallel system model instead for tones 
generation.  

We had accomplished our goal by devising a DSG model 
that contains ten parallel second order systems to synthe-
size each bell tone. The final 7-notes instrument can be 
real-time playing in Max/Msp, plus it can also achieve 
polyphonic operation without delay. Since this synthesis 
model is modular and scalable we can easily increase or 
decrease the modular size as required for application 
without the need to reconstruct the algorithm. This is im-
portant for interactive computer music application. Our 
design method can be extended to any inharmonic in-
strument synthesis when real-time operation in Max/Msp 
is required.  
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ABSTRACT 
CRM - Centro Ricerche Musicali in Rome, established in 
1988 by composers Laura Bianchini and Michelangelo 
Lupone, and officially recognized in 1990 as a “Music 
Research Centre” by the Ministry for University 
Education and Scientific & Technological Research, has 
been focused on the musical production in relationship 
with new technologies, in order to recreate a constant 
interaction between musical language, scientific thought 
and technological resources. CRM’s staff, comprising 
musicians, technicians, visual artists and researchers, 
seeks to promote study into the aesthetic, analytical, 
musicological and scientific aspects of music. 

In the beginning, research concerned the design and 
development of specific new hardware devices for live 
electronics and composition, such as the Fly30 system 
(Lupone, Pellecchia, 1990). Subsequent studies on a 
physical model for the string/bow system (Palumbi, Seno 
1997) gave rise to the development of virtual musical in-
struments, while from 1999 until today, further field re-
search included augmented instruments. Some of the pro-
totypes from CRM laboratories include the Feed-Drum®, 
the SkinAct, the WindBack, and the ResoFlute. 

1. AUGMENTED INSTRUMENTS 
The term “instrument” denotes the means, or a tool, as 
well as the result of the technological process, and is an 
expression of “thought”, which permeates a given cultur-
al context. A meeting point between science and art mate-
rializes in relation to the reality, through “know how” that 
is applied to manual or intellectual knowledge; through 
creation and use of the instrument. The musical instru-
ment, the main purpose of which is to produce sound to 
create an expressive musical effect, is a complex mixture 
of cultural conditions. Its technological features and 
complex object structure should make it possible to por-
tray a specific musical language, with aesthetic, expres-
sive and stylistic aspects to consolidate performance 
techniques or at least an interpretation shared by a given 
musical context. The transformation of orchestral instru-
ments in the context of Western music during the Renais-
sance and Romantic periods provides us with emblematic 
examples of how musical practice and the experience of 
Musical Instruments Makers has enhanced certain models 
rather than others. The process of considering historical 

perspective seems to have two objectives, evolutional and 
conservative alike: amplification of acoustic and expres-
sive features alongside consideration of coherence with 
certain categories defined by performing techniques, style 
and aesthetics while applying remarkably different solu-
tions. Therefore, acoustic and musical parameters in-
volved in this adaptation process may be classified into 5 
major groups: tuning systems, acoustic power boosting, 
improvement of sound diffusion features, enhancement of 
timbre-related features and ergonomic optimization.  

The use of extended techniques for traditional musical 
instruments along with the techniques of digital sound 
processing and management criteria for related control 
parameters may play a central role in the multiple micro-
structural variations affecting complex timbre-related 
transformations. Live electronic techniques have been 
developing since the ‘70s, from analogue to digital tech-
nologies. This period can undoubtedly be considered a 
starting point for the musical culture which seeks new 
ways of amplifying the possibilities of musical instru-
ments regarding aspects of timbre and sound-and-gesture 
articulation properties.  

In recent years, the evolution of technology has made 
simultaneous development of meta-instruments, hyper-
instruments or augmented instruments attracting in-
creased attention from musicians and scientific research-
ers.  

Many musical pieces created with live electronics in-
volve interaction with a traditional instrument through 
music control criteria from structured organization of the 
slightest gestures to algorithms involving macrostructure 
control. Real-time processing can be undertaken with 
common input devices, through relatively sophisticated 
specific digital or analogue-digital music-related control-
lers or by means of sensors in addition to a classical in-
strument in order to allow interpretation of performer’s 
gestures. The “new instrument”, whether it be sophisti-
cated digital technology or an acoustic instrument modi-
fied through application of sensors and detectors, may 
acquire efficiency and flexibility for the most complex 
electronic sound management requirements. However, 
whether it be the result of synthesis or transformation 
through digital processing, the sound itself usually is not 
so closely related to the performer’s gestures. Emission 
of a digitally processed and generated sound, through 
speakers, is unrelated to the process of sound production, 
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especially with regard to the local identification of per-
ception [5, 15]. 

Today, the integration of acoustic features and electron-
ic technologies represents one of the main research topics 
at CRM since 1998. Studies of sound spatialization tech-
niques began with creative application of specific acous-
tic phenomena to the creation of Art Sound installations 
using original technologies based on wave guides, vibrat-
ing surfaces which generate plane waves (Planephones®) 
or multiple independent loudspeakers. These experiences 
have encouraged CRM to create "virtual listening spaces" 
as well as designing new, cutting-edge sound diffusion 
systems, which include holophones and multi-phonic sys-
tems for the reproduction of acoustic and electronic mu-
sic, as well as vibrating systems for sound diffusion, Re-
flecting Screen, Resonators, and Sound Pipes [4, 9, 10]. 

In the field of augmented instruments, CRM seeks to 
study acoustic phenomena in traditional instruments in 
order to develop augmented instruments featuring an ab-
solute correlation between gesture, mechanical structure 
and sound. Therefore, the “meta-instrument” is a result of 
focusing on aesthetics, while making use of combined 
technology to create a technically modified classical in-
strument featuring enhanced gestural aspects, acoustic, 
timbre-related possibilities and diffusion features, all of 
which are well-related and almost inseparable from the 
original mechanic instrument. Moreover, due to research 
conducted in this field, both performance techniques and 
musical composition have undergone significant trans-
formations.  

2. FEED-DRUM® AND SKINACT 
The aforementioned studies and physical models, pre-
pared by Lorenzo Seno and Marco Palumbi in 1997 at 
CRM1 [1, 2, 3, 6], as well as experiments made with 
Planephones®2 [7], formed the necessary skill and expe-
rience which served as a starting point for further explo-
ration of possibilities to modify structural features of tra-
ditional acoustic membrane instruments. Indeed, studies 
on membranophones allowed Michelangelo Lupone to 
create two new types of augmented instruments, Feed-
Drum® and SkinAct, by combining IT with electro-
acoustic systems [5, 8, 13, 15]. 

The Feed-Drum® was designed by Lupone for “Gran 
Cassa”3, in order to do explore in detail timbre’s relation-
ship to membrane behaviour during the bass drum attack 
phase and isolate its vibration modes by means of the 
membrane’s electronic conditioning system. The signal 
produced by an excited membrane is returned through a 
speaker which, taking advantage of the feedback princi-
ple can potentially generate everlasting sounds. The 
damping of membrane motion leads to sound decay. The 
                                                        
1 Michelangelo Lupone used a model to compose the electronic part of 
the work “Corda di metallo” for string quartet, tape and sound space 
system, premièred at Teatro Olimpico, Rome 1997, by Kronos Quartet. 
2 Planephones® are vibrating plates that allow exploiting the vibrational 
features of natural and synthetic materials (such as metals, wood, paper, 
glass and their derivatives) with musical meaning and plastic form. The 
system was designed and created by Michelangelo Lupone in 1997 as a 
result of collaboration with CRF – Centro Ricerche Fiat. 
3 Michelangelo Lupone, “Gran Cassa”, for Feed-Drum®, Corpi del 
Suono Festival, L’Aquila 1999.  

input energy level can be dynamically adjusted in order 
to isolate high vibration modes. Although the skin allows 
excitation of a considerable number of high-frequency 
modes, their duration cannot be appreciated by the listen-
er, apart from the timbre contribution to the sound attack 
phase. Possible variations of emission modes, adequate 
for a sufficient acoustic response from the resonator 
(shell), are limited and not very adaptable. The basic or 
fundamental frequency, obtained through skin tension, is 
influenced by non-homogeneous distribution of tension-
ing forces resulting in a complex spectrum for real 
modes. The subsequent phases of listening, analysis, cata-
loguing and identification of possible degrees of continui-
ty between the instrument’s sounds, also issued in rela-
tion to unconventional modes of excitation (i.e. rubbing 
and jetée with wire brushes), were fundamental for the 
following work of musical composition.  

In order to explore the timbre richness of the attack 
phase and isolate vibrational modes, a system of electron-
ic skin conditioning was created. Through the feedback 
principle, the signal produced by the excitation of the 
skin was returned to the skin itself in the form of acoustic 
pressure. The result was a potentially infinite prolonga-
tion of the sound. The system controls damping of skin 
movement and therefore the sound decay rate, allowing 
isolation of high frequency modes through the combined 
action of the nodes present on the skin and the amount of 
feed-back input energy. The stability of the signal ob-
tained with this conditioning system made it possible to 
experiment and design a preliminary simplified map of 
the oscillatory modes on the skin surface based on Bessel 
functions. The map was limited to 13 diameters and 8 
nodal circles, the latter divided into even semicircles (on 
the left) and odd semicircles (on the right). 

 
Figure 1. Feed-Drum®, map of the oscillatory modes 
©CRM archive. 

Electronic conditioning of the instrument left topology 
and primary acoustic features unaltered, but increased the 
scope of vibrational criteria and control. This was used to 
distinguish different pitches of various vibrational modes, 
in order to obtain long notes which could be modulated 
like those emitted by a stretched string and to adapt 
acoustic energy independently of emitted frequencies. 
The complexity of the vibrational phenomena also re-
quires analysis of the instrument’s mechanical parts, in 
order to identify and reduce dispersions and non-linear 
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components due to vibrations of structural materials and 
their combinations. The new Feed-Drum® instrument 
was designed and produced not only to extend the acous-
tic properties of a bass drum, but also to allow ergonomic 
use of new performing techniques. In particular, the vi-
brational attitude was transformed by eliminating the 
lower skin, a decision which simplified tuning of the in-
strument’s basic frequency (30 Hz) and reduced excita-
tion rise time in the upper modes. 

A synthetic membrane with isotropic features and high 
flexibility was applied. The previously described map 
was drawn over it, with colours that highlighted the areas 
of performance. The shell and tensioning hoop were 
made from steel and aluminium. In particular, compared 
to the original instrument, the tensioning hoop was made 
stiffer while height was reduced and adhesion surface in-
creased. The suspension system was created to isolate the 
Feed-Drum® completely from the supporting structure 
on the ground. All the mechanical parts, in contact with 
one another, were separated by an intermediate layer of 
anti-vibrational material. 

 
Figure 2. L. Bianchini, Terra, for Feed-Drum (2012). 
Performer P. Spiesser. ©Palpacelli. 

Despite the fact that there were still many aspects to be 
studied, it was possible to verify the reproducibility of the 
classified sounds and the modulations, the capacity of the 
excitation and control modes, the extension in frequency 
and the pitch features on the Feed-Drum®. This allowed 
a sketch of the performance scores for “Gran Cassa”, 
“Feedback”4 and subsequently “Terra”5 by Laura 
Bianchini. In this latter work, in addition to the usual 
signs and indications of traditional rhythmic practice, 
other prescriptions can be found: forms and points of 
membrane excitation, quantity of feedback input energy, 
frequency and duration of sounds, point pressure, types of 
modulation and the range and velocity of modulating ac-
tion. 

The SkinAct6, constitutes an advancement in the study 
of vibrational features, already observed in the Feed-
Drum®, and considerably develops its interactive nature.  

                                                        
4 The final version of the instrument was created for the work “Feed-
Back”, for three Feed-Drums® and meta-electronics of Michelangelo 
Lupone, Musica Scienza Festival, Rome 2002. 
5 Laura Bianchini, “Terra”, for Feed-Drum®, commissioned by 
Aujourd’hui Musique Festival, Perpignan (F) 2012. 
6 SkinAct was designed and created by Michelangelo Lupone in 2012 
for the work “Spazio Curvo” (2012), which was included in “Coup au 

Unlike the Feed-Drum®, a vibrational sensor and ac-
tuator are placed on the skin. A map of circles and diame-
ters, drawn on the skin's surface, indicate the vibrational 
nodes which allow tone selection. 

The skin of SkinAct includes two systems concurrently: 
excitation and resonance. The skin puts a vibrational de-
tector and different actuators in feed-back condition. This 
particular feature allows selection of various performing 
techniques and tuning (base frequency between 30 and 45 
Hz) maintaining ‘tone’ selection opportunities. These are 
selected by imposing vibrational nodes connecting circles 
and diameters of the map. The skin features have also 
been carefully studied and chosen to allow dynamic pro-
jection of the light in relation to the performer. 

SkinAct can be performed in two different positions 
(vertical or standing by the instrument and horizontal as 
in the Feed-Drum®). Ergonomics was designed by the 
architect Emanuela Mentuccia, CRM project and visual 
designer. 

Like the Feed-Drum®, SkinAct allows dynamic control 
for sensor and actuator, with algorithms specially devel-
oped for Mac and PC. 

 
Figure 3. M. Lupone, Coup au Vent, for three SkinActs 
(2015). Performer P. Spiesser. ©Palpacelli. 

3. WINDBACK AND RESOFLUTE 
Two augmented wind instruments are currently produced 
at CRM: WindBack and ResoFlute. They have developed 
from research on how to extend, enhance and transfigure 
the features of traditional wind instruments [15, 16]. 

WindBack is a feedback-based prototype applied to alto 
saxophone, created and produced in 2011 by Michelange-
lo Lupone for “In Sordina”7. The WindBack system com-
prises a microphone, placed in the centre of the alto sax-
ophone body, two control pedals, a signal processing 
software and a speaker placed on the saxophone bell. The 
purpose of this project is to meet creative requirements to 
manipulate the instrument’s timbre and pitches in order to 
obtain four main features:  

1) Independent multiphonic sounds: emission and con-
trol of two independent pitches and time-variant parame-
ters is not possible with multiphonic sounds. The ability 

                                                                                         
Vent”, for three SkinActs, which was premièred at the Electronic Music 
Week Festival, Shanghai 2015. 
7 Michelangelo Lupone, “In Sordina”, for WindBack, was premièred at 
Centro Cultural Recoleta in Buenos Aires, Argentina 2011. 
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to obtain two controllable pitches independently from one 
another allows management of simple yet repetitive po-
lyphony; 

2) Polyrhythm: micro variations to the internal rhythm 
of two simultaneous sounds allows beats to be obtained, 
the frequency of which can be efficiently controlled and 
used for rhythmic purposes.  

3) Harmonic structure modification: obtained through 
emission of sound inside a pipe in order to deform the air 
column and condition natural reed excitation. 

4) Selective resonance: instrument resonant modes can 
be made to emerge in a selective manner by means of 
high acoustic pressure that allows transformation of the 
timbre of sounds. 

These musical objectives suggested the creation of an 
acoustic feedback system between the microphone and 
the saxophone’s speaker, controlled by means of a real 
time sound processing algorithm. The choice of electro-
acoustic components and software implementation arises 
from a series of experiments and surveys undertaken in 
collaboration with an audio technician and a saxophonist. 

 
Figure 4. E. Filippetti performing WindBack at the 
CRM Lab ©CRM archives. 

The sound of the YAMAHA YAS-280 alto saxophone 
is extracted through a condenser cardioid AKG C419 mi-
crophone placed in the middle of the instrument’s body. 
The signal is transmitted to an ADC conversion system 
and then processed by an algorithm implemented in the 
Cycling’74 Max/MSP programming environment. The 
signal is then transmitted to a 100 Watt amplifier, real-
ized specifically to provide energy for a 5 inch loud-
speaker suspended 2.5 cm from the bell of the instrument 
and placed to irradiate maximum acoustic energy into the 

pipe8.  All electronic controls are performed by two MIDI 
pedals which generate Volume and Program Change 
messages. The signal processing algorithm comprises a 
pitch follower and four levels of processing. The first is 
formed by a filter bank, using the data obtained from the 
pitch follower in order to calculate new resonance fre-
quencies to deviate harmonic partials or to stabilize feed-
back frequencies. The second level represents two sec-
tions in parallel connection. The first distorts an output 
signal from the filter bank by means of an overdrive fol-
lowed by a comb filter using the fundamental frequency 
in accordance with the instrument’s lower frequency. The 
second section sends the output signal from the first level 
to the pitch shift. Signals from both sections are mixed 
and sent to the third level for compression, then to the 
fourth level for reverberation. 

The musical work “In Sordina” was composed to use a 
saxophone acoustic resonance system featuring new ex-
pressive modes. The air flow, emitted by the speaker, 
propagates in the opposite direction compared to normal 
air flow produced by an instrumentalist and generates an 
acoustic feedback phenomenon which sustains the air 
column and the sound inside the instrument, in a poten-
tially infinite manner. This phenomenon allows explora-
tion of saxophone timbre according to non-conventional 
modes and discovery of articulation system details of the 
instrument, which have never been explored previously. 
The musical score was created as a result of several ex-
periments the instrument had previously undergone, un-
dertaken with the help of saxophonist Enzo Filippetti, 
representing a traditional stave, completed with the sec-
ond stave indicating required foot pedal actions and ref-
erences to certain performing modes or air column per-
turbations effects caused by the speaker. A simultaneous 
acoustic emission insufflation requires special musical 
training, as air pressure resists insufflations, requiring 
more effort and control than ordinary performance prac-
tices. Internal resonance variations due to opening and 
closing of keys according to ordinary criteria allow the 
instrumentalist to tune feedback, while pressure variation 
on the reed makes it possible to manage beat frequencies. 

“Âme lie” was composed by Alessio Gabriele at CRM 
during the WindBack9 research process. The piece is built 
in three sections starting from a succession of six notes 
corresponding to a musical cryptogram of the title. It’s a 
sound picture in which voice, augmented saxophone and 
live electronics develop functional and harmonic relation-
ships in terms of dialogue/contrast fusion/splitting, to ex-
plore the possibilities of merging different acoustic ele-
ments into the saxophone. The instrument acts as an un-
conventional emitter and resonator, projecting in a more 
complex spatial space, enriched with acoustic and tonal 
distortions introduced by feedback and interactions be-

                                                        
8 System production and optimization was undertaken with the partici-
pation of Maurizio Palpacelli (luthier). 
9 Two other works composed for WindBack after “In Sordina” are Ales-
sio Gabriele’s “Âme lie”, for Soprano and Windback and Giuseppe Sil-
vi’s “S4EF”, for Windback and S.T.ONE, both of which premièred at 
AumentAzioni Festival, Salerno State Conservatory, Salerno 2016. 
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tween performers. There are three main stages of real-
time signal processing: 1) spectral processing for voice 
and saxophone through which each individual partial can 
be treated in terms of magnitude and delay up to spectral 
freezing (much of the signal useful for feedback is gener-
ated in this stage), 2) signal accumulation, transposition 
and selective polyphonic repetition, 3) selective routing 
of individual musical elements on the multichannel 
broadcasting system (the WindBack is treated as a “spe-
cial” input/output audio channel). 

 
Figure 5. A. Gabriele, Âme lie, for Soprano and Wind-
Back (2016). Soprano E. Claps, WindBack E. Filippetti.  

During the WindBack evolutionary process, an im-
portant goal was to obtain an acoustically more efficient, 
ergonomic and self-contained system, containing all the 
electronics necessary for input/output of the audio signal 
and interaction between performer and algorithms control 
and signal processing. This is a more efficient amplifi-
er/driver system, with a new completely redesigned en-
closure, produced through 3D printing, an ad-hoc control 
interface which allows easier and more immediate inter-
action with the performer. 

The research CRM and further experiments on produci-
ble sonorities using resonators of different shapes and 
materials has allowed Silvia Lanzalone to create works 
for sound diffusion systems made from terracotta sculp-
tures, glass resonators selected for reproduction of vocal 
sounds [11], and certain modified musical instruments, 
such as clarinet [12], harpsichord [14] or flute [16].  

ResoFlute is an augmented instrument comprising a 
classical transverse Western concert flute, modified by 
miniature microphones on the instrument, a sensor, some 
pedal controls, and an aluminium pipe for sound diffu-
sion and resonance. The microphones are both applied 
internally to the instrument’s headjoint rather than the 
traditional cork10. Indeed, five electret miniature micro-
phones placed on the body alongside the key holes were 
fixed by making holes in the pipe according to the posi-
tion of certain keys, in order to detect sound pressure var-
iations that can be found in different parts of the flute. 
The body of the instrument also features a piezo-film 
sensor, used for detecting the position of the right hand 

                                                        
10 The project on microphones was undertaken with the participation of 
Antonio Marra, audio technician and flautist. 

thumb, which is normally used by the flautist solely to 
hold the instrument. The piezo-film signal is used via 
threshold circuit to produce on-off commands that the 
performer generates according to the score.  

The sound of the traditional instrument is ‘augmented’ 
through use of microphones and resonance pipe alike. 
The latter not only projects the sound of the flute, but also 
filters it to enhance frequencies corresponding to its nor-
mal modes. The resonant aluminium pipe11 is mounted 
inside a wooden case featuring the speaker and a second 
cabinet containing other electronic devices, including a 
power amplifier. The speaker is acoustically connected to 
the pipe through a conical joint, which enhances power 
supply effectiveness. All other signal processing controls 
are performed through MIDI pedals featuring Control 
Change and Program Change messages. During creation 
of the ResoFlute prototype, some construction difficulties 
came to light. As they passed through the body of the in-
strument, the cables should have been arranged to avoid 
inconvenience when using the instrument. Therefore, in 
order to refine design-related issues and add extra con-
trols on the body of the instrument, a new ResoFlute pro-
totype is under development in collaboration with the ar-
chitect Emanuela Mentuccia. 

 
Figure 5. S. Lanzalone, Èleghos, for ResoFlute (2014). 
Flautist G. Trovalusci. 

The applied technology, conceived as a means to en-
hance timbre-related possibilities of the flute, was created 
so that the resonance and spatial diffusion features of the 
instrument’s sound passing through the resonant pipe 
could be emphasized and integrated. The entire system 
comprises algorithm for generation of synthesized sounds 
and real-time processing of flute sounds, completed with 

                                                        
11 10 cm diameter, 180 cm length. 
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feedback in the air phenomenon. Feedback depends on 
resonant pipe features, responsible for sound diffusion, 
and flute position, relative to the pipe and internal micro-
phones. The balance between natural sounds of the in-
struments and electronic elaborations was achieved and 
resulted in a complex output sound from the resonant 
pipe entailing the best timbre integration and spatial dif-
fusion. 

ResoFlute was designed and created by Silvia 
Lanzalone specifically for the performance of Èleghos12. 
The process of music creation has been optimized at the 
performance stage, thanks to collaboration with experi-
enced flautist Gianni Trovalusci, first performer of this 
piece. 

4. CONCLUSIONS 
The augmented instruments produced at CRM require 
integration of the means of production and sound diffu-
sion in order to produce a “new instrument”. The new in-
struments are also called “augmented” instruments be-
cause of timbre-related aspects, acoustic diffusion, and 
performance techniques. The creation of augmented in-
struments is based on an absolute correlation between 
gesture, mechanical structure and sound by integration of 
acoustic features and electronic technologies. 
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ABSTRACT 

This paper aims to serve as studio report of the research 
group “Music, Thought and Technology (MTT)” at the 
Orpheus Institute in Ghent, Belgium. The group focuses on 
the role of technological concepts in formulating the 
creation and reception of music more broadly. We outline 
the institutional context and premise and methodology of 
the group, present a representative project exploring the 
idea of ‘network’, and consider the wider implications of 
our approach. 

 

1. INTRODUCTION 

Since the early 1990s, concepts such as ‘practice as 
research’, and ‘artistic research’ have achieved widespread 
acceptance in areas such as the visual arts, film and 
creative writing. At the same time, the academic world has 
come to recognise that artists also work with modes of 
knowledge that can be explored and advanced, and that 
this exploration itself becomes an expert practice. In 
music, there was already a turn to look at the acts of 
performance, but always from other perspectives (from 
musicology, psychology, history, ethnography, 
sociology). The innovative approach by the Orpheus 
Institute is to put the musician at the centre – as researcher 
not object of research – to seek knowledge that can only 
be known through musical acts. This had profound 
implications for the practice and understanding of music, 
for the expert and public discourses surrounding this most 
ubiquitous of arts, and especially for higher music 
education. The indicators of reputation, its role as a node 
in important networks, the intensity of production and 
activity, and the strength and seminal nature of its work all 
suggest that Orpheus now occupies a unique and world-
leading position in artistic research in music, and that its 
research has important implications for knowledge, 
education, practice, production and for the public sphere 
of music. 

 

1.1. Research structure at Orpheus Institute 

As the concepts and methodologies of artistic research in 
music have evolved, work at Orpheus has found new 
structures. Since 2012, research has been consolidated into 
five groups, each led by a principal investigator. This 
structure allows for a greater range of method, skill and 
focus within a particular research group. Their topics range 
from new understandings of the very idea of the musical 
work – new relationships with the panoply of masterworks 
we have inherited – through how historical instruments  
themselves teach us about performance, taste and practice, 
to the reconstructing and documenting of twentieth 
century experimental music – so recent and yet so close to 
being lost to us. Other research groups address questions 
of how music embodies and reflects the self as notions of 
identity are transformed in the contemporary world, and 
the ways in which our thinking through music – our 
imagining of what is possible – is informed by our 
technological environment (Music, Thought and 
Technology). All of this work is conducted through 
practical musical activity in a common ethos of critical, 
experimental practice. 

2. ARTISTIC RESEARCH AND MUSIC 
TECHNOLOGY 

Musical works have much in common with the virtual or 
digital objects we now seek to understand, and with our 
new world of augmented materiality (Massumi, 2002). 
They exist in a unique state of materiality/immateriality: 
while they are intensely bound to direct experience, to 
technologies, techniques and materials, this physicality 
can exist in multiple instantiations; they can be 
manipulated, engaged with and acted upon as cultural 
abstractions. In cultural terms, music is the area of human 
activity in which we deal with the virtual, with the 
constructive relationship between human affect and 
abstract structures or formal systems. Research in 
technical, theoretical, cultural and philosophical aspects of 
new technologies presents itself in many guises: software 
studies, technology theory, practice-specific work in fields 
such as architecture and design, philosophy. We could 
refer to this aggregate of current research as ‘digital 
culture’. Such theory can sound arcane or abstract. This 
can obscure the more prosaic everyday experience - that 
we already inhabit an environment in which the interface 

Copyright: © 2019 Juan Parra Cancino and Jonathan Impett. This is an 
open-access article dis- tributed under the terms of the Creative 
Commons Attribution License 3.0 Unported, which 
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provided the original author and source are credited. 
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between material and technologically extended realities is 
fluid and transparent (Lefebvre 2014, Hui 2016). Musical 
objects challenge notions of uniqueness and multiplicity, 
of original and copy. They are distributed and situated, 
socially and technologically. They afford physical, 
affective and intellectual access to multiple dynamical 
worlds, with their own inner logic and a mimetic 
relationship to lived experience. These phenomena are 
both individual and shared. Recent research begins to 
acknowledge these properties as important aspects of the 
cultural roles, agenda and practices of technology. Not by 
coincidence Friedrich Kittler, the founding figure of 
modern technical media theory, named a talk by the 
composer György Ligeti as one of the seminal influences 
on his work, returning to music in his later theory. As we 
explore new understandings of our evolving digital 
environment, therefore, the accumulated and present 
experience of music would seem to be a natural place to 
look.  

There has justly been an explosion of research into 
sound. Sound studies have recently defined a clear and 
important disciplinary space (Sterne 2012a), in both 
environmental and architectural contexts (Coyne 2010). 
Listening is studied in its social and technological contexts 
(Sterne 2012b, van Maas 2015, Borio 2015). Sound art 
plays an increasing role in public aesthetic awareness, as 
shown by the proliferation of research in this area in recent 
years (Kelly 2010, LaBelle 2015), and in rare cases begins 
to consider its relationship with other music (Voegelin 
2014, Barrett 2016). Despite this wide research interest, 
theorists of digital theory, media and culture constantly 
return to the image. The contention here is that a re-
evaluation of our cultural experience of music from a 
technological perspective may shed new light on our 
evolving relationship with technology and point to new 
avenues of thought. 

3. COMPOSITION AS CRITICAL 
TECHNICAL PRACTICE                        

Composition might seem to be an activity central to 
Western art music; while there is no lack of analysis or 
self-reporting, there is little wider theory concerning the 
processes of composition and – counter-intuitively – its 
status as a research activity is much contested. We propose 
to explore Agre’s (1997) notion of Critical Technical 
Practice (CTP) in this context. Composition is neither the 
sonic application of theory nor the transcription of poetic 
inspiration; it is an iterative process of imagination, 
inscription and reflection (Impett 2016). From wax tablet 
to laptop, this process is crucially informed by the 
affordances of the technologies of inscription and 
manipulation. Agre suggests we look at such practices not 
as monolithic theoretical or ‘scientific’ processes, but as 
driven by choice and decision: sequenced, contingent, 
social, constrained and informed by multiple factors. Such 
an approach is at the heart of the successful programmes 
of the Rhode Island School of Art and Design (Somerson 
& Herman 2013). Boehner et al. (2005) see CTP as a 
methodology to encourage the emergence of value systems 
and judgements implicit in a project. For Dieter (2014) it 

is a fundamental methodology for the digital humanities in 
dealing with the merging and technicity of media and 
thought. 

Research involving technology both benefits and 
suffers from cultural perceptions in this respect: while to 
the extra-musical world such activity conforms readily to 
preconceptions of the nature of research, within the 
humanities there is a space to claim between the technical 
and the poetic that is irreducible to either. 
 

 
 

Figure 1. Artistic Research: starts from practice and 
produces new practices. 
                     

4. MUSIC, THOUGHT AND               
TECHNOLOGY (MTT) 

4.1. Our mission   
The research cluster “Music, Thought and Technology 
“(MTT) focuses on the role of technological concepts in 
formulating the creation and reception of music more 
broadly. In computer music in general, the earlier material 
connotations of ‘studio’ (and hence ‘studio report’) have 
evolved significantly over recent decades, such that now it 
is as relevant to think of a studio as an intellectual, creative 
and possibly institutional community with some common 
goals or ethos and access to particular kinds of technology. 
The members of MTT are distributed through Europe and 
North America, with the Orpheus Institute as their hub. 
The current members are Nicholas Brown, Nicolas 
Collins, Daniela Fantechi, Jonathan Impett, Juan Parra 
Cancino, Simon Waters and Matthew Wright. 

The role of technological concepts is not limited to 
contemporary computational and electronic technologies: 
since our age is highly technologically self-aware, its 
language is replete with technological metaphor – 
described by Harry Collins as ‘relational tacit knowledge’ 
(Collins 2010). ‘Intuitive theories’ are recognised in other 
areas of human behaviour (Gerstenberg and Tenenbaum, 
2017). We posit a notion of ‘intuitive technology’: a link 
between direct or received perception of technological 
affordances and the apprehension of cultural experience – 
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a ‘sense of the possible’. This plays a vital role in the 
perception and creation of music, a role clearly on the 
surface of our contemporary experience. Technological 
concepts are strongly at play in contemporary performance 
even when new technology itself plays little part, while 
inherited ideas of music often inform even the most radical 
technological work. MTT proposes a more porous 
boundary between ‘technology’ and other aspects of music 
where concepts, discourse and assumptions inform many 
aspects of performance across any apparent divide. We 
explore how technique, concept and metaphor interact in 
the creation and performance of live electronic music. 
                         
4.2. Methodology: Tropes 
                         
Groups of representative ideas – “tropes” - have been 
selected, with the necessary caveats as to their inevitable 
overlapping: Interface, Network, Transduction, Feedback, 
Simulation, Machine Autonomy, Artificial Intelligence. 
They are chosen as being important in current musical 
practices while sufficiently distinct in that context, and 
figuring commonly in non-expert language across many 
fields. They are selected partly for their very ubiquity, and 
hence the research developing or relating to these ideas is 
both widespread and diverse. 

Among the various disciplines that figure in this 
project, computer science and design are continuously 
present in different forms. Experimental, theoretical and 
creative investigation of these tropes form the spine of 
Music, Thought and Technology, informing all its 
constituent components. In our work, we point to some of 
the fields in which these terms have developed specialised 
use, meaning and practice, and areas of resonance with 
music. Inevitably, each trope study has its own dynamics 
and emphases, the product of the distinctive shape of the 
discourse-networks in which it is situated. 

4.3. Tropes example: Networks 

Here we propose a contiguity between an understanding in 
network terms of the ‘inner’ workings of music, its 
historical-cultural context and the social and technological 
processes of its instantiation and dissemination. Indeed, 
the historical origins of the term in craft, its adoption to 
describe transport systems, broadcast, then technological 
and computational infrastructure, social interaction and the 
distribution of ideas, all relate directly to the cultural 
functioning of music. The idea of bringing the textual 
networks underlying a work to its surface goes back to 
Berio’s Sinfonia, or even The Wasteland of T. S. Eliot. 
Jagoda (2016) identifies five main categories of aesthetic 
uses of network: the linear forms of maximal, emergent 
and realist aesthetics, and the distributed forms of 
participatory and improvisational aesthetics. As often in 
digital media theory, his subjects are generally image, text 
and game; sound and music present challenges to this 
taxonomy, just as they have new lessons and questions to 
learn from it, but it nevertheless provides a useful starting 
point. 

In the context of current music practice, the notion of 
network has three main connotations: distributed creation, 

networked (telematic) performance, and the use of the net 
as a real-time source of material. Networked performance 
in the computational sense has its origins with the arrival 
of the personal computer in the 1980s and initiatives such 
as The Hub. The ‘laptop orchestra’ has emerged as a 
standard formation in several instances, with its own 
evolving repertoire, bringing issues of notation and of the 
nature of musical material sharply into focus. Telematic 
performance has frequently been explored and its 
technological challenges addressed in different ways, but 
it raises aesthetic questions that remain (e.g. what is the 
difference between being in different continents and being 
in adjoining studios?). Such experiments point to 
properties of music-making more generally that might be 
better understood in terms of networks.                       

4.4 Case study: Timbre Networks 

4.4.1 Background 
 
The pressure imposed by the fast-paced succession of 
technological advances favors the adoption of new tools as 
emulation of preexistent ones, while hindering more 
innovative and transformative approaches. In this context, 
one of the persistent challenges is to develop an aesthetic 
language that can resonate with the transdisciplinary world 
in which digital music creators operate. Here we propose 
the notion of “Timbre Networks” to address the following 
questions:  
- What musical structures can be created in resonance with 
our transdisciplinary and interconnected world? 
- Which would be a suitable musical instrument to convey 
such structures? 
 
4.4.2 Project  
 
Timbre Networks is a creative method that aims to 
integrate a tele-communicative, algorithmic, and poetic 
understanding of the concept of “networks”. This is done 
by applying dynamic mappings of control streams, which 
are synthesized from live and telematic musical sources, to 
network-based synthetic sound agents, such as stochastic 
synthesis and Boolean network pattern generators 
(Kauffman, 1993). From an artistic and performative 
perspective, this setup aims to expose the multithreaded 
role of the computer music performer, blurring the 
boundaries between composition, digital lutherie (Jordà, 
2005) and performance into an integrated entity. Linearly-
structured composition procedures are replaced by 
networks of interdependent sound engines and 
manipulators, and rules that determine the initial states of 
each element as well as the thresholds where those states 
are transformed. Performances correspond to the 
unfolding of this network over time and space, according 
to the understanding of “self-organisation” recently 
developed in (Rosas et al. 2018). The spatialisation 
features of the piece are controlled in real performance 
using Egg, a hardware controller designed in collaboration 
with Lex van den Broek, head of the Electronics 
Workshop at the Royal Conservatoire, Den Haag. 
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4.4.3 Structure of a Timbre Network 
 
Structurally, a timbre network can be characterised as a 
complex of sound-objects, their interdependent 
relationships, and the behavioural changes over time 
which can be induced through performance. The essence 
of a timbre network as a compositional procedure lies in 
defining: 
• the elements of the network 
• the threads between them 
• how those nodes and threads are malleable over 
time, either through real-time manipulation by a performer 
or through using predefined interdependent variables. 
         

Once these initial states are defined, additional 
compositional procedures to develop the time structure of 
the piece may and should be used. The question then arises 
of whether it would be possible to derive the musical time 
structure from the timbre network structure itself. 

Timbre Networks aim to provide a compositional 
method for generating “outside- time” structures by 
focusing on the composition of predefined initial states of 
a musical system which can (and should) evolve in time 
through performance. The concept of “outside-time” 
structures is due to Iannis Xenakis, to make a distinction 
between structures like scales or modes (outside-time) and 
the melodies constructed from them (in-time). In this 
respect, it is possible to understand the results of using this 
method as hybrid musical entities with characteristics of 
both an instrument and a composition. Timbre Networks 
may be seen as a way of applying compositional thoughts 
to mapping procedures. 
                         
4.4.4 Performance control 
                         
A Timbre Network is intended to have a performance-
driven compositional structure; therefore, in addition to the 
internal changes of the system due to the network 
connections, a performer is required to control the pacing 
of the overall result and to refine the variations in every 
sound transformation parameter. Additionally, the 
performer has complete control over the main parameters 
of a granular synthesis engine (grain pitch, size, and 
density) which are mapped to an external hardware 
controller. 

The unfolding of the piece, rather than being based 
on a linear time structure, proposes an “evolutionary” 
approach, based on the performer’s manipulation of 
predefined initial settings stored for each of the sound 
sources. This means that rather than following a 
predetermined sequence of events, the structure of the 
piece becomes manifest only through the decisions of the 
performer, who chooses when and how these elements 
appear, interact, and transform one another. The decision 
to approach time-structure in this way, rather than in a 
more traditional “timeline” fashion, can be justified under 
the following headings:                      
• the character of the sound sources: The common 
denominator between the synthetic elements of the 
network is that they are all sources with a rich inner 
complexity, yet exhibiting rather static behaviour on the 
macro-level, so that any real-time manipulation is strongly 

perceptible as a musical contribution by the 
performer.                         
• the character of a network: For similar systems, but 
where more than one performer is involved, a 
preconceived time structure might be preferred. The 
intrinsic nature of a timbre network is rather static; that is, 
it is not as concerned with time evolution as it is with 
material interconnectivity. 
• the character of a performer: This approach emphasises 
the importance of the performer as a contributor not only 
of musical expression but also of musical structure.  
                         
On a performance level, the goals of a Timbre Network as 
a structure are:                         
• to define the initial sonic limitations and their inter 
connecting expressive constraints                         
• to preserve the identity of the original network during a 
performance                         
• to leave the performer(s) responsible for expanding, 
pacing, and controlling the dynamics of the musical result 
                         
4.4.5 TN_chain 
 
The work within MTT focuses on a subset of Timbre 
Networks labeled TN_chain. This is a series of works (or 
rather, a single chain-shaped work) which aims to employ 
each iteration/performance to inform, define and enrich the 
"following" iteration/performance. Our choice is to do this 
by preserving aspects of the performance that might be 
described as "highly volatile" (for example, a dancer 
reacting to specific elements of an improvisation music 
setting). These preserved aspects are converted into a 
stream of data, which is used to drive (and therefore, 
automatise) musical parameters of a future performance.  

To this date, 3 iterations (over 4 performances) of the 
TN_chain have been presented in public, creating the 
following sequence: 
ITERATION # 1 (and 1b): AoH_T&K_001/002 
Performers: Kana Nakamura, telematic dance, Toma 
Gouband, percussion and Juan Parra, electronics. 
For this performance the primary sound material is 
generated by Toma Gouband. The computer-generated 
rhythmic structures of the piece are developed using a 
Boolean pattern sequencer created by Parra. Sound 
manipulations and their movement in the physical space 
are controlled by analysing the video of Kana Nakamura’s 
performance. The sounding byproduct of her performance 
is brought back as both sound material and control-rate 
information for the processing of Gouband’s percussion. 
 ITERATION # 2: TN_CC*JI&JP 
Performers: Chris Chafe, telematic celleto, Jonathan 
Impett, expanded trumpet, Juan Parra, expanded guitar. 
This iteration used an 8-channel sound system: a 
traditional "quad” where the telematic signals (coming 
from Stanford, provided by Chris Chafe using 4 separate 
audio streams from his celleto) were used as a "dome" for 
the audience, mapping a single string of the celleto to each 
channel. A secondary quad system (or rather, a double 
stereo) was used for the expanded local 

519



instrument+electronic setups of Impett and Parra. The TN 
system acted then as a semi-autonomous fourth voice, 
processing (all three) instrumental signals and using the 
pre-recorded data stream from ITERATION #1 for the 
dynamic spatial distribution. 
ITERATION # 3: TN_KN*JP 
Performers: Keir Neuringer, telematic sax, Juan Parra, 
expanded guitar. 
This iteration used a 4-channel sound system: a traditional 
"quad”. The telematic signals coming from Philadelphia 
(sax) were used as the main activator for the live 
electronics, mapping a series of pitch and transient 
analyses to control the onsets and pitch center tones of the 
system. Parra's TN system was then the main 
sonic/structural support, and the summed celleto signal 
from ITERATION #2 was used as data stream for the 
dynamic spatial distribution. The growing independence 
of the TN system allowed and increased focus on the use 
of the electric guitar as a secondary, local, instrumental 
sound source. 
 
4.4.6 TN: Future plans 
 
Unlike traditional (and also some artistic) manifestations 
of sonification strategies, that seek for a degree of clarity 
between the data used to generate sound structures and the 
sonic output, the sensorial results of the Timbre Networks 
are complex (and confusing) by design. Therefore, a 
purely perceptual evaluation of how the metaphoric 
elements negotiate the decision-making process would not 
suffice, and additional methods are necessary.  At this 
point, the next stage for the project is to perform 
comparative data analysis over digital traces left by the 
succession of performances that serves as “digital 
archeology”, giving account of evolving traits throughout 
the various iterations. In particular, we apply various 
metrics of complexity to signals and digital structures from 
different past performances, in order to confirm if 
complexity grows in time following patterns seen in e.g. 
biological evolution (Kauffman, 1993). Through this 
method, we seek to test a key hypothesis inherent in the 
creative premise of TN_chain: That it corresponds to a 
single piece, i.e., that it has a consistent structure that 
travels through the successive iterations. Following this 
rationale, we explore to what extent the unfolding over 
time realised by the particular performers deals with two 
parallel fluxes of time: the “now” of a single performance, 
and the consequential relationship between the present and 
the residual ghosts of past iterations. 

As a possible, intermediate test, we have been 
realizing ‘solo’ (no-input) iterations, where the function of 
the electronic performer is to shift the mapping of the (pre-
stored) iterations from control rate to sound material and 
vice-versa. These iterations serve the purpose of testing in 
performance how different parts of the network react to the 
same data stream in different ways, helping clarify, for 
example, the way certain sounding streams (percussive, 
continuous, pitch oriented, noisy) affect different parts of 
the network over time, and use that information to 

calibrate, or rather, re-map dynamically the network in 
future iterations, where live performers focus their 
contribution in one or another kind of sound source.  
 
5. CONCLUSIONS 
                         
Taking its cue from digital theory (Hui 2016), MTT 
proposes a notion of musical objects. Musical objects have 
to be specified in terms of their mode of existence: a 
composer’s manuscript or a certain edition, an 
improvisation, a specific performance or recording, an 
installation or assemblage of technologies, or a work as a 
cultural abstraction. Despite these apparently different 
modes of existence, they are all bounded and have identity. 

In step with other disciplines, musicology has 
embraced embodied accounts of musical experience. MTT 
proposes that we should also understand music as 
embodied in technologies, including its ‘soft’ technologies 
such as notation and technique, and that these technologies 
are inseparable from other cognitive, embodied and 
cultural processes. Theory of technology recognises the 
cultural and conceptual agency of innovation (Kittler 
1999); digital and media theory consider the liminal 
materiality and distributed nature of its objects (Kitchin 
and Dodge, 2011; Hui, 2016); object-oriented and non-
human philosophy construct a single non-anthropocentric 
space to study the interaction of material, immaterial and 
human objects (Galloway, 2014, Harman, 2016). Drawing 
on these areas of research, MTT proposes an 
understanding of music and musical objects centred on 
technologies and techniques in their material, 
virtual/computational and conceptual forms. 

The evolving technologies of music are the music-
oriented face of a much wider social transformation; they 
become part of a common cultural conceptual apparatus. 
Music is literally inconceivable without technologies. 
They participate in the imagining and apprehending of 
music, but in a bidirectional process also become part of 
the broader repertoire of conceptual operations that inform 
human thought at any given cultural moment. This is a 
crucial contribution of music. Its unique status as both 
immaterial and material activity means that music affords 
the experiencing of otherwise abstract concepts, constructs 
and processes. The most complex constructions of 
Palestrina or Ferneyhough might appear extreme 
examples, but they are not isolated; they represent 
extremes of a continuum on which all musical constructs 
are situated. At the same time, the wider cultural-
intellectual context for music informs its imagining – its 
creation and understanding – just as it does all aspects of 
thought and culture. The contention here is that the broader 
technological environment crucially conditions the 
engagement with and comprehension of music. 

There is no formal taxonomy of this conceptual 
repertoire; groups of practice and theory have evolved 
around certain key ideas which we have referred to here as 
tropes. For each of them we must heed Shannon’s 1956 
“The Band-wagon” warning about the wholesale 
application of new ideas, although the fact of their cultural 
resonance itself warrants attention. The aim of this project 
is precisely to bring grain, critical reflection and 
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functionality to such ideas in the context of wider musical 
discourse and practice. MTT artist-researchers examine a 
set of such terms in detail in the context of disciplines in 
which they have technical currency. They establish 
profiles of parameters, practices, values and implications 
to be developed and tested in the creative practice and 
understanding of music.  
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ABSTRACT 

Recent developments at the University of Cincinnati, Col-
lege-Conservatory of Music Center for Computer Music 
include explorations of creating virtual reality musical 
works using the Unity 3D game engine with RTcmix au-
dio, a course collaboration between the composition de-
partment and the School of Architecture and Interior De-
sign, internet performance software updating and inter-
net performance, music based on plant data and brain 
waves, and many performances of new student and facul-
ty works, some by the Cincinnati Composers Laptop Or-
chestra Project.  

 

1. INTRODUCTION 
The Center for Computer music continues to be a site of 
compositional activity with technology, and performanc-
es on the Sonic Explorations and other concerts [1]. Re-
cent guests have been Brad Garton (Columbia Computer 
Music Center), Michael Pounds (Ball State University) 
and from Norway, the Parallax Trio, Anders Tveit and 
Jøran Rudi. The Cincinnati Composers Laptop Orchestra 
Project continues to elicit new student works. Research 
activity has been recently largely in VR musical envi-
ronments and internet performance.  

2. RESEARCH 
Current research completed in programming courses and 
independent projects have investigated: interactive music 
in VR environments, sound designing in the Unity game 
engine with the music programing language RTcmix 
(http://www.RTcmix.org) uRTcmix, internet2 music per-
formance, the potential for performance with various 
game controllers (Nintendo Wii Remotes, Xbox wireless 
controllers, PS4 DualShock), video tracking, sensors, 
mobile devices, and MIDI sprouts. 
	
2.1 RTCmix in Virtual Reality / EEG application 
 

Yunze Mu created several demos of VR with uRTcmix 

on the Unity game engine. His research is focused on 
interactive scene design and buffer related audio input. 
He also used an EEG device to detect brainwaves and 
map these waves to sound parameters. 
 
2.2 Granular Synthesis and FFT Windowing 
 

Zhixin Xu’s research is focused on experimental 
approaches to windowing in granular synthesis for the 
purposes of timbral exploration in both fixed and live 
electroacoustic works. He has created a variety of new 
works using granular synthesis and granulation instru-
ments in RTcmix and Max/MSP which allow for a high 
degree of control and modularity in the design of more 
complicated instruments for creative work with sound. 
He also contributed to iOS musical instrument applica-
tion programing. 

 
2.3 Soundmesh Application 

 

Updates to Mara Helmuth’s application for composition 
and performance have been finished. Soundmesh soft-
ware for Internet2 performance is based on RTcmix, and 
sends uncompressed audio with UNIX socket program-
ming between remote hosts. Since Douglas Scott devel-
oped a set of net audio objects within RTcmix, the new 
Soundmesh interface incorporates these objects, improv-
ing and expanding the capabilities of the app. Zhixin Xu 
rebuilt the previous Soundmesh interface on OSX and 
new features will be added. CiCLOP has been involved 
with testing the new network software. A performance of 
Endangered Sound in April 2018 featured the use of this 
application between the CCM studio and the Network 
Music Conference at Stony Brook University. Performers 
in both locations exchanged sounds, selected for their 
qualities of “endangeredness,” and created an improvisa-
tion with mostly natural and sometimes processed sound. 

 
2.4 Cellular Automata 

 

Shawn Milloway is working on a project using CA pat-
terns to distribute sound in space using MaxMSP and 
Java.  

3. NEW COURSE: TIMBRE SPACES 
Mara Helmuth taught a different version of her Timbre 
Studies course, this time with Architecture faculty Chris-
toph Klemmt. The course, Architecture and Music: Tim-
bre Spaces included students in the architecture program 
at the Design, Art, Architecture and Planning College and 

Copyright: © 2018 First author et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribu-
tion, and reproduction in any medium, provided the original author and 
source are credited. 
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in music composition at CCM. Groups of two architect 
and one composition students analyzed a composition, 
and chose a concept from the analysis, and then created a 
methodology to generate related geometries and music. 
The eight works were presented on two recitals at the end 
of the spring semester 2019, with improvising percus-
sionists, electronic music and a VR realization. Music 
from one project is Grace Choi’s composition Calma, da 
uccelli e foreste, which is based on an analysis of Olivier 
Messiaen’s Oiseaux Exotiques which led to how bird 
sounds and filtering techniques are used in her composi-
tion, and the way her architect collaborators designed 
their planned structure.  

4. VIRTUAL REALITY INSTALLATION 
In 2018, the Interactive Music and Music Programming 
Projects courses focused on investigated the potential of 
using uRTcmix (created by Brad Garton) with Unity to 
create VR projects with music.  

Five Worlds is a group VR project with five sep-
arate scenes created by: Mara Helmuth, Owen Hopper, 
Zhixin Xu, Shawn Milloway, and Yunze Mu. In this son-
ic project, players can experience different realities in 
each world. Mu coordinated the connections between the 
five worlds. The work will be presented at ICMC 2019.  

 
4.1 The first world: Tranquilarea by Mara Helmuth 
 

Players can navigate through a large Menger Sponge in 
this area (see figure 1). They can also change the level of 
the fractal by touching the ball-like trigger at its center. 
Sounds based on a Helmholz resonator change in real-
time while players are exploring and modifying the 
sponge. Level 1 of the sponge elicits windy octaves on A 
(110Hz), level 2 plays just 5ths, and higher levels play 
more complex harmonic intervals.  

At the same time Tranquilarea is a central world 
that connects the other four worlds. By touching the orbs 
depicting the scenes of other worlds, players can teleport 
to the other parts of the game. Players then return to a 
diaphanous version of this area as they leave the other 
worlds. 
 

 
 

Figure 1. The trigger sphere in Tranquilarea is in the 
center of the Menger Sponge, and controls the level of 
the fractal. Level 1 sponge shown here.  

 
4.2 Woods Sound World by Owen Hopper 
 

Woods Sound World features a forest (shown in figure 2), 
grasslands, a pond, and a cave. There are several spheres 
inside this world that play sounds on contact, and the 

ambient sounds change while players travel around the 
area. Moving inside the pond or cave triggers different 
musical motifs as well. All sound material was composed 
through the use of physical models in the RTcmix lan-
guage such as simple string models as well as more com-
plex sounds from bowed gongs and 2D mesh models. All 
the sounds were generated through an algorithmic process 
and utilize randomness in various parameters allowing for 
new sounds and interactions with each play through. 
 

 

Figure 2. Owen’s Woods Sound World features a forest 
which players can explore. 

4.3 Idiophone by Zhixin Xu 

Idiophone is an unique world in which players can inter-
act with the various objects (large spheres seen in figure 
3, walls) to make different sounds. Players can even cre-
ate a small piece inside this world by smacking the 
spheres with a pair of sticks as one might do with a per-
cussion instrument. The sound in this piece was generated 
in RTcmix using the waveshaping instrument and physi-
cal models such as Helmholtz resonator physical model 
and struck bars. Each wall has been assigned a sound and 
balls have been assigned pitched percussive sounds. 

 

 

Figure 3. Zhixin’s Idiophone features a large instru-
ment which can be played with sticks. 

4.4 VR Visualization Cave by Shawn Milloway 

In this world, players can experience many different 
sounds by traveling throughout the game environment. 
There are several music visualizers in this cave which  
interact with the sounds heard by players. The sounds 
were made in RTcmix using a combination of instru-
ments such as strum, blowbottle, and modalbar. Loops of 
these sounds were location-specific via the use of trigger-
ing in Unity, so certain passages of repeated music are 
tied to specific locations and music visualizers. The mu-
sic visualizers (particles, moving geometric figures, and 
particle monsters) react to various parameters of the 
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sound in the loops (i.e. frequency and volume) by chang-
ing size, position, or color. 

4.5 Sky World by Yunze Mu 

This world lets the player directly interact with their sur-
roundings. The game begins as the player searches for the 
source of a small voice saying "find me." Once found, 
"find me" will transform into a sine wave as the player 
ascends into the sky towards a new level. This second 
level offers a totally new world for the player to discover. 
In the end, they will find a door which teleports them 
back to the dark space that started the game. There is a 
mirror saying "find me.” In the mirror, the player would 
see himself/herself in the real world through the VR hel-
met. 

In this world players can control sun light and 
virtually fly (shown in figure 4) using microphone. For 
example: there will be a change in the lighting when 
player says “light.” Players can even fly by saying “fly” 
while they wear the VR helmet. One can play with the 
objects inside this world to make sound. There are some 
AI birds flying and making sounds which players can 
play with. Each AI bird is localized by an uRTcmix in-
strument called LOCALIZE() which calculates the dis-
tance and angle delays and amplitudes for 3-D sound 
localization in virtual environments. Several other objects 
generate sounds by using uRTcmix instruments like 
WAVETABLE(), MMESH2D() and an extended Kar-
plus-Strong ("plucked string") physical model with dis-
tortion and feedback called STRUMFB(). 

 

Figure 4. Yunze Mu’s Sky World features a “fly” vocal 
command that allows the player to take flight. 

5. CONCERTS 
One of the main sources of connecting CCM2 with the 
rest of the conservatory and outside community is 
through the organization and curation of concerts featur-
ing electronic music and highlighting music technology.  

Once a semester the studio puts on Sonic Explo-
rations, a night of electronic and computer music. These 
concerts feature new works by students, faculty, and 
guests and usually challenge the listener through the use 
of exciting new experiments with sound and technology. 
In fall of 2017 The Norwegian ensemble Parallax with 
Anders Tweit presented a concert in 12 channels, A Par-
allax View, with a workshop at the Tangeman Center at 
U.C. In 2018-2019 guest composers were Brad Garton 
(Columbia University Computer Music Center) and 
Douglas Geers (Brooklyn College, City University of  

 

Figure 5. Owen Hopper performing Hinge Flock Trac-
es by Doug Geers. 

 
New York). Owen Hopper (guitar) and Jacob Duber (vio-
lin) performed works by Geers (see figure 5). Zhixin 
Xu’s  

 

 

Figure 6. Zhixin Xu performing La Nuit Bleue on harp-
sichord. 

 
dissertation composition La Nuit Bleue for harpsichord 
and live electronics in 8.2 channels, a 15-minute work 
was featured on Sonic Explorations (see figure 6). Yunze 
Mu’s The Night, a theatrical piece for 8-channel live elec-
tronics, stage installation and EEG analyzer was also a 
highlight. The composer/performer’s brain wave data 
controlled sound from rtcmix~ in MaxMSP and he used 
the iPhone gyroscope to control the stage lighting instal-
lations. Other composition students contributed works 
including Shawn Milloway, Owen Hopper (in 5.1), Jinjue 
Wang and Brian Nabors.  

The Cincinnati Composers Laptop Orchestra 
Project (CiCLOP) with director and doctoral student 
Zhixin Xu performed works written for the group by 
himself, Yunze Mu, Shawn Milloway and Jacob Duber, 
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and others. Mu performed his work Ian employing VR 
realization with five laptop performers who tell the story 
Ian’s demise using TTS (text to speech) while they and 
the VR performer controlled sound parameters.  

 
This past semester CCM hosted the Midwest 

Composers Symposium, which featured a concert of elec-
tronic music as well. Outside of these events students and 
faculty had works involving technology presented on 
recitals, other concerts both at the university and outside, 
and at various conferences and festivals. These events 
serve as a way for members of the center to connect with 
the greater musical community within the area and for 
community members to get a chance to see and learn 
about new uses of technology within the world of music. 
Mara Helmuth, Zhixin Xu, Yunze Mu and Jacob Duber 
presented works at the Society of Electroacoustic Music 
in the U.S. 2019 conference. Helmuth, Mu, and Serin Oh 
also presented works at ICMC 2018 in Daegu, Korea, and 
Xu at ICMC 2017 in Shanghai. Helmuth and clarinetist 
Andrea Vos-Rochefort presented Water Birds in Dayton 
and Cincinnati. Helmuth and NYU faculty Esther 
Lamnneck presented their 3rd collaborative composition, 
Sound Dunes for tarogato and electronics, at the Diffra-
zione Multimedia Festival 2019 in Florence Italy.   

6. PLANT MUSIC 
Undergraduate student Jacob Duber initiated a new topic 
of interest at CCM: using plant biodata to output MIDI 
using the MIDI Sprout device made by the company Data 
Garden. (Data Garden started as a zero-carbon footprint 
record label but became interested in using plants as a 
source of music after hearing about FBI interrogator, 
Cleve Backster, using lie detectors on plants to see if they 
displayed emotional sensitivity.)  

Students have been using the MIDI sprout to 
output pitch and control data to play synths built in 
RTcmix. On the Sonic Explorations concert in November 
2018, the pre-concert music was generated by an Aloe 
plant controlling pitch and channel selection in an 8.1 
system, coded by Owen Hopper, Jacob Duber, and Shawn 
Milloway in MaxMSP. This project explores how using 
technology can bring us closer to the natural world. 

7. MORE INFORMATION 
More information can be found at the website: 

https://ccm.uc.edu/music/cmt/composition/programsactiv
ities/computermusic.html. 

 

8. REFERENCE 
[1] M. Helmuth, M. Lukaszuk, M. DiPronio, and Z. Xu, 
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ABSTRACT

The Institute for Computer Music and Electronic Media
(ICEM) at the Folkwang University of the Arts is one of the
largest institutions of higher education for electronic mu-
sic in Germany. Together with its predecessors at the Folk-
wang, the ”Electronic Studio” and the ”Studio for Live
Electronics”, it is also one of the oldest. Though its ac-
tivities are closely linked to the bachelor and master pro-
grams of what is called “integrative composition” at Folk-
wang, ICEM provides professional facilities and support
for computer music, visual media, recording, production
and sound reinforcement for the whole university

1. HISTORY

At the end of the 1960s, ”live-electronics” was the buzz-
word in electronic music. Manageable equipment, such as
the VCS 3 synthesizer made by the British company EMS,
could be used in numerous ways which included being
played live together with mechanical/acoustic instruments.
In 1970 the Berlin company Hofschneider was commis-
sioned to provide three pieces of equipment for live-elec-
tronic music. These were designed by Dirk Reith, based
on the VCS 3, and focused on the transformation of in-
strumental sounds. These devices enabled the players to
switch between different patches of the VCS 3, as well as
influence additional parameters of the ongoing synthesis or
sound transformation via footpedals.

From 1971, an ensemble that emerged from the group
MHz (directed by Günther Becker) worked with this equip-
ment. The ensemble consisted exclusively of Folkwang
Hochschule 1 members. These were: Alfred Alings, Gün-
ther Becker, Ferdi Brendgen, Mirko Dorner, Pierre W. Feit
and Dirk Reith. In subsequent years the ensemble mem-
bership changed a few times until it stopped working as a
fixed live-electronic ensemble in 1973/74.

Besides the live-electronic work on stage, it was soon ob-
vious that for the research and preparation of certain live-
electronic projects, an appropriately equipped studio was
needed. Thus between 1975 and 1978 the studio, which
hitherto had only been very sparingly equipped, was ex-
tended with a newly constructed analogue modular sys-

1 Since 2010 the ”Folkwang Hochschule” is called ”Folkwang Univer-
sity of the Arts”

Copyright: c�2018 Thomas Neuhaus . This is an open-access article dis-
tributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Figure 1. Erich Schröder and John McCaughey on the Live Electronic
System based on the EMS VCS 3

tem (the ”SynLab”), developed by Udo Hofschneider and
Dirk Reith in cooperation with the Electronic Music Stu-
dios of the Technische Universität Berlin. The high de-
gree of precision of this voltage controlled system made
it possible to directly control the analogue devices using a
digital processor with an appropriate interface. In the be-
ginning a ”Tektronix 4051” mini-computer was used for
this; in subsequent years it was replaced by an ”Apple II
Plus” then an ”APS 64/40” made by the Essen company
micro-control. Special programs were developed for the
realisation of electronic compositions within this hybrid
environment, i.e. sound synthesis with analogue devices
but controlled by digital processors.

The ongoing collaboration with micro-control during the
1980s led to the development of the AUDIAC digital work-
station. This represented an attempt to integrate audio pro-
cessing, realtime control, musical databases, and composi-
tional strategies into one system. The Audiac developed to
a prototype stage and was used in several projects during
the early 1990s.

In 1988, the electronic studio moved to another location.
Close to the then newly built concert hall of the university,
it expanded to three studios, a laboratory, and a worksta-
tion-equipped teaching room.

In 1990, the senate of the Folkwang Hochschule officially
founded ICEM. Besides educating composers, ICEM now
supports all Folkwang projects which utilise electronic me-
dia to some extent, and takes care of sound reinforcement
in concerts and other performances.

With the introduction of a diploma course in Jazz, the
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Project-Studio, a studio which was custom-made for the
requirements of jazz and pop, was built under the direc-
tion of ICEM. Another studio for visual media was set up
between 1996 and 1999, when ICEM working within the
auspices of the working group ”Multimedia & Art NRW”
of the MSWWF (Ministry for Town Development, Sci-
ence, Further Education and Research). This media studio
was expanded from 1999 to 2002 as part of the MSWWF
research project ”Interactive Media Stage” to become the
AudioVisual Studio.

In 2000, a large recording studio was designed and inau-
gurated by ICEM to meet the demands of the music depart-
ments of the university for high quality audio recordings.

Dirk Reith, who was Professor for Electronic Composi-
tion and Director of ICEM and all its predecessors for forty
years, retired in 2011. Since then Thomas Neuhaus, Pro-
fessor for Computer Music, is artistic and managing direc-
tor of ICEM.

In 2017, Michael Edwards followed Dirk Reith as Pro-
fessor for Electronic Composition.

In 2016, the SynLab moved from its old home in ICEM
”Studio 1” to a newly built analog studio which hosts sev-
eral historic and more recent analog modular sound sys-
tems. Studio 1 was then equipped with a multi-speaker
”Spatial Sound Wave” System 2 , and serves now as a multi-
purpose room for experiments of all kinds, from spatializa-
tion to live electronics.

2. INTEGRATIVE COMPOSITION

In the context of the standardization of the European sys-
tems of higher education (the Bologna process) the for-
mer diploma courses of study had to be modularized and
changed to Bachelors and Masters degrees. The Folkwang
University at that point had diploma courses in instrumen-
tal composition, electronic composition and, most success-
ful, one that combined both.

ICEM was heavily engaged in the development of the
new Bachelors and Masters degrees. It took further the
idea of combining several subjects to what now is termed
”Integrative Composition”. This comprises the four areas
of instrumental composition, electronic composition, com-
position and visualisation, and pop composition with many
possibilities for balancing the weightings of each of these
compositional approaches. Since then the composition de-
partment has grown to more than sixty currently inscribed
students.

3. INTERDISCIPLINARITY

Though ICEM is closely linked to the education of com-
posers, its courses are open to all students in all facul-
ties of the university. Thus interdisciplinary projects with
performing artists, designers, or photographers are com-
mon practice at ICEM. The institute is the first to be in-
vited into discussions of such collaborative projects. ICEM
also works together with Sound Design students from the
University of Applied Sciences Dortmund and develops
projects which, for example, artistically explore the full-
dome video and 3D audio facilities of planetariums. There

2 a technology derived from wave-field synthesis and developed by the
Fraunhofer Institut in Germany

is furthermore a course of studies entitled ”Master of Pro-
fessional Media Creation” organised by ICEM together with
the School of Audio Engineering (SAE) in Bochum.

4. PEOPLE

Music is people! Same here.
Dirk Reith, who brought electronic music to the Folk-

wang as early as 1971, is still with us, giving courses in
analogue synthesis and composition, acoustics, and stu-
dio technology. Thomas Neuhaus, as his successor as di-
rector of the institute, teaches sound synthesis, program-
ming for composers, live electronics, and related topics.
Michael Edwards is the new Professor for Electronic Com-
position and Dirk Reith’s successor in that field. Diet-
rich Hahne teaches Composition and Visualization and all
video-related topics. Günter Steinke is Professor for In-
strumental Composition and Stefan Hüfner is Professor for
Pop Composition. Barbara Maurer is Professor for Con-
temporary Music for Instrumentalists, Claudius Lazzeroni
is Professor for Interface Design, and Roman Pfeifer teaches
Music Theory and Notation.

Max Schmitz is the technical coordinator of the institute,
Arthur Jogerst and Georg Niehusmann are the sound en-
gineers running the recording studio. Michael Schlappa
is sound and video engineer and technically responsible
for all video related issues. Martin Preu and Jorge Vallejo
are the sound engineers who take care of all sound rein-
forcement in live situations, and Ralf Galberg is our studio
technician, as well as the living archive and good soul of
the institute.

5. FESTIVALS AND EVENTS

Since its foundation as a formal institute, ICEM has or-
ganized many festivals and events, alone or with differ-
ent partners. Starting with the Ex Machina Festivals for
electronic music in 1990, 1996 and 1999, and continuing
with the annual international November Music Series of
concerts with partners from the Netherlands and Belgium,
ICEM is now a main part of the curating committee of the
annual NOW! festival of the Philharmonie Essen, Folk-
wang University, and other partners. ICEM also curates,
organizes, and conducts concerts and events in buildings
of the former heavy industries of the Ruhrgebiet, where it
is located.

6. FACILITIES

The ICEM Studios are located in two different buildings.
In each building the respective Studios are interconnected
via analogue audio lines as well as an ethernet network.
In each building there is a a media server which provides
common storage for all project data. Additionally there is a
server for the institute, which, among other services, hosts
ICEM’s websites.

6.1 Electronic Studio 1

After moving the SynLab analogue modular system to its
own studio (see 6.5) the biggest of all ICEM Studios is
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Figure 2. ICEM Studio 1.

almost empty. It hosts ICEM’s spatial sound wave sys-
tem with 21 GENELEC speakers, a DANTE audio net-
work, a Macintosh-based workstation with a Universal Au-
dio Apollo Interface, and an AVID S3 Controller. It also
hosts a YAMAHA C5 ENSPIRE Disklavier Grand Piano.
Students may connect their own computers to the studio
either via an RME FireFace or directly to the DANTE net-
work.

Tables, chairs, and workstation position in Studio 1 can
be freely arranged for teaching situations as well as for re-
hearsals and experiments with live electronics, spatializa-
tion, or multichannel mixdown situations.

6.2 Electronic Studio 2

Figure 3. ICEM Studio 2.

Studio 2 is a small production studio, mainly for elec-
troacoustic music. It features the same Macintosh-based
workstation with the AVID S3 controller that can be found
in Studio 1. It has a 5.1 monitoring system and various
outboard equipment. Students may connect their own com-
puter to the studio via an RME FireFace.

6.3 Electronic Studio 3

Studio 3 is not so much a studio as a seminar room and
workplace for students. Besides several workstations it
hosts ICEM’s library and CD Collection.

6.4 Electronic Studio 4

Studio 4 is a small teaching studio, which is mainly used
for one-on-one teaching. It has a quadrophonic monitor-

Figure 4. ICEM Studio 3.

Figure 5. ICEM Studio 4.

ing system and the same Macintosh-based workstation plus
AVID S3 controller that can be found in Studios 1 and 2.
As in the other studios, students may connect their own
computers to the studio via an RME FireFace.

6.5 Electronic Studio A

Figure 6. ICEM Studio A.

Studio A is ICEM’s new analogue studio, hosting the
SynLab, ICEM’s large and unique modular synthesizer.
The SynLab is accompanied by two EMS VCS 3 Syn-
thesizers and several Döpfer A100 modules. The mix-
ing console is an analogue SSL XL-Desk. Monitoring is
a quadrophonic system of Genelec 8350 speakers. Stu-
dio A also hosts some AEG Telefunken reel-to-reel Tape
machines with sixteen, eight, and four tracks respectively.
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For recording and further processing there is a Macintosh
based workstation with an RME audio interface. Studio
A also hosts some vintage outboard equipment such as a
Lexicon 480L Reverb, an EMS Vocoder, and two EMS fil-
terbanks.

6.6 Recording Studio

Figure 7. ICEM Recording Studio, recording room.

The recording studio features a recording room with vari-
able acoustics, Steinway and Bösendorfer grand pianos,
plus a Hammond C3 electric organ, Fender Rhodes and
Wurlitzer electric pianos. Mixing is performed on an SSL
Duality48 Console combined with Nuendo, Sequoia, or
ProTools workstations. Outboard equipment includes a
Lexicon 960 and a TC-Electronics System 6000 processor.

Figure 8. ICEM Recording Studio, control room.

6.7 AV Studio

The AV-studio is ICEM’s studio for visualisation and video
production. It has facilities for editing and processing re-
corded footage as well as for generating 3D-animated con-
tent using its own rendering cluster. For audio it has a stan-
dard 5.1 monitoring system and workstations.

6.8 Project Studio

The project-studio is ICEM’s studio for teaching and reali-
zing projects that are oriented towards popular music. It
features a DynAudio based stereo monitoring system and
a Macintosh-based workstation with a comprehensive set
of instrument and effect plugins controlled by an AVID S3
controller.

Figure 9. ICEM AV-Studio.

Figure 10. ICEM Project Studio.

7. FUTURE PLANS AND DEVELOPMENTS

The first studio and planetarium experiences with our Spa-
tial Soundwave system encourages us to investigate further
the aesthetic implications of sound spatialisation beyond
the classical four or eight channel conceptions. Bringing
this approach into our concert hall is a major challenge
however, as we share the hall with acoustic and jazz con-
certs, operas, and musicals—all of these have to function
sonically in the hall too. As this will imply a major invest-
ment it simply can’t fail so needs careful planning.

Space in a broader sense is another issue of investigation.
Bringing music and people together beyond the usual con-
cert context involves finding or inventing music and video
projections for a specific space, thus creating a different
immersive experience for the audience. This may include
real rooms that can be found, for example, in now disused
local industry buildings, or outside in more social environ-
ments like a meadow in a public park.

Last but not least, it goes without saying that we continu-
ally develop new conceptions to bring electroacoustic mu-
sic together with other forms of art such as dance, physical
theatre, photography, or sculpture—given the multidisci-
plinary approach of the Folkwang Universtiy of the Arts as
a whole this is an absolute must.
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ABSTRACT

This studio report describes the Yale Open Music Initia-
tive (OMI) and the degree programs, spaces, events, and
research surrounding the organization. OMI aims to foster
a community of practice around the development and use
of open source audio tools in the context of artistic expres-
sion. We give an overview of the key resources available to
students, staff, and faculty for the exploration of creative
computation and digitally-enabled music production.

1. INTRODUCTION

The Open Music Initiative (OMI) at Yale is an experimen-
tal group that is inclusive to diverse student interests. Hosted
within the Computer Science department, the OMI studio
features a range of hardware and software focused on the
creative use and development of open source technologies.

The Initiative is staffed by students and faculty of both
the Computer Science and Music Departments. Highlights
of OMI’s activities include educational workshops for the
university and broader creative community, as well as per-
formances of faculty, staff, and student work. OMI also
maintains ongoing research collaboration with other re-
search labs in the Computer Science department at Yale.

2. DEGREE PROGRAMS

The OMI studio at Yale plays a part of the larger com-
munity of computation and the arts in the Creative Con-
silience (C2) of Computing and the Arts program. The
C2 program encompasses computer music studies and pro-
motes the interaction and collaboration between the visual
and performing arts (architecture, art, history of art, and
theater studies), computer science, and information tech-
nology. The goal of C2 is to act as a leader in the space of
computational arts and provide new and unique opportuni-
ties in computer science research and education.

Within the C2 program, Yale offers a Bachelor’s degree
in Computing and the Arts (CPAR), as well as specialized
tracks in the graduate program for Master’s and Doctoral
students. Course offerings specific to computer music in-
clude Twenty-First Century Electronic and Computer Mu-
sic Techniques, Computer Music: Algorithmic and Heuris-
tic Composition, Computer Music: Sound Representation
and Synthesis, Fundamentals of Music Technology, and
Laptop Ensembles: Study and Performance.

Copyright: c�2018 Scott Petersen et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduc-
tion in any medium, provided the original author and source are credited.

3. CREATIVE SPACES

Yale boasts a number of spaces with diverse technological
audio tools and acoustic infrastructure to support the cre-
ation of new electronic and computer music.

Figure 1. The studio in AKW123

3.1 AKW 123

OMI is based in the AKW 123 space in the Computer Sci-
ence building. It is used to teach classes, conduct research,
and host workshops and reading groups. The studio fea-
tures desktop and mobile workstations for electroacoustic
and new media composition built on open source synthe-
sis and production toolchains. All workstations run a cus-
tom operating system consisting of a base Gnu-Linux OS,
currently KDE Neon/Ubuntu, and a series of overlays and
configurations to provide a low-latency environment with
hundreds of software packages including DAWs, domain-
specific audio programming languages such as SuperCol-
lider, and a rich DSP and synthesis plugin collection. All
lab machines can access the OMI server which, among
other things, provides access to terabytes of sound sam-
ples.

The studio is equipped with a wide range of hardware in-
cluding; digital and analog audio mixers and interfaces, 20
portable midi keyboards and miscellaneous MIDI and OSC
controllers, built-in video projection, various studio micro-
phones, field recording devices, electronic performance in-
terfaces such as an EWI controller and a Yamaha Avant-
Grand N3 MIDI piano, game controllers, LEAP motion
sensors, VR headsets (Oculus Rift and HTC Vive), and

530

mailto:scott.petersen@yale.edu
mailto:mark.santolucito@yale.edu
mailto:konrad.kaczmarek@yale.edu
http://creativecommons.org/licenses/by/3.0/
http://creativecommons.org/licenses/by/3.0/


Microsoft Kinects. The studio also manages a collection
of analog/digital hybrid synthesizers, including a Novation
Peak, a Moog Werkstatt, a microKORG Vocoder, and a
Behringer Deepmind12. These are used in OMI’s concerts
and “synth jams”, as well as for student projects. The space
also supplies hardware components such as Arduinos, Bela
Boards, and Raspberry Pis, as well as custom built hard-
ware interfaces like the OMIPOD [1]. All hardware is
made available to faculty and students for their own cre-
ative practice and research.

3.2 Center for Collaborative Arts and Media

Additionally, OMI benefits from the rich ecosystem for
computational arts at Yale. The Center for Collaborative
Arts and Media (CCAM) is the central hub for C2-related
activities. The center provides physical resources such as
an audio-visual post-production suite and an 8-channel, re-
configurable transdisciplinary performance space equipped
with a 32 camera motion capture system. The CCAM also
provides human resources in the form of workshops and
lectures by visiting artists and intellectuals, as well as those
from the Yale community. Collaboration is at the heart of
the center which provides ample opportunities for students
and faculty to work together to workshop, research and
produce creative work at the intersection of the sciences,
arts and technology.

3.3 Yale Music Technology Labs

The Department of Music houses the Yale Music Technol-
ogy Labs (YalMusT) which are comprised of two teaching
labs, a small post-production studio and an advanced au-
dio technology classroom. Both labs have surround-sound
systems and the studio boasts a specially calibrated Gen-
elec monitoring system. Further details on these spaces
can be found online 1 .

3.4 Residential College Studios

The residential college system at Yale boasts five produc-
tion studios that support audio recording, editing, and pro-
duction. Each facility features a different set of equip-
ment to expose students to a variety of studio environ-
ments. Moveover, all studios are managed by student vol-
unteers. Further details on these spaces can be found on-
line 2 .

4. EVENTS

The OMI membership designs and coordinates a series of
workshops that are offered over the course of the academic
year at both the introductory and advanced level. Atten-
dees typically represent a broad cross-section of schools
and departments at Yale as well as local artists from the
community. In the workshops, OMI members introduce
relevant concepts and technologies in topics. In the fall
of 2018, topics included: building an LM386 amplifier cir-
cuit, basic theory of DSP and DSP programming in JUCE [2],
hacking “found” hardware, and an introduction to Arduino
and sensor networks.

1 https://yalmust.yale.edu/
2 https://up.yalecollege.yale.edu/

production-resources/music-production-facilities

Figure 2. OMI using the CCAM space for a concert

Figure 3. OMI’s end of semester concert

In December 2018, OMI hosted a computer music con-
cert showcasing work from students and faculty in the CCAM.
The concert featured live electronics improvisation using
analog and digital synthesizers, live coding, performances
with interactive processing, and pieces utilizing eight-channel
sound spatialization. A selection of the hardware used for
this concert is shown in Fig. 3.

5. RESEARCH

An important aspect of OMI is outreach and community
involvement in our research. As an example, in September
2017, OMI ran a workshop in the CCAM that delved into
the internal design of the OMIPOD, OMI’s custom-made
wireless musical instrument. The OMIPOD uses embed-
ded hardware to relay information from different sensors
(light, touch, tilt) over wi-fi to any computer on the Yale
network. In the interactive workshop participants experi-
mented with the OMIPOD and learned about the hardware
configuration, sensors and software necessary to program
the device.

Undergraduate involvement in research is also a priority
for OMI. A recent OMI project focused on the topic of
Digital Signal Processing Programming by Example (DSP-
PBE) [3]. DSP-PBE is a paradigm in which users specify
input and output wave files, and a tool automatically syn-
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thesizes a program that transforms the input to the output.
This work was completed as part of a funded summer un-
dergraduate research internship of one student, as well as
another student’s undergraduate thesis. OMI is continuing
this work with more undergraduates.

6. MOVING FORWARD

OMI will continue to support the many facets of computer
music at Yale through weekly workshops, reading groups
and through associated research projects. Specifically, we
will focus on developing low-level DSP on Bela boards and
DSP development over cloud computation frameworks. OMI
will also continue its biannual concert series to provide fac-
ulty and students a regular, ongoing venue for their creative
work. OMI also looks to foster inter-track collaboration
within the C2 program to find new applications of com-
puter music in other artistic domains. Additional informa-
tion about OMI can be found at https://omi.yale.
edu.
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ABSTRACT 
This paper reports on recent and latest activities in the 
Music Technology and Music Theory and Composition 
programs of the Department of Music and Performing Arts 
Professions (MPAP) at New York University (NYU) 
Steinhardt. We begin the paper with a summary of the two 
MPAP programs—Music Technology and Composition—
including current and new faculty, curriculums, and 
facilities. This is followed by an overview of recent and 
ongoing research in the five main areas in Music 
Technology and Composition: Computer Music, Immersive 
Audio, Music Cognition, Music Experience Design, and 
Music Informatics Research (MIR). The paper concludes 
with a summary of recent departmental events in the area of 
Computer Music. 

 
1. INTRODUCTION 

The MPAP Music Technology program focuses on 
computer music, performance, acoustics, cognition, and 
audio technologies.1 The Music Technology program offers 
a multilayered academic curriculum that covers a wide 
range of foci in computer technology and is divided into five 
main areas of research: Computer Music, Immersive Audio, 
Music Cognition, Music Experience Design, and Music 
Information Retrieval (MIR). Additionally, the NYU Music 
Technology community also focuses on related fields, 
including audio for games, software engineering, audio 
engineering, and New Interfaces for Musical Expression 
(NIME). In the area of music production, NYU focuses on 
audiovisual production, post-production, mixing/mastering, 
and multimedia production. The department and programs 
are located in the center of historic Greenwich Village, 
where students are exposed to many opportunities that 
include internships and collaborations with professionals 
outside of the academic murals that help them gain real-
world experience concerning the multidimensional 
Computer Music field.  

The Composition program provides students with a wide 
variety of opportunities across three areas of concentrations: 
Concert Music, Film Scoring, and Songwriting. The Concert 
Composition students develop their works closely with 

                                                        
1 https://steinhardt.nyu.edu/music/technology/ 

NYU faculty while collaborating with some of the most 
acclaimed ensembles of New York City. The most recent 
collaborations include the Mivos Quartet, the Jack Quartet, 
RighteousGIRLS, Quince Ensemble, Bearthoven and more. 
The Film Scoring students are given opportunities to write 
and record music for various instrumentations, such as full 
orchestra, string orchestra, and virtuosic soloists. 
Simultaneously, intensive courses prepare students to write 
for today’s media industry. The NYU’s premier ensembles 
such as NYUO1 Orchestra bring student works to life via 
multiple recording sessions and concerts. The Songwriting 
department provides a wide range of skills and tools to 
prepare students for their careers in the music industry. 
Through one-on-one studies with award-winning faculty, 
students learn production, arranging, music business acumen 
and more.  

 
 

1. FACULTY 
 

The main faculty members in music technology are Robert 
Rowe (Director), Paul Geluso (Associate Director), Agnieszka 
Roginska, Juan Pablo Bello, Tom Beyer, Luke DuBois, Mary 
Farbood, Leila Adu-Gilmore, Panayotis Mavromatis, Brian 
McFee, Tae Hong Park, and Alex Ruthmann. Adu-Gilmore and 
McFee recently joined NYU as full-time faculty members in 
2018. 

The program also includes a distinguished list of 
professionals where, currently, Joel Chadabe, Joan La Barbara, 
Nick Didkovsky, Dafna Naphtali, Morton Subotnick, and 
Leszek Wojcik teach a variety of courses to undergraduate and 
graduate students in the areas of Music Technology and 
Composition. Saul Walker, who had been with NYU for many 
decades, recently passed away, and Kenneth Peacock recently 
retired from the university. 

The primary faculty members of the Concert Music 
Composition program include Julia Wolfe (Artistic Director), 
Joan La Barbara, Joseph Church, Marc-Antonio Consoli, 
Herschel Garfein, Gil Goldstein, Michael Gordon, Youngmi 
Ha, Robert Honstein (program administrator), Justin Dello 
Joio, Jerica Oblak, Tae Hong Park, Steven L. Rosenhaus, 
Robert Rowe, Caroline Shaw, Rich Shemaria, Pedro da Silva, 
Morton Subotnick, and Ezequiel Viñao. 

The main faculty in Scoring for Film and Multimedia in 
Music Theory and Composition are Ronald Sadoff (Director), 
Mark Suozzo (Co-Director), Sergi Casanelles, Paul Chihara, 
Irwin Fisch, Chris Hajian, Todd Kasow, John Kaefer, Lillie R. 
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McDonough, Ira Newborn, Michael Patterson, Suzana Peric, 
and Alba S. Torremocha. 

The main faculty members of songwriting are Phil 
Galdston (Director), Dana Calitri, Rosanna Cash, Barry 
Eastmond, Alex Forbes, Kevin Killen, Janice Pendarvis, 
Billy Seidman, and David Wolfert. 

 
2. CURRICULUM 

Five degree programs are currently being offered as part of 
the Music Technology program—Bachelor of Music 
(B.M.), Master of Music (M.M.), Doctor of Philosophy 
(Ph.D.), a five-year degree that combines B.M. and M.M. 
(Accelerated B.M./M.M.), and a three-summer M.M 
program that runs during each summer break.  

In the Music Theory and Composition program, three 
degree programs are currently being offered, including 
Bachelor of Music (B.M.), Master of Music (M.M.), and 
Doctor of Philosophy (Ph.D.). 

 
2.1  B.M.  

The undergraduate Music Technology program prepares 
students for careers in audio and music. In addition to 
recording, production, and Digital Signal Processing (DSP) 
courses, students are required to complete courses in music 
theory, music history, and performance. Through 128 
credits of required and elective courses, we provide each 
student comprehensive coverage of basic knowledge in 
music technology, as well as in music. 

The various foci in composition also require 128 credits 
in total. Students in the B.M. in the Concert Composition 
program will pursue intensive academic studies of music 
and liberal arts in required and elective courses. The 
program offers numerous performance opportunities, as 
well as opportunities for collaborations with other 
programs in the department (performance, music tech, jazz 
studies, etc.), actors, and dancers at NYU and around New 
York City. The B.M Film Scoring program focuses on 
coursework, with emphasis in orchestration, score 
preparation, following MIDI/audio, sample library creation, 
sound production, and music editing. Students have ample 
opportunities for recording with soloists and orchestras, 
and often participate in film collaborations and 
orchestration readings. Songwriting concentrates on the art 
and craft of composing in the popular music genre. 
Students focus on songwriting history and criticism, music 
industry, studio production, and recording. 

 
2.2  M.M. 

The Master of Music in Music Technology degree requires 
successful completion of 45 credits across several 
disciplines. Our core and elective courses are designed to 
provide each student with a solid foundation in all areas of 
Music Technology, leading to specialization in a relevant 
research area of the student’s choosing. The program 
culminates with the submission and defense of a thesis 

under the supervision of one of the full-time Music 
Technology faculty members. The department also offers an 
accelerated five-year program that combines the Bachelor of 
Music and Master of Music programs in Music Technology. 
Finally, NYU Steinhardt also offers a three-summer M.M. 
degree program, which runs intensively over the course of 
three summers. 

Students in the 36-credit graduate program of Concert 
Composition specialize in all forms of composition, 
including classical, electronic, film, and theatre. Students 
study with internationally renowned composers, and are also 
provided with ample collaboration opportunities with other 
MPAP programs, including Instrumental and Vocal 
Performance, Jazz Studies and artists from the wider New 
York community. 

M.M. in Film Scoring prepares students for a career in 
film scoring while acquiring engineering, producing, 
orchestrating, and editing skills through 39 total credits of 
coursework. Students will be given opportunities to develop 
their portfolio through collaborations with NYU student 
filmmakers and recording with various ensembles. 

The graduate degree in Songwriting provides students the 
compositional tools, business acumen, and historical context 
needed for entering the competitive field of songwriting. 
Students will take 39 credits total of required and elective 
courses. 

 
2.3  Ph.D.  

The Music Technology Ph.D. program prepares students for 
careers in university teaching, research and development in 
industry and academia. Doctoral students, through two years 
of coursework (minimum 48 credits), are encouraged to 
cultivate an interdisciplinary academic background, working 
closely with faculty in team-based research settings. Ph.D. 
candidates are required to demonstrate academic competence 
not only within their specialized area of research but also in 
core areas of music technology study, general music theory, 
and music history by passing a candidacy exam and 
submitting a portfolio, which includes at least two peer-
reviewed research papers and future research plans. After 
advancing to candidacy, students further develop research 
topics of their choice to fulfill degree requirements, which 
culminates in an oral, public dissertation defense. Recent 
graduates include Finn Upham (2018), Rachel Bittner (2018), 
Jon Forsyth (2016), Michael Musick (2016), Oriol Nieto 
(2015), Areti Andreopoulou (2014), Braxton Boren (2014), 
and Taemin Cho (2013). 

The Ph.D. degree in Music Composition, for a minimum 
of 45 credits, enables students to personalize their program 
based on their focus. Students will take courses in the 
foundations, advised research, cognate areas, computer music 
composition, content seminar, guided electives, and 
dissertation research and preparation. Students are given 
collaboration opportunities with performers, actors, dancers, 
and multimedia applications, as well as New York based 
musicians, and Jazz Studies, Music Technology, and 
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Instrumental and Vocal Performance programs within our 
department. Recent graduates include Jaeseong You and 
Carlos Guedes. 

 
3. FACILITIES  

The James Dolan Music Recording Studio is a 7,500 square 
foot multifunctional teaching, recording, and research space 
designed by Gensler and the Walters-Storyk Design Group. 
One of the most technologically advanced audio teaching 
facilities in the United States, the new facility greatly 
enhances the existing eight studios, which house the Music 
Technology program. The studio is located at the heart of 
the Music Technology floor. The new complex is 
distinguished by a 25-seat control/classroom that features a 
fully automated 48-channel SSL console and the first 
Dangerous Music 10.2 surround installation in New York 
City, in addition to a live room that can accommodate a 
large ensemble, offices, a conference/seminar room, and a 
large isolation/drum booth. 
 

 

 
Figure 1. Dolan Recording Studio. 

The Immersive Audio Lab is a research lab dedicated to 
3D audio experimentation. It is equipped with 16 Genelec 
loudspeakers and two subs in a reconfigurable grid; the 
speaker array provides multichannel miking, tracking, and 
playback functionalities. The lab has a 0.2 second reverb 
time. In addition, the Music Technology program contains 
eight other studios of varying sizes on the 8th floor of the 
same building. These include two larger recording studios 
with separate control rooms, as well as smaller dedicated 
studios for editing, film music, game audio, and analog 
synthesis. 

The program also features access to the 300-seat 
proscenium style Frederick Loewe Theatre. The Loewe 
Theatre, the Dolan Studio, the Immersive Audio Lab, and 
the 6th floor conference room are fully linked with 
broadband connections for distributed music performances 
between these rooms and Telematic Music centers in the US 
and abroad.  

Figure 2. Frederick Lowe Theater. 
 
Room 303 in the Education Building has been completely 

renovated doubling as a large lecture hall and multimedia 
recital space, equipped with a data/video projector, 
DVD/audio cassette/CD/VCR players, a DAT audio 
recorder, a mixer, and a grand piano.2 Several floors of 
EDUC have now been refurbished, including classrooms on 
the 7th floor and practice rooms on the 9th floor. 

 
4. RESEARCH 

 
4.1  Music Audio Research Laboratory  

 

The NYU Music Audio Research Laboratory (MARL), 
which was created in 2009-2010, has now become a driving 
force for research in the Music Technology program. The 
International Computer Music Conference (ICMC) 2019 
will be co-hosted by MARL in NYC this June and is being 
co-organized by Music Tech/Composition faculty member, 
Tae Hong Park, in partnership with the New York City 
Electronic Music Festival (NYCEMF); ICMC 2018, held in 
Daegu, South Korea, was also co-organized by Park, with 
NYU alum Michael Musick serving as Installation Chair; 
and in 2016, MARL and NYU hosted the International 
Society for Music Information Retrieval (ISMIR) 
conference, co-organized by faculty member Juan Pablo 
Bello and the MIR research team. In 2016, Park also 
organized the inaugural Noisegate Festival, in collaboration 
with the United Nations Global Arts and AEON Ensemble, 
with an opening concert at Carnegie Hall. The 2014 
International Conference on Auditory Display (ICAD) 
conference was also organized at NYU by faculty members, 
Park and Roginska. The 2014 International Conference on 
Auditory Display (ICAD) conference was also organized at 
NYU by faculty members, Park and Roginska. 

The lab also recently launched a redesigned website, 
which facilitates easier sharing of MARL’s research 
activities, creative activities, events, software, publications, 
datasets, and compositions.3 

 

 
Figure 3. Education Building, Room 303. 

 
 

4.2  Computer Music Group (CMG) 

The Computer Music Group, directed by Tae Hong Park, 
focuses on broad topics in Computer Music through the 

                                                        
2 https://library.nyu.edu/services/campus-media/classrooms/educ-303 
3 https://steinhardt.nyu.edu/marl/ 
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examination technologies for soundscape research, live 
performances, interactive music systems, new instrument 
design and HCI, computational music analysis, MIR and 
interactive installation art. The CMG group collaborates and 
fosters support for a diverse range of research interests, 
artistic projects, and also international art events. On the 
research side, key projects include Citygram, which focuses 
on real-time, spatio-temporal sound-mapping and acoustic 
ecological studies. It utilizes plug-and-sense remote sensing 
devices to capture, visualize, automatically classify, and 
map "...acoustic soundscapes of cities to better understand 
how noise pollution affects urban dwellers. The project 
even..." has included "...two faculty members from the 
Center for Data Science, Claudio Silva and Juan Pablo 
Bello."4 

Another key area of focus is the Electro-Acoustic Music 
Mine (EAMM) project, which aims to create a sustainable 
and growing electroacoustic music (EAM) crowd-sourced 
collection, preservation and exploration platform, in 
partnership with The International Computer Music 
Association (ICMA), The New York City Electroacoustic 
Music Society (NYCEMS), and NYU Libraries. This 
project was formally launched in 2018 where all of the 
works presented at the conference will be preserved at the 
NYU Library for posterity. 

 
4.3  Immersive Audio 

Led by Agnieszka Roginska, the focus of the Immersive 
Audio group lies in the capture, analysis, synthesis and 
reproduction of auditory environments. This includes spatial 
and 3D sound using binaural, transaural and multi-channel 
presentation methods, audio display devices, virtual 
auditory environment simulation, characterization and 
classification of spaces, and augmented audio reproduction 
realism. Current ongoing projects include CityTones and the 
HoloDeck project. 

The CityTones project is a collaborative open-source 
repository administered by NYU Steinhardt and the 
University of Huddersfield. The repository consists of 360 
audiovisual environmental recordings for both creative and 
academic purposes. This collection of urban and suburban 
soundscapes, captured in ambisonics spatial audio format, is 
available for sound designers and researchers to implement 
and analyze. 

The HoloDeck is an ongoing, interdisciplinary project 
between multiple laboratories at NYU, including 
Steinhardt's Music and Audio Research Lab (MARL); the 
Rory Meyers College of Nursing (NYU-X); the Future 
Reality Lab at the Courant Institute of Mathematical 
Sciences; and the Media and Games Network (MAGNET) 
at the Tandon School of Engineering. The consortium's 
objective is the creation of an experiential super-computing 
environment, which connects and augments physically 
distant locations through a low-latency dedicated 
infrastructure. The HoloDeck is an immersive, 

                                                        
4  https://cds.nyu.edu/can-data-collection-used-map-city-sounds/ 

collaborative, virtual/physical research environment tool for 
mutidisciplinary research, communication, or creative 
purposes. NYU Steinhardt has recently produced two 
concerts utilizing the HoloDeck by connecting together 
remotely located musicians and motion-captured live 
dancers, performing to an audience. 

 
4.4  Music Cognition 

The Music Cognition group, led by Mary Farbood, focuses on 
modeling the complex mental processes involved in the 
perception and production of music. The general approach 
integrates multiple perspectives, including theoretical 
modeling, experimental psychology, and computation. 
Current topics being explored range from the cognition of 
basic musical structures, such as harmony and rhythm, to 
higher-level phenomena like expectation, tension, and 
expression. An important research goal of the group is to 
understand and utilize the implications of cognition for 
analysis and modeling in the domains of performance, 
composition, and improvisation. 
 

4.5  Music Experience Design Group 
 
The Music Experience Design Lab (MusEDLab),5 led by 
Alex Ruthmann, creates new technologies and experiences 
for music making, learning, and engagement. Web 
applications developed in the MusEDLab are accessed daily 
by thousands of users across the globe and include Groove 
Pizza6 and Variation Playgrounds (developed in conjunction 
with the New York Philharmonic).7 Current advances range 
from student-led entrepreneurial projects, including a team 
that participated in the 2018 NYC Media Lab Combine 
Startup Accelerator,8 to international collaborations, such as 
the Creative Learning Design Course (taught in Shanghai),9 
and the Notio Project in Finland, that aims to improve the 
teaching of music theory in Finnish schools.10 

 

4.6  Music Informatics Research 
 
The Music and Sound Informatics Research Group, headed 
by Juan Pablo Bello and Brian McFee, is interested in 
extending the capabilities of machine listening and 
understanding of both environmental and musical sound. For 
the environmental sound agenda, this includes research into 
automatically describing and identifying environmental 
scenes through the analysis of audio recordings. Much of this 
work occurs within the context of two NSF-funded projects: 
BirdVox, which aims to automatically detect and classify 
free-flying bird species from their vocalizations; and Sounds 
of New York City (SONYC), which aims to monitor, analyze, 

                                                        
5 https://musedlab.org/ 
6 https://apps.musedlab.org/groovepizza/ 
7 http://musedlab.org/variation-playground/ 
8 https://www.thecombine.nyc/news-1/2018/4/12/nyc-media-lab-welcomes-11-
new-startups-to-the-citys-media-and-technology-innovation-community/ 
9 http://creativelearningchina.org/ 
10 http://musedlab.org/notio/ 
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and mitigate urban noise pollution through a smart acoustic 
sensor network that identifies and classifies urban sound 
events. 

The musical sound agenda includes research into 
automatically recognizing tonal, rhythmic, and structural 
information in music signals. Recent projects have included: 
monophonic and polyphonic F0 estimation, large vocabulary 
drum transcription and chord recognition, instrument 
identification, and computational music structure analysis. 
This research can be applied to a diverse range of music 
technologies, such as music search and recommendation, 
computational musicology, and intelligent audio production 
and performance tools. 

The group conducts these research agendas through the 
development of data-driven algorithms, open-source 
software, open datasets, and studies of best annotation 
practices.  
 

5. EVENTS 
 

5.1  Recent Events 

MARL has been hosting a weekly music technology 
seminar series every Friday during the academic year. 
Andrew Telichan-Phillips, Willie Payne, and Tom Xi who 
have been organizing the MARL guest lecture series, have 
featured notable scholars and professionals in the fields of 
music, audio, technology, informatics, composition, and 
cognition to share updates on their work to the NYU Music 
Technology and neighboring communities. Recent speakers 
have included composers and experience designers, such as 
Yotam Mann, Danny Oppenheim, Neil Rolnick, Andrew 
Brown, and Andrew Sorensen; augmented reality 
researcher, Jean Marc Jot; and MIR researchers, Tristan 
Jehan, Nori Jacoby, and Nima Mesgarani. Past speakers 
have included composers Paul Lansky, Pauline Oliveros, 
Pierre Alexander Trembaly, and Carla Scaletti, as well as 
multi-disciplinary music researchers, such as Simon 
Zagorski-Thomas, Naresh Vempala, and Michael Casey.  

The faculty at Music Technology and Music 
Composition also actively organize festivals. For example, 
they organized the 2019 iIMPACT workshop, which was 
first launched in 2007 as IMPACT.11 iIMPACT is a 
workshop on integrating sound/music, gesture/dance, and 
image/visualization where students are exposed to 
techniques, technologies, and best practices in each area, 
followed by creating and producing a work that 
incorporates all three areas of study. The 2016 ISMIR 
conference was organized by NYU and Columbia 
University.12 In 2015, they also organized the SID 
conference, co-chaired by Aceti Lanfranco and Tae Hong 
Park. The Music Technology and Composition programs 
have partnered with NYCEMS in hosting events at 

                                                        
11 https://wp.nyu.edu/thp/iimpact/ 
12 http://www.ismir.net/ 

NYCEMF 2015.13 The Department of Music and 
Performing Arts Professions successfully hosted the 2014 
ICAD (June 22-25). The conference was co-organized by 
Agnieszka Roginska and Tae Hong Park under the theme of 
Big Data. On the creative side, NYU’s signature EAM 
concert event, the Interactive Arts Performance Series 
(IAPS), created by Robert Rowe, has continued its mission 
of sharing and programming interactive computer music 
works since the 1990s, and celebrated its 25th anniversary 
this past fall, 2018. Under the direction of Tae Hong Park 
since 2012, IAPS has featured composers and performers, 
such as Bent Frequency, Joan La Barbara, Michael Frengel, 
Lvey Lorenzo, Tristan Perich, Cort Lippe, Jeff Herriot, Luke 
DuBois, Patti Cudd, David Durant, Monte Weber, Jaeseong 
You, Esther Lamnek, Elizabeth Hoffman, Brad Garton, Tae 
Hong Park, Diarmid Flatley, Cadillac Moon Ensemble, 
Maja Cerar, Robert Scott Thompson, Douglas Geers, 
Michael Musick, Morton Subotnick, Julia Wolfe, Joel 
Chadabe, and Brian Paul Zimmerman. 

 
5.2  Other Events and Activities 
 

This year, NYCEMF and NYU is partnering in organizing 
the 2019 ICMC under the theme of Cities. The two primary 
locations for this year’s ICMC are NYU and the Abrons Arts 
Center.13 As part of the EAMM project, the NYU Library is 
preserving works by participants of the Computer Music 
Heritage.13 The conference also plans to continue NYU's 
iIMPACT Kids program, launched at ICMC 2018.13 
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ABSTRACT 

The desire for a precise three-dimensional positioning of 
sound in the 360° sphere can be traced back to the antiq-
uity.  Although numerous 20th century composers tried to 
implement their 3D audio ‘visions’, the full technological 
possibility to accomplish sonic plasticity has come up 
only recently by 3D audio systems, as in this case the 
Spatial SoundWave System (SSW) by Fraunhofer Institut 
Ilmenau/Germany based on the principle of wave field 
synthesis. However, technical perfection does not equal 
the artistically convincing, as 3D audio is a distinct aes-
thetic concept. By referring to the rich cultural history of 
3D sound creation, this paper points out major reflec-
tions and criteria which lead to aesthetic necessity and 
plausibility for 3D audio productions, as practiced in the 
artistic research and creation of the SEM-
Lab/Darmstadt, Germany. The approach given by the 
term soundscape is crucial here.  Trendy terms like im-
mersion, tangibility, illusion, and virtuality are ques-
tioned in reference to overused aesthetics, naive realism 
and the lack of providing critical distance. It is suggested 
that a huge artistic potential for specific 3D audio pro-
duction lies in dramaturgical1 approaches like fragmen-
tation, deconstruction, as well as in the careful conceptu-
alization of auditory materials and their representational 
potential. 

1. INTRODUCTION 
The 80 speakers in Bayle's Acousmonium2, the over 

300 speakers in the Philips Pavilion at the Brussels World 
Fair in 1958,3 Stockhausen's and Nono's aural-spatial 

 
1  In our context, the term „dramaturgical“ does not refer to a 
conventional theater-based approach, but to the aspects of structuring a 
sound composition (or any art work) in a way that it unfolds coherently 
and inherently consistent. In this way the term is used in many Middle 
European debates on aesthetics. 
2 Developed by composer Francois Bayle in 1974 at the GRM 
in Paris, also executed using fewer or more speakers. 
3  such as in the way Edgar Varese’s "Poème Electronique" 
was performed in the Philips pavilion, in collaboration with Le Corbu-
sier and his assistant Iannis Xenakis.  
 
 

settings, as well as numerous sound installations that 
freely distribute a large number of speakers throughout a 
space (such as those of Kubisch, Leitner, or Fontana) all 
represent examples of the desire for a precisely placed 
sonic plasticity in the contemporary audio arts – for the 
purpose of organizing sound along the x, y and z axes 
within a 360° sphere. This artistic desideratum is to be 
understood as something different from multi-channel or 
surround arrangements in which sounds are represented 
along a series of speakers and injected into a space. 

The systems mentioned above, however, are also asso-
ciated with a complicated production technology that is 
difficult to operate. Since 2012 the Soundscape & Envi-
ronmental Media Lab (SEM-Lab) at the Darmstadt Uni-
versity of Applied Arts has been working with the Spatial 
SoundWave System (SSW) to produce 3D audio in the 
context of an artistic research project.  

The SSW was developed by the Fraunhofer Institute 
Ilmenau/Germany and is not only excellent in its opera-
tions – which can be learned in a straight-forward manner 
– but it also fulfills the artistic desire to achieve three-
dimensional positioning in both a technically and aes-
thetically complex way, without being limited to a single 
privileged listening position commonly known as a 'sweet 
spot'.  

This paper’s aim is to contrapose a current technocratic-
functionally oriented application euphoria of 3D audio 
with artistic alternatives, in which the application of 3D 
sound is based on aesthetic necessity and plausibility.  
Selected aspects of the SEM-Lab’s work are outlined in 
the following. 

2. The Soundscape approach 
SEM-Lab’s artistic work, seeks to approach 3D audio 

not as a new-fangled technical novelty, but rather as a 
distinct aesthetic concept. The term 'soundscape' [1] 
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makes this comprehensible in terms of designing with 
sound and as a general concept. 

'Soundscape' indicates a three-dimensional placement 
of sounds within a 360° sphere. [2] Various kinds of 
sounds are found at highly specific places within a land-
scape, where they assume a certain position, dimension, 
and plasticity. The collaboration of all sound shapes and 
positions – whether loud or faint, near or far, desired or 
undesired – leads to a comprehensive experience of a 
landscape of sounds [3], indeed to a specific soundscape.4  
The term 'soundscape' thus inherently connotes an aes-
thetic approach to working with three-dimensional audio 
systems.  

3. The 3D audio apparatus: a novel tool 
A broader public has been exposed to 3D audio at the 
planetarium in Jena, where the SSW was installed in 
2011 with 64 speakers, especially for applications involv-
ing the accompanying of Fulldome films.5  This is the 
context in which the SEM-Lab began to produce 3D au-
dio productions in 2012.6  

With the expectation of eliciting certain filmic qualities, 
3D audio here initially served to support dramatic func-
tions. For example, a sonic element positioned in the 
space becomes audible in order to direct the gaze to 
where important dramatic elements are presented. This 
increases the perception of the entire wraparound space 
while at the same time identifying the full spectrum of the 
visible environment with the audible environment. The 
last part cannot, however, be fully realized, as the images 
in the 360° film must be projected onto the outer surface 
of the room and are not visible to the observer as holo-
grams.  

With 3D audio, however, the SSW makes it possible to 
provide a plasticizing positioning within the room, pro-
ducing an acoustic hologram, providing the imagination 
as if materially real. This makes the audio experience 
particularly impressive, such that it begs to be liberated 
from its purely servile function towards musical autono-
my. The space then ceases to be a given thing in need of 
being 'filled' with sound. Instead, the space becomes a 
three-dimensional entity defined by a topography of 
sound: In this topography, as in real life, every sound has 
not only its place and/or movement, but also its extension 
in space, thus creating a dynamic, agile landscape capable 
of being experienced as if corporeal and from/in multiple 
perspectives. Specific existing soundscapes can be repro-

 
4  The term 'soundscape' (Klanglandschaft) is in no way limited 
to the acoustic representation of an existing or ‘natural’ landscape, but 
rather includes any auditory phenomenon, whether consciously de-
signed or found.  
5  This refers to a film format in which moving images are 
projected onto the inner 360° surface of a dome architecture. 
6  An entire series of 3D audio productions created at Darm-
stadt UAS’ Soundscape and Environmental Media Lab together with 
Fulldome films (in part in co-production with HFG Offenbach) was 
awarded with prizes, including the autonomous sound art piece "I, Wa-
ter" (2012) by Philipp Boß, Felix Deufel, Yannick Hofmann, Klaus 
Schüller, Natascha Rehberg.  

duced, as well as compositions of imaginary plastic 
sound worlds.  

The technical highlights and strengths of the SSW in-
clude the fact that it is not channel-based, meaning the 
sounds do not need to emanate from speakers, but rather 
virtual speakers are created through which acoustic 
sources may occur at any position in a room.  The tech-
nical basis for this phenomenon is a kind of condensed 
wave field synthesis. 

4.  The question of aesthetic plausibility 
Our criticism is that a large portion of 3D audio produc-
tions up until now have realized their three-
dimensionality in an often unmotivated way. In many 
cases this has involved stereo productions from pop 
bands or stereo ear plays that have been converted to 3D. 
The listener finds himself situated amongst the instru-
ments or people who are speaking – unquestionably pro-
ducing a 'wow' effect. But what becomes clear in this 
experience is that the use of 3D audio is not fully realized 
by 'pimping' a conventional frontal presentation format. 
This requires a much more specific artistic motivation. 
What are the genuine dramaturgical ideas, concepts, or 
other desired expressions that are fulfilled by 3D audio? 
Within the framework of SEM-Lab’s artistic research 
work, we have found it useful to first ascertain historico-
cultural considerations.  

4.1 Immersion and Eigenweltlichkeit 
 
Immersion is a catchword that describes the experience of 
being hermetically surrounded by coherent medial senso-
ry impressions. [4] It implies a concept of a private uni-
verse (Eigenwelt), which proves to have a long tradition. 
In 1849 the composer Richard Wagner described the ex-
perience in which audience, artwork, environment, and 
the actors involved melt into each other to form the basis 
of his concept of the Gesamtkunstwerk (artistic synthe-
sis). [5] The polychorality of the Venetian School in the 
early 15th century builds on the experiential concept of 
immersion, as well as that of the stone age Hypogeum of 
Malta, a subterranean burial and worship site. Within this 
structure, a male voice, such as that of a priest, is ampli-
fied and curiously reflected so that the people present are 
enveloped by it.7 It is not difficult to imagine how this 
would unfold an intense, cult-like effect, such that it 
would become nearly impossible to distance oneself from 
the happenings there, either socially or psychologically.  

 
4.2 Tangibility and illusion 

 
With 3D audio, sound scenarios and compositions can be 
fashioned into an almost material-tangible presence and 
experience. Materiality of all kinds becomes 'real'. Even a 

 
7 In this way, the voice liberates itself from the body of its 
creator and emerges at a completely different place in the dark of the 
underground room. 
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gust of wind can be felt on the ear. The sounds seem to be 
real, material, touchable – tangible.  

This is also a long-cherished artistic desideratum, ex-
emplified by the legendary coin in the antique amphithea-
ter of Epidaurus, whose impact on the floor was supposed 
to be dependably heard and located even in the last row – 
a sound experience identical to the real one, unlimited by 
a privileged 'sweet spot'. An unreflected naturalism can, 
however, intensify the illusionary nature of an immersive 
reality to the point of naiveté.  
 
4.3 Virtuality and Augmented Reality 

 
The concept of virtuality8 is inherent in the auditive. The 
ear possesses the capacity to perceive where the eye can-
not – beyond the field of vision and the visual faculty, for 
example behind a person or in the dark. In this way, hear-
ing achieves a presence independent of physical presence.  

An example of this can be observed in the sound expe-
rience in a whispering gallery.9 Here, words spoken quiet-
ly in one spot can be perceived at a spot dozens of meters 
away – so authentically as if the speaker were standing 
directly next to the listener. Such spaces can be found at 
St. Paul's Cathedral in London and the Gol Gumbaz Mau-
soleum in Bijapur, India. It should come as no surprise 
that such astonishing phenomena are occasionally as-
signed supernatural qualities.  

The principle of the virtual loudspeaker was used as far 
back as the Neolithic Period, 5000 years ago, for example 
at the Hypogeum on Malta, an underground burial and 
worship site carved of stone. Numerous chambers, nich-
es, and corners refract voices and sounds in a characteris-
tic way. In the main oracle chamber, the voice of a male 
high priest is filtered and amplified in a special way, such 
that the lower frequencies dominate. It is thus liberated 
from its originator and becomes audible at a totally dif-
ferent position in the dark of the underground room. Of-
fering an experience of something auditory as if it were 
'real' in a place where no one and nothing is supposed to 
actually be served to unfold the cult's mystical effects. 

In the age of the computer, the interlacing of progres-
sively created perceptions with existing material is re-
ferred to as Augmented Reality. Historical examples 
show that the term was already applicable in the pre-
electronic age.  We thus address the question of how it is 
possible to conceive of composing and designing within 
the framework of Augmented or Virtual Reality beyond 
intentions involving a kind of hypnotism or religious mo-
tivation. 

5. Artistic strategies in 3D audio work  
Immersion, illusion, and virtuality: Especially the two 
latter terms are related to naturalistic concepts of “depict-
ing” auditorily materially given phenomena, as if real.   

 
8  The term 'virtual' literally connotes the possibility of exist-
ence or of having an effect. 
 

This “as if”, creating an illusion, is the basis on which 
most, if not all, 3D audio systems are marketed. At the 
same time basing compositions as well as any art form on 
merely naturalistic representation and simulation has 
been a constant object of aesthetic, cultural and ideologi-
cal critique at least since the beginning of the 20th centu-
ry10. – Based on this critical approach, our SEM-Lab saw 
the necessit to explore: Can plausible aesthetic concepts 
of 3D sound exist beyond these ilussionary “as- if”-
characteristics? From a dozen or so multiple prize-
winning compositions created at the SEM-Lab at Darm-
stadt UAS, we are able to surmise the following: 

 
5.1 Immersion vs. the naiveté of illusionism 

 
In the soundscape composition "Chalice Well" by the 
Canadian composer Barry Truax, the principle of immer-
sion is fulfilled in the greatest possible sense of the word. 
From within a water spring, the listener is surrounded by 
its flowing, gurgling, fizzing, pulsating, and whirling. 
Truax originally composed the piece for 8-channel diffu-
sion, but created a 3D audio version at the invitation of 
the SEM-Lab.  

The composition is not presented as a naturalistic re-
production of specific acoustic events, but rather as an 
original composition manifested in a careful electro-
acoustic reshaping of the original sound material. 
Through digital processing, the sounds are abstracted to 
evoke surreal imaginings of physicality, materiality, sur-
face feel, and movement. Because these sounds do not 
refer to conventional figurative concepts, they communi-
cate a strongly physical presence while freed from the 
illustrative and illusionary. Here it can be shown that a 
careful material concept is required in order to escape the 
naiveté of illusionism.  

The young composer Natascha Rehberg developed a 
comparable material concept for her piece "Rata-Schaan" 
(2015). It refers to motifs of Rudyard Kipling's "Jungle 
Book" and explores the primeval forest as an abstractly 
tangible sound environment. It also establishes a path to 
action and interaction within the 3D audio space, alt-
hough this has not been specifically implemented thus 
far. Like in the real jungle, "Rata-Schaan" compels visi-
tor's actions to influence the sound texture comprised of 
plants, insects, birds, and animals, which then influences 
the behavior of the visitor herself. Concepts are being 
worked on currently in the SEM-Lab that allow recipients 
to interact not only mentally but also operatively. 

 
5.2 Fragmentation and deconstruction  

 
A concept pursued by Anne Pischulski and Denise Röh-
rig in their voice play "Schienensuizid"/ “Railway  Sui-

 
10  It would be a paper in itself to review and present the cri-
tiques of artistic „as-if“ practices, be it in music, theater or visual arts, 
the most prominent positions formulated by Brecht/Weill, Kagel and the 
artistic discussion on auditory media art in the age of stereo emerging at 
the beginning of  1970s in Germany, Austria, France and Italy.  
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cide” (2015)8 is that the physical and mental states of 
being surrounded and involved do not necessarily gener-
ate affirmative embrace and assimilation. It captures the 
fragmentary, apparently meaningless and random percep-
tions of a person planning to kill himself. This 3D audio 
piece unfolds along a ragged soul landscape, using 
speech, voices and various sounds.  

This is also the strategy with the 3D composition 
“Vinkovci. Durch das Tor Kroatiens und wieder 
zurück”/”Vinkovci. Through the Gate of Croatia and 
Back Again” from Aleksandar Vejnovic. The listener is 
put in the position of being within a person's mind. In-
stead of trying to create a simulated acoustic likeness, the 
goal here is to use the sound world to present an interior 
fragmentizing mirror and deconstructing reflection of the 
external world. This is 3D audio used not as an instru-
ment of the homogenously illusionary, rather also as an 
approach for the torn, contrary, contrasting, and confron-
tational.  

An entire series of sound art pieces and compositions 
have been created by the SEM-Lab on this basis.  

The compositional construction of an urban soundwalk 
with the complexity and contrariness of its material and 
spatial sounds, sound textures, and auditive horizons, can 
also be plausibly communicated by 3D audio without 
slipping into the purely realistic and descriptive.  The 
sculptural positioning of sounds in a space thus presents 
also a method of deconstruction: a concept diametrically 
juxtaposed to the generation of illusion.                                   

6. CONCLUSIONS 
Our artistic research suggests that it is not enough to 

perfect 3D audio productions technically, but specify 
them based on an apparatus, and motivate them drama-
turgically. The new 3D audio apparatus presents entirely 
new challenges in considering the shifts occurring be-
tween listener and work, and in the artistic investigation 
of this situation. 

3D audio directs the listener out of its frontal, purely re-
ceptive observer role within a concert hall and leads him 
into the role of an explorer who explores its environment 
by carefully monitoring its sounds in all directions and 
spatial positions. With its tendency towards Augmented 
Reality and interactivity, it is not likely that 3D audio will 
remain an aesthetic phenomenon on the margins of cul-
ture. Rather, based on the success of computer-supported 
virtual experiences of reality and space, it is more likely 
to quickly find its way into the mainstream. Will com-
posers be equipped to carve out aesthetic values and set 
artistic standards?  

The problematic of a clearly immersive approach lies in 
its tendency to embrace and assimilate its participants, 
integrate them as part of the setting, and therefore make it 
difficult for the individual to distance himself. However, 

 
8  The production was originally produced as a 3D soundtrack 
for a Fulldome film in 2015, but possesses the autonomous qualities of a 
piece of sound art.  

where observer status and options for distancing are re-
stricted, not only are our listening habits challenged, but 
also our intellectual tradition of the enlightened appropri-
ation of our world. [6] 

 How should participatory listening be brought about 
with an orientation toward aesthetic and cognitive con-
cerns, in order that the recipient does not lose himself 
within the affirmation of empathy, involvement and adap-
tation? In order to understand, inhabit, play and master 
the new 3D audio apparatus, the age of AR/VR audio 
requires inevitably to develop new methods of hearing 
and listening. 
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ABSTRACT 
Immersive audio experiences position the listener at the 
centre of a sound field created by loudspeakers or head-
phones often attempting to achieve a sense of belonging 
and embodiment. The focus on placing the listener 
amongst multiple sound sources with individual localisa-
tion and propagation patterns goes somewhat towards 
recreating everyday like listening experiences, which 
typically involve hundreds if not thousands of sources in 
complex acoustics perceived differently by each listener 
based on movement and head rotation not to mention 
individual hearing profiles. This paper focuses on the, as 
of yet, largely unexplored listening space which sits be-
tween headphone and loudspeaker reproduction. This 
unexplored space affords multiple approaches when it 
comes to creating ambiguous listening situations in 
which there is a deliberate attempt to blur, augment or 
even contradict the relationship between headphone and 
loudspeaker sound fields. We propose a set of strategies 
which can be deployed in the development of Auditory 
Virtual Environments (AVE) aimed at creating spaces in 
between. The paper combines technical, design and crea-
tive approaches based on recent artworks, to illustrate 
ways in which to explore the notion of ambiguity in im-
mersive audio experiences.  

 

1. INTRODUCTION 
The desire for immersive listening experiences has been 
driving spatial and 360° audio technologies for over a 
century. Binaural recordings date back as far as 1881 
when the “Théâtrophone” microphone array was placed 
along the front of the stage at the Opera Garnier in Paris.  
The performance was distributed through the telephone 
system and listened to through a special headset. 
Throughout the twentieth century new technologies and 
practices have emerged to provide ever more accurate 
recording and reproduction systems.  Current binaural 
technique uses two channels, one delivered to the left ear 
and the other to the right.  Although an argument can be 
made that all stereo sound is binaural, ‘of two ears’, the 
term is reserved for sound that has been filtered by a 
combination of time, intensity and spectral cues that rep-

licate the effect of human ears and body to derive exter-
nalisation and localisation of sound objects.  It is widely 
known that binaural audio works best through the use of 
headphones due to excellent channel separation but play-
back on loudspeakers’ is possible.  It requires careful 
consideration to eliminate crosstalk between the speakers 
and therefore only works if the listener is in a fixed posi-
tion. This is called the equalisation zone or often referred 
to as the sweet spot.  Outside of this small zone the spa-
tial illusion will be lost, even small movements within 
this area or head turns as much as 10° will significantly 
degrade the spatial reproduction as noted by Gardner [1].  
 
There are a number of spatial techniques that relate to 
loudspeaker arrays such as ambisonics and wave field 
synthesis, both used in immersive audio experiences. 
Ambisonics is a technique that emerged in the 1970s for 
recording or creating a sound field that envelops a listener 
with sound from all directions. In contrast to stereo or 
multichannel surround sound arrangements, where the 
audio is mixed to a predefined number of channels and 
loudspeaker placements, ambisonics is loudspeaker ag-
nostic so that the 360° sound field can be decoded and 
reproduced by any number of loudspeakers.  However, 
the higher number of channels used in capturing or en-
coding sound the greater the number of dimensions is 
achieved in reproduction, which in turn is perceived as 
greater spatial accuracy. 
 
The most recent resurgence of virtual reality (VR) and 
augmented reality (AR) has led to the convergence of a 
number of technologies and a reimagining of their uses to 
create new immersive experiences.  Ubiquitous VR/AR 
production and reproduction systems now seamlessly 
include head tracking, positioning and haptic sensors 
combined with high resolution displays, 360° cameras, 
new ambisonic microphones with support built into re-
corders and supporting audio/visual software. Workflows 
for mixing and delivering spatial audio for VR experienc-
es using ambisonics are beginning to establish themselves 
amongst industry and practitioners. For the purpose of the 
work discussed here, we have chosen ambisonics as our 
methodology for creating spatial audio.  This is due not 
only to its popularity within the VR community but also 
its scalability; it can be decoded to binaural, to include 
headtracking, as well as large scale loudspeaker arrays.  
One single system can be used to derive and manage both 
audio streams and facilitate cross over of sound objects 
from headphones to loudspeaker. 

Copyright: © 2018 Pedro Rebelo et al. This is an open-access article dis- 
tributed under the terms of the Creative Commons Attribution 
License 3.0 Unported, which permits unrestricted use, distribu-
tion, and reproduction in any medium, provided the original author and 
source are credited. 
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Headphones were largely seen as cumbersome and in-
convenient for the majority of the twentieth century with 
listeners preferring to consume sound via their home ste-
reo system.  However, headphone listening was revolu-
tionised in the 1980s through the invention of the 
‘Walkman’, a mobile device that allowed a personalised 
experience that could be tailored to suit the individuals 
taste, activity and/or emotion during daily life.  Bull [2] 
notes that the user’s ability to detach themselves from 
their physical auditory environment and to construct their 
own changed their relationship to mundane everyday life 
events. VR experiences are for the most part a solitary act 
that has the user isolated both visually and aurally from 
their surroundings.  The ability to create social virtual 
experiences has always been a key aim in the various 
waves of VR technologies [3] and continues to be a cur-
rent issue [4].  The inherent isolation but also personalisa-
tion associated with headphone use raises the question of 
whether a shared, yet personal auditory experience leads 
to greater levels of immersion and virtual presence in an 
environment.   
 
The relative advantages and disadvantages of binaural 
headphone listening versus loudspeaker projection have 
been well documented [5]. Research into how the two can 
be combined is, however, somewhat lacking.  Work by 
Jang et al [6] investigated combining channel-based sur-
round sound projected by loudspeaker with near field 
monitoring for a VR attraction that demonstrates the po-
tential for such approach.  We expand upon this mode of 
hybrid listening and outline strategies through which this 
can be done using ambisonics, to exploit ambiguity that 
can arise between the two modes of reproduction. The 
hybrid approach discussed here has two main characteris-
tics: 1. the placement of sound objects between near field 
and loudspeaker monitors to provide a greater sense of 
spatial depth, arguably leading to more engaging levels of 
immersion and virtual presence in an auditory environ-
ment.  2. utilising the strength of each system will com-
plement the weaknesses of the other in terms of spatial 
cues and spectral response. 
 
Accurate binaural spatial reproduction requires a Head 
Related Transfer Function (HRTF) which provides in-
formation relating to time, intensity and spatial cues spe-
cific to each individual’s ears, head and torso.  The HRTF 
results in a profile of directionally dependent spectral 
coloration that is unique to each individual.  Each indi-
vidual is different and therefore auditory spatial distor-
tions can sometimes occur.  Common issues are 
front/back confusion, perceived collapse of externalisa-
tion of sound to sound “in head” and inaccurate localisa-
tion of objects or events.  A challenge for both headphone 
and loudspeaker systems is creating a convincing sense of 
distance.  A combination of near and far reproduction 
working in conjunction also provides an opportunity for a 
larger sweet spot that can accommodate shared experi-
ences. It should also be noted that the illusion of binaural 
reproduction is significantly increased by listening back 
in the same environment in which the sound field was 
captured, as explored in works such as Ricardo Jacinto’s 

Diplopias [7]. Expanding the scope of binaural delivery 
to include object-based scene authoring has also been 
developed by Martin Rumori in the installation Parisflâ-
neur [8]. 
 
Novo [9] sets out three approaches to auditory virtual 
environments (AVE) that as components of virtual envi-
ronment’s cross-modal and cognitive effects may influ-
ence what is auditorily perceived.  The so-called ‘authen-
tic’ approach aims to achieve an accurate reproduction of 
existing real environments.  While a ‘plausible’ approach 
aims at evoking auditory events that the user perceives as 
having occurred in a real environment – either known 
or unknown.  A third approach - ‘creational’ - aims at 
evoking auditory events for which no authenticity or 
plausibility restraints are imposed. These categories are 
useful in framing the broad range of approaches in the 
design of immersive experiences although we argue in 
the following section that there are opportunities for play 
in how an experience is framed. Through the notion of 
ambiguity, we propose that situations of uncertainty can 
in fact enhance immersion by placing the experiencer in 
an active role. 

2. STRATEGIES FOR AMBIGUOUS LIS-
TENING 

Ambiguity makes us question and makes us curious. Of-
ten seen as a negative, ambiguity has its power as sug-
gested by Gaver in the field of Human Computer Interac-
tion [10]. A state of questioning and uncertainty engages 
our cognition in actively working out our experience. 
Ambiguity can arise not because a particular situation is 
unclear but because it can be understood in different ways 
depending on context. These states of perception can pro-
vide powerful experiences as well as insights into how we 
relate to the world and the immersive experience. In cross 
modalism and multi-sensorial studies, the interplay be-
tween sensorial cues is the focus for understanding, for 
example, our experience of space [11] or spatial orienta-
tion of attention, a key mechanism at play in immersive 
experiences [12]. Spence [13] shows us that ambiguity is 
often used to identify our innate bias and expectation in 
food experiences. Experiments with changing the colour 
of certain foods to place the taster in a state of uncertainty 
or indeed to ‘play’ with expectation is a classic example. 
Ambiguous listening, in the context of the research pre-
sented here, refers to an environment in which the listener 
is embodied in a complex spatial sound environment in 
which sound sources are embedded with liminal charac-
teristics such as location, depth or size. Through a combi-
nation of loudspeaker arrays projecting spatial sound-
fields and headphones emphasising personal listening 
positions, ambiguous listening aims to explore hybrid 
aural experiences. The immersive audio work Listening 
to Voices by Pedro Rebelo with voice hearers often diag-
nosed with paranoid schizophrenia explored ideas of lim-
inality of listening, leading to a sense of “did I really hear 
that?” in the listener, partly achieved by combining head-
phone and loudspeaker systems [14]. 
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The strategies described here reflect current practices in 
VR/AR sound design with a focus on immersive content 
which is contextual and acknowledges the embodiment of 
the listener as a key element in the construction of sonic 
environments. The broad framework is based on the 
combination of location and head tracked open back 
headphones with individualised sound mixes (in combi-
nation with VR goggles or in audio only situations) and 
as surrounding loudspeaker array. Tests and prototypes 
have been carried at the Sonic Arts Research Centre’s 
Sonic Lab using 48 loudspeakers and Sennheiser HD 600 
open back headphones.  
 
Framing these strategies is an understanding of immer-
sive experiences not as an environment which is project-
ed to a listener based on notions of idealised source loca-
tion or engulfment but rather on a “discursive space 
where the individuality and the questioning faculty of the 
audience are carefully considered, encouraged, and taken 
into account as a parameter for a successful dissemination 
of the artwork” [15]. To achieve this discursive space, a 
critical interplay between a social understanding of listen-
ing, experience design and technology is required. In this 
context, the scenarios proposed below are not so much 
methods to achieve a particular effect but rather strategies 
to encourage embodied listening in a technological envi-
ronment which depends fundamentally on discursive ap-
proaches to sound and experience design. The often-
quoted example of David Tudor’s “Rain Forest” [16] 
which invites visitors to the installation to engage inti-
mately with multiple sound objects by moving in space, 
represents a notion of immersion which places the body 
at the centre of experience, not only by situating the lis-
tener amongst sound objects with characteristic resonant 
properties but by transforming listening into an active 
embodied engagement with an environment which is ever 
changing and invites exploration. Here, the idiosyncrasies 
and complexities of room acoustics, at times seen as a 
hindrance to the reproduction of ideal immersive sound 
environments, are embraced as a key mechanism for situ-
ating and embodying the listening experience. 
 
The scenarios described below range from strategies de-
ployed in artworks to conceptual applications of the prin-
ciple of ambiguity in immersive sound experiences. The-
se scenarios describe specific strategies which imply par-
ticular content design, spatial processing and careful gain 
balance/mixing across headphone and loudspeaker sys-
tems. We summarize a range of approaches for exploring 
notions of ambiguous listening by articulating multiple 
relationships between the listener and sound projection 
devices (i.e. loudspeakers and headphones). These sce-
narios can be deployed in isolation or in combination 
with one another, or eventually gradual transitions be-
tween one and the other. 
 
Scenario 1: Identical audio signals played in binaural 
headphone rendering and ambisonic speaker layout.  
This scenario explores transparent interplay between 
headphone and loudspeakers, which once levelled cor-
rectly in terms of the relative volumes of loudspeaker and 
headphone signals can create an ambiguous relationship 

between both. Challenges relating to synchronisation and 
phasing need to be overcome in order to achieve a seam-
less transition between the two systems. �  
 
Scenario 2: Related signals played in binaural headphone 
rendering and ambisonic speaker layout.�  
This scenario is used for transparent interplay between 
headphone and loudspeakers. It shares the possibility for 
ambiguity between loudspeaker and headphone signals 
but deliberately employs different but related content to 
suggest notion of augmentation (e.g. more detail provided 
on headphone than speakers) 
 
Scenario 3: Direct source on headphones and reflections, 
reverberation, delays or echoes on loudspeakers.  
Here we can explore effects of distance and dynamic 
acoustic spaces in which headphones provide direct 
source and early reflections while loudspeakers project 
later acoustic reflections. The modelling of the acoustics 
can arguably be purely artificial or based on real spaces 
through the use of convolution reverb. 
 
Scenario 4: Spectral mapping across headphone and 
speakers (e.g. frequency bands). 
Spectral mapping (i.e. division of the sound spectrum 
through specific bands which are distributed spatially) 
can provide engaging and acoustically dynamic forms of 
spatialisation in the context of rich or varying spectral 
content. Spectral mapping can be static (i.e. pre-defined 
frequency bands routed or panned for specific spatial 
effect) or dynamic, based on real-time spectral analysis 
and distribution of spectral content in space in relation to 
specific mapping criteria (e.g. attack detection causes a 
change in the distribution of frequency bands between 
headphones and loudspeakers). 

3. IMPLEMENTATION 
In order to achieve the scenarios described above, spe-

cific signal flows need to be in place. The diagram below 
illustrates the parallel flows for headphone and loud-
speaker signals for both spatially synthesised signals 
(based on mono sources) and ambisonic recordings. In 
addition to the conventional signal flow for both types of 
sources there is a layer of ‘hybrid processing’ in which 
each of the scenarios can be implemented though a com-
bination of mixing, filtering, convolution and delay tech-
niques.  
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Figure 1. Signal Flow. 

4. APPLICATIONS 
Scenario 2 was used in Embrace, an audio-visual immer-
sive experience about inclusivity. Directed by Franziska 
Schroeder [17], Embrace is a 360º video with spatial au-
dio which places the experiencer in between two disabled 
musicians in a pre-concert setting. As the audience walks 
into the VR experience and before they wear goggles, 
they are already exposed to the aural ambience (concert 
goers taking their seats) and acoustics (through live con-
volution reverberation) of the space depicted in the first 
scene experienced through VR goggles. The desired ef-
fect is to begin the immersive experience prior to the au-
dience being setup with headphones and goggles. The 
playback of ambisonic ambience through loudspeakers is 
related in content to the first sound environment played 
over headphones. The experience transitions to a second 
environment at which point the loudspeaker ambience is 
turned off. 

 
Figure 2. Screenshot from Embrace 

Echoes of Murlough [18] is an electroacoustic composi-
tion presented in VR.  The listener is enveloped by a vir-
tual space that explores the intersection of musical and 
environmental sonic materials gathered from Murlough 
Beach, Co. Down in Northern Ireland.  The user is a pas-
sive observer in the piece and un folds around them in a 
head tracked experience.  The AVE has an authentic ap-
proach that moves into the creational.  All environmental 
sounds where gathered at the beach using a combination 
ambisonic, MS stereo and mono microphones including 
the electric guitar except for parts recorded in the studio.  
The material for the creational AVE was gathered using 
contact microphones. The contrast between environmen-
tal and instrumental sources is explored in relation to the 
interplay between headphone and loudspeaker renderings. 

 
Figure 3. Screenshot from Echoes of Murlough 

5. CONCLUSIONS 
The work presented here proposes the exploration of am-
biguous listening through hybrid headphone and loud-
speaker systems which frame spatial sound design as an 
approach to immersive experiences which promotes em-
bodiment. Ongoing work is focusing on establishing a 
series of sound design strategies that aim to articulate 
each of the scenarios described above with a combination 
of simple synthesised signals (sine waves, noise, clicks 
and impulses) and ambisonic field recordings. Full im-
plementation of location and head-tracking for ten listen-
ers and further controlled listening tests are scheduled to 
address technical, conceptual and experiential challenges 
associated with each of the scenarios. As with much im-
mersive experience research, there is a need to develop an 
effective interplay between story telling (meant here in 
the broadest sense and not necessarily relating to linear 
narratives), experience design, auditory perception and 
technology. As the field of immersive experience design 
approaches, a (perhaps undesirable) technological con-
vergence, there is an increasing need to ‘look sideways’ 
and explore strategies which explore the inherently im-
mersive nature of sound. With an increased demand for 
public showcase of immersive content in gallery and mu-
seum situations, this hybrid approach can provide plat-
forms for designing experiences which take advantage of 
both personalised listening and site-specific sonic envi-
ronments. 
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